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Figure 2. An overview of our GenVE. The input LQ video is first up-sampled to the target resolution via bicubic interpolation. The
up-sampled video is compressed as the video latent Z and then fed into the image diffuser to synthesize an image reference latent y. Next,
the latents y and Z are converted to the augmented image reference latent Yn and video latent Zn as the conditional signals. Concurrently,
the up-sampled video latent Z is noised by the Gaussian vector ϵ to obtain the noisy video latent ZT1 . Hence, the video controller exploits
the two augmented latents Yn and Zn, and the noisy video latent ZT1 to learn a visual guidance for diffusion calibration. Finally, the HQ
video latent Z0 is synthesized from ZT1 via video diffuser based on the learnt visual guidance.

using image reference in diffusion models. The proposal
of GenVE contributes by investigating not only how to
obtain semantics-aligned image reference through diffu-
sion forward-backward calibration, but also how to benefit
patch-level texture details synthesis in video denoising.

3. Approach
In this section, we present our newly-minted GenVE, pur-
suing global semantics alignment and local texture align-
ment between LQ and HQ videos for video enhancement.
Figure 2 depicts an overview of this pipeline. Given a LQ
video, we up-sample it through bicubic interpolation, and
then encode it to the latent representation via VAE. Then,
the image diffuser is exploited to refine a key frame from
the up-sampled video to a semantics-aligned high-quality
image reference. After that, the latents of image reference
and up-sampled video are transformed by a series of condi-
tioning augmentation strategies. The video controller per-
forms local-aware cross-attention (LCA) between the fea-
ture patches of the augmented video frame latent and image
reference latent for local texture alignment. These features
are passed through cascaded 3D encoder blocks to learn
the visual guidance. Finally, the video diffuser exploits the
learnt visual guidance to calibrate the denoising procedure
for video enhancement.

3.1. Preliminaries: Video Diffusion Models
Video diffusion models [1, 18, 19, 50] typically employ a
2D-VAE as the video encoder and a 3D-UNet as the latent
denoiser. Given a video with I frames, the VAE first en-
codes it into the latent code Z = {zi}Ii=1 frame-by-frame.
Each feature point in the latent denotes a local patch in the
original frame. To conduct video refinement using diffusion
models, we follow the natural solution and implement for-
ward and backward diffusion procedures on the input video.

In the forward process, the Gaussian noise is gradually
added to the video latent code Z with time step T , formu-
lated by a Markov chain. The noised latent Zt at each for-
ward diffusion step t is thus formulated as:

Zt = αtZ + σtϵ, (1)

where ϵ ∼ N (0, I) is the Gaussian noise and αt, σt specify
the noise schedule of DDPM [17], leading the proportion of
noise to gradually increase over the steps t.

In the backward process, the data reconstruction for re-
finement eliminates the added noise in the forward diffusion
process, which can start from a noise sample Zt at arbitrary
time step t. Each backward diffusion step is a denoising
process formulated by:

Zt−1 = (Zt − σ̃tϵt)/α̃t, (2)

where σ̃t, α̃t are the constant hyper-parameters related to
time step t based on the noise scheduler [16, 17], and
ϵt = ϵθ(Zt) is the estimated noise vector using the de-
noising network ϵθ. The HQ video latent Z0 = {zi0}Ii=1

is thus iteratively denoised by the backward diffusion from
the noised LQ video latent Zt to improve the video quality.

3.2. Global Semantic Alignment
Reference-based super-resolution [45, 51] usually exploits
a semantic-related HQ image reference to guide LQ en-
hancement. Nevertheless, the layouts are not required to
be matched between each other, leading to potential spa-
tial misalignment of the objects. Such misalignment could
limit the enhancement quality of local details. To alleviate
this, we propose to generate a semantics-aligned HQ image
reference for reference-based video enhancement. An im-
age diffuser first leverages the original noisy image latent
to refine denoising procedure for HQ image reference gen-
eration. The generated image reference will be further em-
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ployed to transfer the patch-level texture information into
LQ video frames, guiding the final video enhancement.

Semantics-Aligning Image Diffuser. Given the latent z
of a key frame from the input video latent Z = {zi}Ii=1, we
first add the Gaussian noise with time step T0 on z. Then,
an image diffusion model (i.e., image diffuser in Figure 2)
performs backward diffusion on the noisy frame latent zT0

for image refinement. At each denoising step t, two inter-
mediate latents are prepared in advance. The first is the
denoised frame latent zt computed through the backward
diffusion, and the other is a noisy frame latent z̃t with time
steps t. We refine the denoised frame latent zt in each de-
noising step by leveraging the component from z̃t through
weighted summation as:

z̃t = αtz + σtϵ,

zt = (1− γt)zt + γtz̃t,
(3)

where ϵ ∼ N (0, I) and αt, σt are the constant hyper-
parameters as mentioned in Eq.(1). Note that the param-
eter γt is defined by a cosine function on t, decreasing from
0.5 to 0 monotonically with t from T to 0. In this way,
the image diffuser introduces a substantial amount of visual
content from the original frame at the early denoising phase,
exactly where the latent features have rich high-level visual
semantics. This denoising mechanism encourages the de-
noised HQ image reference to align with visual semantics
of the original LQ frame, while maintaining low-level tex-
ture details as more as possible.

Through iterative latent denoising of image refinement,
the image diffuser successfully derives the image reference
latent y, which is semantically aligned with the key frame
and has richer texture details.

3.3. Conditioning Augmentation
Next, we perform a series of conditioning augmentation
strategies on both image reference and LQ video latent
in training to simulate various scenarios, thereby boosting
model robustness. The augmentation includes noise aug-
mentation, temporal augmentation and masking condition.

Noise Augmentation. To enable controllable video re-
finement, a noise augmentation strategy is introduced on
both video and image conditions. We implement the noise
augmentation on the image reference latent y and the video
latent Z = {zi}Ii=1, following the forward diffusion as
Eq.(1) with n time steps, thereby producing the noisy con-
ditional latents ỹn and Zn = {zin}Ii=1. The noise augmenta-
tion set the noise level n different at each training step, cor-
rupting the low-level visual information. Hence, the noise
level can be adjusted in inference to balance the visual fi-
delity and quality, thus obtaining the most realistic videos.

Temporal Augmentation. To further improve the video
temporal coherence, the temporal augmentation is applied
to incorporate motion clues in the original LQ video into the
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Figure 3. Illustration of Local-Aware Cross-Attention (LCA).
Given the augmented video frame latent zin and image reference
latent yi

n, LCA first extracts the feature patches using two convo-
lutional layers, respectively. Then, the feature patches of image
reference latent are reshuffled within each neighboring d patches.
By treating video feature patches as query and the image refer-
ence feature patches as key/value, the attention map is computed
and further added by an extra local attention bias B, to estimate
the output texture-aligned feature embedding e.

HQ video diffusion process. We first estimate the optical
flows using RAFT model [36] on the input LQ video Z.
Then, the attained flows are utilized to warp the noisy image
reference latent ỹn. As such, it yields a set of corresponding
warped image references latents Yn = {ỹin}Ii=1, reinforcing
the motion alignment between the warped image references
and the input LQ video.

Masking Condition. Moreover, we leverage the mask-
ing operation on the warped image reference latents to fa-
cilitate the model training. The masking procedure is con-
ducted on each latent ỹin of warped image references using
random mask ratio r, generating the masked noise image
reference latent yin. During training, the masking condition
will set a portion of the original input pixels to zeros. In
inference, we maintain the whole input ỹin to ensure that
the entire image reference data is available for the optimal
result. As such, the masking stimulates the model to refer
to more potential texture feature patches in the image refer-
ence for visual enhancement.

By the sequential conditioning augmentation, we obtain
the augmented video latent Zn = {zin}Ii=1 and the sequence
of augmented image reference latents Yn = {yin} from Z
and y, respectively. These two latents will be further ex-
ploited for visual guidance learning in video controller.

3.4. Local Texture Alignment
To encourage the video diffuser to generate more details for
video enhancement, we leverage a video controller and fur-
ther design a local-aware cross-attention (LCA) module to
learn texture-aligned feature embedding. The local-aware
cross attention concentrates on matching texture features of
similar spatial regions between image reference and input
LQ video frame, facilitating more efficient and precise fea-
ture selection. The texture-aligned feature embedding pro-
duced by LCA is then utilized for visual guidance learning.
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Table 2. Performance comparisons among different variants of
GenVE on the YouHQ40 dataset.

Model
Fusion Augmentation

MUSIQ↑ DOVER↑
CA LCA Noise Mask Temporal

A 68.34 77.29
B ✓ 69.10 78.75
C ✓ 69.45 79.98

C1 ✓ ✓ 69.53 80.16
C2 ✓ ✓ ✓ 69.88 82.15
C3 ✓ ✓ ✓ ✓ 69.93 83.50

feature interaction between image reference and LQ video
by vanilla cross-attention (CA) to emphasize detail gener-
ation, and leads 1.46 improvement of DOVER. By replac-
ing vanilla CA with our deliberately designed local-aware
cross-attention (LCA) module, the model C boosts DOVER
from 78.75 to 79.98. Compared to general cross-attention,
our LCA module imposes the neighboring textures for more
accurate feature selection via involving attention bias and
local patch reshuffling, thereby facilitating the synthesis of
fine-grained objects. The runs of model C1, C2 and C3 fur-
ther validate different types of conditioning augmentation
in GenVE. Notably, there is a large gain of 1.99 in terms
of DOVER from model C1 to C2, verifying the efficacy of
masking conditioning to benefit feature selection and im-
prove model capacity in training. Finally, the model C3, i.e.,
our GenVE, by equipping all the three augmentations for
robust model optimization, shows the best performances.

Analysis on Noise Level. Then, we study the influence
of the noise level on the image reference and input LQ video
in the inference stage. We show two video cases generated
by GenVE with different noise levels in Figure 7. As shown
in the figure, the appearance of output HQ video is closer to
that of the input LQ video when the noise level is smaller.
The results are expected since that the adding noise in for-
ward diffusion is small and the backward denoising cannot
change a lot. Conversely, when exploiting high noise level
in video noising, more fancy local details (e.g., the tooth of
human in the 2-nd case) are presented while some visual
contents can be changed. Therefore, we achieve the trade-
off control between the video quality and fidelity by addi-
tionally involving noise augmentation in diffusion model
training. In evaluation, we empirically set the noise level
as 250 to seek a good balance between synthesized novel
details and original visual appearance.

Analysis on Image Reference. The image reference
acts as a bridge between the input LQ video and gener-
ated HQ video in our GenVE. A valid question is how
different image references influence the final results of
video enhancement. Figure 8 shows two visual cases of
video enhancement by using two distinct image references
in GenVE. Although there are substantial visual differ-
ences between the two conditioning image references, the

Noise level n=100 Noise level n=200 Noise level n=300Input

Figure 7. Two visual examples of video enhancement results by
using different noise levels in GenVE.

Reference-1 Reference-2Result-1 Result-2Input

Figure 8. Two visual examples of video enhancement results
guided by two different image references in GenVE.

final video enhancement results are perceptually similar.
We speculate that the results are contributed by the aug-
mentation strategy of masking condition which encourages
GenVE to search multiple visual cues in image reference
holistically, enhancing the generation of local details.

5. Conclusions
We have presented GenVE that explores the image refer-
ence to boost diffusion-based video enhancement. In partic-
ular, we study the problem from the view point of leverag-
ing image reference as the bridge for semantic and texture
alignment between input low-quality video and generated
high-quality video. To consolidate our idea, GenVE first
exploits an image diffusion model to upscale a key frame of
input video for semantics-aligned high-quality image refer-
ence generation. A video controller then transfers the patch-
level texture details in high-quality image reference to the
correspondence region of low-quality video for fine-grained
details enhancement. In the training of GenVE, a series of
conditioning augmentation strategies is conducted to further
strengthen the model robustness. Experiments conducted
on two public real-world video datasets, i.e., YouHQ40
and VideoLQ, as well as a self-built AI-synthesized video
dataset AIGC-Vid, validate the effectiveness of the pro-
posed GenVE for video enhancement.
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