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Abstract

Recent advances in Vision-Language-Action models (VLAs)
have expanded the capabilities of embodied intelli-
gence. However, significant challenges remain in real-time
decision-making in complex 3D environments, which de-
mand second-level responses, high-resolution perception,
and tactical reasoning under dynamic conditions. To ad-
vance the field, we introduce CombatVLA, an efficient VLA
model optimized for combat tasks in 3D action role-playing
games(ARPGs). Specifically, our CombatVLA is a 3B
model trained on video-action pairs collected by an action
tracker, where the data is formatted as action-of-thought
(AoT) sequences. Thereafter, CombatVLA seamlessly in-
tegrates into an action execution framework, allowing ef-
ficient inference through our truncated AoT strategy. Ex-
perimental results demonstrate that CombatVLA not only
outperforms all existing models on the combat understand-
ing benchmark but also achieves a 50-fold acceleration in
game combat. Moreover, it has a higher task success rate
than human players. We will release all resources, in-
cluding the action tracker, dataset, model weights, train-
ing code, and action execution framework implementation
at https://combatvla.github.io/.

1. Introduction
Vision-Language-Action Models (VLAs) have achieved
groundbreaking progress in embodied intelligence through
unified frameworks integrating visual perception, semantic
reasoning, and physical action control [1, 18, 19, 46]. In
agent applications, they perform well in UI operations and
navigation tasks [22, 23, 30, 36, 40] but struggle with ef-
ficient decision-making in complex 3D environments. A
representative challenge lies in combat tasks in 3D action
role-playing games(ARPGs) like “Black Myth: Wukong”,
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[‘type’ : ‘keyboard’ , ‘ key’: ‘space’, ‘explanation’: ‘The enemy 
is about to attack, so you need to dodge to avoid the damage.’ …]

Figure 1. CombatVLA surpasses GPT-4o and Qwen2.5-VL
in combat understanding, is 50 times faster than Cradle and
VARP framework, and has a higher success rate than humans.

which present critical but underexplored demands: real-
time processing of high-resolution visual streams, tacti-
cal adaptation to dynamically evolving enemy behaviors,
and second-level action execution—requirements mirroring
latency-sensitive real-world scenarios [3, 5]. In fact, the dy-
namic complexity of combat games rigorously challenges
VLAs’ capabilities in: 1) Visual perception (e.g., enemy
and self positioning, movement, and environmental aware-
ness). 2) Combat reasoning (e.g., recognizing enemy attack
patterns). 3) Efficient inference (i.e., real-time reaction).
Currently, no framework excels in these tasks, nor is there a
benchmark for assessing combat understanding.

The pioneers working on 3D combat games primarily
access video game APIs to read memory and thereby ac-
quire information on the game environment. For example,
Wang et al. [35] used this strategy to employ LLM-driven
agents to play Minecraft, enabling automatic mining, ex-
ploration, and combat with enemies. However, this method
of interacting with the environment is significantly differ-
ent from that of humans, who rely on vision rather than

This ICCV paper is the Open Access version, provided by the Computer Vision Foundation.
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Figure 2. (a) An action tracker collects human data on keyboard and mouse use. (b) Three types of AoT training data collected by
the action tracker are used for progressive learning. (c) Combat understanding benchmark (namely CUBench) assesses the model’s
combat IQ in three areas: gathering, comprehension, and reasoning. (d) CombatVLA model is trained on AoT data with the constraint of
action alignment loss and modality contrastive loss. (e) Deployment of CombatVLA to operate real PCs.

memory-based reading. Recently, [3] implemented rein-
forcement learning (RL) to play “Black Myth: Wukong,”
using DQN[26] and PPO[31] algorithms with pure visual
input, allowing AI to autonomously learn combat scenarios.
However, this RL-based approach requires a large number
of pre-defined reward designs and extensive trial-and-error
training. With the advancement of visual language mod-
els (VLMs) [32, 42], works like Cradle [33] and VARP [5]
demonstrate significant potential in playing video games.
Nonetheless, these efforts heavily depend on ultra-large-
scale VLMs like GPT-4o, leading to delays that can ex-
ceed 60 or even 90 seconds, as shown in Fig.1. This la-
tency severely hinders the performance in real-time combat
games and limits the practical applicability.

In this paper, we propose CombatVLA, the first effi-
cient vision-language-action model designed for 3D com-
bat gameplay. For efficient decision making, our Combat-
VLA is a 3B model that processes visual inputs and outputs
a sequence of actions to control the game (including key-
board and mouse operations). Specifically, we first develop
an action tracker to collect a substantial amount of train-
ing data. The data gathered by this tracker is then struc-
tured into an action-of-thought (AoT) format to facilitate
action reasoning by the model. Thereafter, CombatVLA is
trained using a progressive learning paradigm, enabling the
model to learn combat techniques, from video-level AoT
tuning to frame-level AoT tuning. Ultimately, CombatVLA
can be seamlessly integrated into an action execution agent,
enabling efficient inference through our custom truncated
output strategy. As shown in Fig.1, the experimental re-
sults demonstrate that CombatVLA not only outperformed

all existing models (e.g., GPT-4o and Qwen2.5-VL) in the
combat understanding but also achieved a 50-fold increase
in execution speed compared to existing VLM-based game
agents. The contributions are summarized as follows:
• AoT Dataset. We introduce a three-stage AoT dataset

consisting of coarse-grained video AoT, fine-grained
frames AoT and frames-truncated AoT to enable the
model to progressively learn combat skills. To support
this dataset collection, we develop an action tracker that
operates in the background of the game to record the
player’s movements, which will expedite data collection
and potentially advance research in the field.

• Combat Understanding Benchmark. Based on the ac-
tion tracker, we establish a benchmark, namely CUBench,
for combat understanding that evaluates the models’ per-
formance in identifying enemy positions and action rea-
soning tasks through a VQA format.

• CombatVLA Model. CombatVLA is trained using a
progressive learning paradigm, with constraints imposed
by adaptive action-weighted losses, and it achieves opti-
mal performance on combat understanding benchmark.

• Action Execution Framework. We integrate Combat-
VLA into an agent framework that operates on PCs,
achieving a 50-fold acceleration via truncated strategies.

2. Related Work
2.1. Vision-Language-Action Models
With the development of Vision-Language Models (VLMs),
several robust models, such as the Qwen series [38], have
demonstrated strong visual capabilities [11]. Subsequently,
VLMs were extended to Vision-Language Agents (VLAs)
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Question: Is the enemy's health 
high in the game? 
Answer: Yes

Gathering

Question: Carefully observe the enemy's movements. 
Will the enemy attack next or is it attacking now?
Answer: Yes

Comprehension Reasoning

Question: Please reason which of the following actions is most suitable for your next 
move (ensure your health is prioritized while depleting the enemy's health).
A. Restore health of the game character
B. Dodge to avoid enemy attacks and prevent damage
C. Attack the enemy
Answer: C    

Figure 3. Combat understanding benchmark (i.e. CUBench) has three categories: gathering (single-image judgment), comprehension
(multi-image judgment), and reasoning (multiple-image multiple-choice).

to further advance the development of embodied intelli-
gence [12]. VLAs that utilize LLM-based control strate-
gies exhibit strong generalization capabilities [4, 27]. For
instance, RT-2 [1] integrates VIT-based vision with PaLM’s
linguistic reasoning for robot control, while OpenVLA [18]
enhances generalization through large-scale visual-motor
pre-training. DeeR-VLA [43] reduces LLM computation
through dynamic capacity adjustment, and RoboFlamingo
[21] separates VLM strategies into distinct vision-language
and action modules, making it suitable for resource-limited
platforms. However, current VLA approaches still face
challenges in achieving real-time response for latency-
sensitive applications, particularly when executing long-
horizon planning in complex 3D environments with dy-
namic visual effects and second-level action windows.

2.2. AI-Driven Game Agents

The development of game agents involves two main ap-
proaches: RL- and LLM-based architectures [2, 7, 8, 13,
14, 28, 29, 37, 44, 45]. RL-based methods excel in spe-
cific tasks through reward engineering. The project of Black
Myth: Wukong AI [3] uses vision-based DQN/PPO algo-
rithms for action RPGs. JARVIS-1 [39] and VPT [17]
mimic human interactions using screenshots and key-
board/mouse inputs, but struggle with generalization due to
predefined action spaces. LLM-driven agents use language
models for reasoning in board games and text adventures.
Minecraft agents like Voyager [35] show GPT-4’s ability to
generate code. Agents such as PokeLLMon [16] enhance
understanding and strategy in Pokémon battles, demon-
strating LLMs’ decision-making potential. Cradle [33] of-
fers universal computer control without dedicated APIs, but
needs extensive feedback and is less adaptable to new tasks.

3. Tracker and Benchmark

We develop an action tracker to collect human action se-
quences in games. It provides extensive training data for
a combat understanding model. Moreover, we establish
a comprehensive combat understanding benchmark, with
three tasks using the action tracker.

Action Tracker. Due to the scarcity of training data la-
beled with actions, we have developed a lightweight python
tool for efficiently collecting video-action data pairs, called
the action tracker. It can run in the background, moni-
toring keyboard and mouse activities to record the user’s
actions, while simultaneously capturing game screenshots.
Since it uses two separate threads, it is necessary to record
timestamps to align frames with actions. The frame set
F = {f1, f2, . . . , fN} consists of frames, where each frame
fi is associated with a timestamp tfi , and they are ordered
such that tf1 ≤ tf2 ≤ · · · ≤ tfN . Similarly, the action
set A = {a1, a2, . . . , aM} comprises actions, where each
action aj is linked with a timestamp taj , and they are ar-
ranged in a sequence such that ta1 ≤ ta2 ≤ · · · ≤ taM

.
Then the alignment formula is as follows:

∀aj ∈ A, aj 7→ fij (1)

where ij = argmin
i

(tfi ≥ taj
). It ensures that each action

is aligned with the nearest future frame.

Combat Understanding Benchmark. If a VLM-based
or VLA-based model is expected to perform well in 3D
ARPGs, it needs to have high-dimensional visual percep-
tion, and semantic combat logic understanding. Therefore,
we establish a combat understanding benchmark (namely,
CUBench) centered around three capabilities (i.e. gather-
ing, comprehension, and reasoning), as shown in Fig.3, to
assess the model’s combat IQ.

The evaluation data are sourced from the action tracker,
which collected recordings and screenshots of human ac-
tions in “Black Myth: Wukong,” a 3D action game. The
human annotation team comprised six individuals, each of
whom had completed all levels of the game. Over the course
of two weeks, they labeled the game data, resulting in a col-
lection of 200 hours of recorded actions*.

We then used GPT-4o-0513 to create QA pairs for three
tasks: single-image judgment, multi-image judgment, and
multiple-image multiple-choice. Notably, all QA pairs were

*The cleaned video data will also be used for the AoT training set with-
out overlap to ensure fair evaluation.
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Explanation:The character's health is low 
(indicated by the white bar in the bottom left). The 
character needs to restore health and should 
create distance from enemies before healing.
Type: keyboard
Key: r
Action: press

Explanation: The game character 
moves backward for 0.814 seconds.
Type: keyboard
Key: s
Action: hold
Duration: 0.814

Explanation:  The game character 
moves left for 1.033 seconds.
Type: keyboard
Key: d
Action: hold
Duration: 1.033

Stage3:
Frames-

Truncated-AoT

Action-of-Thought Sequence
def action_execution():
    io_env.key_press(‘r’)
    io_env.key_hold(‘s’, 0.814)
    io_env.key_hold(‘d’, 1.033)

def action_execution():
    io_env.key_press(‘space’)
    io_env.key_press(‘space’)
    io_env.key_hold(‘a’, 0.616)

def action_execution():
    io_env.key_press(‘1’)
    io_env.mouse_press(‘left’)
    io_env. mouse_press(‘left’)

Actions
Stage1:

Video-AoT

Stage2:
Frames-AoT

Input
Video / Frames

Progressive
Learning

Explanation: The enemy is about to attack the 
game character. The game character needs to dodge 
to avoid enemy attacks and prevent damage.
Type: keyboard
Key: space
Action: press

Explanation: The enemy is about 
to attack the game character. The game 
character needs to dodge to avoid 
enemy attacks and prevent damage.
Type: keyboard
Key: space
Action: press

Explanation:  The game character 
moves left for 0.616 seconds.
Type: keyboard
Key: a
Action: hold
Duration: 0.616

Type: keyboard
Key: 1
Action: press
<trunc>
Explanation

Type: mouse
Button: left
Action: press
<trunc>
Explanation

Type: mouse
Button: left
Action: press
<trunc>
Explanation

Figure 4. Visualization of action-of-thought reasoning. Given a video or frame input, the model can quickly infer the correct action
under the semantic guidance of AoT. The special token ⟨TRUNC⟩ speeds up efficient reasoning by truncating output.

annotated by a team of ten people and cross-verified to en-
sure the quality. Ultimately, we compiled 914 data pieces
(39.4% gathering, 22.3% comprehension, 38.3% reasoning)
to test the model’s combat understanding. All prompts and
data analysis are in the supplementary material.

4. CombatVLA

As illustrated in Fig.2, our CombatVLA is a 3B model
designed for efficient inference, capable of processing vi-
sual inputs and producing a sequence of actions to control
the game (including both keyboard and mouse operations).
The training process of CombatVLA follows a three-step
progressive learning paradigm, progressing from video-
level training to frame-level training. Ultimately, Combat-
VLA can be seamlessly integrated into the action execu-
tion framework, allowing for efficient inference through our
truncated AoT strategy.

4.1. Action-of-Thought Construction

Chain-of-Thought (CoT) prompting has been proven ex-
tremely effective in enhancing the complex reasoning capa-
bilities of LLMs and MLLMs [20, 41]. Inspired by CoT, we
transform the data collected from the action tracker—which
includes the set of frames F , the set of actions A, and
their alignment—into action-of-thought data (AoT), as il-
lustrated in Fig. 4. Specifically, the model response is for-
matted in JSON, which includes [action] (such as “press
space”) and [explanation] (used to describe the current state
of the enemy, the physical meaning of the action, etc.). Ad-
ditionally, the special token ⟨TRUNC⟩ in “Answer b” rep-
resents output truncation to increase inference speed.

Question: ⟨IMG⟩ ⟨IMG⟩ ⟨IMG⟩ Please predict the next ac-
tions based on the frame sequence.
Answer a: [explanation] [action] ⟨EOS⟩.
Answer b: [action] ⟨TRUNC⟩ [explanation] ⟨EOS⟩.

4.2. Three-Stage Progressive Learning
CombatVLA’s training follows a three-step progressive
learning approach: coarse-grained video-level training
(stage1), fine-grained frame-level training (stage2), and
truncation strategy training (stage3). The vision encoder’s
parameters remain frozen while the language model is fine-
tuned. In the first two stages, AoT places [explanation] be-
fore [action] for reasoning. In the third stage, [explanation]
follows [action] to enable fast truncation and acceleration.
Stage1: Coarse-Grained Video-AoT Tuning. The goal of
this training stage is to help the model understand the com-
bat environment, make learning easier, and stabilize train-
ing. Regarding the training data, Video-AoT, each video
consists of n frames, with a frame rate set to m frames
per second. We arrange the actions corresponding to each
frame in chronological order, thereby generating video-AoT
data pairs. Notably, actions are not precisely timed with
frames, so the model must infer actions from the overall vi-
sual content rather than exact timing. This strategy enables
our model to consider all possible actions and gain an initial
understanding of the combat paradigm.
Stage2: Fine-Grained Frames-AoT Tuning. In 3D com-
bat games, precise second-level reaction time is crucial,
requiring the model to quickly understand environment
and make fast decisions. In this stage, we create action-
frame aligned data pairs, called Frames-AoT, tracing back
k frames from the current action’s timestamp. For example,
if k frames show the enemy preparing to attack, the model
might decide to dodge. This strategy helps our model un-
derstand the sequence and logic of combat scenarios.
Stage3: Fine-Grained Frames-Truncated-AoT Tuning.
The inference time of LLM/VLM-based models is propor-
tional to token length due to the next token prediction re-
quirement. Therefore, we designed a truncation strategy to
mitigate the time increase associated with the introduction
of AoT. As shown in Fig.4, we reorganized the AoT data
by introducing a special token ⟨TRUNC⟩. During real-time
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operations, any response following ⟨TRUNC⟩ will be trun-
cated. This strategy allows our model to retain the benefits
provided by AoT while accelerating the inference process.

Adaptive Action-Weighted Loss. Our CombatVLA is
trained with three losses—language modeling Llang, ac-
tion alignment Lalign, and modality contrastive Lcon—to
address action distribution imbalance.

Firstly, to better capture the correspondence between vi-
sion and action, following He et al. [15], we introduce a
contrastive loss. Specifically, given an input visual image V
and action-of-thought data A, the visual [EOS] and the final
[EOS] of the LLM output serve as the local representations
of V and A, respectively. Please refer to Fig.2(d) for a quick
understanding. Subsequently, based on whether the actions
output by the model Ao match the actions in the label Al,
we adjust the distance between the embeddings v̂EOS and
âEOS , either bringing them closer or pushing them apart.

A subsequent question is: how do we determine whether
Ao and Al match? We introduce a priority-aware match-
ing criterion based on a predefined action sequence P =
[c0, . . . , ck−1], where c0 denotes the highest-priority action
category (ranked by functional importance and occurrence
frequency). The matching function M(Al, Ao) evaluates
whether the highest-priority action category c∗ in Al (deter-
mined by P ) exists in Ao:

M(Al, Ao) =


1 if argmax

c∗∈P
I(c∗ ∈ Al) ∈ Ao

0 if argmax
c∗∈P

I(c∗ ∈ Al) /∈ Ao

(2)

The loss function dynamically adapts to the matching re-
sult: for matched pairs (M = 1), we minimize the cosine
distance between v̂EOS and âEOS via:

Lpull
con = 1− cos(v̂EOS, âEOS) (3)

and for mismatched pairs (M = 0), we maximize their
separation using Lpush

con = −Lpull
con while enforcing action

prediction accuracy through an alignment loss Lalign =
−
∑

log p(c∗). The composite action loss is defined as:

Lact =

{
Lpull

con if M = 1

Lpush
con + Lalign if M = 0

. (4)

The final objective combines language modeling Llang:

L = Llang + α · Lact, (5)

where α is derived from action priorities using exponential
weights αi = 2(k−i−1) normalized to the range [0.1, 1.0].
Here, k represents the length of P or the number of action
classes, and i is the index of action c∗ within P . This for-
mulation prioritizes rare critical actions, ensuring balanced
learning and strong vision-action alignment, despite imbal-
anced action categories.

Table 1. Task definitions in Black Myth: Wukong (BMW) and
Sekiro: Shadows Die Twice (SSDT).

Game Task ID Description Diffuculty Zero-Shot

BMW

1 Defeat WolfScout Easy ✓
2 Defeat WolfStalwart Easy ✓
3 Defeat WolfSwornsword Easy ✓
4 Defeat WolfSoldier Easy ✓
5 Defeat Croaky Easy ✓
6 Defeat Crow Diviner Middle ✓
7 Defeat Bandit Chief Middle ✓
8 Defeat Bullguard Hard ✓
9 Defeat Wandering Wight Very Hard ✗

10 Defeat Guangzhi Very Hard ✗

SSDT
11 Defeat Katana Easy ✓
12 Defeat Hassou Stance Middle ✓
13 Defeat Shigenori Yamauchi Hard ✓

4.3. Action Execution Framework
VLA-based Agent Framework. To support VLMs in
playing computer games like humans, we developed a
lightweight and fast action execution agent. For instance,
our fine-tuned VLM is similar to the human brain, respon-
sible for reasoning and decision-making, while the frame-
work is akin to human eyes and hands, responsible for ob-
servation and execution. In real-time PC gameplay, the in-
put of the action execution agent is the real-time game video
footage captured, and the output is actions based on mouse
and keyboard operations. Specifically, we perform frame
sampling on the captured real-time game footage at over 60
FPS, removing redundant visual information to reduce the
computational pressure on VLMs during inference. Finally,
the model’s output adopts a truncated inference strategy to
extract useful action information for execution.
Truncated Inference and Execution. During inference,
we monitor each new output token and stop when we see the
⟨TRUNC⟩ token, converting prior tokens into actions. This
strategy accelerates the inference speed. Subsequently, we
translate the actions into Python code using the “pyautogui”
library to automate mouse and keyboard controls, enabling
the game character to execute combat tasks.

5. Experiments

5.1. Implementation Details
Dataset. Following VARP [5], we employ the two games,
“Black Myth: Wukong(BMW)” and “Sekiro: Shadows Die
Twice(SSDT)”, as experimental platforms. The annotators
defined 13 combat tasks based on their difficulty levels, cat-
egorizing them into four distinct levels: easy, medium, hard,
and very hard, as shown in Tab. 1.

We collected training data from task 9 and 10 of “Black
Myth: Wukong” using our action tracker. After manual se-
lection, we organized approximately 25k game screenshots
and 5k high-quality AoTs, split into 95% for training and
5% for validation. The AoTs includes 10 actions: “wsad”
for movement, “shift” for quick moves, “space” for dodg-
ing, “r” for healing, “1” for immobilization, “left mouse
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Table 2. Performance comparison of closed source and open source LVLMs on the combat understanding benchmark and general bench-
mark. The highest scores among models in each metric are highlighted in FirstBest.

Model Combat Understanding General Benchmark
Gathering Comprehension Reasoning Avg. MME VideoMME OCRBench

Closed-Source Large Vision Language Models

GPT-4o-0513 58.06 66.67 47.14 57.29 2328 71.9 736
GPT-4o-mini-0718 59.44 66.18 42.57 56.06 2003 64.8 785
GPT-4-vision-preview 52.78 53.92 43.71 50.14 1926 59.9 645
Gemini-2.0-flash 58.61 64.22 50.86 57.90 – – –
Gemini-1.5-pro 64.44 62.75 41.71 56.30 2110 75.0 754
Claude35-sonnet 53.89 57.35 55.43 55.56 1920 60.0 788

Open-Source Large Vision Language Models

LLaVA-1.5-7B 50.56 60.29 42.86 51.24 1510 – –
InternVL2.5-4B 53.89 48.04 43.71 48.55 2337 62.3 828
Qwen2-VL-7B 55.28 59.80 43.14 52.74 2326 63.3 866
Qwen2-VL-2B 53.33 46.57 42.86 47.59 1872 55.6 809
Qwen2.5-VL-7B 45.56 52.94 50.57 49.69 2347 65.1 864
Qwen2.5-VL-3B 53.61 56.86 57.14 55.87 2157 61.5 797

CombatVLA-3B (Ours) 60.83 60.29 69.71 63.61 2141 58.7 741

button” for light attacks, and hold “right mouse button” for
heavy attacks. Notably, these actions can be combined.
Benchmarks. We evaluated baselines using the combat
understanding benchmark (CUBench), general benchmarks
(i.e., MME [9], VideoMME [10], OCRBench [25]), and
practical tests. In task-level practical tests, the action ex-
ecution framework controls the PC to engage in real com-
bat. All baselines are tested 10 times per task, with suc-
cess marked by defeating the enemy and failure by being
defeated. We calculate success rates from these attempts
and record average inference time. Notably, our Combat-
VLA, fine-tuned only on very hard tasks (tasks 9 and 10),
uses tasks 1-8 (same game, different tasks) and 11-13 (dif-
ferent game, different tasks) as zero-shot tests for assessing
generalization. For fair comparison, we made adaptation
improvements to Cradle framework [33] for the two games.
Baselines. We selected closed-source models such as
GPT-4o, GPT-4o-mini, GPT-4-vision-preview†, Gemini-
2.0-flash‡, Gemini-1.5-pro [34], and Claude3.5-Sonnet§, as
well as open-source models of similar sizes like LLaVA-
1.5-7B [24], InternVL2.5-4B [6], Qwen2-VL-7B/2B [38]
and Qwen2.5-VL-7B/3B¶, as baselines for the CUBench
and general benchmarks. Cradle [33], VARP [5] and ten
human players were chosen as baselines for task-level prac-

†https://openai.com/index/
‡https://deepmind.google/technologies/gemini/

flash/
§https://www.anthropic.com/news/claude- 3- 5-

sonnet
¶https : / / help . aliyun . com / zh / model - studio /

developer-reference/use-qwen-by-calling-api

Table 3. Comparison of latency and model calls per inference.

Method Latency(s)↓ Model Calls↓
Cradle [33] 61.68 5
VARP [5] 90.23 10
CombatVLA (Ours) 1.85 1

tical tests.
Training Settings. Our backbone leverages Qwen2.5-VL-
3B with a full-parameter supervised fine-tuning(SFT) on
our AoT dataset. We have configured a learning rate of 1e-
5, with a batch size of 1, and set the temperature to 0.7.
During the coarse-grained video-AoT tuning phase, we use
n = 20 and m = 10, training for 3 epochs. In the subse-
quent fine-grained frames-AoT tuning phase, we set k = 4
and train for 1 epoch. The finally stage3 phase is carried
out over 3 epochs. All training and benchmark evaluations
were conducted on 4 NVIDIA H20 GPUs. Task-level prac-
tical tests were conducted on a NVIDIA RTX 4090 GPU.

5.2. Main Results
Combat Understanding Evaluation. We evaluated Com-
batVLA and the baselines on CUBench and general bench-
marks, with experimental results shown in Tab.2. On
CUBench, our CombatVLA achieved the highest average
score of 63.61, surpassing the second-highest Gemini-2.0-
flash by 5.71 points. Compared to the original backbone,
Qwen2.5-VL-3B, it improved by 7.74 points. This indi-
cates that our method significantly enhances the model’s
capability in combat understanding. Specifically, while
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Figure 5. Comparison of task-level practical tests. Our CombatVLA not only outperforms all VLM-based agents (i.e., Cradle and VARP)
but also has a higher task success rate than human players.

ours did not perform best in low-level abilities such as
information gathering and combat comprehension, it still
demonstrated considerable competitiveness. However, in
high-level action reasoning, ours outperformed the second-
highest Claude35-sonnet by 14.28 points, thanks to the
action-of-thought data enhancing the model’s reasoning ca-
pability.
General Benchmark Evaluation. MME, VideoMME,
and OCRBench are representative benchmarks for image,
video, and rich text, respectively. They are used to eval-
uate the impact of AoT training on general capabilities.
As shown in Tab.2, despite being trained on specific tasks,
our CombatVLA maintains comparable performance to the
backbone model Qwen2.5-VL-3B. This further confirms
the robustness of our approach.
Task-Level Practical Evaluation. We integrated Combat-
VLA into the action execution agent to play the game like a
human, automatically carrying out combat tasks. Due to un-
avoidable inference delays with the model, the agent pauses
the game during model inference and resumes the game
when executing actions. To ensure the fairness and feasibil-
ity of the experiment, we set all methods to have the game
character’s attack attribute at 100 and defense attribute at
600 when testing task 9 and task 10. The key settings for
SSDT and BMW are consistent, such as the block action
in SSDT and the dodge action in BMW, both of which are
assigned to the “space” key.

The experimental results are shown in Fig. 5. The fol-
lowing observations can be made: 1) Although we made
adaptation improvements for Cradle, its reasoning heavily
relies on explicit text prompts within the game screenshot.
Since combat tasks require the ability to extract implicit
visual information, Cradle performed the worst across all
tasks. 2) VARP, despite extensive engineering adaptations
for the BMW game, performed poorly on BMW’s hard and
very hard difficulty tasks. Moreover, VARP’s success rate
in the SSDT game significantly decreased, indicating low
generalization capability. 3) Our CombatVLA, apart from
being comparable to humans on some easy tasks, surpassed
baselines on the other tasks, especially the hard and very

Table 4. Ablation study of progressive learning.

Training Gathering Comprehension Reasoning Avg. Time(s)↓
Stage1 53.89 57.35 60.57 57.27 3.73
Stage2 59.17 62.25 62.86 61.43 3.73
Stage3 60.83 60.29 69.71 63.61 1.85

Table 5. Ablation study of adaptive action-weighted loss.

Loss Setting Gathering Comprehension Reasoning Avg.

Stage3 60.83 60.29 69.71 63.61
w/o Lcon 62.78 58.82 63.14 61.58
w/o Lalign 61.39 59.80 63.71 61.64

hard tasks. Zero-shot tests on tasks 1 to 8 of the same game,
and tasks 11 to 13 of a different game, also demonstrated
CombatVLA’s strong generalization ability.
Inference Latency. We also compared the average latency
per inference (i.e., the process of inputting visual informa-
tion and outputting actions) and the number of model calls
with the baselines, as shown in Tab. 3. Our model requires
only 1.8 seconds of delay and one model call, compared to
VARP, representing a speed increase of 50 times and reduc-
ing model call costs to 1

10 of VARP’s. For more detailed
information and visualizations, please refer to our supple-
mentary materials and demo videos.

5.3. Ablation Studies
Ablation of Progressive Learning. We evaluated the dif-
ferent stages of progressive learning, as well as the experi-
mental results of Lcon and Lalign on CUBench. As shown in
Tab. 4, Stage3 represents our full CombatVLA model. The
following observations can be made: 1) Stage1 can only
learn coarse-grained actions from the video, but the actions
are not aligned with specific frames in the video, so its per-
formance is the worst. 2) Additionally, Tab. 4 reports the
average inference time for invoking the model once, and
due to the truncation mechanism, the speed of Stage3 is
about 2 times that of Stage2.
Ablation of Adaptive Loss. As progressive learning pro-
ceeds, the model’s performance in gathering and reason-
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AoT Explanation Action Execution Frame Sequence

def  restore_health():

# press ‘r’ key

io.key_hold(‘s’, 3.3)

io.key_press(‘shift’)

io.key_press(‘r’)

def  immobilization():

 # press ‘1’ key

 io.key_press(‘1’)

 io.key_hold(‘w’, 1.4)

 io.mouse_click(‘left’, 5)

def  heavy_attack():

 # hold ‘right’ button

 io.key_press(‘space’)

 io.key_hold(‘d’, 0.3)

 io.mouse_hold(‘right’, 0.6)

def  shinobi_deathblow():

 # press ‘space’ button 

 # and ‘left’ key

 io.key_press(‘space’)    

         io.mouse_press(‘left’)

The character's health is very low (indicated by 
the white bar in the bottom left). The character 
needs to restore health and should create 
distance from enemies before healing. The 
game character moves backward for 3.285 
seconds. 

The game character's immobilization skill 
is currently available. This skill can briefly 
freeze the enemy. It should be followed up with 
quick consecutive light attacks. The enemy is 
not currently attacking, so the game character 
should take the opportunity to execute light 
attacks. 

The enemy is about to attack the game character. 
The game character needs to dodge to avoid 
enemy attacks and prevent damage. The enemy 
is not currently attacking, so the game character 
can charge heavy attack for 0.607 seconds. 
Longer charge time increases damage.

def  heavy_attack():

 # hold ‘right’ button

 io.key_press(‘space’)

 io.key_hold(‘d’, 0.3)

 io.mouse_hold(‘right’, 0.6)

The enemy is about to attack the game 
character. The game character needs to dodge 
to avoid enemy attacks and prevent damage. (In 
SSDT, it is block.) The enemy is not currently 
attacking, so the game character should take the 
opportunity to execute light attacks.

Figure 6. Visualizations of some representative cases involving BMW and SSDT are provided, along with explanations of the model
outputs, the corresponding action execution codes, and the frame-by-frame sequences.

ing gradually improves. Due to the introduction of the
⟨TRUNC⟩ token in Stage3, which places the action’s ex-
planation after the action and truncates it, the model can-
not access the semantic information when generating ac-
tions, thus somewhat impairing the model’s understanding
performance. However, as shown in Tab. 5, the introduc-
tion of Lcon and Lalign enhanced the model’s reasoning per-
formance, reaching 69.71, which is 6.85 points higher than
Stage2, with an average score increase of 2.18 points.

5.4. Qualitative Visualization

We demonstrated some representative cases from the task-
level practical tests. We reported the AoT explanations in-
ferred by CombatVLA, the actions parsed into Python code,
and the sequence of frames after executing the actions, as
shown in Fig. 6. The first three rows are belong to BMW,
and the fourth is SSDT. We have the following observations:

• In the first row, CombatVLA detected its own low health
and decided to immediately use the restore health action.
Therefore, it first moved the game character backward to
a safe position and then pressed the “r” key to increase its
health.

• In the second row, CombatVLA detected that its im-
mobilizing skill was in an available state, so it pressed
the “1” key to immobilize the enemy, then immediately
launched a series of continuous attacks, depleting the en-
emy’s health significantly.

• The third row shows how our model effectively dodged
the enemy’s attack and then used a heavy attack with a
wind-up at an opportune moment.

• In the fourth row, CombatVLA first used the block action
to withstand an enemy attack, then executed a light attack
to perform a shinobi deathblow, killing the enemy in one
hit.

Overall, CombatVLA demonstrates a strong ability to un-
derstand combat tasks and can effectively reason out for
various complex situations with the help of advanced se-
mantic information from AoT explanations.

6. Conclusion
In this paper, we aim to address the issue that VLMs or
VLAs lack second-level response times, high-resolution
perception, and tactical reasoning in 3D action role-playing
games. Specifically, we introduce CombatVLA, a 3B model
trained on AoT sequences with the constraint of action
alignment loss and modality contrastive loss. Thereafter,
CombatVLA seamlessly integrates into an action execution
framework, allowing efficient inference through our trun-
cated AoT strategy. Experimental results demonstrate that
our CombatVLA not only surpasses all existing models in
combat understanding benchmarks, while maintaining gen-
eralization capability, but also achieves a 50-fold speedup
in real-time combat scenarios. In the future, we will fur-
ther enhance the model’s understanding of gaming scenar-
ios, thereby expanding its application to more games.
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