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Abstract

Foundation models, such as Segment Anything Model
(SAM), have exhibited remarkable performance in conven-
tional segmentation tasks, primarily due to their training
on large-scale datasets. Nonetheless, challenges remain in
specific downstream tasks, such as Camouflaged Object De-
tection (COD). Existing research primarily aims to enhance
performance by integrating additional multimodal informa-
tion derived from other foundation models. However, di-
rectly leveraging the information generated by these mod-
els may introduce additional biases due to domain shifts.
To address this issue, we propose an Adaptive Refinement
Module (ARM), which efficiently processes multimodal in-
formation and simultaneously refining the mask prompt.
Furthermore, we construct an auxiliary embedding that ef-
fectively exploits the intermediate information generated
during ARM, providing SAM with richer feature represen-
tations. Experimental results indicate that our proposed
architecture surpasses most state-of-the-art (SOTA) models
in the COD task, particularly excelling in structured target
segmentation.

1. Introduction

Camouflaged Object Detection (COD) is a challenging
computer vision task, as it involves segmenting objects that
are virtually identical to their immediate surroundings. It
plays a crucial role in the field due to its wide range of prac-
tical applications, including object detection [34, 45], low-
altitude economy [22], zoological research [31, 35, 37], and
medical image segmentation [18, 52].

Current research [12, 14, 33, 41, 43] focuses on design-
ing advanced architectures to extract and refine more de-
tailed features exclusively from image data. However, the
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Figure 1. Comparison of our proposed Adaptive Refinement
Module (ARM) with common COD frameworks. Unlike con-
ventional methods that rely solely on images or manually an-
notated additional modalities, our approach not only leverages
vision-language models (VLMs) to automatically generate mul-
timodal data but also mitigates domain shift through the proposed
ARM, providing high-quality prompts for SAM’s decoder. Mean-
while, ARM can also fine-tune SAM’s image encoder, further im-
proving SAM’s feature representation capability.

unique nature of the COD task, where the targets are vi-
sually similar to their surroundings, limits the effective-
ness of image features. Additionally, the lack of data from
other modalities further limits the models’ ability to ac-
quire meaningful features, making them highly susceptible
to background, preventing them from accurately detecting
camouflaged objects. Although some studies incorporate
human-made auxiliary data, such as depth images [53], tex-
tual descriptions [61], or prompts [2, 3], to provide supple-
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mentary information about targets, they are not ideal solu-
tions as they are time-consuming and labor-intensive. As
a result, despite significant progress in the COD task, two
limitations remain: limited image features and laborious an-
notation processes.

Recently, foundation models have emerged as a pop-
ular solution for tackling a range of tasks, including the
Segment Anything Model (SAM) [27], which has proven
highly effective in handling various tasks, such as medi-
cal image segmentation [44, 47] and semantic segmenta-
tion [4, 62]. Although SAM demonstrates impressive zero-
shot generalization capabilities, Chen et al. [5] states that
it still struggles to segment the complex camouflaged ob-
jects. Secondly, SAM can guide its segmentation by receiv-
ing prompts, and the most intuitive approach is to generate
prompts through manual annotation, but as mentioned ear-
lier, it is less practical due to the time and labor it demands.

To mitigate the aforementioned limitations, we rethink
the core issues that make the COD task challenging. In this
task, there are no task-specific clues (e.g., category, size, lo-
cation) of the targets. Meanwhile, the background’s visual
noise increases the task’s complexity, resulting in ambigu-
ous object boundaries and weakened feature learning. So,
we propose a novel approach that uses textual information
to complement visual features, enhancing the model’s abil-
ity to localize target objects more accurately. In this work,
we fully utilize the powerful pretrained vision-language
models (VLMs) to automatically generate multimodal data
without requiring additional training or fine-tuning. This
data provides additional cues to assist in object localization.
Subsequently, the VLMs further utilize the generated mul-
timodal information to produce mask prompts that convey
the object’s approximate location to SAM.

We also consider the biases introduced by directly uti-
lizing generated multimodal information, which could lead
to locality in the prompts, making them less comprehen-
sive and potentially affecting the subsequent SAM segmen-
tation performance. To mitigate this issue, this paper pro-
poses an Adaptive Refinement Module (ARM), which in-
corporates simple adapters to refine the initially generated
mask prompts. This module expands the regions in the ini-
tial prompts to create a more complete representation of
the target objects, offering better guidance for downstream
models. Furthermore, ARM effectively extracts vision in-
formation from the entire architecture, serving not only as
a refinement mechanism for prompts but also as a fine-
tuning module for SAM’s image encoder, further enhancing
SAM’s performance.

In summary, this work proposes the ARM, which si-
multaneously refines the initial prompt generated by mul-
timodal information and fine-tunes SAM’s image encoder,
enabling SAM to handle the COD task more effectively
across multiple aspects. Our main contributions are as fol-

lows:

• We propose a cost-effective approach that automatically
constructs mask prompts using multimodal information
generated by BLIP, serving as additional cues without re-
quiring extra training or fine-tuning. These prompts pro-
vide reliable guidance for SAM, thereby improving its
segmentation performance.

• To mitigate the additional biases introduced by BLIP, we
propose an Adaptive Refinement Module (ARM) to re-
fine the initially generated prompts, enhancing their qual-
ity and providing more precise guidance for SAM. Mean-
while, this module can also fine-tune the SAM’s image
encoder, further enhancing SAM’s segmentation accuracy
and robustness.

• We further utilize the multimodal information generated
by BLIP to construct an auxiliary embedding, which ef-
fectively exploits the intermediate information generated
during the prompt generation process and provides SAM
with richer features.

2. Related Work

2.1. Single-Modality Based COD
Image data is one of the most widely used modalities to
tackle the COD task. Therefore, most researchers are
currently exploring various approaches to extract informa-
tion from single-modality image data in order to perform
this task more effectively. CoFiNet [15], ZoomNext [43],
ZoomNet [42] focus on extracting and fusing multiscale
features from images. Although upgrading the model’s
backbone improves the accuracy of identifying objects, it
also increases the consumption of computational resources.

Besides directly extracting features from the images,
CamoDiffusion [7], BiDiCOS [26], and diffCOD [6] trans-
form the COD task into denoising tasks, gradually seg-
menting camouflaged objects through the denoising pro-
cess. Moreover, EFNet [14], FSEL [50], FGSA-Net [63],
and MAM-FFC [55] use spatial and frequency information
from images to achieve a more precise segmentation. How-
ever, in the COD task, the background in images introduces
significant noise. Even with those novel methods relying
solely on images’ intrinsic features, they still struggle to
recognize objects in complex scenarios.

Furthermore, in addition to designing a new architec-
ture, many works have also focused on improving the Seg-
ment Anything Model (SAM), taking advantage of its pow-
erful zero-shot generalization ability and prompt strategy.
SAM-COD [3] and WS-SAM [17], which combine sparse
prompts with SAM to generate the final segmentation re-
sults, still require additional manual annotations for the
sparse prompts, which remains time-consuming. MCA-
SAM [65] and SAM-adapter [5] improve the model’s per-
formance in the COD task by injecting more image infor-
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Figure 2. Overview of our proposed architecture. BLIP automatically generates multimodal data from the input image and uses it to
create the initial multimodal prompts and the auxiliary embedding. The Adaptive Refinement Module (ARM) is then employed to address
the locality issue of the initial prompts. The ARM uses multiple adapters to extract visual information from both BLIP and SAM, which
not only refines the initial multimodal prompts by integrating attention weights, resulting in more accurate mask prompts, but also fine-
tunes SAM’s image encoder. Finally, the SAM decoder receives image embedding, dense mask prompt embedding, and auxiliary sparse
embedding to tackle the COD task.

mation into SAM’s image encoder using the adapter. They
differ from our work, where the adapter serves a broader
purpose in ARM. It is primarily used to refine the gener-
ated mask prompts while injecting additional information
into SAM’s image encoder, enabling the SAM to perform
the COD task more effectively.

2.2. Multi-Modality Based COD

With the rapid growth of multimodal learning, different
modalities have been increasingly applied to address the
COD problem. HPGT [40] use the textual information to
assist in completing the COD task. However, they rely
on manually annotating text data for the COD dataset,
which is a highly time-consuming process. Although ACU-
MEN [61] utilizes the GPT-4 Vision model to generate tex-
tual descriptions and attributions for images, it still requires
more than 30 volunteers to manually verify the accuracy of
these generated texts, which is also a labor-intensive task. In
contrast to these approaches, MMCPF [51] takes a different
direction by interacting with a Multimodal Large Language
Model (MLLM). They query the model using text to obtain
the location coordinates of camouflaged objects, which sup-
ports the subsequent segmentation task. While this method
reduces the need for text data annotation, it still faces the
challenge of designing precise text prompts for querying the

MLLM. Ordinary prompts cannot let MLLM output the ex-
pected location coordinates of objects, which indicates that
designing effective text prompts becomes an additional task
that is time-consuming and labor-intensive as well. As a
result, both visual and textual information have been em-
ployed to address the COD problem, but manual annotation
and verification remain a limitation.

In addition to textual information, depth features are uti-
lized to provide valuable spatial information for models.
Due to the fact that commonly used COD datasets only in-
clude RGB images without depth data, PopNet [56], Da-
COD [54] and [57] employ depth estimation models to gen-
erate depth images from RGB-based COD datasets. Since
the depth images are generated automatically by models,
the final segmentation performance is highly reliant on the
performance of those depth estimation methods. In con-
trast to the previous approaches, RISNet [53] uses a depth
camera to manually create an RGB-D dataset for COD in
agricultural scenes, which is also painstaking.

3. Method
We propose a novel architecture, as illustrated in Fig. 2,
which enables the fully automated generation of mask
prompts for SAM and designs an innovative Adaptive Re-
finement Module (ARM) to enhance the quality of the
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initially generated mask prompts. Specifically, a Vision-
Language Model (VLM) first automatically generates tex-
tual data based on the input image. Then, by aligning mul-
timodal information, the VLM generates the multimodal
prompts to locate camouflaged objects locally. Subse-
quently, it is fed into the ARM for refinement, enabling
prompts to capture more complete object structure infor-
mation, thereby providing better guidance for SAM. During
the prompt refinement process, ARM also fine-tunes SAM’s
image encoder. Meanwhile, the generated textual data is
fully utilized, which is integrated with visual information to
provide additional auxiliary embedding, further improving
SAM’s performance in identifying camouflaged objects.

In the following subsections, we provide detailed ex-
planations of each component of this architecture. First,
we describe the multimodal prompt generation process in
Sec. 3.1. Then we introduce the ARM in Sec. 3.2. Finally,
Sec. 3.3 describes the different input embeddings fed into
SAM’s mask decoder to generate the final results.

3.1. Multimodal Prompt Generation
3.1.1. Multimodal Data Generation
As a robust zero-shot VLM, BILP [30] offers powerful im-
age captioning capabilities that align with our goal of auto-
matically generating supplementary textual data for subse-
quent prompt generation. Given an image I ∈ RH×W×3,
the image embedding EmbBimg

are extracted by the BLIP’s
image encoder EBimg

. This embedding is then passed to
BLIP’s image-grounded text decoder, which generates a
caption, as presented below:

T = DBtext(EmbBimg ) = {ti}Li=1, (1)

where T denotes the generated caption, DBtext
is the BLIP’s

image-grounded text decoder, and ti represents the ith word
in the caption, with a total of L words. As exemplified by
the potential caption generated in Fig. 2, it is clear that the
captions generated by BLIP can correctly identify the cam-
ouflaged targets.

However, since the generated T provides an overall de-
scription of the input image, it may include content that is
irrelevant to the target objects, such as “floor” is the back-
ground information of the description “There is a small
dog that is lying on the floor”. Due to the complexity of
the COD task, irrelevant information in the generated cap-
tion could act as noise, potentially distracting from generat-
ing a prompt that accurately indicates the target’s location.
Therefore, instead of utilizing the entire caption T , we use
the spaCy [21] library for part-of-speech tagging to capture
the necessary content about the objects. Specifically, each
ti in T is tagged with its corresponding part of speech (e.g.,
noun, verb, adjective). Through observation, we found that
most generated captions primarily use nouns to describe the

category of targets (e.g., man, bug, lion). Therefore, we ex-
tract the first noun tnoun that appears in T to provide more
precise target category information, which helps the subse-
quent prompt generation more accurately locate the target
object and reduces distractions caused by unrelated noise.

3.1.2. Multimodal Prompt Generation
BLIP has a powerful text-image alignment capability, which
allows it to generate a multimodal prompt that can accu-
rately locate the target object by aligning the text contain-
ing the target category information with the image. Inspired
by [29], we use BLIP once again to handle the image-text
retrieval task and generate the Gradient-weighted Class Ac-
tivation Mapping (Grad-CAM) [46] to visualize the align-
ment process of BLIP with multimodal data, thereby gener-
ating the prompt.

Specifically, the EmbBimg
and tnoun are fed into BLIP’s

image-grounded text encoder EBtext , which then outputs a
score reflecting how well the input image and text match, as
follows:

(S,Across) = EBtext((EmbBimg , tnoun), (2)

where S denotes the output score, and Across is the atten-
tion weight from the cross attention layer of EBtext

, which
captures the relationship between the image and the text.

To generate the Grad-CAM, the gradient is also impor-
tant, so we conduct a backpropagation process to get the
gradient Gcross, and then generate the prompt, as presented
below:

Pinit = GradCAM = Meantwice(Gcross ⊙ Across), (3)

where Pinit is the initially generated multimodal prompt,
⊙ denotes the element-wise multiplication operation, and
Meantwice(·) performs two averaging steps, which average
the influence of different text sequences on the image under
each attention head, thereby obtaining the final Pinit.

3.2. Adaptive Refinement Module

Image GT Initial Refined by ARM

Figure 3. Comparison between the initially generated prompt
and the prompt refined using ARM.

As shown in Fig. 3, the initially generated multimodal
prompt by BLIP only highlights the local regions of the
camouflaged object rather than the entire object. As a
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result, the mask prompt generated based on this multi-
modal prompt is incomplete, potentially negatively impact-
ing SAM’s performance. This locality issue is caused by
domain shifts. When BLIP performs an image-text retrieval
task, recognizing only the local region is sufficient to out-
put the final matching score. Particularly in our work, the
input text tnoun consists of only a single noun represent-
ing the object category without any additional descriptive
details. Therefore, the initially generated prompt can only
roughly indicate the object’s location but cannot fully cap-
ture its structure, resulting in a lower-quality mask prompt.
To address this issue, we design an Adaptive Refinement
Module (ARM) to refine the initial incomplete prompt, en-
abling it to cover the object more entirely and generate a
higher-quality mask prompt.

3.2.1. Refinement
We first design adapters to extract features from the entire
architecture. These adapters contain only two learnable lay-
ers, as shown below:

Adapter(x) = GELU(Conv2(GELU(Conv1(x)))), (4)

where Adapter(·) is an adapter module, Convi(·) is the
ith two-dimensional convolutional layer and GELU(·), the
Gaussian Error Linear Unit [20], is an activation function.

In ARM, there are k adapters used to capture image fea-
tures from the two distinct image encoders and fuse them to
generate a more comprehensive representation:

EmbkA = Adapterk(EmbBimg ) + Adapterk(EmbkSimg
),
(5)

where the EmbkA represents the output embedding of the
kth adapter, and EmbkSimg

is the image embedding comes
from kth transformer layer of SAM’s image encoder. All
adapters share the same weights.

To better utilize the extracted image features, the out-
put of the kth adapter is combined with that of the kth

transformer layer in SAM’s image encoder and fed into the
(k + 1)

th transformer layer, which could help fine-tune the
SAM’s image encoder:

Embk+1
Simg−in

= EmbkA + EmbkSimg−out
, (6)

where Embk+1
Simg−in

denotes to the inputs of the

(k + 1)
th transformer layer in SAM’s image encoder,

and EmbkSimg−out
is the original output from kth trans-

former layer in SAM’s image encoder.
Then, inspired by CLIP-ES [32], we extract the attention

weight Aself from EBimg
instead of training an additional

affinity network to refine the initial prompt. By leverag-
ing the relationships between image patches encoded in the
attention weights, the prompt can adjust itself to identify
high-correlation regions and expand to cover a more com-
plete representation of the object. However, considering the

complexity of the COD, the background introduces signif-
icant noise, which can distort the attention map to capture
the relationships between image patches accurately. There-
fore, ARM uses the output of the final adapter, which has
absorbed all the image information, to adjust the attention
weights.

A∗
self = Aself ⊙ EmblastA , (7)

where A∗
self denotes the refined attention weights, and

EmblastA represents the image embedding extracted from
the final adapter module.

Subsequently, the masked attention weights are gener-
ated as affinity weights to refine the initial multimodal
prompt:

Prefine = (A∗
self ⊙ vec(M))⊗ Pinit, (8)

where vec(M) is the vectorization of mask M , which are
generated by extracting highlighted regions of the Pinit, and
⊗ is the matrix multiplication. Finally, by setting a thresh-
old, the highlighted target region from the Prefine is ex-
tracted to generate a pseudo-mask, which serves as the final
mask prompt Pmask.

3.3. Embedding Inputs for SAM
After the mask prompt is generated, we will provide three
inputs to SAM’s mask decoder to support it in completing
the COD task.

First, the primary generated mask prompt is encoded by
SAM’s prompt encoder ESprompt

, ultimately producing a
dense embedding:

Embdense = ESprompt
(Pmask). (9)

Second, the image embedding produced by the final
transformer layer of SAM’s image encoder is combined
with the visual features from the last adapter to generate
the final image embedding:

EmboutSimg
= EmblastA + EmblastSimg

. (10)

Additionally, to make the most of the generated multi-
ple information, we encode tnoun into the text embedding
EmbMtext

using Mamba [11], a sequence modeling archi-
tecture known for its advanced ability to process textual in-
formation. The generated EmbMtext

clearly conveys the se-
mantic information of the camouflaged target category and
is concatenated with the EmbBimg extracted from BLIP to
generate the auxiliary sparse embedding to provide richer
features:

EmbAux = Concat(EmbMtext , EmbBimg ), (11)

where the Concat(·) is the concatenate operation.
Finally, Embdense, along with the EmboutSimg

and
EmbAux, are input into SAM’s mask decoder to obtain the
final segmentation result.
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CHAMELEON CAMO COD10K NC4KMethod Pub.Year Sm Fmax
β Emax

φ M Sm Fmax
β Emax

φ M Sm Fmax
β Emax

φ M Sm Fmax
β Emax

φ M

ZoomNet [42] CVPR22 0.901 0.876 0.947 0.023 0.820 0.805 0.889 0.066 0.837 0.777 0.896 0.029 0.852 0.826 0.903 0.044
SegMaR [25] CVPR22 0.906 0.888 0.959 0.025 0.816 0.803 0.884 0.071 0.833 0.774 0.906 0.034 0.841 0.826 0.907 0.046
UEDG [39] TMM23 0.911 0.894 0.968 0.023 0.863 0.856 0.929 0.048 0.858 0.812 0.934 0.025 0.879 0.864 0.935 0.035

TinyCOD [58] ICASSP23 0.887 0.861 0.958 0.030 0.822 0.807 0.899 0.066 0.811 0.742 0.903 0.036 0.843 0.817 0.910 0.047
MSCAF-Net [36] TCSVT23 0.912 0.902 0.970 0.022 0.873 0.867 0.937 0.046 0.865 0.823 0.936 0.024 0.887 0.874 0.942 0.032

FSPNet [24] CVPR23 0.909 0.890 0.965 0.023 0.856 0.846 0.928 0.050 0.851 0.794 0.930 0.026 0.879 0.859 0.937 0.035
FEDER [16] CVPR23 0.887 0.868 0.954 0.030 0.802 0.789 0.873 0.071 0.822 0.768 0.905 0.032 0.847 0.833 0.915 0.044
FSNet [49] TIP23 0.905 0.891 0.975 0.022 0.880 0.878 0.941 0.041 0.870 0.833 0.948 0.023 0.891 0.880 0.948 0.031
CRNet [19] AAAI23 0.818 0.792 0.909 0.046 0.735 0.707 0.830 0.092 0.733 0.636 0.845 0.049 — — — —

SDRNet [13] KBS24 0.914 0.901 0.961 0.024 0.872 0.867 0.932 0.049 0.871 0.828 0.936 0.023 0.889 0.876 0.940 0.032
PRNet [23] TCSVT24 0.915 0.902 0.973 0.020 0.872 0.867 0.930 0.050 0.873 0.839 0.943 0.022 0.891 0.881 0.942 0.031

CamoFormer-R [59] TPAMI24 0.898 0.880 0.949 0.026 0.817 0.801 0.883 0.068 0.838 0.786 0.928 0.029 0.854 0.829 0.908 0.042
CamoFormer-P [59] TPAMI24 0.910 0.898 0.966 0.022 0.872 0.868 0.938 0.046 0.869 0.829 0.939 0.023 0.892 0.880 0.946 0.030

ZoomNeXtpvtv2b3 [43] TPAMI24 0.928 0.919 0.977 0.017 0.885 0.886 0.942 0.042 0.895 0.864 0.951 0.018 0.900 0.891 0.948 0.028
ZoomNeXtpvtv2b2 [43] TPAMI24 0.922 0.908 0.969 0.017 0.874 0.873 0.931 0.047 0.887 0.856 0.945 0.019 0.892 0.884 0.941 0.030

DSAM [60] ACM MM24 — — — — 0.832 0.834 0.920 0.061 0.845 0.805 0.930 0.033 0.872 0.864 0.942 0.040
MAMIFNet [55] IF25 0.914 0.899 0.959 0.021 0.872 0.870 0.935 0.045 0.869 0.826 0.940 0.023 0.890 0.878 0.943 0.031

COMPrompter [64] SCIS25 0.885 0.864 0.957 0.030 0.853 0.856 0.931 0.054 0.860 0.826 0.946 0.027 0.880 0.876 0.946 0.036
Ours — 0.932 0.922 0.964 0.023 0.887 0.883 0.935 0.046 0.909 0.885 0.955 0.020 0.906 0.897 0.947 0.033

Table 1. Quantitative comparison with other SOTA methods across different datasets. The best results are highlighted in bold.

Figure 4. Fβ and PR curves of our work compared to other SOTA mothods.

4. Experiments

4.1. Experimental Setup

Datasets. To verify the effectiveness of the proposed archi-
tecture in the COD task, we use four commonly used COD
datasets for evaluation: CHAMELEON [48], CAMO [28],
COD10K [10], and NC4K [38]. In detail, CHAMELEON
consists of 76 images featuring highly camouflaged animals
in natural environments, all used for testing. CAMO con-
tains 1250 images, including both biological camouflage
and artificially designed camouflage. Among them, 1000
images are used for training, while the rest are reserved

for testing. COD10K is more extensive, comprising 5066
images that include both artificial and natural camouflage,
with 3040 images allocated for training and the remainder
used for testing. While NC4K comprises 4,121 testing im-
ages specifically designed for the COD task. Notably, all
four datasets provide only image data and do not include
additional modalities, such as text.

Evaluation Metrics. In the subsequent experiments, we
mainly use four metrics for evaluation: S-measure [8]
(Sm), maximum F-measure [1] (Fmax

β ), maximum E-
measure [9] (Emax

φ ), and Mean Absolute Error (M ).
Among these, higher values of the Sm, Fmax

β , and Emax
φ
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Figure 5. Visual comparison of segmentation results with other SOTA methods on different samples.

indicate better model performance, whereas for M , lower
values indicate better performance. Additionally, the
precision-recall curve (PR curve) and the Fβ-threshold
curve (Fβ curve) are also considered for further evaluation.

Implement Details. Our proposed framework is primar-
ily built upon the SAM-Vit Huge (ViT-H) [27] and imple-
mented using PyTorch. The entire architecture is trained on
an NVIDIA GeForce RTX 4090 GPU for 40 epochs with a
batch size of 1. The main learning rate is set to 0.0002,
while the learning rate for the ARM is 0.1 times that of
the main learning rate, and the AdamW optimizer is used
for optimization. Furthermore, both the VLM and LLM,
used for multimodal prompt and auxiliary embedding gen-
eration, are pre-trained models, so no additional training or
fine-tuning is required for these two.

4.2. Comparisons With State-of-the-art Methods
To effectively evaluate the performance of our work in the
COD task, we first conducted a comparative analysis with
the current state-of-the-art (SOTA) models.

Quantitative Evaluation. As shown in Tab. 1, which com-
pares the evaluation results of our work and other SOTA
models across four different datasets. Our work generally
demonstrates exceptional performance in solving the COD
task across various metrics on different datasets. In partic-
ular, our method excels in both the Sm and Fmax

β , show-
ing superior performance in target localization and struc-
ture capture of the camouflaged objects in complex scenar-
ios. For example, on the COD10K, our approach outper-
forms the second-best method by 1.6% in Sm and 2.4% in

Fmax
β . Although our Fmax

β is the second on the CAMO,
the gap with the top-performing model is only 0.3%, which
is negligible. Furthermore, from the comparison of the
Fβ and PR curves in Fig. 4, it is clear that our method
(red solid curve) exhibits outstanding performance across
all three datasets, with particularly remarkable results on
the COD10K dataset.

Qualitative Evaluation Fig. 5 illustrates a comparison of
the final segmentation maps of our work and other SOTA
methods across different samples. It is clear that our ap-
proach achieves a more significant overlap with the ground
truth (GT) than other SOTA models. Specifically, our
method is more effective at accurately segmenting and cap-
turing completely camouflaged objects. Even in more chal-
lenging scenarios, such as the third sample in Fig. 5, where
multiple small camouflaged objects need to be identified,
our approach segments more objects and provides more ac-
curate segmentation, while the results from other models
show noticeable omissions. These observations highlight
the superior performance of our framework, not only in lo-
calizing camouflaged objects but also in maintaining the
structural integrity of the camouflaged objects.

4.3. Ablation Studies
As shown in Tab. 2, we conduct ablation studies on the im-
provements discussed in Sec. 3 to assess the effectiveness
of each component.

Effectiveness of Auxiliary Embedding. Since the auxil-
iary embedding is generated alongside the multimodal data
produced by BLIP, we first incorporate it into the SAM to
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CHAMELEON CAMO COD10K
Sm Fmax

β Emax
φ M Sm Fmax

β Emax
φ M Sm Fmax

β Emax
φ M

SAM 0.850 0.820 0.911 0.056 0.797 0.764 0.864 0.101 0.810 0.750 0.881 0.054
SAM + EmbAux 0.852 0.816 0.922 0.047 0.805 0.778 0.882 0.089 0.820 0.751 0.893 0.039

SAM + EmbAux + P caption
init 0.866 0.836 0.920 0.046 0.823 0.795 0.891 0.081 0.839 0.776 0.908 0.037

SAM + EmbAux + Pnoun
init 0.882 0.859 0.935 0.040 0.831 0.807 0.896 0.080 0.846 0.789 0.914 0.036

SAM + EmbAux + Pnoun
ARM 0.932 0.922 0.964 0.023 0.887 0.883 0.935 0.046 0.909 0.885 0.955 0.020

Table 2. Ablation studies on three different COD datasets. + denotes additional information provided to SAM, EmbAux is the auxiliary
sparse embedding, P caption

init is the initial mask prompt generated by the entire caption, Pnoun
init is the initial mask prompt generated by the

extracted noun, Pnoun
ARM is the refined Pnoun

init by ARM.

Image GT Initial Refined by ARM

Figure 6. Comparison between the initially generated prompt
and the prompt refined using ARM.

evaluate its effectiveness. Comparing the 2nd row with the
1st row in Tab. 2, adding the auxiliary embedding leads to
performance improvements across nearly all metrics on the
three COD datasets. This indicates that the auxiliary em-
bedding effectively enhances SAM by providing additional
multimodal features.

Effectiveness of Multimodal Prompt. Our primary con-
tribution is utilizing BLIP to generate multimodal prompts,
providing SAM with more informative cues to handle the
COD task. Experimental results (3rd row of Tab. 2) show
that prompts generated from full description already outper-
form SAM with auxiliary embedding. Furthermore, SAM’s
performance further improved when extracting the noun
about the object category from the long description as tex-
tual information to generate prompts (4th row of Tab. 2).
This result not only proves the effectiveness of our gen-
erated prompts but also indicates that, although BLIP can
produce descriptions closely related to the image, redun-

dant information introduces noise, preventing the generated
prompt from accurately localizing the targets. In contrast,
providing only category information helps generate more
precise mask prompts.

Effectiveness of Refinement. As shown in the 5th row re-
sults in Tab. 2, our proposed ARM significantly enhances
SAM’s performance on the COD task, achieving substan-
tial improvements across all evaluation metrics on three
datasets. This performance boost can be attributed to two
key aspects: First, ARM refines the multimodal prompts
initially generated by BLIP, as illustrated in Fig. 6. Due
to domain shifts, these initial prompts often localize only
partial regions of the target. However, after refining with
ARM, the refined prompts achieve more complete target
coverage. Consequently, the mask prompts generated from
these refined prompts provide SAM with more precise cues.
Second, ARM effectively integrates the image features ex-
tracted by the adapter into SAM, enabling fine-tuning of the
image encoder. This process further enhances SAM’s rep-
resentation capability, leading to improved performance on
the COD task.

5. Conclusion

In this work, we propose a novel and cost-effective solution
for the COD task. The main idea is to incorporate multi-
modal information to construct high-quality mask prompts,
enhancing SAM’s segmentation capability. Specifically, we
use VLM to automatically generate multimodal data and
prompts, laying a solid foundation for constructing the final
high-quality mask prompts. Furthermore, we propose the
Adaptive Refinement Module (ARM) to refine the initial
multimodal prompts enabling more complete target repre-
sentations and fine-tune SAM’s image encoder, providing it
with richer information. Additionally, experimental results
demonstrate that our proposed architecture achieves out-
standing performance across multiple COD datasets, partic-
ularly excelling in capturing the structural details of objects,
thereby further validating our work’s effectiveness.
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