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Abstract

The research focus of GUI agents is shifting from text-
dependent to pure-vision-based approaches, which, though
promising, prioritize comprehensive pre-training data col-
lection while neglecting contextual modeling challenges.
We probe the characteristics of element and history con-
textual modeling in GUI agent and summarize: 1) the
high-density and loose-relation of element context high-
light the existence of many unrelated elements and their
negative influence; 2) the high redundancy of history con-
text reveals the inefficient history modeling in current GUI
agents. In this work, we propose a context-aware sim-
plification framework for building an efficient and effec-
tive GUI Agent, termed SimpAgent. To mitigate potential
interference from numerous unrelated elements, we intro-
duce a masking-based element pruning method that cir-
cumvents the intractable relation modeling through an ef-
ficient masking mechanism. To reduce the redundancy in
historical information, we devise a consistency-guided his-
tory compression module, which enhances implicit LLM-
based compression through innovative explicit guidance,
achieving an optimal balance between performance and ef-
ficiency. With the above components, SimpAgent reduces
27% FLOPs and achieves superior GUI navigation per-
formances. Comprehensive navigation experiments across
diverse web and mobile environments demonstrate the ef-
fectiveness and potential of our agent. Code at https:
//github.com/JiuTian-VL/SimpAgent.

1. Introduction

Many current GUI agents [2, 7, 22, 32–34, 50, 59] make
decisions on textual representations of the environments,
such as HTML and accessibility trees, which often require
system-level permissions and are often lengthy, noisy, lim-
ited scalability [6, 63]. An appealing and promising direc-
tion is using Multimodal Large language models (MLLMs)
to develop GUI agents capable of performing complex tasks
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Figure 1. Compared to the large-scale pre-training scheme, we
investigate the contextual modeling and propose an efficient train-
ing framework with element and history context simplification and
additional consistency guidance. The resulting SimpAgent can
achieve superior performance with 27% FLOPs reduction.

simply by analyzing the screenshots [11, 45, 53, 55]. These
pure-vision-based GUI agents are implemented through ei-
ther modular agent frameworks [11, 44, 45, 54] or end-to-
end agent models [6, 55, 61]. Due to the significant gap
between natural images and GUI screenshots, current pure-
vision-based GUI agents primarily pursue comprehensive,
high-quality pre-training data for improving GUI compre-
hension ability, which is very valuable but not computation-
friendly, as shown in Figure 1.

Despite their advancements, building a powerful GUI
agent still suffers from significant challenges related to con-
textual modeling. We analyze the characteristics of element
and history contexts to uncover the underlying challenges.
1) The high-density and loose-relation of element con-
text. The statistical results in Figure 2 indicate that the
number of elements per screenshot can reach dozens or even
hundreds. These elements are not tightly integrated [28],
unrelated elements may inadvertently affect each other’s
functionality or appearance, hindering the comprehension
of critical elements, empirically verified in Table 1. 2) The
high redundancy of history context. Introducing histor-
ical observations will increase the computational overhead
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by 3.4 times, but only improve the performance by 3.0%,
as shown in Table 1. The significant gap between compu-
tation and performance increments demonstrates a high re-
dundancy in historical information, raising questions about
the optimal utilization of historical information.

To address these challenges, we devise a context-aware
simplification framework to construct an effective and ef-
ficient GUI Agent, termed SimpAgent. The main com-
ponents within our framework are masking-based element
pruning and consistency-guided history compression, en-
abling the efficient modeling of element and history con-
texts respectively, depicted in Figure 1. As unrelated ele-
ments obstruct the understanding of critical elements, the
most effective solution is to eliminate them. By avoiding
the challenges of intractable relationship modeling for prun-
ing elements, we successfully reach this goal with an effi-
cient masking mechanism. During the training phase, our
masking-based element pruning method randomly masks
a rectangular region based on a predefined distribution in
the current screenshot. Because unrelated elements occupy
a considerable portion of the screenshot, our masking op-
eration can prune them with a high probability. We em-
pirically observe a notable performance improvement even
when the masked region reaches half of the screenshot.

To reduce the redundant historical visual information, we
devise a consistency-guided history compression method
with a token dropping strategy and a consistency guidance.
Specifically, we first directly drop historical vision tokens at
one specific LLM layer k, which will implicitly force LLM
to compress historical visual information into preserved to-
kens. Our dropping strategy shares a similar finding with
recent approaches [4, 13, 52], the shallow LLM layers can
aggregate the vision features into a few anchor tokens (pri-
marily adjacent action tokens in our cases). Compared to
existing compression works [20, 27, 52, 58], our directly
dropping strategy requires no extra parameters and enables
efficient attention computation. Despite the significant effi-
ciency of dropping, it still encounters the information loss
caused by its implicit compression mechanism. Instead of
reducing the dropping rate [4, 13] or adjusting the attention
mask [58], we innovatively propose a consistency guidance
to explicitly steer the compression. We additionally keep
an original branch with unchanged tokens after layer k, and
minimize the Kullback-Leibler divergence between the ac-
tion predictions from two branches. The experiments indi-
cate that our compression approach achieves a better trade-
off between performance and computational efficiency.

We conduct comprehensive experiments on four repre-
sentative GUI navigation datasets, AITW [36], Mind2Web
[9], GUI-Odyssey [29], AndroidControl [18], to verify the
effectiveness and computational efficiency of our methods.
The resulting SimpAgent can reduce the inference FLOPs
by 27% and achieves significant performance gains of 2.3%

and 1.1% on AITW and GUI-Odyssey, respectively. On
the AndroidControl dataset, our SimpAgent improves the
performance by 0.7% without any extra pre-training data.
In contrast, OS-Atlas achieves a performance gain of 0.8%
with 1.9M pre-training GUI data.

Our contributions are summarized as follows:
1. We systematically analyze the UI screenshot and GUI

Agent from the perspective of contextual modeling, and
conclude the characteristics of element and history con-
texts, highlighting the underlying challenges overlooked
in early works.

2. We propose a context-aware simplification framework
with two novel components, masking-based element
pruning and consistency-guided history compression, re-
sulting in SimpAgent to efficiently and effectively ex-
tract essential elements and historical information.

3. Comprehensive experiments on four representative GUI
navigation datasets, AITW [36], Mind2Web [9], GUI-
Odyssey [29], AndroidControl [18], verify the effective-
ness and computational efficiency of our SimpAgent.

2. Related works
GUI Agents. Autonomous agents powered [6, 16, 23, 24,
48, 56, 62] by (M)LLMs [3, 17, 19, 26, 41], have attracted
considerable attention owing to their advanced interactive
capabilities. Recent efforts have begun to enable agents to
interact with web, mobile, and desktop operating systems,
resulting in GUI agents [31, 47]. However, early works built
agents [9, 34, 49, 59] via internal APIs or system backend
codes, which is unavailable in most commercial software.
This has prompted a shift in research focus toward pure-
vision-based agents.

To leverage the understanding and reasoning capabili-
ties of advanced foundation models (e.g., GPT-4o [15] and
Gemini [43]), many works [11, 45, 51] attempt to build
compositional, framework-based agents that generally con-
tains multiple models (such as a Planner and an Actor).
They collect or synthesize a large-scale GUI grounding cor-
pus to develop strong foundation action models and com-
bine them with an advanced Planner (based on GPT-4o or
Gemini). Some works [35, 55] also curate lots of GUI nav-
igation datasets to further build end-to-end native agents.
Despite their advancements, the collection of such massive
datasets requires substantial human and computational re-
sources, which can have huge economic impacts.

Instead of massive data curation, a few works have
attempted to construct effective and computation-friendly
agents. OdysseyAgent [29] proposes a history resampler
module to compress historical screenshots, but it overlooks
the multi-modal interaction and introduces extra parame-
ters compared to our method. Iris [10] and ShowUI [25]
try to eliminate the useless background by leveraging low-
level visual clues in UI screenshots, but they struggle to
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Figure 2. The illustration of high density and loose relation of
elements in UI screenshots.

handle element-density screenshots. In contrast, we devise
an efficient masking-based element-pruning method to en-
hance the comprehension of critical elements even in high
element-density scenarios.
Vision Compression in MLLM. In the real world, multi-
modal content understanding plays a crucial role and holds
significant value [38–40, 42]. This capability has been
further enhanced and emphasized in multimodal large lan-
guage models. As the number or resolution of images in-
creases, the vision tokens in MLLMs will take up a sig-
nificant portion of the limited context window and incur
huge computational costs. To address it, previous works
[8, 14, 17, 20, 60] mainly rely on a set of learnable queries to
compress vision tokens, which requires a multi-stage ded-
icated training procedure. Some works [21, 27, 37] try to
use token similarity to select vision tokens, but still intro-
duce extra learnable parameters. Recently, FastV [4] has
found that shallow LLM layers can aggregate visual fea-
tures to some anchor tokens. VoCo-LLaMA [58] adjusts the
attention masking to explicitly compress visual information
into VoCo tokens, preventing efficient attention implemen-
tation (like FlashAttention). Victor [52] keeps the attention
masking unchanged and implicitly summarizes visual infor-
mation into some registers. In contrast to them, we propose
direct token dropping and consistency guidance to achieve
a better trade-off between performance and efficiency.

3. Preliminary

3.1. Problem Definition

GUI Agents, which are constructed for GUI Navigation
tasks, can sequentially generate actions and interact with
the GUI environment to achieve a task goal [31]. The inter-
action between an agent and the environment can be treated
as a sequential decision-making process [47]. At time step
t, the agent receives a task goal G, a history context Ht,
a screenshot observation ot, and then generates an action
at. The history context contains previous screenshot ob-
servations and actions, Ht = {ot−τ , at−τ , . . . , ot−1, at−1},

Settings #Tokens FLOPs(T) (All / LLM) Step SR

O 327 2.45 / 0.88 62.5
O + 4A 408 2.70 / 1.09 66.0
OR + 4A 408 2.70 / 1.09 68.8
O + 4AO 1551 11.90 / 4.12 69.0

Table 1. The pilot experiments of GUI Agent on the AITW dataset.
The base model is Qwen2-VL-2B. “O” (“OR”) means only using
current observation (pruned unrelated elements) to make a deci-
sion, while “+4AO” or “+4A” denotes additional adding 4 pre-
vious observation-actions or actions.

where τ is history length, providing valuable multimodal in-
formation about the task completion status. If we represent
the agent model as πθ, the training objective of the agent
can be formulated as follows:

L(πθ) = −
T∑

t=0

log πθ(at|ot, Ht, G). (1)

3.2. The high-density and loose-relation of element
context

Perceiving the GUI screenshots is critical and challenging
for the agent’s decision-making, due to the high element-
density, intricate layout, and diverse styles of the interface
[6, 53]. Figure 2 shows some screenshots on the mobile de-
vice, providing an intuitive representation of high-element
density in the GUI scenario. Statistical analyses reveal that
each screenshot in the AITW dataset [36] contains an aver-
age of 56 elements, while the AndroidControl dataset [18]
has an average of 180 elements per screenshot.

Another distinctive characteristic of graphical elements
is their loose relations. The associations between elements
are often loose and changing, replacing, or hiding one ele-
ment may not significantly impact the user’s ability to inter-
act with or understand other elements. The main reason for
these loose relations is the modular interface design prin-
ciple, where components are designed to function indepen-
dently [28]. In Figure 2, we present a case where masking
bottom regions (including unrelated elements) in a screen-
shot has no impact on the decision-making compared to the
usage of the original screenshot.

To further validate the loose relation between elements,
we conduct a preliminary experiment by roughly splitting
a screenshot observation O into two sets, the areas with re-
lated elements OR and unrelated elements OU . As each
observation corresponds to an action (mostly a click opera-
tion), we assume that the areas far from the click point con-
tain unrelated elements. Therefore, we consider half of the
image containing the click point as OR, and the rest is OU .
Table 1 show the decision-making performance (68.8%) on
OR is superior to that (66.0%) on O. The comparison con-
firms the existence of unrelated elements and highlights the
potential interference they may cause.

5903



LLM Layers k+1-K (Truncated branch)

LLM Layers 0-k

Vision 
encoder

Shared 
Param.

Consistency-guided History Compression

Action: 

Type

Value:

"Hevy"

LLM Layers k+1-K (Original branch)

Masking-based Element Pruning

Gaussian
Distribution

Uniform
Distribution

Center Point, , Vision 
encoder

Action: 

Click

Value:

915,446

Masking

Vision 
encoder

Consistency Guidance

KL Divergence

Cross 
Entropy

 Loss

Sampling Distribution

Masked Observations

Only used in training stage

View
YouTube,
then ...

download 
suggested

apps.

History Vision Token Dropping

Figure 3. Overview of our context-aware simplification framework for building SimpAgent. The main components are masking-based
element pruning and consistency-guided history compression. We assist SimpAgent in mitigating interference from unrelated elements by
masking certain regions based on a pre-defined distribution. During training, we maintain the consistency between two LLM branches for
explicitly steering history compression. At inference, SimpAgent only uses the LLM branch with truncated tokens, reducing 27% FLOPs.

3.3. The high redundancy of history context

The integration of historical information, including previ-
ous observations and actions, can help the agent to compre-
hend the completion status of the current task. As many
GUI navigation tasks are quite complex and require a lot of
steps to complete, effectively using history context is very
valuable [29, 61]. Previous works [30, 61] mainly leverage
the prior actions, which leads to considerable gains and a
few extra tokens (generally 10-20 tokens per action). How-
ever, the vision information from previous observations is
also important because the task progress can be accurately
determined only with the combination of previous observa-
tions and actions [25].

Here, we present some pilot experiments of history ob-
servations and actions by fine-tuning Qwen2-VL-2B [46] as
an agent on the popular GUI navigation task, AITW [36]. In
Table 1, we compare the agent’s performance with different
levels of history context, without history, with 4 previous
actions, and with 4 previous actions and observations. It
is clear that current observation has a dominant impact on
the final outcome, only using current observation achieves
62.5% step success rate. Incorporating 4 actions can in-
crease the step success rate by 3.5%, and further adding 4
observations leads to the gain of 3.0%. The current obser-

vation setting only requires 327 tokens, while the 4 obser-
vations additionally introduce 1143 tokens and increase the
computational overhead by 3.4 times. The comparison of
performance and computational increments indicates a sig-
nificant redundancy in historical observation information,
which can notably impact the agent’s inference speed and
hinder its practical application.

4. A context-aware simplification framework
4.1. Masking-based Element Pruning
As analyzed above, the characteristic of high element-
density in UI screenshots results in a significant challenge in
perceiving valuable elements. To address it, current works
[11, 53] mainly pursue the scaling of grounding pre-training
data, which is effective but very expensive due to the cum-
bersome data collection process. In contrast, we adopt an
orthogonal approach to elevate element comprehension ca-
pability in a data-efficient manner by leveraging the inher-
ent characteristics of user interfaces (UIs). Our method is
inspired by the implication of loose relations, that prun-
ing some unrelated elements plausibly has no impact on the
comprehension of key elements. However, identifying what
elements to prune is intractable cause the relation between
elements is dependent on numerous factors, highly unpre-
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dictable [28]. To avoid the modeling of element relation, we
devise a conceptually simple but effective method to prune
elements by masking.

Our masking-based element pruning method selects a
rectangle region R in current observation ot, and performs a
masking operation M on it. Assume the size of the selected
region is h×w, we randomly sample the size from a uniform
distribution U(a, b) where a, b are left and right bounds.
The center point of the selected region is pc = (xc, yc),
we randomly sample this point from a specific distribution
(Gaussian or Uniform distribution). The masking operation
will set the pixels within R to a specific value v. The mask-
ing method and examples are represented in Figure 3. In
training, our masking operation is conducted with a certain
probability p. At inference, the masking operation is omit-
ted to provide complete visual information.

omt = M(ot) =

{
v, (x, y) ∈ R;

ot(x, y), otherwise.
(2)

Our core design principle is that the masking of unre-
lated elements can facilitate the comprehension of valuable
elements. Our method can prune unrelated elements with
a high probability for two reasons. 1) The most valuable
elements cover a small area in the screenshot. we have con-
ducted a statistical analysis and found that the average por-
tion of click regions in the screenshot is 2%. 2) The loose
relation between elements implies that unrelated elements
occupy a considerable portion of the screenshot. These two
reasons collectively ensure that the masking operation will
not yield a large quantity of noise samples.

4.2. Consistency-guided History Compression
The high redundancy of history context requires us to com-
press the historical information and improve the inference
efficiency of the agent. In comparison with few compu-
tation cost caused by the history actions, history observa-
tions additionally increase the computational overhead by
3.4 times. Thus, we focus on the compression of his-
tory visual information. Current vision compression ap-
proaches [20, 27, 57] mainly employ the extra-module-
based paradigm, which will induce additional computa-
tional cost and hardly take into account the interaction
between multiple modalities. Recently, some researchers
[4, 13, 52] investigate the attention distribution of various
types of tokens in a trained MLLM. They found that the
shallow layers in LLM can aggregate the vision features
into a few anchor tokens and the attention scores can be
used to identify these anchor tokens. These works can
only retain the anchor tokens to accelerate the inference
of a trained MLLM, but inevitably encounter performance
degradation. In contrast, we propose a consistency-guided
history compression method and apply it in the training
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Figure 4. The attention maps during the LLM decoding process
of GUI Agent. One previous step is used. We can see that in
the shallow layers, attention distributes smoothly across various
types of tokens within each step. In the deep layers, the attention
scores within each step are aggregated to adjacent action tokens
and attention over observation tokens is rather sparse.

stage to achieve a better trade-off between performance and
computational efficiency.

Our consistency-guided history compression contains
two key components, LLM-based history dropping and
consistency-guided training objective. The history com-
pression is internally processed within the LLM through
the selective removal of vision tokens. After pro-
jecting task goal, raw observations, and actions to vi-
sion and text tokens, the concatenated token sequence
{G, ot−τ , at−τ , . . . , ot−1, at−1︸ ︷︷ ︸

Ht

, ot} is fed into a LLM to

generate next action tokens at. We simply drop all his-
tory vision tokens {ot−τ , . . . , ot−1} after LLM layer k,
and the LLM continues with the truncated token sequence
{G, at−τ , . . . , at−1︸ ︷︷ ︸

Hc
t

, ot}. The whole process is depicted in

Figure 3. For simplicity, we represent the agent model with
LLM-based history dropping as πθ(ãt|omt , Hc

t , G). The ra-
tionale behind this approach is that shallow layers in LLM
can use causal self-attention to compress vision tokens into
adjacent text tokens, which is also observed in Figure 4.

We find that the directly dropping strategy implicitly
compresses the visual information through the causal self-
attention mechanism, inevitably leading to some informa-
tion loss. VoCo-LLaMA [58] introduces an explicit and
strict compression method by adjusting the attention mask
but suffers from severe computational efficiency issues. In
contrast, we devise a consistency-guided training objective
to steer the vision compression process by maintaining the
consistency between the truncated branch (with Hc

t ) and the
original branch (with Ht). The training objective is formu-
lated as follows:

L = −
T∑

t=0

log πθ(ãt|omt , Hc
t , G)−

T∑
t=0

log πθ(at|omt , Ht, G)

− DKL[πθ(ãt|omt , Hc
t , G)∥πθ(at|omt , Ht, G)]. (3)

5905



5. Experiments
In this section, we validate our model using comprehensive
agent benchmarks that cover various mobile scenarios. We
use Qwen2VL-2B [46] as our base model and fine-tune it on
GUI Navigation datasets to obtain our SimpAgent. The im-
plementation details can be found in section B in Appendix.

5.1. Datasets
We select four GUI navigation datasets, to evaluate Sim-
pAgent’s multi-step execution ability. Table 2 shows the
statistical analysis of these datasets.

Dataset Domain #Task #Avg. Steps
AITW [36] Mobile & Web 2,939 8.1
Mind2Web [9] Web 2,350 7.3
GUI-Odyssey [29] Mobile 7,735 15.4
AndroidControl [18] Mobile 15,283 5.5

Table 2. Dataset statistics, including domain, number of tasks, and
average task length (measured in steps).

5.2. Main Results
In Tables 3, we present the evaluation results of our Sim-
pAgent on mobile and web navigation datasets, AITW,
Mind2Web, GUI-Odyssey. In comparison with SeeClick
[6], Iris [10], and ShowUI [25], our agent demonstrated su-
perior performance without pre-training GUI datasets and
fewer or comparable parameters. We also evaluate our Sim-
pAgent on a long-horizon navigation dataset, GUI-Odyssey
with average steps of 15.4. In the last column of Ta-
ble 3, we find that SimpAgent outperforms OdysseyAgent
[29] with fewer parameters, suggesting its superior capa-
bility of history information utilization. In Table 4, we
evaluate our model on the most diverse mobile naviga-
tion dataset, AndroidControl, with 833 Android apps. We
adopt the setting of only using high-level instructions. No-
tably, with no extra pre-training data and smaller model
size, SimpAgent-2B yields comparable performance gain
(increase 0.7% over the baseline Qwen2VL) with OS-Atlas-
4B [53] (increase 0.8% over the baseline InternVL2) which
has been pre-trained on large-scale GUI datasets (1.9M).
These comparisons suggest that our context-aware simplifi-
cation framework can assist agents in effectively extracting
critical elements and enhancing the agent’s navigation ca-
pability. We also evaluate our SimpAgent and its variants
on the Mind2Web dataset with three challenging out-of-the-
domain testing sets, obtaining new state-of-the-art perfor-
mances. More detailed comparisons can be found in Ta-
ble 1-3 in Appendix.

5.3. Ablation Studies
Ablation of all components. In Table 5, we examine all
components in our context-aware simplification framework.
The comparisons begin with history compression, followed

by the addition of consistency guidance, and conclude with
masking-based element pruning. As shown, if historical
screenshots are compressed by directly dropping, the in-
formation loss is significant (decreases 1.7% and 3.1% on
AITW and GUI-Odyssey respectively) due to the implicit
supervision mechanism. However, the compression results
in a significant inference acceleration and achieves 27%
FLOPs reduction. By utilizing consistency loss to explic-
itly steer the process with complete historical information,
the compression of historical visual information can be sig-
nificantly enhanced, achieving nearly lossless results (a gap
of 0.1%) on AITW and competitive performance (a gap of
1.2%) on GUI-Odyssey. The masking-based element prun-
ing method further enhances performance by filtering out ir-
relevant element noise during the learning process, leading
to superior results (increase 2.4% and 2.3% on AITW and
GUI-Odyssey separately). This demonstrates the effective-
ness of our proposed masking-based element pruning and
consistency-guided history compression methods.

(a) (b)
Figure 5. (a): The analysis of masking region (h,w ∼ U(a, b))
in masking-based element pruning module. (b): The analysis of
masking strategy based on different sampling distributions.

The analysis of masking region choice. In Figure 5
(a), we analyze the selection of parameters for the size of
mask region, where both h and w are independently sam-
pled from U(a, b). We fix the masking probability to 0.5
and sample the center point pc from a uniform distribution.
Under different settings of the a, b parameters, our method
consistently improves without significant performance fluc-
tuations, proving the effectiveness and insensitivity of the
approach. When parameters a and b are selected from the
range (0.5, 0.7), the corresponding mask will cover 25% to
50% of the image region. Even with such a large masked
area, it still effectively enhances the model’s learning, indi-
cating that unrelated elements occupy a significant portion
of the screenshot.

The analysis of different masking distributions. In
Figure 5 (b), we analyze the impact of using uniform and
inverse gaussian distributions for sampling the center point
of masking regions. We set the masking probability p = 0.5
and the size h,w ∼ U(0.5, 0.7). The design of the In-
verse Gaussian distribution is based on an intuitive prior:
elements closer to the current operation point are more rele-
vant to the task and should be masked with a smaller proba-
bility. Inverse Gaussian distribution achieves a performance
improvement of 1% compared to the non-mask variants, but
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Method #P.T. #Param. AITW
Mind2Web

GUI-Odyssey
Cross-Task Cross-Website Cross-Domain

CogAgent [12] 140M 18B - 17.6 13.4 15.5 11.84
Qwen-VL [1] - 9.6B 54.3 13.3 9.2 12.0 72.8
SeeClick [6] 850K 9.6B 59.3 25.5 16.4 20.8 -
OdysseyAgent [29] - 9.6B - - - - 74.3
Qwen2VL∗ [46] - 2B 66.0 45.0 40.9 40.5 69.0
Qwen2VL [46] - 2B 69.0 46.7 42.2 44.6 74.9
Iris [10] 850K 9.6B 63.6 32.0 26.2 28.8 -
ShowUI [25] 256K 2B 70.0 37.2 35.1 35.2 -
SimpAgent - 2B 71.3 47.1 42.8 43.3 76.0
SimpAgent-M - 2B 71.5 48.7 42.2 45.0 77.4

Table 3. Performance comparisons on AITW, Mind2Web, and GUI-Odyssey. We report the step success rate (step SR). “#P.T.”, and
“#Param.” denote the number of pre-training GUI datasets and parameters, respectively. “*” means the variant utilizing only action history.
“-M” denotes only applying masking-based element pruning without inference FLOPs reduction.

Method #P.T. #Param. AndroidControl-High

Type Grounding SR
SeeClick [6] 850K 9.6B 82.9 62.9 59.1
InternVL2 [5] - 4B 84.1 72.7 66.7
OS-Atlas [53] 1.9M 4B 84.7 73.8 67.5
Qwen2VL∗ [46] - 2B 84.4 72.2 67.8
Qwen2VL [46] - 2B 84.5 72.9 68.4
SimpAgent - 2B 84.9 73.2 69.1
SimpAgent-M - 2B 84.8 73.8 69.3

Table 4. Main Results on Android Control. “#P.T.”, “#Param.”
and “SR” denote the number of pre-training GUI datasets and pa-
rameters, and step success rate, respectively. “*” means the variant
utilizing only action history. “-M” denotes only applying masking-
based element pruning without inference FLOPs reduction.

C.p. C. C.p. M. P. FLOPs AITW GUI-Odyssey

11.90 69.0 74.9
! 8.71↓27% 67.3↓1.7 71.8↓3.1
! ! 8.71↓0% 68.9↑1.6 73.7↑1.9
! ! ! 8.71↓0% 71.3↑2.4 76.0↑2.3

Table 5. Ablation study of all components in our context-aware
simplification framework. “C.p.” and “C. C.p.” mean history com-
pression and consistency-guided history compression. “M. P.” de-
notes masking-based element pruning.

it still underperforms the Uniform distribution. Notably, we
also report the standard deviations, which are no more than
0.2%, indicating the robustness of our masking strategy.
Experimental results suggest that the element distribution
is more complex than initially assumed. This could be due
to the intricate relationships between different elements in
the GUI design, where the applications have highly diverse
operational logic and layouts [28]. Therefore, adopting a
uniform distribution could be a solid choice, but a better
solution remains to be explored.

The analysis of drop layer choice. In Table 6 we ana-
lyze the selection of the drop layer k in LLM. It is shown
that the shallow layers indeed realize a certain level of infor-
mation transfer, as k = 1 has a better performance of 66.5%
than the setting of utilizing only action history (66.0%). Af-

ter k = 3, the step success rate reaches a saturation point
(around 67.3%) with the minimal performance degradation.
This phenomenon is also observed in recent studies [4, 52]
on general multimodal comprehension tasks, confirming the
generalization of the token compression mechanism within
LLM layers across various scenarios.

5.4. Comparison with other compression methods
The existing compression schemes are divided into extra-
module-based [20, 27] and LLM-based compression meth-
ods [4, 13, 52, 58]. For the extra-module-based approach,
we select the Token Merger [27] as a representative work. It
uses a token filter algorithm to select the most valuable to-
kens, utilizing these tokens as queries and employing cross-
attention to further aggregate all the features. For the LLM-
based compression method, we select Victor [52] and FastV
[4]. These two methods both use summary tokens to com-
press visual information, but the former is applied in the
training stage and the summary tokens are trainable to ag-
gregate information, the latter focuses on inference acceler-
ation by selecting the most valuable vision tokens as sum-
mary tokens based on attention scores.

For a fair comparison, we fix the number of selected (To-
ken Merger) or summary (Victor and FastV) tokens at 64,
and adopt the setting of Qwen2VL with 4 history screen-
shots and actions. The Token Merger utilizes the resampler
module to compress each historical image into 64 tokens.
Victor introduces τ groups of 64 summary tokens for τ his-
tory screenshots. After the third layer, only the summary
tokens are retained and the historical vision tokens are dis-
carded. FastV is applied to the trained Qwen2VL model,
where “-0” means 0% of the historical vision tokens are se-
lected as summary tokens during inference. “-50” denotes
50% of the historical vision tokens are selected.

As shown in Table 7, compared to training-based meth-
ods, Token Merger and FastV, our approach has lower
FLOPs and smaller performance loss, owing to the intrin-
sic compression mechanism of LLM and the explicit con-
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k 1 3 6 12

Step SR 66.5 67.3 66.8 67.4
FLOPs (T) 8.49↓29% 8.71↓27% 9.03↓24% 9.67↓19%

Table 6. The analysis of drop layer k in history compres-
sion module without consistency guidance. The uncompressed
FLOPs and performance are 11.9 and 69.0.

Method No Token Victor FastV-50 FastV-0 OursMerger

Step SR 69.0 68.9 67.6 66.0 63.8 68.9
FLOPs (T) 11.90 9.28 9.28 10.15 8.71 8.71

Table 7. Comparison to other extra-module-based (TokenMerger
[27]) and LLM-based (Victor[52], FastV[4]) compression methods.

Use the ''Bing: chat with AI' app to inquire about
the Fundamental Theorem of Calculus.

Task Goal
Use Dream-AI Art app to create an image

featuring a compass.

Task Goal

SimpAgent Qwen2-VL SimpAgent Qwen2-VL

Figure 6. Illustration of some navigation steps successfully pre-
dicted by our SimpAgent, while incorrectly predicted by the base-
line Qwen2-VL. The attention maps of final action tokens corre-
sponding to the observations confirm SimpAgent can identify cor-
rect elements among distracting elements.

sistency constraint. In contrast, Token Merger requires the
introduction of additional parameter modules, while Victor
suffers from poor performance due to the lack of explicit
guidance for the compression process. As an inference-
only method, FastV fails to learn better compressed fea-
tures. Compared to FastV-0, our approach outperforms it by
5.1% in the step success rate metric at the same computa-
tional complexity. While FastV-50 achieves slight improve-
ments by retaining more vision tokens, its efficiency and
performance still fall short compared to our method. These
comparisons demonstrate that our consistency-guided com-
pression method can reach an optimal balance between per-
formance and computational efficiency.

5.5. Qualitative Analysis
To enhance the understanding of our SimpAgent, we inves-
tigate the change of attention distribution after applying the
proposed masking-based element pruning and consistency
guidance. Figure 6 illustrates some navigation steps that are
successfully executed by our SimpAgent, while the baseline
model (fine-tuned Qwen2VL) fails to complete these steps.
We present the attention maps of generated action tokens as-
sociated with the current screenshot, averaged across tokens
and all attention heads. These visualizations demonstrate
that our SimpAgent can attend to the valuable elements (in-
dicated by the peak of attention), as the masking strategy
mitigates interference from unrelated elements.

We also analyze the information flow in the agent mod-
els with and without consistency guidance. Figure 7 shows
the attention maps of all tokens when the agent is trained
with and without consistency guidance. To investigate the
information flow of historical observations and actions, we

System prompt & task goal  Observation tokens Action tokens

w/ Consistency w/o Consistency Attention Difference
Step Step Step Step Step Step Step Step Step 
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Figure 7. Illustration of attention maps in agent models w/ and w/o
consistency guidance, and their attention difference map. The at-
tention difference map shows that action tokens pay more atten-
tion (highlighted positions) to historical observation tokens when
they act as query tokens with consistency guidance. This attention
comparison demonstrates that consistency guidance can promote
the information aggregation from observations to actions and fa-
cilitate the history compression.

present the attention difference map by subtracting the map
without guidance from the map with consistency guidance.
Note that the resulting map only highlights the difference
in attention scores of action tokens to other tokens for clear
comparisons. The difference map suggests that the histori-
cal action tokens pay more attention to the adjacent histori-
cal vision tokens under the setting of consistency guidance.
This attention enhancement provides a clear explanation of
the underlying working mechanism of the proposed consis-
tency constraint, revealing the better information aggrega-
tion caused by this explicit supervision.

6. Conclusion

We introduced SimpAgent, an MLLM-based autonomous
agent for GUI navigation. For building it, we devise a
context-aware simplification training framework to facili-
tate comprehensive cognition with accurate element percep-
tion and efficient history modeling. SimpAgent is enhanced
with two key components, masking-based element pruning
and consistency-guided history compression. The former
mitigate the interference from unrelated elements and im-
prove the understanding of critical elements for enhanced
navigation. The latter reduces the computational cost of his-
tory vision modeling, and adds the consistency guidance for
better balance between performance and efficiency. SimpA-
gent achieves state-of-the-art performances on diverse GUI
benchmarks with fewer parameters and no GUI data pre-
training. These comparisons highlight SimpAgent’s poten-
tial to promote the development of future GUI agents.
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