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Figure 1. Inspired by the traditional rendering tools (shown in the upper part), we propose OneGT, a one-shot neural rendering pipeline
(shown in the lower part). Explicitly following the traditional rendering process, our framework contains a prior skeleton-anchoring stage
and a posterior texture-rendering stage, thus completely decoupling the geometry and the textures. The final rendered head avatars can be
easily edited through simple manipulations of the given control conditions without professional skills.

Abstract

Existing solutions for creating high-fidelity digital head
avatars encounter various obstacles. Traditional rendering
tools offer realistic results, while heavily requiring expert
skills. Neural rendering methods are more efficient but often
compromise between the generated fidelity and flexibility.
We present OneGT that adheres to the frameworks of the
rendering tools, while restructuring individual stages of the
rendering pipeline through neural networks. OneGT main-
tains high systemic interpretability, inheriting the superior
performances of neural rendering approaches. Specifically,
OneGT contains a skeleton-anchoring stage and a texture-
rendering stage, in which well-designed Transformers learn
the geometric transformations and the proposed reference-
perceptible DiT renders the textures respectively. Our frame-
work learns geometric consistency from the innovatively
introduced synthetic data, thus achieving superior perfor-
mance while requiring only 10%-30% of the real-world data

typically used by competitive methods. Experimental results
demonstrate that OneGT achieves high fidelity in producing
portrait avatars, meanwhile maintaining the flexibility of
editing.

1. Introduction

Creating head avatars remains an essential but challenging
task in game development, 3D remote presentations, and
virtual reality. One common solution is the traditional render-
ing software. Rendering high-fidelity head avatars through
rendering tools [1, 7, 43] typically requires a manipulable
geometric head model and highly detailed texture maps. As
Fig. 1 shows, such tools process rendering in detachable
pipelines with flawless interpretability and reliability, thus
they achieve flexible geometry editing and high-quality ren-
dering. However, the costly asset production and the complex
software pose significant barriers to their widespread usage.

Simultaneously, research has led to a new promising path
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for digital avatars using neural rendering techniques. Such
techniques can be broadly categorized into two types. One
type [9, 11, 26, 31, 32, 38, 57, 63, 64] involves creating and
optimizing a 3D model that is deeply bound to facial textures.
These methods have high fidelity and get rid of pricy assets.
However, they rely on the strict binding between models
and textures, leading to high production costs, poor real-
time capabilities and limited scalability. Another approach
[4, 14, 19–21, 33, 34, 41, 42, 51, 53, 55, 61] reenacts the
head model from a single image. Such methods reach no-
table improvements in efficiency, e.g., the one-shot capability.
However, these methods are mostly stuck in the trade-off
between the fidelity of structures and the flexibility of facial
manipulation. Among them, one-shot methods with sparse
representations [14, 41, 51] achieve satisfying geometric sta-
bility, while they lack precise local facial control leading to
poor flexibility. Other one-shot approaches [4, 59, 61] built
on dense 3D features like 3DMM [2] achieve flexible edit-
ing capability by directly modifying the related parameters.
However, these methods have limited granularity, resulting
in facial distortions due to the local inaccuracies of the 3D
representation itself.

In this work, we present OneGT, a one-shot neural render-
ing framework. OneGT integrates the disentangling charac-
teristics and interpretability inherent in traditional rendering
tools with the efficient performances of neural rendering
methods. Simultaneously, through careful design of network
modules, we endow the framework with high rendering fi-
delity and highly flexible editing functionalities. Further-
more, we incorporate the rarely explored synthetic data into
the training paradigm, assisting the model to gain satisfying
geometry consistency while alleviating the heavy reliance
on the costly real-world data.

Our framework, shown in Fig. 1, follows the pipeline of
the rendering tools, and contains two distinct phases: a pre-
liminary skeleton-anchoring stage and a subsequent texture-
rendering stage. The former stage handles the generation of
precise skeletal structures based on provided control condi-
tions, e.g., camera parameters, and the latter is responsible
for high-fidelity rendering of reference textures onto the gen-
erated skeletons. By learning geometric structures and ren-
dering textures in such a hierarchical manner, our framework
achieves full modularity and inherent interpretability. For the
skeleton anchoring, we adopt the dense representation [35]
along with our introduced adaptive strategies as the skeleton,
which reaches a precise balance between the fidelity and
flexibility. The skeleton is anchored through two specially
designed Transformers [48] which manage the rigid and non-
rigid transformations respectively. For the texture rendering,
we propose our reference-perceptible DiT [37] backbone,
which contains a main branch taking in the skeleton informa-
tion and a parallel branch handling the provided reference
texture. The texture information and the structural geometry

get blended deeply through the designed “mix-calculate-split”
attention modules, ensuring refined final results.

Furthermore, we incorporate synthetic data into our
pipeline, which has high fidelity, cost-effective acquisition,
and high customizability. Unlike existing frameworks that
attempt to simultaneously learn geometric structures and
texture details from massive real-world datasets, our archi-
tecture moves the part of geometric consistency entirely
to synthetic data. This approach enables our framework to
achieve superior performance while requiring only 10%-30%
of the real-world data consumed by the competitive peers.

Our contributions are summarized as follows:
Paradigm. We introduce OneGT, which is a one-shot

neural rendering framework architected according to the
pipeline of the traditional rendering software, successfully
bridging the robust interpretability of the traditional tools
with the performances of the neural rendering ways.

Technology. OneGT adopts a geometry-texture decou-
pled pipeline: (1) the prior skeleton-anchoring stage contains
two well-designed Transformers to comprehend the geome-
try; (2) the posterior texture-rendering stage is built upon the
proposed reference-perceptible DiT, which renders the re-
fined results by efficiently integrating the texture information
with the skeleton via the attention mechanism.

Scalability. Instead of learning from massive real-world
data, OneGT manages to gain geometric consistency from
the innovatively introduced synthetic data, mitigating the
required amount of the real-world datasets to 10%-30%.

Significance. Compared with the competitive peers, ex-
perimental results demonstrate that OneGT achieves high fi-
delity in generating avatars given in-the-wild portraits, mean-
while remaining highly flexible editing abilities for the users.

2. Related Work

2.1. Optimized Head Avatar

Traditional head avatars [31, 32, 45, 46] can generate high-
fidelity results by reconstructing and tracking precise geom-
etry from dense multi-view videos. Some methods [60, 64]
use Signed Distance Field (SDF) techniques to model 3D
heads, but the rendered fidelity is generally moderate. The
advent of NeRF [36] has led to impressive results in novel
view synthesis. Recent methods [9, 10, 63] bypass the geo-
metric reconstruction and tracking steps, directly learning
high-quality NeRF-based head avatars. However, they lack
controllability and do not generalize well in terms of new
poses and expressions. More recent work has turned to 3D
Gaussian Splatting [11, 26, 38, 57] methods, which utilize
sorted and rasterized anisotropic 3D Gaussians to achieve
faster and superior visual quality compared to NeRF. Opti-
mized head avatar techniques offer advantages in fidelity, but
the high production cost limits their application scenarios.
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Figure 2. In our skeleton anchoring stage, two Transformers are
responsible for learning rigid and non-rigid transformations respec-
tively, which have similar structures but share no parameters. They
are trained separately with different types of training data.

2.2. One-shot Trained Portrait Editing
One-shot portrait editing methods aim to edit the given por-
trait using a pre-trained model, mainly adopted in the ap-
plication of portrait animation. The flexibility of this ap-
proach makes it more widely applicable. A few pipelines
[5, 6, 19, 20, 33, 34, 42, 62] are constructed on the GAN [12]
framework. They mostly utilize the sparse implicit facial key-
points to calculate the relative motions between the source
image and the target. FOMM [41] built with first-order Tay-
lor expansion near the keypoints first achieves impressive an-
imating results. Face vid2vid [51] expands the 2D features to
3D space, greatly increasing the complexity of the represen-
tation space. LivePortrait [14] uses extremely large training
datasets and carefully designed model components, pushing
the performance to new heights. With the recent popularity
of the diffusion models [18, 37, 39, 44], models based on the
diffusion pipelines [3, 21, 24, 29, 47, 49, 50, 53, 55, 56] have
been proposed, extending the capabilities to new applications
like audio-driven animation. FADM [61] proposes the first
diffusion-based framework to complete the animation task,
with a post-processing diffusion structure guided by 3DMM.
Additionally, there are adapter modules [15] drawn within
the framework for better identity fidelity. Instead of using
intermediate motions, X-Portrait [55] generates the results
based on the original driving video.

3. Method
3.1. Geometric Skeleton
The existing representations for modeling the 3D head strug-
gle with the trade-off of the fidelity and the flexibility. We
adopt dense keypoints to represent the geometric structures,

i.e., skeleton. The dense keypoints contain information in-
cluding normal directions of the surface and accurate out-
lines of the given portrait, which are the exactly desired
high-quality identity features. Meanwhile, such keypoints
are discontinuous and relatively sparse compared with the
redundant 3D-mesh based representations, which preserves
the efficiency of editing. We assign 1,107 dense keypoints for
each portrait with [28, 35]. Moreover, to enable the model
to adaptively adjust the trade-off between flexibility and ac-
curacy to the greatest extent, we add a group of learnable
parameters to the adopted representation. Specifically, in our
texture-rendering stage which will be discussed in following
sections, the input keypoints x are converted to the heat-map
format, that each keypoint is transformed to a Gaussian-like
distribution centered in its exact position following [41, 51].
The obtained heatmap H is expressed as:

H = exp(
Norm(x)

δ
) (1)

We set δ trainable, which acts like the standard deviation
and denotes the margin of the possible keypoint position.
Trainable δ enables the model to adjust its performance by
adaptively modifying the width of the keypoint-active areas,
thus focusing on valuable positions autonomously.

The pipeline of the skeleton anchoring stage is shown in
Fig. 2. We mark the keypoints of the source image as xs,
and the driving keypoints as xd, then the overall goal of this
stage is to calculate xs�d, which serves as the skeleton for
subsequent texture rendering.

We break down the anchoring process into two parts: the
rigid transformation part and the non-rigid transformation
part, each of which is completed by different lightweight
Transformers-based controllers. The rigid transformation
part requires the controller to learn the posture (rotation of
three Euler angles) and translations (occurring horizontally,
vertically, and in depth) based on the given camera param-
eters and keypoints. We mark the camera parameters of xs

and xd as [Rs, ts] and [Rd, td], where R and t represent the
rotation matrix and translation matrix respectively. Ideally,
assuming without any measurement error, we can directly
use explicit matrix multiplication to perform rigid trans-
formations on xs based on the camera parameters without
setting up networks. However, we observe that the inaccurate
detection of camera parameters and keypoints makes it rarely
feasible to directly obtain xs�d through explicit calculation.
Therefore, we choose to design the rigid controller marked
as Crigid with the idea of conducting the implicit correction
along with the explicit calculation.

Specifically, we use tools from [13] to detect the cam-
era parameters. We maintain the original detected results
of R, but modify the measured t. The modified t contains
three parameters: the horizontal and vertical offsets of the
facial center relative to the image center, and the facial size
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Figure 3. The pipeline of our texture rendering stage is in the upper part, while the details of a single block are in the lower part.

relative to the size of the entire image. xs is firstly rotated
to the approximately desired posture by explicit calculation
with R−1

s , i.e., the inverse matrix of Rs, and Rd, then fed to
Crigid. We adopt the cross-attention module, and concate-
nate ts and td as the conditions.

The goal of the non-rigid transformation part is to transfer
the implicit driving information such as the facial expres-
sions that cannot be expressed by rigid transformation from
xd to xs. As there are no explicit methods available for cal-
culating the non-rigid transformation, it is more appropriate
to set up a network for the implicit modeling. The non-rigid
transformation part uses a lightweight Transformer, namely
Cnon−rigid, which has a similar structure to Crigid but does
not share any parameters. Through the cross-attention mod-
ule, we treat xd as the conditional information into the model
and interact with xs. In this non-rigid part, we introduce a
new type of triplet data containing {Is, Id, Iexps�d}. Iexps�d is ob-
tained by transferring the target facial expressions contained
in the driving image Id to the source image Is. Then the
training target of this non-rigid part is fitting xs�d to xexp

s�d .

3.2. Texture Rendering
Our texture rendering stage is shown in Fig. 3. We apply
a diffusion-based pipeline in this rendering texture stage
to pursue higher generated quality. Following SD [39], the
rendering stage runs in the latent space of a pre-trained VAE
[27]. However, unlike a few other methods [21, 53, 55], we
choose DiT [37] to build our diffusion backbone instead of
the U-Net because of its satisfying scalability and generated

quality. One input of the rendering stage is xs�d obtained
from the previous anchoring stage. During the training, xs�d

refers to xd which is prepared in the training dataset. For the
inference time, the desired xs�d is generated by the frozen
well-trained Crigid and Cnon−rigid. As mentioned above,
with our adaptive method, xs�d is first transformed into the
Gaussian-like distribution features H, then concatenated
with the noisy latent code encoded from Is�d, and finally fed
into sequential DiT blocks.

Inspired by AnimateAnyone [21] and SD3 [8], we con-
struct our reference-perceptible DiT framework. As Fig. 3
shows, our DiT contains two parallel branches: one, marked
as the skeleton branch, takes in the skeleton information, and
the other handles the reference textures marked as the texture
branch. Specifically, we make the texture branch a trainable
duplicate branch of the skeleton one, which takes the latent
code encoded from Is as the input. Our core design to en-
sure that the information from the two mentioned branches is
able to obtain adequate interactions lies in the “mix-calculate-
split” manner of the self-attention module inside each DiT
block. Assuming a single branch has N DiT blocks, then
for each nth block, 1 ≤ n ≤ N , the modulated features
from the texture branch and the skeleton branch are firstly
mixed, then undergo the self-attention calculation alongside,
finally get split to stream back to their original branch. Thus,
the denoising process and the reference information get ad-
equate fusion and mutual enhancement, leading to lossless
injection of texture information. Note that to achieve the
classifier-free guidance [17], we make the features from the
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texture branch skip the joint self-attention module with a
probability of 10%.

Existing methods such as [21, 22, 53] run with similar
designs, i.e., a trainable parallel branch, to deal with the
reference information. However, their structures are exper-
imented on the U-Net backbone. Methods like [8] are con-
structed with semblable joint-attention modules to deal with
the multi-modal information. Nevertheless, as the processed
information lacks detailed spatial attributes, they directly ap-
ply the simple dot product. Our adopted design is more suit-
able for handling features with high spatial correlations. [58]
implements the reference Transformer that only achieves a
monodirectional injection to the main branch without inter-
actions. The reference DiT designed by [23] is pre-trained,
staying frozen during the training of the main branch without
being dynamically updating.

3.3. Dataset Manufacturing and Organizing

In this section, we explain how we organize our training
datasets to obtain the desired resources required by different
modules, along with the introduction of the rendering data.
We use the open-source video dataset VFHQ [54] as a part of
our training dataset, which owns diverse identity information,
expressions, and possesses highly realistic texture details.
However, we observe low-quality samples with facial occlu-
sion and subtitles mixed in the raw datasets. Additionally,
the real-world videos are mostly recorded with a static cam-
era, thus they lack diversity in terms of the viewpoints. Each
group of the training data comes from the same video clip,
possessing the same identity but different expressions and
postures simultaneously, which mismatches the requirement
of our skeleton anchoring stage.

Therefore, we introduce data produced by professional
rendering software into our training dataset. On the one hand,
such data has excellent geometric consistency. On the other
hand, we can easily customize the data with rare perspec-
tives and poses through the programs. The disadvantage of
the rendering data is the texture distortion, which means the
rendered textures are far less realistic than those from the
real-world domain datasets, thus we only treat it as a com-
plementary aspect for real-world data in terms of geometric
consistency. A discussion about the synthetic data including
how to alleviate its bias refers to our Appendix.
Rendering Data. We use Houdini [43] to manufacture the
rendering data. Specifically, over 200 different preset head
models, skin textures, accessories and background assets
are stored. Firstly, a random head model is picked, then
a group of random translation coefficients is displaced in
specific areas of the skeleton to create various expressions.
After that, one set of skin texture is randomly selected to
render the aforementioned skeleton; Finally, we randomly
select one set of accessories and background, and combine
it with the previous output, and render the final result from

the given camera perspective. In order to further enhance the
diversity, we interpolate between multiple randomly selected
head models to obtain the actual used head model instead of
directly selecting from the preset ones.

Ideally, such pipeline has million-level diversity in terms
of identity information, expressions, and scenario. With this
pipeline, we produce about 50,000 groups of the data, each
of which contains 20 images with the same identity, posture,
expression, scene, but different camera perspectives. Crigid

is trained completely on this mentioned data. Such render-
ing data also partially supports the training of the texture
rendering stage.

Moreover, we render 0.5 million triplet groups, applying
the translation coefficients of Id directly to Is to obtain Iexps�d .
Note that Is differs from Iexps�d only in expressions, but rarely
has similar attributes compared to Id. Such triplet data con-
structs the whole training set of Cnon−rigid. Importantly, all
the mentioned production processes are highly automated,
requiring almost no manual intervention, and relying on only
few computing resources. Experimental results demonstrate
that with our designed dataset, the rendering data contributes
to the generated quality with quite low costs.

Real-world Domain Data. We construct the real-world do-
main training data from VFHQ [54]. Based on the raw data,
we roughly screen about 1 million single-frame data accord-
ing to the principles of no facial occlusion and static back-
ground. Such filtered real-world domain data constructs the
most part of the training set for the texture rendering stage,
introducing realistic textures for the model to learn from.
Generally, the real-world domain data only participates in
the training of texture rendering, leaving the accountability
for learning the geometry to the rendering data.

4. Experiments

4.1. Implementation Details

For the skeleton anchoring stage, Crigid and Cnon−rigid

share similar structures, each of which contains two Trans-
former layers with about 0.1B trainable parameters. The loss
function used in this stage is MSE loss together with the
GAN loss [12]. We use a fixed learning rate of 1e-5. For
the texture rendering stage, our backbone follows the DiT-
XL-2 [37], and has about 1.2B trainable parameters totally.
We use the v prediction strategy [40] with MSE loss and
a fixed learning rate of 1e-4. The DiT module is randomly
initialized and trained from scratch. The concatenation of
the noisy latent code encoded from Is�d and the latent code
encoded from H happens on the channel dimension before
patchifying. We use the AdamW optimizer with β1 = 0.5
and β2 = 0.999 for both stages. Further discussions about
the costs are available in our Appendix.
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Figure 4. By directly modifying t which equals dragging the skeleton, users can easily edit the translation and the zoom of the viewpoint
based on given portraits. Editing local expressions is also available through modifying the specific skeleton regions. Squeezing or expanding
the whole skeleton can deform the outline of the overall face.

𝑹𝒐𝒍𝒍𝑷𝒊𝒕𝒄𝒉𝒀𝒂𝒘

Figure 5. By directly modifying R, our method achieves free editing of the Euler angles based on the user-provided portrait, which equals
rotating its related skeleton.

4.2. Tests of Editing

We first test our method on editing facial attributes includ-
ing the position, viewpoint, posture, outline and expression.
Given a portrait along with its detected dense keypoints and
camera parameters, the revision of the location, posture, and
the shape of the provided face can be easily achieved by di-
rectly modifying [R, t], which equals simply operations like
dragging or rotating the whole keypoints. Instead of operat-
ing the global keypoints, facial expressions can be adjusted

by modifying the locations of several certain local keypoints.
Note that besides manual operating on keypoints, the ex-
pected attributes are also available from reference images,
which is a more efficient way.

We conduct our tests based on the CelebA dataset [30]
and the official test split of the VFHQ dataset [54]. In Fig. 4
and Fig. 5, we show the editing results. Experimental results
demonstrate the effectiveness of our two-stage pipeline, gain-
ing flexible editing capabilities while remaining high fidelity
to the provided portrait. Benefiting from our design that
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Figure 6. The qualitative comparisons of animating including the self-reenactment cases and the cross-reenactment cases.

TalkingHead-1KH VFHQ

PSNR↑ SSIM↑ FID↓ AED↓ APD↓ PSNR↑ SSIM↑ FID↓ AED↓ APD↓

Face vid2vid 30.6914 0.7748 83.4126 0.8221 0.0513 30.2426 0.7279 83.6256 0.7634 0.0420
AniPortrait 31.6814 0.7153 59.7354 0.9039 0.0441 30.9462 0.6703 69.2547 0.8927 0.0492
LivePortrait 32.1251 0.8112 58.0358 0.6520 0.0332 31.5729 0.7845 56.2667 0.6410 0.0277

Real3dPortrait 31.0252 0.8109 65.4793 0.6847 0.0381 30.6252 0.7590 64.3727 0.7094 0.0326
X-Portrait 33.2619 0.8153 71.4617 0.6905 0.0344 32.0108 0.7925 58.2890 0.6718 0.0351

Ours 33.8837 0.8265 56.1468 0.6339 0.0315 33.1270 0.8066 53.3462 0.6572 0.0264

Table 1. The quantitative comparisons of the animating. PSNR and SSIM are for self-reenactment cases. FID, AED and APD are for
cross-reenactment cases.

splits the skeleton anchoring into the rigid and the non-rigid
transformations, global editing on the poses and viewpoints
decouples from the local editing on expressions, leading
to satisfying editing results. The texture rendering module
reaches sufficient robustness and flexibility to follow the
skeleton with either huge deformations or tiny modifications
because of our adopted dense keypoints and adaptive strategy.
More details of the tests on editing refer to our Appendix.

4.3. Tests of Animating

Given a static portrait image Is and a video demonstrat-
ing target motions, by treating each frame of the video as
Id, sequentially applying the framework to perform infer-
ence, and reassembling the results in their original sequence,
we can generate an animated video that brings the given
static portrait to life. The tests on animating include the
self-reenactment cases and the cross-reenactment cases. For
the quantitative results, the self-reenactment cases are mea-
sured with the TalkingHead-1KH [51] and VFHQ bench-
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mark, and the cross-reenactment cases are tested with the
first 50 images from FFHQ benchmark [25] as the source
images. Besides, the qualitative tests are conducted with
a few additional in-the-wild materials. The baselines we
mainly compare with include Face vid2vid [51], Liveportrait
[14], X-portrait [55], AniPortrait [53] and Real3dPortrait
[59]. The quantitative metrics we test include PSNR, SSIM
[52], FID [16], Average Expression Distance (marked as
AED) [41] and Average Pose Distance (marked as APD)
[41]. PSNR and SSIM are applied in the self-reenactment
cases, and FID, AED, APD are applied in cross-reenactment
cases. The quantitative comparisons run on over 100 identi-
ties with different scenarios, camera viewpoints and image
styles.

The qualitative comparison is shown in Fig. 6 and the
quantitative results are displayed in Tab. 1. As mentioned
above, Face vid2vid and Liveportrait run with the sparse
implicit keypoints design, while Aniportrait adopts sparse
explicit keypoints. In most cases they remain acceptable fi-
delity without severe losses to the identities. However, they
all get stuck in the inadequate accuracy and the poor expres-
siveness of the obtained expressions. X-portrait proposes to
animate with the original driving image itself instead of any
concise representations. Besides suffering from the problem
of color shift, it tends to produce deformations on the out-
lines. Real3dPortrait, built upon the 3DMM representation,
generates blurred results. It fails to generate coordinated
portraits when the postures of the targets differ a lot from
those of the source images. Equipped with the superior repre-
sentation, our proposed framework reaches a better balance
between the flexibility and the fidelity. Besides, with our well
designed skeleton anchoring module and powerful texture
rendering network, our pipeline shows superiority over its
competitive peers in terms of the stability of the geometry.
The quantitative results in Tab. 1 represent similar conclu-
sions. More visual results, along with the user study and a
further discussion refer to our Appendix.

4.4. Ablation Study

We conduct two ablation studies based on the VFHQ test
dataset to verify the promotion brought by the adaptive strat-
egy and the rendering data. The qualitative ablation result is
shown in Fig. 7, and the quantitative results are in Tab. 2. A
more detailed discussion refers to our Appendix.
Ablation of the adaptive strategy. We demonstrate the
effectiveness of our adopted adaptive strategy which enables
the model to spontaneously adjust the sparsity of the learned
representation. Marked as (a), the qualitative result in Fig.
7 shows that the strategy increases the model’s freedom
and flexibility when learning the representations, making
our framework less susceptible to noise interference and
leading to more natural and realistic generated outputs. For
the quantitative results, the severe decrease of the PSNR due

𝐼! 𝐼" w/o (a) w/o (b) Full

Figure 7. The qualitative results of the ablation studies. The adaptive
strategy gives the model more flexibility, resulting in natural images,
while rendering data greatly improves the geometric consistency.

Methods PSNR↑ SSIM↑ FID↓ AED↓ APD↓
w/o (a) 19.1248 0.6931 89.0225 0.7857 0.0329
w/o (b) 30.4812 0.7286 59.1253 0.7733 0.0352

Full 33.1270 0.8066 53.3462 0.6572 0.0264

Table 2. The quantitative comparisons of the ablation study.

to the appearing artifacts indicates a similar conclusion.

Ablation of the rendering data. We train the texture ren-
dering stage with the training dataset without the rendering
data to verify its effectiveness. Marked as (b), Fig. 7 shows
that, on the one hand, the excellent geometric consistency of
rendering data improves the model’s understanding of vari-
ous viewpoints. On the other hand, as the previous skeleton
anchoring stage is purely trained on the rendering data, the
mixture of little synthetic data with the real-world training
set makes the model perform better when inference, proven
by the obvious increase in the AED and APD score. Besides,
although the realism of rendering texture is far inferior to that
of real-world domain data, the introduction of the rendering
data does not undermine the generated realistic results of the
model, which gets a further discussion in the Appendix.

5. Conclusion

We propose OneGT, a one-shot neural rendering approach
that learns geometry and texture in separate stages inspired
by rendering software workflows. OneGT uses Transformer-
based modules to manage the geometry. A reference-
perceptible DiT is utilized for the high-fidelity texture ren-
dering. Additionally, we use our designed methods to gen-
erate different types of desired data with expert rendering
tools, gaining geometric consistency and reducing reliance
on costly real-world data collection. Sufficient experiments
prove that our framework achieves high generated fidelity
and maintains the flexibility of editing. Ablation studies
demonstrate the positive effects of our proposed methods
and solutions. There still remain improvements for our work,
for example, the temporal stability and the inference speed,
which are discussed in the Appendix.
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Krashenyi, Jiři Matas, and Viktoriia Sharmanska. Dad-
3dheads: A large-scale dense, accurate and diverse dataset for
3d head alignment from a single image. In Proceedings of
the IEEE/CVF Conference on computer vision and pattern
recognition, pages 20942–20952, 2022. 2, 3

[36] Ben Mildenhall, Pratul P Srinivasan, Matthew Tancik,
Jonathan T Barron, Ravi Ramamoorthi, and Ren Ng. Nerf:
Representing scenes as neural radiance fields for view syn-
thesis. Communications of the ACM, 65(1):99–106, 2021.
2

[37] William Peebles and Saining Xie. Scalable diffusion models
with transformers. In Proceedings of the IEEE/CVF Inter-
national Conference on Computer Vision, pages 4195–4205,
2023. 2, 3, 4, 5

[38] Shenhan Qian, Tobias Kirschstein, Liam Schoneveld, Davide
Davoli, Simon Giebenhain, and Matthias Nießner. Gaussiana-
vatars: Photorealistic head avatars with rigged 3d gaussians.
In Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pages 20299–20309, 2024. 2

[39] Robin Rombach, Andreas Blattmann, Dominik Lorenz,
Patrick Esser, and Björn Ommer. High-resolution image
synthesis with latent diffusion models. In Proceedings of
the IEEE/CVF conference on computer vision and pattern
recognition, pages 10684–10695, 2022. 3, 4

[40] Tim Salimans and Jonathan Ho. Progressive distillation
for fast sampling of diffusion models. arXiv preprint
arXiv:2202.00512, 2022. 5
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