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Figure 1. (a) Feature similarities between standard and cache-accelerated outputs in vanilla DiT (caching witB0f@mrdhHaster-

Diff [ 13]) and our propose8kip-DiT . Skip-DiT  presents consistently higher feature similarity, demonstrating superior stability after
caching. (b) lllustration oSkip-DIiT  that modi“es vanilla DiT models using long-skip-connection to connect shallow and deep DiT blocks.
Dashed arrows indicate paths where computation can be skipped in cached inference. (c) Comparison of video generation quality (PNSR)
and inference speedup of different DiT caching meth&kip-DiT  maintains higher generation quality even at greater speedup factors.

acceleration and faster convergence, {2 S 2x inference

acceleration with negligible quality loss and high “delity
Diffusion Transformers (DiT) have emerged as a pow- to the original OUtqu ' outperformipg existipg DiT c?chjng

erful architecture for image and video generation, offering metho.ds across various quan_t|tat|ve mgtpcs. Our. ndings

superior quality and scalability. However, their practical establish Lor}g—SklpEJ—IConr:jec]E‘l‘ons az_fcfrltl_c al archlfcectural

application suffers from inherent dynamic feature instabil- components or sta. e and ef'cient diffusion transformers.

ity, leading to error ampli“cation during cached inference. Codes are provided in the URL

Through systematic analysis, we identify the absence of long-

range feature preservation mechanisms as the root cause ot_L Introduction

unstable feature propagation and perturbation sensitivity. To
this end, we propos8kip-DiT , an image and video gen- Diffusion models B, 8, 24, 51] have emerged as the de-facto

erative DiT variant enhanced with Long-Skip-Connections solution for visual generation, owing to their high “delity out-
(LSCs) - the key ef‘ciency component in U-Nets. Theoretical puts and ability to incorporate various conditioning signals,
spectral norm and visualization analysis demonstrate how particularly natural language. Classical diffusion models
LSCs stabilize feature dynamicSkip-DiT  architecture typically adopt U-Net 7] as their denoising backbone. Re-
and its stabilized dynamic feature enable an ef‘cient stat- cently, Diffusion Transformers (DiT)} 23] introduce an
ical caching mechanism that reuses deep features acrosalternative architecture to replace traditional convolutional
timest_eps while updating shallow components. E_xtensive Ihttps://github.com/OpenSparseL LMs/Skip-DiT

experiments across the image and video generation tasks +gqual Contribution.

demonstrate thaBkip-DiT  achieves: (1)4.4x training * Corresponding Authors.

Abstract



over vanilla DiT via spectral analysis
To this end, we propose the Lor&kip-ConnectediT,
namelySkip-DiT , a DiT architecture that employs spec-
14, 18, 25]. Despite tral constraints,limiting the maximum singular value of

these advances, DiT still faces challenges in practical deweight matrices to ensure stable gradient "ow and reduced
ployment due to its slow convergence rateg, 44, 52] and sensitivity to perturbations. By incorporating these con-
substantial inference time requirements, posing signi“cant straints through LSCs, our approach provides theoretical
constraints on training ef‘ciency and real-time applications. feature stability guarantees and enhanced ef‘ciency in both

Numerous approaches have been proposed to improve thé&aining and inference, validated through quantitative exper-
ef‘ciency of diffusion models, including reduced sampling iments and visual analysis. The LSCs also enable output
techniques33, distillation methods9, 45, and quantiza- ~ caching of stabilized features from deep blocks, requiring
tion strategiesq]. Among these approaches, caching has the computation of only shallow blocks during inference at
emerged as one of the most effective strategies for enhancingtatically chosen caching timesteps.
inference ef‘ciency, owing to its low computational cost To evaluate our proposegkip-DiT , we conduct exten-
while maintaining high “delity and similarity to the original ~ sive experiments across 3 DiT backbones, assess training
models through ef‘cient feature reus& [L1, 16, 30, 49, 53]. performance on 6 models, and inference ef‘ciency on 7
However, existing caching methods in DiT still face chal- visual generation tasks, spanning both class and text con-
lenges in visual generation. DiT architecture exhibits signif- ditional image/video generatio&kip-DiT  achieves su-
icant sample-wise variation in caching function responses perior training ef‘ciency while consistently outperforming
requiring adaptive per-sample hyperparameter tuning andboth standard baselines and prior caching methods in quali-
introducing computational overheatil] 16]. Besides, cur-  tative and quantitative evaluations. To summarize, we claim
rent caching methods still yield suboptimal generative re-the following contribution of this work:
sults with visible artifacts when cached with larger inter- € Through theoretical analysis and comprehensive visualiza-
vals [6, 11, 30, 53], suggesting error ampli“cation in DiTes tion, we identifyDynamic Feature Instabilitas a funda-
transformer blocks. Besides, the training ef‘ciency gap fur- mental root cause that impairs DiT training ef‘ciency and
ther compounds these challenges. DiT is shown to converge hinders effective inference acceleration.
more slowly in training 44, 52], and the reasons remain € We introduceSkip-DiT , an enhanced DiT architecture
unexplained from architectural perspectives. incorporating LSCs between shallow and deep transformer

DiT ef‘ciency is hindered by the above challenges, but blocks. We provide theoretical guarantees for feature sta-
U-Net-based diffusion models can leverage their Long-Skip-  Pility through spectral norm analysis and enable ef‘cient
Connections (LSCs) to extend cache intervals without com- feature caching at strategically selected timesteps.
plex timestep scheduling or severe performance degrada€ Results of substantial training and inference speedup
tion [13, 17]. The LSCs not only make caching stable and ~ @nd nearly undamaged generation quality consistently en-
robust during inference, but they have also been proven dorse the effectiveness 8kip-DiT . For example, com-
as the key factor for stabilizing training and accelerating Pared to vanilla DiT,Skip-DiT  achieves up tah.4x

convergence for U-Net-based diffusion modéls [These training acceleration with even better generation quality.
observations lead to our core research question: When compared to state-of-the-art DiT caching techniques,

Skip-DIT ~ delivers1.5-2x additional speedup while
maintaining superior output “delity.

(Q) What are the architectural root causes of featur|
instability and inef‘ciency in DiT, and to what ex-
tent can Long-Skip-Connections mitigate these issyes 2 Related Works
while preserving generation quality?

11%

Transformer-based Diffusion Models The diffusion

In this study, we systematically analyze the feature distri- model has become the dominating architecture for image
bution in DIT:  We conduct a preliminary experiment that and video generation, whose main idea is iterative gener-
incorporates Long-Skip-Connections (LSCs) with DiT, and ate high-“delity images or video frames from nois&].
visualize the dynamic features of DiT with and without LSCs Early diffusion models mainly employ U-Net as their de-
by adding perturbations in parameters and model inputs, thenoising backboned, 24]. However, U-Net architectures
feature similarity landscape and plots validate the instability struggle to model long-range dependencies due to the lo-
of vanilla DiT (w/o LSCs), which we formally characterize cal nature of convolutions. Researchers proposing diffusion
asDynamic Feature Instabilityindicating an uncontrolled  transformer model (DiT) for image generatio? {, 23].
spectral norm that affects both statistical stability, model Recent years have witnessed a signi“cant growth in studies
robustness, and convergence raté/Ve then theoretically  of video DiT. Proprietary DiT such as SoraJ] and Movie-
prove the superior stability and robustness of DiT with LSCs Gen R5] show impressive generation quality, also evidenced































