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Figure 1. We propose an approach to reconstruct dynamic 3D scenes from unsynchronized and uncalibrated videos. We exploit human
motion as a calibration pattern to align time offsets and camera poses.

Abstract

Recent works on dynamic 3D neural field reconstruction as-
sume the input from synchronized multi-view videos whose
poses are known. The input constraints are often not sat-
isfied in real-world setups, making the approach imprac-
tical. We show that unsynchronized videos from unknown
poses can generate dynamic neural fields as long as the
videos capture human motion. Humans are one of the
most common dynamic subjects captured in videos, and
their shapes and poses can be estimated using state-of-
the-art libraries. While noisy, the estimated human shape
and pose parameters provide a decent initialization point
to start the highly non-convex and under-constrained prob-
lem of training a consistent dynamic neural representation.
Given the shape and pose parameters of humans in indi-
vidual frames, we formulate methods to calculate the time
offsets between videos, followed by camera pose estima-
tions that analyze the 3D joint positions. Then, we train
the dynamic neural fields employing multiresolution grids
while we concurrently refine both time offsets and camera
poses. The setup still involves optimizing many parame-
ters; therefore, we introduce a robust progressive learning
strategy to stabilize the process. Experiments show that
our approach achieves accurate spatio-temporal calibra-
tion and high-quality scene reconstruction in challenging
conditions. Project page
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1. Introduction

Recent advances in neural radiance fields (NeRF) have been
extended to dynamic scenes. However, even with a series of
regularization techniques, obtaining a dynamic 3D volume
with video inputs is a highly under-constrained problem and
often suffers from instability and convergence problems.
The claimed success of dynamic NeRF assumes unrealis-
tic movements of a monocular camera that can emulate a
multi-view setup [9] or perfectly calibrated and synchro-
nized multi-view inputs. Such input constraints are hard
to achieve in the real world. Time synchronization often
relies on hard-wired devices [10, 13] or needs additional
cues [6] (e.g., sound). Pose estimation methods struggle
in scenes with textureless areas or repetitive structures, as
shown in Fig. 2. Furthermore, it becomes more challenging
if scenes are dynamic and videos are not synchronized.

We aim to allow training dynamic NeRF from a set of ca-
sually captured real-world videos of a shared event, such as
a sports game or a concert, which can only be collected later.
In other words, we reconstruct photorealistic 4D scenes
from unsynchronized multi-view videos with unknown cam-
era poses. We need strong priors to tackle this challenging
problem with high degrees of freedom. We focus on hu-
mans, one of the most common dynamic objects in scenes.
Human pose estimation in computer vision has progressed
rapidly and now achieves reliable performance even in gen-
eral images or videos. We consider an estimated human
parameter a robust mid-level representation to deduce the
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Figure 2. Both transformer-based method DUSt3R [42] and SfTM
library COLMAP [39] fail to recover correct camera poses.

relationship between unsynchronized videos. Namely, we
exploit human motion as a calibration pattern to estimate
both time offsets and camera poses.

We first find the initial time offsets and camera poses
using the sequence of human shape and pose parameters es-
timated from individual videos. We can obtain a robust es-
timation of time offsets by enforcing global consistency in
the sequence of motions with pairwise scores. Specifically,
we consider the estimated parametric model of humans as a
time series whose feature vector is the pose and shape pa-
rameters. We apply dynamic time warping (DTW) between
every pair of videos to compute a constant offset to mini-
mize the distance between 3D joint positions and record the
associated cost value. The pairwise values are stored within
a matrix, from which we find a global sequence alignment
with the overall minimum costs. We estimate camera poses
at coherent world coordinates from the alignment of human
motions, by applying Procrustes analysis on aggregated 3D
joint positions across overlapping frames.

Even with slight misalignments of camera parameters,
NeRF reconstruction degrades significantly. Therefore, we
further refine the estimated time offsets and camera poses
by jointly optimizing them with dynamic NeRF [8] train-
ing. We modify coarse-to-fine registration [21] to stabi-
lize the training of the multiresolution grid-based repre-
sentation. Furthermore, we propose a curriculum learning
strategy that adds more variables as the optimization pro-
gresses. Optimization scheduling is critical for convergence
in gradient-based optimization.

We evaluate our approach in various challenging real-
world datasets including CMU Panoptic Studio [13],
Mobile-Stage [46], and EgoBody [51]. Our initialization
stage with human motion alignment robustly estimates both
time offsets and camera poses. Also, refinement with joint
optimization achieves both highly accurate calibration and
high-quality dynamic 3D scene reconstruction.

2. Related Works

Human pose and shape estimation Recent human pose
and shape estimation methods leverage powerful data-
driven prior from abundant datasets containing humans [1,
10, 12, 22, 26]. Most approaches recover human pose and
shape by estimating parametric models such as SMPL [24].
From optimization-based methods [3, 35] to regression-
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based methods [14, 15, 17], early works faithfully recover
3D human pose and shape in camera coordinate. Recent
advances [ 18, 40] take a step forward to estimate the global
trajectories of humans, which is crucial for a complete un-
derstanding of human motion. Notably, SLAHMR [48] uti-
lizes human motion priors to recover both real-world scaled
global human motion and camera trajectory, whose scale
is ambiguous with the SLAM pipeline alone. We note that
monocular video human shape and motion estimation works
have matured and generalize well to novel scenes. In this
paper, we explore the potential of human motion as a robust
mid-level representation for multiple camera calibration in
both temporal and spatial domain.

Camera calibration with human While the majority of
camera calibration methods exploit image features, there
are several recent works that utilize humans as a calibra-
tion cue. For example, Patel and Black [34] propose a
single image camera intrinsics estimation network trained
on a dataset of images containing people. Ma et al. [25]
propose a bundle adjustment method with Virtual Corre-
spondences between image pair. Xu et al. [45] utilize cen-
ter of bounding boxes of detected humans as keypoints for
wide-baseline camera calibration. Lee et al. [19] estimate
camera poses with 3D joints of moving humans. Recently,
HStM [30] leverages humans to recover the metric scale of
camera and scene coordinates obtained from DUSt3R [42].
Similarly, our work also exploits humans as powerful cues
in challenging scenarios where traditional camera calibra-
tion method fails. However, previous methods only work
for synchronized videos from static cameras [19] or static
scenes [25, 30, 45]. Moreover, the estimated poses with hu-
mans are not accurate enough to directly reconstruct NeRF.

Dynamic 3D scene reconstruction The emergence of
NeRF [29] and its extension to the temporal domain enables
immersive experience in a dynamic world, which was pre-
viously limited to a small navigatable area and requires a
complicated capturing system [4]. One of the most com-
mon approaches to reconstruct 4D scenes is reconstructing
3D scenes in a canonical frame and optimize a deformation
field to warp them [20, 23, 31, 32, 36, 47]. However, as
pointed out by Park et al. [33], it is hard to let the defor-
mation network learn general dynamics in practice. On the
other hand, recent grid-based methods [5, 8] simply repre-
sent 4D scenes by introducing an additional temporal do-
main without deformation field, which enables to represent
general dynamic scenes easily. We exploit K-Planes [8] for
our 4D scene representation due to its versatility.

However, all of the aforementioned dynamic NeRFs
need synchronized videos and ground-truth camera poses.
Recently, Sync-NeRF [16] aims to reconstruct dynamic
NeRF from unsynchronized videos. They additionally opti-
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Figure 3. Overview of our method. Given unsynchronized multi-view videos without camera poses, we first extract human motion
independently. Then we estimate (a) time offsets and (b) global camera poses by aligning human motions. Starting from the initial point,
(c) we further refine both camera poses and time offsets by jointly optimizing them with dynamic NeRF with progressive training.

mize time offsets during the dynamic NeRF reconstruction.
However, Sync-NeRF requires initial time offsets close to
ground truth since it can only deal with small temporal per-
turbations and they also require known camera poses.

Camera pose estimation with NeRF Since iNeRF [49]
has shown that one can optimize camera poses given pre-
trained NeRF with photometric loss, recent works attempt
to train NeRF from unknown camera poses. They ease
the burden of the strict requirements of NeRF (i.e., per-
fect camera poses) by jointly optimizing camera poses dur-
ing NeRF training. Instead of naive optimization [44], re-
cent works propose coarse-to-fine optimization [21] and
curriculum learning strategy that progressively adds camera
parameters [11] for robust optimization. However, previ-
ous works only optimize camera poses with static NeRF.
To the best of our knowledge, we are the first to recon-
struct dynamic NeRF from unknown time offsets and cam-
era poses. We propose a coarse-to-fine optimization tech-
nique for multiresolution grid representation and curricu-
lum learning strategy to stabilize training in dynamic NeRF
scenarios. More importantly, all previous works need good
initial points and only adjust small misalignments during
joint optimization or only work for image sets with ex-
tremely small baselines (e.g., forward-facing capture [28]).
We propose a novel way to obtain good initial points with
humans, both for time offsets and camera poses.

3. Method

3.1. Problem Setup and Calibration Preparation

Problem setup We reconstruct dynamic NeRF from
unsynchronized multi-view videos whose poses are not
known. We assume that 1) dynamic scenes contain mov-
ing humans (we do not assume that humans are the only
dynamic objects), 2) known intrinsics, and 3) known per-
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son correspondence across views when there are multiple
humans. Note that we can handle an arbitrary number of hu-
mans in the scene. Also, we impose a minimal assumption
on the camera parameters — we can handle moving cameras
with different intrinsic or frame rates.

Each of N multi-view input video V¢ i € [1, N] con-
tains M* image frames, V' = (I};t € [0, M*")), where I; is
image frame at time t. We estimate time offset At’ € R
such that the timestamp ¢ for the ith video V¢ can be
mapped to a synchronized global timestamp by adding time
offset ¢t + At*. Furthermore, we aim to find camera poses
in world coordinate, namely rotation R} and translation 7/
of each video. Hereafter, we will use the term “calibration
parameters” to refer to both time offsets and camera poses.

Human motion estimation We first estimate human mo-
tions in each multi-view video and use them as a cue
to calibrate time offset and camera pose. We utilize
SLAHMR [48] which is a method to recover 3D human mo-
tion from monocular video. Given a video V', we extract
human motion H? which can be expressed as a time series,
Hi= (@1, it € 0,07). M
where K is the number of humans in the scene, @ is con-
catenation operator, hj ,={®;} ;, 0} ;, 8}, T}, } is state of
the kth human at time ¢ which is composed of root orienta-
tion @} , € R?, body pose O}, , € R*** that is modeled by
relative 3D rotation of joints in axis-angle representation,
position of root I' , € R?, and human shape parameters
B,i € R'6 which remains constant across whole time. Hu-
man motions H's are extracted from each monocular video
independently since videos are unsynchronized and we can-
not leverage correspondence across different videos.
We can also obtain camera trajectory relative to human
motion. First, we obtain camera trajectory with SLAM



Figure 4. Examples of estimated human motion on our dataset.
While SLAHMR [48] can reconstruct valid human motion for
most frames (left), it sometimes fails when there is ambiguity due
to the viewing angle (middle) or fast motion (right).

method [41] whose scale is ambiguous. Then, we recover
scale with data-driven human motion priors during the op-
timization process following SLAHMR. For more details,
we refer the readers to the original paper [48]. We demon-
strate estimated human motion in Fig. 4. It is noteworthy
that even if the estimated human poses are not very accu-
rate for some frames, we can robustly estimate calibration
parameters with our initialization stage in Sec. 3.2.

3.2. Initialization Stage

With extracted human motions H, we estimate time offsets
of unsynchronized videos and camera poses in global co-
ordinates. These estimated calibration parameters serve as
initial points for refinement during the optimization of dy-
namic NeRF afterward (Sec. 3.3).

Time offset estimation We first estimate the time offset
between a pair of videos, V' and V7. We consider time off-
set estimation as an alignment problem between time series
of human motion H. To do so, we define matching cost,
or distance between arbitrary two states h’ _ and h{, from
motion sequence H* and HY, respectively:

1

hl,) =|J:
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i
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d( canon,to ||2’ 2
where Jeamon € R?2%3 is a 3D positions of human body
joints relative to the root. Joint positions can be obtained
with SMPL-H [37] model S, which takes root rotation,
body pose, and shape parameter as input. We set root ro-
tation as O to get joint positions at canonical frame,

Ji

canon,t

= ‘Scanon(h’ti) S(Oa 6;7B1) (3)

We use the explicit 3D joint positions for the loss instead of
comparing distances directly from human pose parameter
O, and shape parameter 5. The loss in the physical ambient
space better reflects the actual deviation.

We find all pairwise alignments of human motions and
store them into two N x N matrices. Each pairwise align-
ment employs a dynamic time warping (DTW) algorithm,
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which is widely used in speech recognition [38].

Cij, AT;; = DTW(H', HY), Vi < j, 4
where time offset matrix AT € Z~N*" stores the estimated
relative time offsets and cost matrix C' € RV*¥ stores the
cost of the alignment at the estimated time offset. To cal-
culate the cost with the DTW algorithm, we use the dis-
tance between human states defined in Eq. (2). We estimate
time offset AT;; as the most frequent warping time. If the
framerate of two videos are different, we upsample 3D joint
locations by linearly interpolating joint locations between
observed frames of lower framerate videos.

Then, we find the global sequence alignment of whole
human motions with a greedy algorithm. First, we find an
anchor index pair which has the minimum value (i,5) =
argmin; ;y C;;. Then, we incrementally add index pairs in
increasing order with respect to the cost value

At = GLOBAL ALIGN(C, AT), (5)
where At € Z¥ is estimated time offsets that globally align
human motions. A detailed pseudocode for the global align-
ment process is provided in the supplemental material.

Camera pose estimation Next, we estimate camera
poses by aligning human motions after the initial time offset
estimation. Similar to the time offset estimation, we utilize
3D joint positions as calibration patterns. Different from
time alignment, we extract joint positions by considering
the orientation and translation of human roots:

J;;lobal,t = Sglnbal(hz) = S((D;a 1Z£7 BZ) + I (6)
Then we find the optimal similarity transform 7 € SIM(3)
that minimizes the Procrustes distance between human mo-
tion H? and anchor human motion H® for all index i except
the anchor index «,

T'=Procrustes ( (Igapat v armi D (Tl aeit)) » D
where anchor index « is randomly selected (o € [1, NJ).
We describe details of Procrustes analysis in the supplemen-
tary material.

Then we can obtain camera poses R:, 7/ of the ith cam-
era by applying the same similarity transform 77 to camera
poses that are obtained with human motions in Sec. 3.1.

3.3. Refinement with Dynamic NeRF Optimization

In this step, we further refine time offsets and camera
poses, which are initialized properly in the initialization
stage (Sec. 3.2) during the optimization of dynamic NeRF.
We utilize K-Planes [8] as our dynamic NeRF representa-
tion. K-Planes uses six multi-resolution feature grids for



4D NeRF. Namely, there are P}, PY*, and P}* for space-
only grids, P#*, P¥*, and P* for space-time grids, where
I € [1, L] denotes the resolution level. We can obtain the
features at querying spatiotemporal point q = (x,t) by

fil@) = O (P}, 7(q)),

where (©) is a Hadamard product, 7€ is the projection op-
erator that maps q onto the cth plane, and % is a bilinear
interpolation. Then, multi-level features are concatenated
to a single feature vector f(q)

fla) = DL, wifi(a),

where w; is a weight multiplied to [-level feature vector.
Volume density and color at spatiotemporal point q with
viewing direction d can be obtained by

o(a), f(a) = Fo(f(@)),
c(q,d) = fcolor(f(q)y'Y(d))v

where F, and Fo o are tiny MLPs and ~y is a positional
encoder [29]. Then, we can obtain the pixel value at time
t along a ray ri = (o!,d!) with volume rendering formu-
lation. of and di are the camera center and ray direction,
which can be obtained with ith camera pose R}, 7/

®)

€))

(10)
(1)

el A )¢ (i, ¢+ AtY), ),
(12)
where xj, = o} + ppd}, p), € [near, far] is the sample point

I=Y 0L, Th(1 -

on ray, T, = e~ POVELTY is the accumulated transmit-
tance, and J is the distance between ray samples.

We optimize both 4D radiance fields and calibration pa-
rameters by minimizing photometric loss

L= M0 Tt + A2, (13)
where I}(r) is a ground-truth pixel corresponding to ran-
domly selected ray r of ¢th frame of ith camera.

However, naive joint optimization of dynamic NeRF and
calibration parameters easily falls into bad local minima,
although we have good initial points for camera poses and
time offsets. We propose a progressive learning strategy for
robust joint optimization.

First, we observe that coarse-to-fine registration is crit-
ical for dynamic NeRF. We weigh the feature from reso-
lution level | by w; before concatenated to single feature
vector at Eq. (9):

0 ifa<l—1,
Ieoslle=)m)jfg<a—(1-1) < 1,
1 ifa—(1—-1)>1

(14)

w; =

where o« = L(e"—1)/(e—1),n € [0, 1] is normalized train-
ing step. This is in contrast to vanilla K-Planes [8], which
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uses all weights as 1. Our feature weighting strategy assigns
big weights to low-frequency grids at the beginning of the
optimization stage and progressively increases weights of
higher-resolution grids. Our strategy is inspired by the dy-
namic low-pass filter in BARF [21], but we instead modify
the relative weights for grid resolution to effectively start
from low-frequency features in multi-resolution K-Planes.
Furthermore, we propose a curriculum learning strategy
for stable optimization. We first freeze camera poses and
time offsets and only optimize 4D NeRF for sg training
steps. Then, we add camera poses to the parameter list from
so iterations. Finally, we add time offsets to learnable pa-
rameters and jointly optimize all parameters after another
s1 iterations. This progressive learning strategy is critical in
preventing the model from overfitting. This also aligns with
observations from SCNeRF [11] that sequentially adding
complexity to the camera model improves robustness.

4. Experiments

4.1. Experimental Setup

Dataset We evaluate our method on real-world datasets
containing multi-view videos of dynamic scenes with
human motions, including CMU Panoptic Studio [13],
Mobile-Stage [46], and EgoBody [51]. To create an unsyn-
chronized multi-view dataset, we extract a clip that starts
from random timestamps from each video, while ensuring
temporal overlaps between them. The ground truth time off-
sets and camera poses are used for evaluation and not pro-
vided to the system. CMU Panoptic Studio contains various
human motions, interactions with objects, and a large por-
tion of occlusions for some viewpoints, which are captured
from 31 cameras located in the upper hemisphere surround-
ing the scene. We use 29 or 30 cameras for training dynamic
NeRF and one camera for testing novel-view synthesis per-
formance. Mobile-Stage dataset from 4K4D contains three
dancers captured by smartphone cameras with frontal and
side views. We use 20 cameras for training and one camera
for testing. EgoBody contains motion of two humans from
4 or 5 static Kinect cameras and one moving head-mounted
HoloLens2 camera, which has different intrinsics and fram-
erate to Kinect. Since reconstructing NeRFs from sparse
views (6 views) is challenging and an open problem, we fo-
cus on the evaluation of initialization stage performance on
the EgoBody dataset. More details on datasets can be found
in the supplemental material.

Implementation details We optimize K-Planes with
Adam optimizer [7] with rendering loss in Eq. (13) and reg-
ularization losses, including total variance in space, time
smoothness loss, density L1 loss, and sparse transient loss
introduced in original K-Planes [8]. We also use proposal
sampling [2] to sample ray points for volume rendering. We
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Figure 5. We visualize estimated camera poses of the initialization
step (top) and after refinement (bottom) on various datasets. Blue
and red frustums are estimation and ground truth, respectively.

Dataset Scene Rotation (°) Trans. At (frames)
- Init  Refine Init Refine Data Init Refine
BASEBALL | 530 0328 | 22.6cm 0.16cm | 29.04 0.700 0.025
OFFICEL 388 0420 | 197cm  0.17cm | 3325 3448  0.031
Panoptic OFFICE2 8.89 0.660 | 380cm 037cm | 29.65 1300 0.029
Studio OFFICE3 395 0363 | 192cm  0.17cm | 3293 0.800 0.026
TENNIS 529 0290 | 258cm 022cm | 2833 0467 0.028
| Average | 546 0412 | 25.1cm  022cm | 30.64 1343 0.028
Mobile-Stage | DANCE | 5.65 1707 | 0.053 0002 | 2476 0455 0214
$22-S21-02 | 12.7 - 0.016 - 21.94  7.200
EeoBod $32-S31-01 | 3.68 - 0.025 - 3330 0.333
goBody $32-531-02 | 108 - 0.034 - 8333 1.667
‘ Average ‘ 9.07 - ‘ 0.025 ‘ 21.19  3.067

Table 1. Quantitative results on camera pose estimation and time
synchronization. We report the results from the first initialization
stage (Init) and the second refinement stage (Refine). We set the
size of scene bounding box as 1 to measure translation error for
Mobile-Stage and EgoBody since the exact metric is not known.

jointly optimize calibration parameters and K-Planes for a
total of 300k iterations and finish coarse-to-fine scheduling
at 100k iterations. We use a grid resolution of 240 for the
time axis and a multi-scale level of L = 4 or 5 depending
on scenes at the maximum resolution of 384. We unfreeze
camera pose parameters at so = 2k steps, and time offset
parameters at so + s; = 20k steps.

4.2. Alignment Performance

First, we report the accuracy of time synchronization and
camera pose estimation in Tab. 1. We measure errors after
aligning estimated results to ground truth to recover origi-
nal scale, orientation, and shifts. Both quantitative results
in Tab. | (“Init” columns) and visual illustration in Fig. 5
(top) show that our initialization step can achieve reason-
able first estimation across all datasets. Our initialization
stage can robustly estimate calibration parameters regard-
less of the number of humans in the scene (one in Panoptic
Studio, two in EgoBody, and three in Mobile-Stage), on var-
ious camera configurations (uniformly distributed in Panop-
tic Studio, sparse distributed in frontal and side views in
Mobile-Stage, including moving camera in EgoBody). Our
first alignment with human motion achieves camera pose

(b) Noised human motion

(a) Video degradation

Figure 6. Visual examples of (a) video degradation and (b) per-
turbed human motion with Gaussian noise of various o to test ro-
bustness of our method. Blue human meshes are initially estimated
human motion and red meshes are noised results.

calibration with a rotation error of less than 5.5° and a trans-
lation error of less than 26 cm on average in Panoptic Stu-
dio, despite the absence of any input camera pose informa-
tion. Furthermore, our initialization strategy can estimate
fairly accurate time offsets (average 1.34 frames) even from
severely unsynchronized videos (average 30.64 frames off-
set). Also, our initialization stage consistently estimates ac-
curate calibration parameters in Mobile-Stage and EgoBody
dataset.

Starting from the initial estimation, our refinement with
joint optimization of 4D NeRF can achieve near-perfect cal-
ibration as shown in Tab. 1 (“Refine” columns) and Fig. 5
(bottom). Our approach aligns camera poses within rotation
error of 0.4° and translation error of 0.22 cm on average in
Panoptic Studio. Also, the error of estimated time offsets is
less than 0.03 frames on average, which is equal to 1 mil-
lisecond. Our method also shows highly accurate calibra-
tion after refinement in Mobile-Stage dataset as well.

We also test to use different distance function, or match-
ing cost between two human states. Instead of L2 distance
between 3D joint positions as defined in Eq. (2), we test
naive L2 distance between human shape and pose parame-
ters for time offset estimation at initialization step:

d(hi,, i) = 0%, 8] — [0, #]|l2- (15)

As shown in Tab. 2 (first row), replacing the distance func-
tion degrades the time synchronization performance signif-
icantly considering we are using the same SMPL sequence.

We further investigate the robustness of our initialization
stage. First, we evaluate our method after applying image
degradation and color variations to each training video V.
We apply gamma correction with randomly sampled within
uniform range v ~ [0.35, 2.1] for color variations and add
luminance noise and chromatic noise for image degrada-
tion. We also add noise to human shape parameter 3% and
pose parameter ©! to test robustness on the accuracy of
SMPL parameter estimation. Samples of degraded images
and noised human motion can be found in Fig. 6. Addition-
ally, we test mixed-framerate input using FPS=24 for five
videos and FPS=30 for others.
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TENNIS scene ‘ Rotation (°) Trans. (cm) At (frames)
Init  Refine Init Refine Init  Refine
L2 norm, 3,0 5.382  0.656 | 26.130 0.261 | 2.100 0.030
SMPL noise, 0 = 0.01 | 5.266 0.285 | 25.844 0.296 | 1.633  0.027
SMPL noise, 0 = 0.02 | 5.307 1.240 | 25.825 0.276 | 0.533 0.028
SMPL noise, o = 0.05 | 5.310 0.357 | 25.861 0.277 | 0.833 0.029
SMPL noise, 0 = 0.1 | 5241 0.518 | 25.383  0.257 | 2.100 0.030
SMPL noise, 0 = 0.2 | 5404 0934 | 26.831 0.217 | 2.367 0.024
Degraded video 6.496 - 32.374 - 1.133 -
Mixed FPS 7.933 38.58 1.200 -
Default setup ‘ 5.293  0.290 ‘ 25.827 0217 ‘ 0.467 0.028

Table 2. Quantitative results with different choice of human state
distance, noised motion, input degradation, and mixed FPS setup.

Ours

Oracle (g.t. poses & time)

Figure 7. Qualitative comparison on Mobile-Stage dataset

We report quantitative results on robustness experiments
in Tab. 2. Although the alignment performance with
degraded videos underperforms compared to the original
setup, our approach still produces reasonable time offsets
and camera poses for initialization, considering the severe
appearance variation and quality degradation. This result
supports our claim that human motion can serve as a robust
mid-level representation for calibration. Our method also
estimates reasonable calibration parameters from videos
with mixed framerates. Our approach also shows compa-
rable accuracy to the original data when the noise level is
moderate (0 < 0.05). These results show that our aligning
strategy is not sensitive to the quality of extracted human
motion. Although time offset errors increase at severe noise
levels (o > 0.1), our approach drastically reduces tempo-
ral misalignment (from 28.33 of input data to less than 2.5).
Furthermore, calibration parameters initialized from noised
human motions were sufficiently accurate to recover precise
time offsets and camera poses in the subsequent refinement
step, as shown in Tab. 2.

4.3. Dynamic Novel-view Synthesis

To evaluate our dynamic scene reconstruction performance,
we measure novel view synthesis errors. We measure pho-
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tometric error for rendered images at test view only for
timestamps that are overlapped by all of the training videos
since we take unsynchronized videos as input. We also
conduct test-time optimization for accurate measurement
that freezes NeRF parameters and optimizes only test cam-
era poses and timestamps for small iterations before mea-
suring metrics. Since we are the first approach to recon-
struct dynamic NeRF without any assumption of both cam-
era poses and time synchronization, there is no existing
work to compare with our method that has exactly the same
problem setup. Instead, we compare our approach to Sync-
NeRF [16], which is a method that jointly optimizes time
offsets with dynamic NeRF. Since Sync-NeRF cannot align
camera poses, we relax our problem setup for Sync-NeRF
by providing ground-truth camera poses. We also compare
our method with the oracle, namely, K-Planes with ground-
truth camera poses and time offsets provided by the dataset.

Quantitative results of novel view synthesis in mean
PSNR, SSIM [43], and LPIPS [50] are reported in Tab. 3.
Our approach achieves superior performance across all met-
rics compared to Sync-NeRF even if Sync-NeRF baseline
uses ground-truth camera poses. It supports our claim that a
good initial point (time offset for Sync-NeRF comparison)
is critical for gradient-based optimization. Without proper
initialization of time offsets, Sync-NeRF cannot reconstruct
high-quality dynamic scenes. Furthermore, our approach
achieves almost on par performance to the oracle model.
Our approach achieves a slightly higher PSNR than the ora-
cle in the BASEBALL scene in Panoptic Studio and Mobile-
Stage. This is possible because the ground-truth camera
poses in the real-world dataset are not perfectly accurate,
and our method optimizes time offsets to subframe preci-
sion. We show qualitative results rendered at novel view-
points in Figs. 7 and 8. Our approach achieves superior ren-
dering quality compared to Sync-NeRF baseline and com-
parable results to the oracle model, which aligns with the
quantitative results. Sync-NeRF cannot calibrate time off-
sets without proper initialization and cannot reconstruct dy-
namic objects consequently.

Additionally, we test our approach without our progres-
sive learning strategy with initialized calibration parame-
ters. Quantitative results and qualitative results are also in-
cluded in Tab. 3 and Figs. 7 and 8, respectively. Even start-
ing with proper camera poses and time offsets estimated by
our initialization stage, without progressive training, the re-
constructed dynamic scenes show inferior quality. This re-
sult validates the importance of the proposed progressive
learning strategy.

5. Conclusion

We propose a practical solution to reconstruct neural dy-
namic 3D scenes containing humans from unsynchronized
and uncalibrated multi-view videos. Given human motion



Sync-NeRF w/ g.t. poses Ours w/o prog. training

OFFICE3 OFFICE2 OFFICE] BASEBALL

TENNIS

-‘

Ours

Oracle (g.t. poses & time)

Figure 8. Qualitative comparison of novel view synthesis performance on CMU Panoptic Studio dataset.

Dataset Scene Sync-NeRF w/ GT pose | Ours w/o prog. training Ours Oracle (GT pose & time)
PSNR SSIM LPIPS | PSNR SSIM LPIPS | PSNR SSIM LPIPS | PSNR SSIM  LPIPS

BASEBALL | 21.17 0.833 0.189 | 19.23 0577 0412 | 2720 0919 0.072 | 2680 0925 0.065

OFFICE] | 2062 0.809 0.196 | 22.33 0.678 0334 | 26.65 0.855 0.125 | 27.00 0.905 0.079

Panontic Studio | OFFICE2 | 21140782 0.195 | 1839 0511 0544 | 2443 0820 0.155 | 26.58 0891  0.091
P OFFICE3 | 2094 0826 0.178 | 21.06 0.614 0383 | 27.51 0.893 0.093 | 2823 0912 0.077
TENNIS 2209 0851 0168 | 17.29 0531 0552 | 2694 0.881 0.113 | 2722 0916 0.080

| Average | 21.19 0.820 0.185 | 19.66 0.582 0445 | 2655 0874 0.112 | 27.16 0910 0.078

Mobile-Stage | DANCE | 17.26  0.410 0284 | 1372 0233 0510 | 2327 0816 0.089 | 2298 0.806 0.093

Table 3. Quantitative comparison of novel view synthesis performance.

extracted from individual videos, we find the initial es-
timates of temporal offsets and camera poses, which are
highly robust to occlusions or other adversaries. We then
train 4D NeRF volume in a coarse-to-fine fashion, which
effectively stabilizes the optimization process. During train-
ing, we progressively add the estimated parameters into
a joint optimization routine and further refine them. We
demonstrate that we can acquire reliable dynamic scene re-
construction in challenging setups performing on par with
accurate calibration.

Limitations & future works Although our initialization
stage robustly estimates time offsets and camera poses for
most cases, thanks to the temporal aggregation, we cannot
recover calibration parameters if SLAHMR [48] completely
fails to recover human motion from video. Nevertheless,
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we anticipate that as advancements in human motion esti-
mation continue, our approach will benefit from these im-
provements. Our formulation is general enough to handle
moving cameras; however, refining camera poses of mov-
ing cameras by joint optimization with 4D NeRF is left as
future work. Additionally, integrating techniques that ad-
dress varying appearances and occlusions (e.g., appearance
embedding and uncertainty estimation [27]) could enable
our method to reconstruct complex scenes from distributed
videos, such as concert halls or sports games, directly from
fan-captured internet videos. Also, extending our work be-
yond humans to generalize to other common objects (e.g.,
cars) would be also an exciting direction.
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