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Figure 1. (Left) We generate the Cubify Anything VQA (CA-VQA) dataset and benchmark, covering various 1) input signals: single
image, metric depth (sensor-based and estimated), multi-frame/-view, and 2) spatial understanding tasks: e.g., relationship prediction,
metric estimation, 3D grounding. (Right) We train MM-Spatial, a generalist multimodal LLM that excels at 3D spatial understanding. It
supports Chain-of-Thought spatial reasoning involving 2D grounding and depth estimation, and can also leverage depth input via tool-use.

Abstract

Multimodal large language models (MLLMs) excel at
2D visual understanding but remain limited in their
ability to reason about 3D space. In this work, we
leverage large-scale high-quality 3D scene data with
open-set annotations to introduce 1) a novel supervised
fine-tuning dataset and 2) a new evaluation benchmark,
focused on indoor scenes. Our Cubify Anything VQA
(CA-VQA) data covers diverse spatial tasks including
spatial relationship prediction, metric size and distance
estimation, and 3D grounding. We show that CA-VQA
enables us to train MM-Spatial, a strong generalist MLLM
that also achieves state-of-the-art performance on 3D
spatial understanding benchmarks, including our own.
We show how incorporating metric depth and multi-view
inputs (provided in CA-VQA) can further improve 3D
understanding, and demonstrate that data alone allows
our model to achieve depth perception capabilities com-
parable to dedicated monocular depth estimation models.
https://github.com/apple/ml- cubifyanything

1. Introduction
Understanding object locations and spatial relationships in
both 2D and 3D space is crucial for interpreting complex
visual scenes. While multimodal large language models
(MLLMs) have achieved notable success for 2D visual tasks
including referring and grounding [122, 127] and spatial re-
lation prediction (e.g., “left” vs. “right”, “above” vs. “be-
low”) [27], they still struggle with 3D object perception
tasks such as estimating 1) relative depth (“in front” vs.
“behind”), 2) object distances or sizes in metric units (“A
is 2.74m away / 1.32m wide.”), and, ultimately, 3) precise
3D bounding boxes. Yet, the ability to reason about objects
in 3D scenes is not only a part of general visual comprehen-
sion, but is also foundational in domains like robotics and
AR / VR, e.g., for navigation and manipulation tasks [83].

There have been comparatively few works on 3D object
perception with MLLMs [15, 20, 27, 28, 32, 98]; moreover,
they only consider a subset of tasks, and do not comprehen-
sively assess depth and multi-view inputs. To address these
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Dataset Data source(s) High-quality
3D Ground-truth

Depth maps Multi-view
images

Tasks Splits
PublicSensor Monoc. Relation Metric 3D Ground. Train Eval

Training Datasets

OpenSpatialDataset [27] OpenImages [56] ! ! " ! " " ! " ! "
SpatialQA-E [15] Robot manipulation images [15] ! ! ! ! " ! ! " ! "
OpenSpaces [5] The Cauldron [60] ! ! ! ! " " ! " " "
Spatial Aptitude Training [92] ProcTHOR-10K [30] synthetic ! ! ! " ! ! " " "
RoboSpatial [98] Multiple 3D datasets [18, 29, 35, 107–109] " ! ! ! " ! ! " " "
EmbSpatial [32] Multiple 3D datasets [18, 29, 55] " ! ! ! " ! ! " " "
SpatialQA [15] Multiple image datasets subset ! " ! " " ! " ! !
Spatial-VQA [20] Web-crawled images ! ! ! ! " " ! " ! !
LV3D [28] Multiple datasets subset ! ! ! ! ! " " ! !

Evaluation Benchmarks

SpatialRGPT-Bench [27] Omni3D [13] " ! " ! " " ! ! " "
CV-Bench [104] ADE20k [136], COCO [77], Omni3D [13] subset ! ! ! " ! ! ! " "
3DSRBench [82] COCO [77], HSSD [54] synthetic ! ! " " ! ! ! " "
VSI-Bench [116] ScanNet/++ [29, 121], ARKitScenes [11] " ! ! " " " ! ! " "
Q-Spatial [73] ScanNet [29] " ! ! ! ! " ! ! " "
ScanRefer [21] ScanNet [29] " " ! " ! ! " ! " "
Nr3D / Sr3D [3] ScanNet [29] " " ! " ! ! " ! " "
SpatialBench [15] subset is from MME [37] ! ! " ! " ! ! ! " "
Rel3D [42] ShapeNet [19], YCB [16] " ! ! ! " ! ! ! " "

CA-VQA (ours) CA-1M [61] / ARKitScenes [11] " " " " " " " " " "

Table 1. 3D Spatial Dataset Overview. Comparison of object-centric 3D spatial MLLM datasets to CA-VQA (in gray: non-public ones).
CA-VQA is the first dataset that is based on high-quality 3D ground truth, includes depth maps (both from sensors and monocular) and
multi-view images, covers a variety of tasks (relationships, metric estimation, 3D grounding), and has both an SFT dataset and benchmark.

limitations and facilitate a more holistic exploration of 3D
understanding in MLLMs, we make these contributions:

1. We propose a new data generation pipeline that leverages
high-quality 3D scene data to produce image-text QA
pairs for 3D object perception. We apply this pipeline
to CA-1M [61] to generate Cubify Anything VQA (CA-
VQA), a new spatial understanding dataset for MLLM
fine-tuning, covering diverse indoor scenes. As addi-
tional inputs, CA-VQA uniquely includes multi-view
images and different types of metric depth maps, both
sensor-based and SOTA monocular (estimated) depth.

2. We release a new spatial understanding benchmark de-
rived from CA-VQA. Compared to existing benchmarks,
ours 1) includes diverse tasks (incl. relative and metric
distance / size estimation and 3D grounding), 2) provides
rich input signals (multi-view and depth), and 3) is less
susceptible to language priors (i.e., more vision-reliant)
and hence more challenging. We show that even SOTA
models such as GPT-4o struggle on our benchmark.

3. We run extensive experiments illustrating the benefits
of CA-VQA as a testbed for spatial perception re-
search. We show that 1) we can train MM-Spatial,
a generalist MLLM achieving SOTA on spatial under-
standing benchmarks (CV-Bench, SpatialRGPT-Bench,
CA-VQA), while retaining performance on other tasks
(incl. general, knowledge, text-rich); 2) using multi-view
and depth inputs further enhances 3D understanding; 3)
MLLMs can achieve strong monocular depth estimation
via SFT. We also study the efficacy of different depth
maps, the impact of full encoding vs. tool-use for lever-
aging depth, and indoor-to-outdoor scene generalization.

2. Related Work

2.1. General MLLMs

MLLMs [49, 50, 64, 86, 103] have attracted significant re-
search focus, tracing back to Frozen [106] and Flamingo [6,
8], with more recent works such as LLaVA [80] and
MiniGPT-4 [140] introducing visual instruction tuning. The
rise of open-source MLLMs has led to models rivaling
SOTA commercial offerings like GPT-4o on certain tasks.
Notable examples include Emu2 [100, 101], VILA [76],
Idefics2/3 [59, 60], and Qwen2-VL [10], among others.

MLLMs research has explored several fronts: (i) scaling
up the pre-training data [9, 68, 76, 85, 115] and supervised
fine-tuning data [48, 60, 102, 104]; (ii) enhancing high-
resolution image comprehension [24, 31, 40, 41, 70, 71, 78,
81, 114, 131]; (iii) studying various vision encoders [22,
36, 96, 105] and vision-language connectors [14, 17, 69,
118]; (iv) using mixture-of-experts [66, 74]; (v) extend-
ing models to region-level [23, 88, 110, 122, 125, 127, 130,
133] and pixel-level [58, 91, 94, 124] understanding, multi-
image reasoning [52, 65], UI comprehension [45, 72, 123],
and video understanding [75, 112, 113, 120], among others.

2.2. 3D Spatial Understanding with MLLMs

To complement work on (primarily) 2D spatial relationships
/ reasoning [4, 53, 79, 84, 87, 90, 97, 99, 117, 129, 132], re-
cent research has aimed to also enable 3D reasoning with
MLLMs, roughly split into two directions. Firstly, works
focusing on scene-level 3D understanding (i.e., scene cap-
tioning and VQA) by enabling MLLMs to process represen-
tations of entire scenes, often leveraging multiple views and
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Figure 2. CA-VQA Data Example. Example of a single sample from our dataset. Each reference frame has between 0-4 multi-view
support frames. All frames (reference and support) come with three metric depth maps: Ground truth (FARO laser), ARKit Depth (LiDAR-
fused) and Monocular (DepthPro). Each support frame contains the relative pose from the reference image, along with camera intrinsics.

depth information. This includes ScanReason [138], 3D-
CLR [46], 3D-LLM [47], ConceptGraphs [43], LLaVA-3D
[139], Scene-LLM [38], M3DBench [67], Video-3D LLM
[134], LSceneLLM [135], and 3DGraphLLM [126].

Secondly, works focusing on object-level 3D spatial per-
ception. Spatial-VLM [20] and Cube-LLM [28] both use
vanilla image-based VLMs (without any explicit 3D input)
to address spatial relationship and metric distance estima-
tion (Spatial-VLM) as well as 3D grounding (Cube-LLM).
SpatialRGPT [27] and VCoder [51] encode (relative) depth
maps as additional inputs via the image encoder plus a ded-
icated depth connector. SpatialBot [15] instead leverages
depth maps via tool-use [95] by training the model to query
the depth value at a given coordinate. In this work we
build on these ideas, and further compare the utility of depth
maps collected with dedicated specialized hardware to those
derived from monocular depth estimators. We also study
the benefits of providing additional views (images) to the
model, i.e., frames preceding the main image in the video.

We provide an overview of previous SFT datasets and
benchmarks for object-centric 3D spatial understanding in
Tab. 1, highlighting the novelty and unique characteristics
of our proposed CA-VQA dataset, to be detailed next.

3. Data
We build upon the Cubify Anything 1M (CA-1M) [61]
dataset, which contains exhaustive 3D bounding boxes
(gravity-aligned 7-DOF boxes with yaw orientation) for ev-
ery object in the ARKitScenes [11] dataset. Additionally,
we provide human-labeled annotations for each object con-
sisting of an open-set label (∼3.3k unique noun labels for
∼350k objects), material, primary color, and shape.

3.1. Data Generation Pipeline
We generate QA pairs from these annotations as follows:
• Frame Sub-sampling. To reduce the data volume and

redundancy, we sub-sample the videos at 1 FPS for the
training set and at 0.1 FPS for the evaluation benchmark.

• 3D Ground Truth Processing. For each frame, we trans-
form the 3D boxes from world to camera space using pose
Rti. In contrast to CA-1M, 1) we include all boxes visible
from the current view, irrespective of distance; 2) we do
not clip boxes to the visible part, but rather store amodal
3D coordinates. We also construct a point cloud based on
the ground truth depth map and camera intrinsics.

• QA Pair Generation. Based on our 3D and semantic an-
notations, we automatically generate template-based QA
pairs (both open-ended and multi-choice ones), without
any human supervision. We consider a variety of spa-
tial task categories, detailed in Sec. 3.2 and App. A. We
further ensure that questions are unambiguous. For exam-
ple, asking “What is the distance to the chair?”, is only a
valid question is there is a single instance of a chair.

• Blind Filtering. [25] found that many samples of multi-
modal benchmarks can be solved without vision input due
to the strong language priors of MLLMs. To reduce such
bias we follow [25] and remove all benchmark examples
which are correctly answered blindly by at least three
out of seven judges: GPT-4 [2], GPT-4V [86], GPT-4o
[50], Phi-3-Vision-4B [1], LLaVA-OneVision-7B [63],
SpatialRGPT-VILA1.5-8B [27], and our MM-Spatial-3B.
App. D demonstrates the effectiveness of this strategy.

Overall, we obtain ∼10M QA pairs over 220K frames from
2K videos for the CA-VQA training set, and ∼62K QA
pairs over 2.6K frames from 265 videos for the evaluation
benchmark. Fig. 5 shows QA examples from CA-VQA.

3.2. Spatial Task Categories

CA-VQA covers the spatial task categories outlined below.
App. A provides further details on the QA definitions.
Counting (“How many X are there?”). Answers are com-
puted by counting the 3D boxes of the given object class.
Viewpoint-dependent (“Is X behind Y?”). Answers are
based on the 2D / 3D boxes and depend on the camera pose.
Metric regression (“How far away is X from Y / the cam-
era?” “How wide / tall is X?”) Answers to size ques-



tions are computed using the 3D bounding box. Answers to
distance questions are computed based on the object point
clouds; we reject samples for which the 3D boxes overlap.
2D referring/grounding. We use 2D bounding boxes com-
puted by projecting the 3D bounding boxes to image space.
3D referring/grounding. We use the 3D boxes in CA-1M.
Binary (e.g., “Is X taller than Y?”). This covers viewpoint-
dependent and (relative) regression questions, as well as ob-
ject presence questions (“Is X present in the image?”).
Multi-choice. We also formulate multi-choice QAs cover-
ing the other categories (except for 2D / 3D grounding).
External benchmark templates. We also generate exam-
ples using the QA templates proposed in CV-Bench [104]
and SpatialRGPT-Bench [27]. This removes potential in-
struction following issues due to differences in QA formu-
lations, hence allowing us to faithfully evaluate our model’s
actual spatial understanding ability on those benchmarks.

3.3. Multi-view and Metric Depth Data
Fig. 2 visualizes the multi-view images and depth maps.
Multi-view. For each reference frame It, we sample N ≤ 4
preceding support frames It! 1,...,t! N , which are triggered
when camera pose Rti has angular movement of ≥ 15" or
movement of ≥ 30cm from the current key frame Rtb.
Metric Depth. For each frame (ref. & support), we provide:
• Ground truth depth acquired from a high-precision sta-

tionary FARO laser scanner, and rendered to each frame
using the Barrabandi pipeline from ARKitScenes [11].

• ARKit Depth provided by the ARKit framework. It uti-
lizes the iPad Pro’s on-device sparse LiDAR sensor and
color image to produce a per-pixel dense depth map.

• Monocular depth generated using DepthPro [12], a
state-of-the-art monocular metric depth estimation model.

Depth: Chain-of-Thought (CoT) / Tool-Use. Sec. 5 will
explore different ways to use the metric depth information.
As an alternative to encoding the full 2D depth maps with
the model (see Sec. 4.1), we investigate a simpler approach
that uses the individual depth values of the given objects as
text. To this end, we prepare step-by-step examples involv-
ing textual GT depth in the format illustrated in Fig. 3. At
test time, the depth values are then obtained either via 1)
tool-use [15, 95] (see Fig. 3), or 2) model prediction (CoT).

4. Model

4.1. Model Architecture
We use the MM1.5 architecture [85, 128] (focusing on the
mobile-friendly 3B variant), comprising of a DFN-CLIP
[34, 89] image encoder and a decoder-only LLM backbone,
which are bridged via a C-Abstractor [17]. We use an image
resolution of 672!672 during fine-tuning, and further in-
crease the effective resolution by using (static) image split-
ting [78] with 4 sub-image splits (plus an overview image).

Figure 3. Example of leveraging depth maps via tool-use. The
model predicts the objects’ 2D bounding boxes and function calls,
receives the tool outputs (which is the median depth value within
the box, marked with an ! ), and finally reasons about the answer.

We also consider variants of our model that incorporate ei-
ther multiple views or depth maps as additional inputs:
• Multi-view. Our model supports multi-image input, al-

lowing us to concatenate multiple views into sequences
It! N , ..., It! 1, It. In this multi-view setting, we only ap-
ply image splitting to the reference (final) image It.

• Depth: Full Encoding. We use the image encoder to en-
code the normalized and colorized depth maps (i.e., repli-
cating the depth map along the channel dimension), and
introduce a separate depth connector, following Spatial-
RGPT [27]. Notably, this approach is limited to using
relative (normalized) depth. We also explore using tex-
tual metric depth in a purely data-driven way via Chain-
of-Thought (CoT) or tool-use, see Secs. 3.3 and 5.1.

4.2. Data and Training
We follow the 1) pre-training and 2) continual pre-training
stages of MM1.5 [128]. For the 3) supervised fine-tuning
(SFT) stage, we start from the MM1.5 single-image SFT
mixture, which includes datasets across multiple categories:
General VQA, Knowledge (math, code, science), Text-rich,
and 2D Referring & Grounding (VQA enriched with bound-
ing boxes). We then add our CV-VQA data within a new
Spatial category and select the mixture ratio based on the
ablations discussed in App. B. We use the same training
hyperparameters as MM1.5 [128], with unfrozen image en-
coder and LLM. We use AXLearn [7] for model training.

5. Experiments

5.1. Model Variants
We explore the following model variants in our study, lever-
aging the various input signals provided within CA-VQA:
• MM-Spatial. Trained on single-view RGB inputs, with-

out depth information. This is our baseline model.



Figure 4. Qualitative Example. We show the predictions of various models on a challenging example from our CA-VQA benchmark.
Strong commercial (2a&b) and research models (2c&d) fail. MM-Spatial (1a) is much better, and even more so with CoT enabled (1b),
demonstrating our model’s strong object grounding (see predicted 2D boxes in the image), depth estimation, and spatial reasoning ability.
Accuracy improves further when leveraging ground-truth depth via tool-use (1c), although our CoT model’s (1b) predictions are very close
to that, for both the intermediate depth values and final answer; monocular estimated depth (1d) is less accurate and yields a worse result.

Model
Benchmark Category Averages

Spatial General Knowl. Text-rich Ref./Ground Avg.

MM1.5-3B [128] 39.9 64.7 46.2 62.1 77.7 58.1
MM-Spatial-3B 70.1 65.0 46.2 62.1 79.1 64.5

Table 2. Benchmark Category Results MM-Spatial is a gener-
alist MLLM that improves strongly on the Spatial category while
rivaling the MM1.5 baseline across the other task categories.

• MM-Spatial + Multi-view. Trained on multi-view RGB
inputs as described in Sec. 4.1. We use up to four support
frames plus one reference frame. We additionally pro-
vide the camera intrinsics and pose information for each
view (relative to the reference view) as JSON strings to
the model (see Fig. 2), interleaved with the images.

• MM-Spatial + Depth (Tool). Trained on single-view
RGB plus textual metric depth, with tool-use at test time,
as described in Sec. 3.3 and Fig. 3. This approach relies
solely on data, using the same model as MM-Spatial. We
denote the depth source as (Tool; GT) for ground truth /
FARO depth or (Tool; Mon.) for monocular depth.

• MM-Spatial + CoT. Trained like MM-Spatial + Depth
(Tool), but without using the depth tool at test time. In-
stead, the model predicts the metric depth values on its
own based solely on the image input, producing a Chain-
of-Thought (CoT) [111] style response as in Figs. 1 and 3.

• MM-Spatial + Depth (Encoded). Trained on single-
view RGB inputs plus fully encoded depth maps, as de-
scribed in Sec. 4.1. The depth source is denoted as above.

• MM-Spatial (Blind eval). Trained like MM-Spatial, but
evaluated with text input only (i.e., without image input).

Some variants naturally lend themselves to combinations,
e.g., MM-Spatial + Multi-view + CoT is a model that sees
multiple views and responds with CoT style answers.

5.2. Overview of Benchmark Category Results
We aim to train a generalist MLLM that excels across a va-
riety of tasks – instead of a specialist model that only excels
at spatial reasoning. To this end, we follow MM1.5 [128]
and evaluate our models across 24 multimodal benchmarks
using an internal fork of lm-eval-harness [39], covering the
categories outlined in Sec. 4.2. To evaluate 2D and 3D Spa-
tial understanding we use CV-Bench [104], SpatialRGPT-
Bench [27], and our proposed CA-VQA benchmark.

Tab. 2 shows results on aggregated metrics across the
various benchmark categories. MM-Spatial significantly
improves on the Spatial category while maintaining perfor-
mance competitive with MM1.5 across the other categories,
suggesting that spatial reasoning can be improved without
meaningful compromise. See App. C for additional discus-
sion. We now present an in-depth analysis of the Spatial
results, comparing MM-Spatial with SOTA baselines. We
use the full data mixture in Sec. 4.2 by default; some abla-
tions use Specialist Models trained only on CA-VQA.

5.3. Results on our CA-VQA Benchmark
We assess the model variants outlined in Sec. 4.1, and also
study the metric depth estimation ability of our CoT model.
CA-VQA results are shown in Tab. 3; a qualitative example
is shown in Fig. 4. We make the following observations:
• MM-Spatial vs. Baselines. MM-Spatial-3B 8 sub-

stantially outperforms various (much larger) top open-
source and commercial models 1 - 6 , incl. the SOTA
GPT-4o model 3 , demonstrating 1) their limitations in
terms of spatial understanding and 2) the effectiveness
of SFT on CA-VQA. Despite its focus on spatial rea-
soning, SpatialRGPT-VILA-1.5-8B 6 underperforms,
likely for a few reasons: 1) their OpenSpatialDataset
(OSD) used for SFT leverages axis-aligned 3D boxes
pseudo-annotated on OpenImages [56], resulting in sig-



Model Binary Count.
Grounding

Multi-c.
Regression (Metric Estimation)

Average2D 3D Ego-Dist. Obj.-Dist. Obj.-Size

Acc Acc AP@50 AP@15 Acc Acc @ 10% Relative Error (! 1)

1 GPT-4 [2] (gpt-4-0613) 9.6 8.5 0.0 0.0 9.6 6.2 6.2 5.8 5.7
2 GPT-4V [86] (gpt-4-turbo-2024-04-09) 39.2 63.3 5.8 0.0 32.9 11.4 9.3 10.1 21.5
3 GPT-4o [50] (gpt-4o-2024-08-06) 44.2 69.0 0.0 0.0 36.6 11.7 10.0 11.0 22.8
4 Phi-3-Vision-4B [1] 52.3 45.7 7.8 0.0 32.2 6.6 4.4 6.1 19.4
5 LLaVA-OneVision-7B [65] 52.0 62.1 16.1 0.0 42.5 9.3 8.1 6.4 24.6
6 SpatialRGPT-VILA1.5-8B [27] 53.6 68.8 5.5 0.0 37.2 10.5 8.7 7.0 23.9
7 MM1.5-3B [128] 59.1 9.1 32.6 0.0 38.6 0.6 2.2 3.4 18.2
8 MM-Spatial-3B 68.8 75.8 53.2 20.7 74.2 40.0 18.7 24.4 47.0
9 MM-Spatial-3B + CoT 69.6 75.9 54.5 21.9 74.7 46.0 23.2 26.7 49.1
10 MM-Spatial-3B + Depth (Tool; Mon.) 69.6 75.9 54.5 21.9 74.7 40.9 23.8 26.6 48.5
11 MM-Spatial-3B + Multi-view + CoT 69.2 76.1 55.0 23.6 75.3 46.1 24.0 28.2 49.7
12 MM-Spatial-3B + Multi-view + Depth (Tool; GT) 69.2 76.1 55.0 23.6 75.3 65.8 27.2 27.3 52.4

Specialist Models

13 MM-Spatial-3B 69.6 73.3 54.7 24.0 77.4 47.3 24.4 24.3 49.4
14 MM-Spatial-3B + CoT 70.1 73.3 55.8 25.1 77.7 49.5 27.9 26.7 50.8
15 MM-Spatial-3B + Depth (Tool; Mon.) 70.1 73.3 55.8 25.1 77.7 42.1 26.1 26.1 49.5
16 MM-Spatial-3B + Depth (Tool; GT) 70.1 73.3 55.8 25.1 77.7 74.0 32.4 27.4 54.5
17 MM-Spatial-3B + Depth (Encoded; GT) 69.5 73.1 55.6 24.2 78.3 48.3 25.4 24.5 49.9
18 MM-Spatial-3B + Depth (Encoded; GT) + CoT 69.8 73.5 55.3 24.4 77.7 51.4 27.6 26.5 50.8
19 MM-Spatial-3B + Multi-view 71.5 74.1 56.2 26.8 77.9 52.4 26.2 26.1 51.4
20 MM-Spatial-3B + Multi-view + CoT 71.1 73.8 57.2 27.5 78.9 55.2 29.7 28.6 52.7
21 MM-Spatial-3B + Multi-view + Depth (Tool; Mon.) 71.1 73.8 57.2 27.5 78.9 42.1 26.7 26.7 50.5
22 MM-Spatial-3B + Multi-view + Depth (Tool; GT) 71.1 73.8 57.2 27.5 78.9 73.1 33.0 28.1 55.3
23 MM-Spatial-3B (Blind eval) 34.3 60.8 0.0 0.0 60.7 10.1 8.4 17.9 24.0

Table 3. CA-VQA Results. MM-Spatial-3B significantly outperforms (much larger) top open-source and commercial models across all
tasks, demonstrating its strong spatial understanding ability. Model performance is further improved by incorporating multi-view and/or
depth as additional input signals, as well as by leveraging CoT, which relies on our model’s ability to accurately estimate metric depth.

nificant discrepancies in spatial concept definitions (espe-
cially for metric quantities) compared to the high-quality
(yaw-)oriented 3D boxes used for CA-VQA; see App. E
for further discussion on this difference; 2) in OSD, ob-
jects are referred to via segmentation masks or 2D bound-
ing boxes (“How tall is Region [0] <mask/box> ?”),
while CA-VQA simply uses class names (“How tall is
the chair?”); 3) SpatialRGPT is limited to using relative
depth due to its full depth encoding approach. Finally,
SpatialRGPT / OSD lacks support for 3D grounding.

• Blind vs. Vision evaluation. To validate our blind fil-
tering strategy (see Sec. 3.1) we note that GPT-4 1 per-
forms poorly, whereas its vision counterpart, GPT-4V 2 ,
performs better. MM-Spatial (Blind) 23 , which is trained
on similar data, also performs poorly on most tasks.
While the performance on Counting and Multi-choice is
still acceptable – likely due to inherent remaining biases
such as the naturally skewed distribution of object counts
– providing vision input 13 still further improves perfor-
mance by ∼15 points. App. D provides further detailed
analysis of the effectiveness of our blind filtering strat-
egy. Overall, our results suggest that our benchmark is
less susceptible to a strong language prior compared to,
e.g., SpatialRGPT-Bench (see Sec. 5.5).

• Multi-view vs. Single-view. Multi-view is consistently

better (e.g. 19 vs. 13 ), suggesting that our model can suc-
cessfully use additional views to improve 3D perception.

• Multi-view 19 vs. Single-view + Depth (Tool; GT) 16 .
While multi-view is competitive overall, on Regression
using GT depth is much better. This suggests that using
multiple views can partially compensate if depth sensors
are not available, but on tasks that most directly rely on
accurate depth (i.e., Regression), GT depth is unmatched.

• CoT vs. Direct Prediction. CoT prediction consistently
improves over direct prediction (e.g. 9 vs. 8 ), suggest-
ing that the additional multi-step supervision signal (incl.
2D object grounding and depth prediction) and/or lever-
aging more test-time compute benefits model accuracy.

• Depth (GT): Tool-use vs. Full Encoding. Full depth en-
coding 17 performs much worse than tool-use 16 , and
is only slightly better than the RGB-only baseline 13 .
Firsty, this highlights the effectiveness of the simple tool-
use approach in utilizing metric depth (while full encod-
ing can only use relative depth). Secondly, this indicates
the difficulty of effectively encoding and interpreting full
depth maps with an MLLM – the simple architecture pro-
posed by [27] may be too limited in this regard, suggest-
ing that further research is required in this direction.

• Depth (Tool): Ground Truth vs. Monocular. Despite
DepthPro being a strong monocular depth estimator, its



Model

2D Tasks (CV-Bench2D) 3D Tasks (CV-Bench3D)
Average
(2D+3D)Object

Count
Spatial

Relation.
Average

(2D)

Depth Order Relative Distance Average
(3D)Indoor Outdoor Avg. Indoor Outdoor Avg.

1 GPT-4V [86, 104] – – 64.3 – – – – – – 73.8 69.1
2 LLaVA-NeXT-8B [81, 104] – – 62.2 – – – – – – 65.3 63.8
3 Cambrian-1-8B [104] – – 72.3 – – – – – – 72.0 72.2
4 Phantom-7B [62] – – – – – – – – – – 74.9
5 LLaVA-1.5-13B + SAT Dyn. [92] 62.9 85.8 74.4 – – 76.6 – – 71.6 74.1 74.3
6 LLaVA-NeXT-34B [81, 104] – – 73.0 – – – – – – 74.8 73.9
7 Mini-Gemini-HD-34B [70, 104] – – 71.5 – – – – – – 79.2 75.4
8 Cambrian-1-34B [104] – – 74.0 – – – – – – 79.7 76.9
9 MM1.5-3B [128] 58.6 64.5 61.3 67.0 71.5 68.5 68.3 69.0 68.5 68.5 64.9
10 MM-Spatial-3B 88.7 94.0 91.1 96.8 87.0 93.5 95.8 75.5 89.0 91.3 91.2
11 MM-Spatial-3B + CoT 88.1 96.2 91.8 96.5 88.0 93.7 98.5 78.0 91.7 92.7 92.3
12 MM-Spatial-3B + Depth (Tool; Mon.) 88.1 96.2 91.8 99.0 92.0 96.7 97.8 80.0 91.8 94.3 93.1

13 MM-Spatial-3B (Specialist; Blind eval) 92.0 59.1 77.1 64.5 50.0 59.7 59.0 51.5 56.5 58.1 67.6

Table 4. CV-Bench Results. MM-Spatial-3B substantially outperforms the (much larger) SOTA models, with CoT and depth input further
improving performance. It almost fully solves the indoor 3D tasks, while also excelling at the out-of-domain outdoor 3D tasks.

Model Generalist Specialist

"1 ↑ AbsRel ↓ "1 ↑ AbsRel ↓

ARKit Depth 96.7 4.2 96.1 4.6
Monocular (DepthPro [12]) 82.2 13.4 82.0 13.6
MM-Spatial-3B + CoT 84.6 12.8 89.4 11.0

Table 5. Metric Depth Estimation Results. We evaluate the
metric depth estimates of our CoT model produced as part of
its responses on the CA-VQA benchmark. We compare against
the tool-use estimates based on Monocular (DepthPro [12]) and
ARKit Depth, i.e., the median depth value within the 2D box pre-
dicted by MM-Spatial + CoT (generalist & specialist). We report
the ! 1 (accuracy at 25% relative error) and AbsRel (absolute rel-
ative error) metrics [57] commonly used in the depth estimation
literature [12], computed against GT FARO depth. MM-Spatial +
CoT outperforms DepthPro. LiDAR-derived ARKit Depth is best.

limitations are still apparent on our benchmark, especially
for metric estimation. This is particularly visible on the
Ego-Distance task which most directly relies on accurate
depth estimation: monocular depth 15 1) performs sub-
stantially worse than GT depth 16 , and 2) even regresses
compared to the RGB-only baseline 13 , suggesting that
our model itself can learn to accurately predict depth.

• Depth-tool (Monocular) vs. CoT. Our CoT approach 14
(which requires MM-Spatial to explicitly predict depth)
performs better than tool-use with monocular depth 15 ,
again most noticeable on Ego-Distance. This again hints
at MM-Spatial’s strong inherent metric depth estimation
ability, which we analyze in more detail below.

MM-Spatial’s Metric Depth Estimation Ability. Tab. 5
and Fig. 4 show (quantitatively and qualitatively, respec-
tively) that, surprisingly, our model’s monocular met-
ric depth estimation accuracy can even rival that of the
SOTA DepthPro [12] specialist model. While DepthPro

is a general-purpose depth estimation model whereas MM-
Spatial is trained only on indoor scenes which aligns well
with the CA-VQA benchmark1, these results still intrigu-
ingly suggest that MLLMs are capable of acquiring strong
metric depth estimation abilities solely via data curation.

5.4. CV-Bench Results
The CV-Bench results in Tab. 4 demonstrate that MM-
Spatial-3B 10 significantly outperforms the much larger
SOTA Cambrian-1-34B 8 , highlighting the effectiveness
of SFT on similar data. CoT 11 and leveraging monocular
(DepthPro) depth input via tool-use 12 again further boost
performance. MM-Spatial achieves almost perfect accuracy
on the indoor splits of the 3D tasks, and also demonstrates
strong out-of-domain generalization to the outdoor splits.
Notably, MM-Spatial (Blind eval) 13 achieves the best ac-
curacy among all models on the 2D Object Count task, re-
vealing a substantial bias in this benchmark. In contrast, on
our CA-VQA benchmark, using vision input outperforms
the blind baseline on Counting by ∼13 points.

5.5. SpatialRGPT-Bench Results
Tab. 6 shows SpatialRGPT-Bench results. Notably, to align
with the OpenSpatialDataset (OSD) used to train Spatial-
RGPT, SpatialRGPT-Bench is also based on axis-aligned
3D boxes (AABBs), resulting in spatial concept definitions
different to CA-VQA (see App. E). SpatialRGPT thus un-
derperformed on CA-VQA, and similar issues arise when
evaluating MM-Spatial on their benchmark 7 . To en-
able a fair comparison of model capabilities, we thus align
with the benchmark by generating CA-VQA! , a variant of
CA-VQA adopting their AABB-based definitions, and train

1Note that DepthPro’s training data mixture includes ARKitScenes [12,
App. C.1, Tab. 13] (which CA-VQA and thus MM-Spatial’s training data
is based upon), so this is not a zero-shot evaluation for either model.



Model Spatial SFT Data
Qualitative (Binary) Tasks Quantitative (Metric) Tasks

Avg.Below /
Above

Left /
Right

Big /
Small

Tall /
Short

Wide /
Thin

Behind
/ Front Avg. Direct

Dist.
Horizon.

Dist.
Vertical

Dist. Width Height Avg.

1 GPT-4 [2] – 64.1 42.8 42.8 61.6 61.6 49.0 53.7 21.6 11.5 33.0 52.3 48.1 33.3 43.5
2 GPT-4V [86] – 63.3 46.6 64.1 60.7 68.2 45.4 58.0 29.7 25.4 33.0 51.1 68.4 41.5 49.8
3 SpatialRGPT-7B (RGB-only) [27] OSD [27] 99.2 99.0 79.2 89.2 83.6 87.2 89.6 35.1 59.0 53.8 51.9 54.9 50.9 70.3
4 SpatialRGPT-7B [27] OSD [27] 99.2 99.0 80.2 92.0 87.5 91.8 91.6 41.2 65.6 51.9 49.6 57.9 53.2 72.4
5 SpatialRGPT-VILA-1.5-8B [27] OSD [27] 99.2 100.0 84.9 89.3 91.3 90.9 92.6 45.9 68.0 56.6 48.9 61.7 56.2 74.4
6 MM1.5-3B [128] – 35.8 46.7 44.3 52.7 47.1 50.9 46.3 4.7 10.7 2.8 1.5 12.0 6.4 26.3
7 MM-Spatial-3B CA-VQA (our defs.) 98.3 97.1 80.2 82.1 73.1 74.6 84.2 14.2 12.3 47.2 30.0 53.4 31.4 57.8
8 MM-Spatial-3B CA-VQA! + OSD 98.3 99.1 94.3 93.8 92.3 93.6 95.2 33.1 74.6 61.3 55.6 77.4 60.4 77.8
9 MM-Spatial-3B + Depth (Tool; Mon.) CA-VQA! 98.3 96.2 94.3 92.9 92.3 97.3 95.2 41.9 63.9 58.5 51.9 56.4 54.5 74.9
10 MM-Spatial-3B + Depth (Tool; Mon.) CA-VQA! (scale aug.) 98.3 98.1 92.5 95.5 92.3 97.3 95.7 60.8 72.1 58.5 48.1 58.7 59.6 77.7
11 MM-Spatial-3B + Depth (Tool; Mon.) OSD 98.3 100.0 91.5 94.6 95.2 96.4 96.0 41.2 71.3 59.4 54.1 68.4 58.9 77.5
12 MM-Spatial-3B + Depth (Tool; Mon.) CA-VQA! + OSD 98.3 99.1 93.4 94.6 94.2 97.3 96.2 47.3 77.9 65.1 60.2 79.0 65.9 81.0

Specialist Models

13 MM-Spatial-3B + Depth (Tool; Mon.) CA-VQA! + OSD 98.3 98.1 93.4 94.6 93.3 96.4 95.7 59.5 82.0 63.2 55.6 83.5 68.7 82.2
14 MM-Spatial-3B + Depth (Tool; Mon.) CA-VQA! 98.3 94.3 93.4 90.2 89.4 95.5 93.5 37.8 61.5 63.2 51.9 56.4 54.2 73.8
15 indoor 50.0 90.2 63.2 60.0 71.8 67.0
16 outdoor 5.0 2.5 – 0 3.3 2.7
17 MM-Spatial-3B + Depth (Tool; Mon.) CA-VQA! (scale aug.) 98.3 98.1 94.3 93.8 93.3 96.4 95.7 60.1 75.4 67.9 48.1 59.4 62.2 78.9
18 indoor 60.2 84.2 67.9 55.7 71.8 68.0
19 outdoor 60.0 57.5 – 0 16.7 33.6
20 MM-Spatial-3B + Depth (Tool; Mon.) OSD 98.3 100.0 89.6 92.9 92.3 96.4 94.9 39.2 73.0 59.4 53.4 82.0 61.4 78.1
21 indoor 32.4 76.8 59.4 54.8 78.6 60.4
22 outdoor 57.5 65.0 – 44.4 93.3 65.1
23 MM-Spatial-3B (Blind eval) OSD 100.0 98.1 74.5 81.3 86.5 80.1 86.9 21.6 22.1 43.4 27.1 21.8 27.2 57.0

Table 6. SpatialRGPT-Bench Results. MM-Spatial-3B achieves SOTA with both image-only input and tool-use monocular depth, out-
performing SpatialRGPT-VILA-1.5-8B (which fully encodes depth). Training on a mixture of CA-VQA! and OSD performs best.

MM-Spatial on that. We also train on OSD for compari-
son. For MM-Spatial + Depth we use monocular (Depth-
Pro) metric depth via tool-use. We observe the following:

• Indoor vs. Outdoor. While MM-Spatial trained on CA-
VQA! 9 achieves strong performance, it cannot signif-
icantly outperform the SOTA 5 . Analysis reveals that
while the model excels at indoor samples 15 , it fails to
generalize to outdoor samples 16 , particularly on the Met-
ric tasks. We hypothesize that this is mainly attributed to
the vast difference in metric scales between indoor and
outdoor scenes, especially for object distances. We verify
this with a simple scale augmentation approach: we gen-
erate additional Distance examples with scaling factors
(sampled uniformly from [1, 10]) applied to our underly-
ing indoor scenes (i.e., 3D boxes and point clouds), result-
ing in a wider range of metric distances. We confirm that
MM-Spatial trained on CA-VQA! + scale aug. 17 sub-
stantially improves performance on the outdoor Distance
tasks 19 , resulting in SOTA performance overall.

• CA-VQA! vs. OSD. Training on OSD 20 (based on
diverse OpenImages [56] data) results in strong perfor-
mance both indoor 21 and outdoor 22 . However, train-
ing on CA-VQA! still yields significantly better indoor
performance overall 15 , suggesting that our high-quality
3D GT is more effective than OSD’s pseudo-annotations.
When using CA-VQA! + scale aug. 19 , we become com-
petitive with OSD 22 even on outdoor Distance, but still
lack on outdoor Width / Height. Combining CA-VQA!

with OSD 13 results in significant improvements, empha-
sizing the complementary benefits of the two datasets.

• MM-Spatial vs. SpatialRGPT. MM-Spatial-3B outper-

forms the SOTA SpatialRGPT-VILA-1.5-8B 5 with dif-
ferent data mixtures 10 - 12 , with and without 8 depth
input (SpatialRGPT uses depth maps via full encoding).

• Depth vs. Image-only. Leveraging monocular metric
depth via tool-use significantly improves performance for
MM-Spatial ( 12 vs. 8 ). SpatialRGPT-7B benefits less
from fully encoding relative depth ( 4 vs. 3 ).

• Blind vs. Vision evaluation. MM-Spatial trained on
OSD (Blind eval) 23 performs well on several tasks, and
GPT-4 1 was the prior SOTA for Width. This suggests
that SpatialRGPT-Bench and OSD suffer from significant
biases and do not probe spatial perception alone.

6. Conclusion
We made several contributions towards unlocking object-
centric 3D spatial understanding in MLLMs. First, we
proposed a data generation pipeline, resulting in the CA-
VQA SFT dataset for 3D perception tasks (incl. multi-
view and depth inputs). Second, we introduced a new
3D spatial understanding benchmark, which includes tasks
such as spatial relationships, metric estimation, and 3D
grounding. Third, we demonstrated that our MM-Spatial
model can achieve SOTA performance on spatial reasoning
benchmarks, while preserving general MLLM capabilities.
Lastly, we investigated how adding multi-view and depth
as input modalities can further improve the model’s spa-
tial perception ability, and demonstrated that MLLMs can
acquire strong monocular depth estimation capabilities via
SFT. In future work, we aim to extend our scope to outdoor
scenes to complement our high-quality indoor dataset.
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[59] Hugo Laurençon, Andrés Marafioti, Victor Sanh, and
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