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Figure 1. Visual Trend Discovery from Massive-Scale Collections of Images. We introduce Visual Chronicles, a novel approach that uses
Multimodal LLMs (MLLMs) to make discoveries from massive collections of images over time. We analyze millions of images collected
over more than 10 years by Google Street View. As seen above, our method discovers both expected and surprising visual trends in San
Francisco—e.g. outdoor dining areas were added to many storefronts, and miles of overpass was painted blue, both with visual evidence.

Abstract

We present a system using Multimodal LLMs (MLLMs) to
analyze a large database with tens of millions of images cap-
tured at different times, with the aim of discovering patterns
in temporal changes. Specifically, we aim to capture fre-
quent co-occurring changes (“trends”) across a city over a
certain period. Unlike previous visual analyses, our analysis
answers open-ended queries (e.g., “what are the frequent
types of changes in the city?”) without any predetermined
target subjects or training labels. These properties cast
prior learning-based or unsupervised visual analysis tools
unsuitable. We identify MLLMs as a novel tool for their
open-ended semantic understanding capabilities. Yet, our
datasets are four orders of magnitude too large for an MLLM
to ingest as context. So we introduce a bottom-up procedure
that decomposes the massive visual analysis problem into
more tractable sub-problems. We carefully design MLLM-
based solutions to each sub-problem. During experiments
and ablation studies with our system, we find it significantly
outperforms baselines and is able to discover interesting

trends from images captured in large cities (e.g., “addition
of outdoor dining,”, “overpass was painted blue,” etc.).

1. Introduction
Searching for semantic patterns and correlations in image
databases is a long-standing problem in computer vision
with applications in urban planning, visual analytics, and
other fields. Classical research on this problem includes
tracking changes in images within specific domains over
time (e.g., “A Century of Portraits” [15]) and finding salient
patterns of objects in images (e.g., estimating demographics
from vehicle sightings [14]). However, these methods have
only been demonstrated for predetermined specific target
subjects (e.g., faces [15] or cars [14]); and often require
labeled training data (e.g., labeled car attributes [14]).

In this paper, we study how to make open-ended discov-
eries about frequently occurring changes (“trends”) across
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a city within a given time period, using visual analysis of a
massive collection of images without required labeled train-
ing data. We provide a study using Google Street View as
a data source [3]. Street View provides tens of millions of
posed and timestamped images covering large cities with
repeated captures spanning a decade. Our goal is to answer
open-vocabulary queries about how a city has changed over
time. In contrast to prior work, our queries are open-ended,
and not limited to a predetermined list of subject categories.
Additionally, the data doesn’t come with labeled answers
to our queries, and manual labeling at scale is infeasible
because the nature of the queries are unknown a priori.

The new properties of our analysis make it a difficult prob-
lem. Any pretrained subject-specific recognition model, e.g.
a car detector, is insufficient for open-ended queries. Mean-
while, the lack of labels prevents us from training a tailored
learning-based model as in prior work [14]. Training-free
image analysis techniques, from image features [11] to un-
supervised remote sensing [38], have also been used in prior
work. However, our goal is to find semantically interesting
insights. This demands a holistic semantic understanding of
images, e.g., understanding that a shop is closed from visual
evidence, which these prior techniques fail to offer.

Therefore, we develop a new, scalable, training-free solu-
tion to open-ended visual analysis, leveraging the consider-
able scene understanding capabilities of Multimodal Large
Language Models (MLLMs). Our solution is motivated by
a key observation—readymade MLLMs are very effective
at open-ended semantic analyses of a small collection of im-
ages. They can detect semantically salient temporal changes
with high accuracy in 20-40 images. However, a straight-
forward application of MLLMs does not solve our problem
due to the massive scale of the data. For instance, simply
asking an MLLM to “name the trends” without using im-
ages would fail, because we empirically find they mainly
produce abstract answers such as economical growth. Alter-
natively, we could feed all images as context to an MLLM,
and ask it to “find the trends”. However, this does not work
due to the inability of MLLMs to handle massive context.
Thus, we design a novel bottom-up hierarchical system to
decompose the problem into smaller subtasks: detecting and
summarizing local visual changes followed by finding global
trends among these local changes. For each subtask, we pro-
pose an effective MLLM-based solution. To the best of our
knowledge, our system marks the first use of MLLMs for
the analysis of a database of more than a million images.

Experiments with our proposed system reveal several in-
teresting insights. According to results of tests with manually
labeled data produced for this paper, we find that our system
discovers visual trends more accurately than prior solutions
or trivial use of MLLMs. In experiments with 20 million
Street View images from each of two major cities (NYC and
SF), it finds several interesting trends that would be difficult

to discover without detailed visual analyses (see Fig. 1).
Overall, our research contributions are as follows:

• We study a novel open-ended visual analysis problem on
a massive-scale dataset without labels.

• We identify MLLMs as the critical tool for such unprece-
dented analyses, and design a novel system for massive-
scale analyses using MLLMs, bypassing the context and
efficiency limitations.

• We present experiments using our system in two major
cities yielding unexpected and informative findings.

These contributions together signal a new paradigm of com-
puter vision studies—advancing from previous task-specific
supervised training or supervised fine-tuning, to carefully de-
signed use of MLLMs in a system like ours, for complicated
large-scale tasks without labels.

2. Related Work
2.1. Large-Scale Image Analysis

General Analysis. Analyzing large-scale visual data–such
as datasets composed of millions of images–can unveil im-
portant characteristics of the data that cannot be observed
from just a few examples. Prior work has applied such
analytical study to various visual data collections, lead-
ing to interesting discoveries, including distinctive visual
styles [11, 21, 45], recurring visual patterns in art [17, 44],
dataset biases and irregularities [4, 24, 49], and socio-
economic insights such as economic outcomes [19], urban
neighborhood perceptions [12], and demographic composi-
tions [14]. Among these works, imagery linked to GIS [3]
has been a popular data source [11, 12, 14, 19, 36], closely
related to the data in our study. While these methods have
made significant contributions, they largely rely on image-
driven analysis, e.g., clustering of visual elements [11, 36],
interconnecting images through shared visual structure [16],
learning visual prototypes [51], average images [15, 59],
color diagrams [49], image recognition models [12, 14, 19],
or analysis-by-synthesis approaches with image generation
models [6, 9, 10, 45]. These methods primarily analyze
visual information without considering temporal change.
Temporal Analysis. Building upon the foundation of large-
scale image analysis, other methods examine visual data
over time to uncover changes, trends, and evolving pat-
terns [15, 18, 26, 34–36, 39, 40, 53, 59]. For example,
Martin-Brualla et al. [34, 35] mined time-lapse videos from
internet photos to visualize landmark transformations, reveal-
ing patterns of construction, decay, and seasonal variations.
Naik et al. [40] predicted urban change by analyzing sequen-
tial street view imagery, identifying factors that influence
physical transformations in cities. Ginosar et al. [15] ana-
lyzed a century of American high school yearbook photos to
study the evolution of facial expressions and fashion trends,
demonstrating how temporal analysis can provide sociolog-
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MLLM

Here’s what changed:

  Change 1 (Image A → Image B): Outdoor seats      
were added in front of the restaurant.

  Change 2 (Image B → Image C): An advertisement           
board was put up in front of the store. 

…

Image A (Mar. 2011) Image B (Feb. 2014) Image C (Oct. 2015)

“These images were taken in the same place over multiple 
years. Please find all changes and tell me when they are seen.”

Figure 2. Using MLLMs for Visual Change Detection. Given a
set of images captured from nearby views at different timestamps
(top row), we use an MLLM as a visual analyst to detect changes.

ical insights. These methods either require specific, prede-
termined target categories [15] or labelled training data [40],
whereas our method leverages MLLMs for open-ended anal-
yses without the need for labeled data. Our work can capture
temporal and contextual changes more effectively, defin-
ing a new direction for future image analysis. Note that a
separate line of research focuses on analyzing video data,
targeting much smaller time scales and relying on the conti-
nuity between frames [4, 23, 27, 28, 32, 50, 55]. In contrast,
we focus on temporal analysis of non-continuous temporal
image collections.

2.2. Vision-Language Models in Visual Analysis
The evolution of VLMs has significantly advanced vi-
sual analysis. Early models, such as image captioning
systems [22, 52], were limited to generating descriptions
for individual images, restricting analyses to small-scale
tasks like captioning differences between pairs of im-
ages [5, 25, 41, 54]. Models like CLIP [42], ALIGN [20],
and their variants [8, 56, 60] have also been used in various
visual analysis tasks. However, as VLM encoders without
generative capabilities, they fall short for tasks requiring
detailed image descriptions and reasoning.

The advent of large-scale VLMs, from Flamingo [2],
PaLI [7], and BLIP-2 [30], to powerful new models like
Gemini [47, 48] and ChatGPT [1], affords new opportuni-
ties for visual analysis. These models integrate the expan-
sive understanding of large language models with visual
inputs, enabling sophisticated visual reasoning and genera-
tion. While LLMs have been employed in large-scale text
analyses [31, 46, 57], large-scale visual analyses using large
VLMs remain scarce. A recent method, VisDiff [13], uses
MLLMs to find differences between datasets of a few thou-
sand images, but does not scale to our problem due to dataset
size and differing objectives. Also, their verification step is
largely based on CLIP embeddings that prove to be unsat-

isfactory in our task. One concurrent work, TeDeSC [33],
applies VisDiff’s framework to semantic clustering tasks in
relatively small datasets, organizing images based on text
descriptions to find groups. Another recent work [58] in-
troduces a general analytical framework based on VLMs,
utilizing creative language predicates as interpretable hy-
potheses. This approach, however, does not directly apply
to our task due to the intractably large hypothesis space and
the inability of LLMs to effectively predict them. Addition-
ally, completing their analysis requires labels for regression,
equivalent to annotating “is an image in a trend?”, which is
extremely challenging in our context.

3. Massive-Scale Image Analysis with MLLMs
3.1. Task: Open-Ended Urban Imagery Analysis
Our work uses visual analysis to make open-ended discover-
ies from massive collections of images without labels. We
use two image collections (New York City and San Fran-
cisco) provided by Google Street View with permission, each
with 20M posed and timestamped images captured at street
level from 2011 to 2023.

Our objective is to identify and describe trends of visual
changes over time in these image collections, with inter-
pretable text descriptions accompanied by visually grounded
evidence. By visual change, we refer to a semantic change
event that occurred at a specific imaged location between
two discrete times (corresponding to times when that loca-
tion was imaged). This query is open-ended because the
event can be of any nature and happen to any kind of sub-
ject. A visual trend is a group of similar changes that have
occurred at least N times across different locations within a
certain period, where N is a hyper-parameter determining
the minimum frequency for a trend to be considered signif-
icant. Moreover, we desire the most detailed and specific
insights we can find that still occur at least N times, to gain
a deeper understanding of subtle urban transformations.

3.2. Using MLLMs for Massive Image Analysis
We aim to leverage the powerful analytical capabilities of
MLLMs at large scales. However, the naı̈ve approach of
feeding all the data to MLLMs does not work; it is not
possible to feed tens of millions of images into an MLLM
due to context size limitations (e.g., Gemini-1.5 Pro [43]’s
limit is 2 million tokens, which corresponds to at most 8k
images). Instead, we decompose massive dataset queries into
a set of local queries that can be answered independently
by an MLLM. Then, we combine the answers to those local
queries into an answer about the whole dataset. This bottom-
up approach is appropriate because there are natural ways to
decompose an image dataset into small sets of images related
to individual visual changes. During early experiments, we
discovered that MLLMs are very effective (see Sec. 4.2) at

12771



Algorithm 1 Using MLLMs for Trend Discovery

Require: Trend T, set of changes C, parameters k, N
Ensure: Is T a real trend or not?

1: Encode T and each ci ∈ C using TextEmb
2: Compute distances di between T and each ci
3: Select k nearest ci based on di as set Ck
4: Use MLLM to determine if each cj ∈ Ck belongs to T
5: Let Npos be the number of positive responses
6: if Npos ≥ N then
7: return Trend T is positive
8: else
9: return Trend T is negative

describing subtle changes within a temporal image sequence
captured from nearly the same perspective (e.g., those shown
in Fig. 2). MLLMs not only detect small changes within such
sequences, but also effectively ignore many common trivial
changes (variations in time of day, season, etc.) and focus
instead more on consistent semantic content that might be of
interest to a person. They also identify where in the sequence
the visual changes occur in addition to producing detailed
text descriptions of them (e.g., “the store got a new ‘for sale’
sign on the window between the 3rd and 4th image”).

With this key insight regarding the capabilities of
MLLMs, we design a two-step analysis system consisting
of local change detection followed by trend discovery. In
both steps, we harness the analytical power of MLLMs, and
design careful solutions to effectively process and analyze
the data. The following sections describe each step in detail.

3.3. Using MLLMs for Visual Change Detection
In the first step of our system, we detect local visual changes
by analyzing small sets of images captured from approx-
imately the same viewpoint at different times (Fig. 2 top
row, see data processing details in Supplementary). Since
the images are time-stamped, we can sort them into chrono-
logical order at each location. We feed every sorted image
sequence into an MLLM and craft a query that, in essence,
asks: 1) what changes have occurred, and 2) from which
images these changes were detected. The output for the first
question provides a text description for each detected visual
change, while the second grounds these detections to specific
visual evidence and timestamps. Please refer to the supple-
ment for more details about image sequence preparation,
MLLM prompting, and more example model outputs.

3.4. Using MLLMs for Visual Trend Discovery
In the second step, we aim to analyze the set of local visual
changes produced by local change detection to discover fre-
quent visual trends occurring throughout a city. Specifically,
we look for trends where similar changes occur at least N
times at different locations in the same time period.

At first glance, one may consider a simple solution of
presenting all local change descriptions to an MLLM and
asking for trends. However, this is impractical for massive
city-scale datasets. For instance, from a collection of 20 mil-
lion images for one city, the first step of the system produces
over 3 million local changes. Analyzing them all at once
would exceed the context window size of current MLLMs.

To address this issue, we designed a two-step process
that 1) produces visual trend proposals, and then 2) verifies
which proposed trends are supported by at least N visual
changes. The first proposal step is relatively simple. We
embed the text description for every visual change into a
vector space and use Canopy Clustering [37] with a tolerant
loose threshold to find potential cluster proposals.

The second verification step is more challenging. An easy
and efficient approach would be to assign each visual change
to a trend proposal based on its proximity in an embedding
space. However, we find that this approach performs poorly
because distances in embedding spaces are not distinctive
enough to capture the subtle similarities and differences be-
tween visual changes required for our application. Image
embeddings may encode both change-relevant and change-
irrelevant content, and text embeddings may fail to capture
subtle wording differences (e.g., adding “not”) or different
conceptual granularities (e.g., “a storefront changed its busi-
ness” and “a pizza shop changed into a café” are difficult to
cluster because they represent different levels of specificity).
Moreover, there is no universal embedding distance thresh-
old to classify whether a change belongs to a trend, making
it difficult to achieve consistent accuracy.

An alternative, albeit impractical, approach would be to
feed every detected local change and every proposed trend to
an MLLM and ask it whether the change fits within the trend
(yes or no). This approach is compelling because we find that
MLLMs provide remarkably high accuracy for this small
task. However, the downside of this approach is efficiency.
Verifying 200 trend proposals exhaustively against 3 million
changes using MLLMs would take more than one year.

To address this issue, we propose a hybrid algorithm
which combines the efficiency of text embeddings with the
precision of MLLMs, as shown in Alg. 1. Since we only need
to find at least N changes that belong to a trend to confirm it,
we first use text embeddings to sort all changes based on their
similarity to the trend proposal. Next, we use the MLLM to
verify only the top k > N nearest neighbors. If N positive
matches are found among these k, the trend is confirmed.
We set k = 1500 for N = 500 in our experiments, reducing
the MLLM inference cost by 2000× and making the process
computationally feasible.

4. Evaluations
In this section, we evaluate Visual Chronicles against alter-
natives as well as design choices made in Visual Chronicles.
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We use Gemini-1.5 Pro [43] as the MLLM throughout the
paper, for its impressive long-context multimodal analytical
capability. We collect a small set of data for evaluation.

4.1. Comparisons to Trivial Use of MLLMs
We first investigate how well our system works in compari-
son to naı̈ve solutions using MLLMs trivially.

Can an MLLM predict similar visual trends without
looking at any images? In the first experiment, we in-
vestigate how the visual trends produced by our proposed
method compare to those produced directly by an MLLM
when prompted only with text (i.e., without providing any
images as context). We acknowledge that this baseline is
not apples-to-apples since our method can access lots of
extra data and use significantly more compute. However,
it addresses an important question: “Are MLLMs already
knowledgeable enough to list visual trends on their own?”
To perform this comparison, we asked Gemini-1.5 Pro and
GPT-4o to predict visual trends over the last decade using
various prompt strategies. We found that MLLMs’ answers
are usually abstract, e.g. “Increased focus on sustainability”,
and general without intriguing details, e.g. “store closures”.
Please see complete answers in Supplementary. In contrast,
our method identifies specific and subtle trends, e.g. addition
of solar panels in Fig. 4, more nuanced, e.g. closures of gro-
cery stories in Fig. 5, and sometimes unexpected trends, e.g.
an overpass painted blue in Fig. 1, all supported by visual
evidence. These visual trends provide a more detailed and
verifiable understanding of changes in the city than the broad
abstract ones provided by the MLLM on its own.

Can an MLLM process all the images in a massive collec-
tion in one query? In the second experiment, we investigate
the limits of using MLLMs to predict visual trends with a
single query using a set of images as context. For this test,
ideally, we’d provide the entire massive image collection
of millions of images as context to the MLLM, and then
ask “what are the visual trends?” However, this is not pos-
sible, since MLLMs have limits on the number of tokens
that can be provided as context (8K images for the MLLM
with largest limit [43]). So, instead we performed tests with
randomly sampled subsets of 8K images out of 20M in NYC
as context, and take the union of answers from all subsets as
the final result. The results however are not satisfactory–due
to the severe under-sampling of images in each batch, only
the extremely frequent trends can be found, e.g. the addition
and removal of scaffoldings in NYC which our system also
identifies. Additionally, this solution only finds less than 10
trends throughout a whole city even after union of multiple
sub-samples. See complete answers in Supplementary.

4.2. Local Change Detection Evaluation
Next, we quantitatively evaluate the design choices made in
Visual Chronicles, starting from local change detection. To

HoG [11] C-Hist [49] R-Sensing [38] CLIP [42] NV-Emb [29] Gemini [43]

AP 16.44% 16.76% 18.51% 26.52% 23.75% 76.56%

Table 1. Evaluating Visual Change Detection. Gemini detects
visual changes with significantly higher average precision (AP) than
baselines based on image features (HoG, C-Hist), remote sensing
(R-Sensing), and semantic embeddings (CLIP, NV-Emb).

understand how good Visual Chronicles is at local change
detection, we collect a dataset of 200 locations with 3036
images in total. For each location, we manually label the
changes, including between which 2 consecutive images
each change happens and the description of changes.

We compare our method with prior unsupervised image
analysis tools, including image features such as HoG fea-
tures [11] and Color Histograms (C-Hist) [49], and semantic
features such as CLIP [42] and NV-Emb [29]. These meth-
ods first featurize every image in the image sequence for
each location and measures the feature distance between
consecutive images as an indicator for potential change. For
NV-Emb, we use Gemini [43] to caption each image and em-
bed the caption text. Additionally, we compare ours with an
unsupervised remote sensing method (R-Sensing) [38]. Note
that other learning-based approaches [14] requires labelled
training data, hence are inapplicable.

To have a fair comparison between MLLMs and baselines
that only predict the change likelihood between two images,
we use a classification metric, Average Precision (AP). For
any consecutive image pairs in our test set, our human labels
give us binary ground truth on whether there is a change. We
then compute the AP on this binary classification task for all
methods. Note that if there are multiple changes between a
pair of images, we only count the pair once. Additionally,
to further measure MLLMs’ performance, we also evaluate
the precision of its prediction by manually labelling if each
detected change is true, that is if the text is actually describ-
ing a change and the change align with the corresponding
evidence images, as well as its recall by manually labelling if
each human labelled change is covered in MLLMs’ answers.

The results in Tab. 1 show that the MLLM (Gemini) is
significantly better than the two methods based on embed-
ding distances – i.e., by more than 50 AP percentage points.
Overall, we find that the MLLM is remarkably good at this
task – its precision is 81.34% and its recall is 89.87%.

4.3. Trend Discovery Evaluation

Trend discovery is not trivial for MLLMs. We first eval-
uate a trivial solution of feeding all change descriptions to
MLLMs and asking for trends, to the extent this is possible.
Current context limits can support at most 50K changes at
once, out of 3M changes per city (less than 2%). We there-
fore subsample sets of 50K changes and take the union over
multiple sets, but the answers are not satisfactory. Similar
to feeding subsampled image collections to MLLMs, only
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Representation Type Scalable Average Precision

Random — — 47.70%

CLIP ImgEmb ✔ 54.78%
NV-Emb TxtEmb ✔ 73.13%

Gemini MLLM ✘ 86.63%

Table 2. Evaluating Trend Discovery. The MLLM discovers
trends with significantly higher average precision (AP) than base-
lines based on embedding distances, but is not scalable due to
expensive inference.

Method AllTrue NV-Emb RandMLLM Hybrid (Ours)

Acc.@50 72.7% 77.9% 31.8% 93.9%
Acc.@100 54.1% 69.6% 49.9% 94.6%
Acc.@200 28.9% 81.8% 74.9% 98.3%

Table 3. Evaluating Change-Trend Classfiers. AllTrue is pre-
dicting positive for all. Our hybrid algorithm is significantly more
accurate at verifying change-trend pairs than scalable alternatives.

very few trends can be identified and they are dominated by
extremely frequent trends, e.g. scaffolding and construction.
See the supplementary for more details.
MLLMs are good at verifying trends, but are not scalable.
Next, we test MLLM trend verification capabilities. We
sample 50 cluster proposals each with 40 change candidates
to verify. This makes 2000 trend-change pairs for the binary
classification task “does this change belong to this trend?”.
We use human labellers to manually label these pairs. To
ensure more balanced label distribution, we over-label more
randomly sampled pairs and subsample 2000 pairs to balance
positives and negatives. We compare MLLMs with SOTA
image embedding (CLIP) and text embedding (NV-Emb),
as well as a trivial solution that produces uniformly random
binary predictions. As in the previous test, we use average
precision as the metric. Our results in Tab. 2 show that
the MLLM (Gemini) significantly outperforms the methods
based on embeddings, by a margin more than 13%. However,
MLLMs are expensive in inference time. Even with 64
MLLMs running in parallel, it would take 380 days to verify
200 trend proposals against 3M changes (0.6B queries at
3.5s/query/MLLM), while embedding approaches can finish
in less than a day with 64 A100 GPUs.
Our hybrid solution is both accurate and scalable. At last,
we verify performance of our hybrid solution. We know that
our solution reduces the required MLLM inference cost by
2000×, making it sufficiently fast to verify trends, e.g. 4.6
hours to verify 200 trends with the same 64 parallel MLLMs.
So, the remaining question is whether it can discover trends
accurately. To test this, we sample 1000 trend proposals,
each with 5000 changes to verify against. We use an MLLM
to exhaustively verify every trend-change pair, 5M in to-
tal, and label each trend proposal as true or false, based

on whether the MLLM confirmed at least N changes for it
(shown as @N in Tab. 3). We then test our hybrid method
against with this labeled set of trends to measure how accu-
rately it classifies them as true or false, and report the binary
classification accuracy. We compare our hybrid solution
with: (1) A trivial approach that always predicts true, (2)
A pure text embedding approach (NV-Emb) where we use
a threshold to binarize trend-change similarity and use the
binarised label to decide if a trend proposal is true. We re-
port the best accuracy among 1000 grid-searched thresholds,
and (3) Randomly selecting changes to verify (RandMLLM).
Unlike our text embedding sorted verification, this solution
randomly picks the same amount of changes as our solution
to verify for each trend proposal. In Tab. 3, we find that, com-
pared to other scalable alternatives, our hybrid solution is
significantly more accurate. It does not degrade much the ac-
curacy from exhaustive MLLM inference while being much
more efficient. For the hyper-parameter k in our solution, we
use k = 3N and ablate the choice of k in Supplementary.

5. Applications
In this section, we apply our system to study visual trends
spanning a decade in two major US cities, San Francisco
(SF) and New York City (NYC). For each city, we collect
20M Street View images, captured from 2011 to 2023. For
NYC, the images are sampled from 8.8M different locations,
with an average of 23 images per location. For SF, we
sample from 9.5M locations, with an average of 21 images
per location. Local change detection yields 2.9M change
entries in NYC and 3.6M in SF. For each city, we verify the
most detailed 500 trend proposals.

5.1. What are the trends of the decade?
We first show the results of an open-ended attempt to
discover “what changes were frequently observed over a
decade?” in each city. Unlike most prior work, these re-
sults are produced without any preconditioning. That is, no
external input was provided to guide the system to find spe-
cific types of changes, to avoid finding commonly occurring
trivial changes (time of day, seasons, etc.), and to avoid se-
mantically irrelevant changes (e.g., presence of distractors).
The notion of what types of trends are worth reporting is
determined by the MLLM during our local change detection
and trend discovery processes.

Fig. 3 and Fig. 4 show a sampling of the visual trends
found in NYC and SF, respectively (more appear in the
Supplementary). For each trend, we can provide hundreds
of image pairs as supporting visual evidence.

Yet, we still must be careful when drawing conclusions.
For example, in Fig. 4, it appears many new solar panels
were added near the raised freeway. In reality, it may be that
roof-mounted solar panels are more likely to be visible in
an image from a raised freeway than from ground level. We
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“Security cameras added” (         ×745) “New marking” (     ×519) “Parking lots fenced” (        ×509) 

Sep. 2013

Sep. 2014

Jul. 2018

May. 2022Oct. 2020

May 2019

Figure 3. Trends of the Decade in New York City. We discover interesting trends of visual change in NYC, including 745 new security
cameras, 509 new fences around parking lots, and 519 red ADA warning pads on sidewalks. For each example, the top row shows images
before a change, bottom row shows after, and markers appear on the map where the changes occurred.

Jun. 2022

Jan. 2019Apr. 2019

May 2022Feb. 2021

Apr. 2019

“Solar panels added” (         ×1504) “Convert to bus lanes” (        ×751) “Bike racks added” (         ×1799) 

Figure 4. Trends of the Decade in San Francisco. In San Francisco, we discover 1504 new solar panels (mostly in residential areas), 751
bus lanes conversions (mostly along a few major roads), and 1799 new bike racks (mostly near downtown).

must be careful to account for spatial and temporal image
sampling biases when reviewing the results. Despite this,
we believe our system can be useful for discovering what
changes happened, and where they happened, in an evidence-
driven way that previously would not have been possible
without an enormous amount of human effort.

5.2. What happened in SF since 2020?
Our system also supports searching for visual trends regard-
ing a specific sub-period of interest. To demonstrate, we
showcase a time-conditioned search for the range 2020-01-
01 to 2022-12-31. Here, we filter to changes that happened
strictly within this period, i.e., both images (before and after)
are captured within this period, and we rerun only the trend
discovery step. To encourage the system to find trends that
might be unique to post-2020, we use a simple heuristic to
sort trend proposals by their potential frequency differences

between post-2020 years (2020–2022) and pre-2020 years
(2017–2019). We conduct this study on data from SF.
Outdoor dining. One notable trend is “The storefront added
tables and chairs outside”, indicating the addition of outdoor
dining, as shown in Fig. 1. We observe this occurrence 1,482
times in 2020-2022 and 668 times in 2017–2019.
An Overpass Painted Blue. To our surprise, Fig. 1 shows
the visual trend “The support of the overpass was painted
blue.”, observed 481 times since 2020 (5 times before 2020).
An internet search reveals the likely explanation– San Fran-
cisco settled on ‘Coronado Blue’ for its $31 million paint
job of the Central Freeway (SF Standard reporting).

5.3. Trends related to retail stores in NYC
Visual Chronicles also supports searches for trends relevant
to a specific subject. We provide an example study of re-
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Sep. 2017Aug. 2014

Oct. 2013 Sep. 2017

Nov. 2017 Aug. 2021

Sep. 2014 Sep. 2017

Juice Shops (318 opened) 

Bakeries (512 opened) 

Banks (1614 closed) 

Groceries (741 closed) 

Figure 5. NYC Retail Visual Trends. By conditioning on “a retail
store has changed,“ we are able to discover visual trends related to
the opening and closing of types of retail stores in New York.

tail stores in NYC. Similar to Sec. 5.2, we can re-use the
local changes detected in Sec. 5.1, and this time filter them
by semantic relevance. To compute semantic relevance to
retail stores, we first embed the sentence, “A retail store
has changed”. Then, similar to our hybrid trend verification
solution, we pick the nearest 500K changes in NYC and use
an MLLM to check that they are indeed changes relevant
to retail stores. After filtering, we run the trend discovery
stage, except we verify 150 trends uniformly across trends
of varying word count (rather than the lengthiest trends),
hoping to find a variety of trends about retail stores.
Bakeries and Juice Shops. Seen in Fig. 5, one type of trend
that arises within this search is the opening of various shops,
including “There is a bakery newly opened at the storefront”
and “A juice shop opened at the storefront”.
Groceries and Bank Branches. Opposite to the opening of
certain stores, the closing of certain stores also happened in
2011–2023 (Fig. 5). Among our trends, we find that many
grocery stores and bank branches closed in NYC.

5.4. A Non-Temporal Query: “Unusual Things”
Our system also supports non-temporal open-ended queries.
As one example, we investigated searching for “unusual
things” that actually happen a lot in a city. To do so, we sim-
ply changed the first step of our system to send just a single
image to the MLLM and ask it “what are the unusual things
in the image?.” The MLLM then produces text describing
the local unusual things, which will be processed by the
second trend discovery step without change. Applying this

“A Large, Abstract Sculpture” 
(    ×202) 

Figure 6. Unusual Things on the Streets of NYC. Beyond tem-
poral queries, our system can also analyze individual images, for
non-temporal open-ended queries. Here we show findings from the
query “What are the unusual things in the image?”. We find there
are many unusual “large, abstract” sculptures in NYC.

process to a large set of images in NYC yields a cluster of
images showing “a large, abstract sculpture” (Fig. 6), among
other interesting clusters.

6. Conclusions, Limitations, and Future Work
This paper explores how to use MLLMs to analyze a mas-
sive image collection without labels to find trends with open-
ended semantic queries. In addition to introducing this novel
task, we carefully design a novel system effectively leverag-
ing the strong capabilities of MLLMs for large scale analyses.
Experiments show the proposed system is able to discover
fascinating trends automatically.

This paper is the first to analyze image datasets with
millions of images using MLLMs, and so it should be con-
sidered an initial proof-of-concept, rather than an exhaustive
analysis of all possible design choices. Accordingly, there
are many limitations. One key avenue for future work is
to integrate MLLM analysis over large-scale, distributed
imagery into a robust statistical framework that takes into
account biases, e.g., due to uneven sampling of imagery and
inaccuracies or bias in MLLM results — our work is a scal-
able way to generate hypotheses from vast amounts of visual
data, but the methods we devise could also be developed into
tools that allow for more rigorous conclusions, grounded in
evidence. Another fruitful direction would be to apply our
methods to other kinds of large visual datasets, including
video (e.g., archival news footage), and to other kinds of
queries, like “find interesting styles.” In any case, we are
likely near the beginning of a long line of research related to
using MLLMs for analyzing massive image collections, and
this paper takes a small step in that direction.
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