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Figure 1. By incorporating variational score distillation, consistency distillation and latent reward fine-tuning, our DOLLAR method with 4-inference
steps increases sample diversity and fidelity over DMD [75], generates higher quality videos than LCM [36, 62], and atbié\a@sceleration
compared with teacher. You catlifk] rightmost column samples to play videos (20 extracted frames) in Adobe Acrobat. More in Appendix 11.

Abstract achieves a score of 82.57 on VBench, surpassing the teacher
model as well as baseline models Gen-3 [10], T2V-Turbo [29],

Diffusion probabilistic models have shown significant progress and Kling [27]. One-step distillation accelerates the teacher
in video generation; however, their computational efficiency is model’s diffusion sampling by up to 278.6 times, enabling near
limited by the large number of sampling steps required. Reduc+eal-time generation. Human evaluations further validate the
ing sampling steps often compromises video quality or generasuperior performance of our 4-step student models compared
tion diversity. In this work, we introduce a distillation method to teacher model using 50-step DDIM sampling. Project page:
that combines variational score distillation and consistency dis- https://quantumiracle.github.io/dollar/
tillation to achieve few-step video generation, maintaining both
high quality and diversity. We also propose a latent reward
model fine-tuning approach to further enhance video gener-1. Introduction

ation performance according to any specified reward metric.

This approach reduces memory usage and does not require th@iﬁUSion probabilistic models1[/, 53, 55 56| have recently

reward to be differentiable. Our method demonstrates state€volutionized generative modeling in continuous domains.

of-the-art performance in few-step generation for 10-second\Mth remarkable expressive power and flexibility across diverse

videos (128 frames at 12 FPS). The distilled student modeldata formats and modalities, diffusion models have significant
breakthroughs in tasks such as text-to-image and text-to-video

*Work done during internship at Adobe Research. (T2V) generation. However, despite substantial improvements
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in generation quality, the efficiency of diffusion models remains space, guided by the pixel-space reward model, and utilize the
a limiting factor in practical applications due to the inherently gradients from this latent reward model (LRM) to fine-tune the
large number of iterative sampling steps. This efficiency diffusion model directly. This approach combines the strengths
challenge is exacerbated in video generative modeling, whereof reward-gradient methods in pixel space and stochastic policy
the higher-dimensional space demands larger model sizes, morgradient methods, offering several advantages: (1) it harnesses
extensive training data, larger input and output tensors, andhe rich gradient information from the latent reward model,
more sampling iterations. Furthermore, practical applicationsenabling efficient and effective tuning; (2) it does not require
often require generation qualities that may differ from the the original reward model to be differentiable, broadening
training distribution such as higher aesthetic standards or applicability to a variety of reward models; (3) it significantly
diverse stylistic choices necessitating efficient post-training reduces computational and memory costs during fine-tuning
adjustments or fine-tuning to meet specific requirements while by eliminating the need for backpropagation through large
managing the substantial cost of pre-training. pixel-space reward models and the decoder. The LRM approach
To address the efficiency challenges in diffusion models, is versatile, accommodating various reward types including
model distillation 5, 40, 47] has been widely researched across image, video, text-image, and text-video rewards thereby
various models and domains. Score distillation, specifically, enhancing practical usability.
aims to improve efficiency in 3D/, 60, 66] and image synthe- In summary, our contributions are threefold: (1) We
sis [37, 48, 71, 75] by aligning the distribution between teacher introduce a diffusion model distillation method that combines
and student diffusion models. However, despite achieving highVSD and CD losses to enable efficient, few-step T2V models;
sample fidelity, it often encounters model collapse issBiés [  (2) We enhance CD with a generalized approach incorporating
75). Another approach, consistency distillation (CBY], seeks multiple teacher denoising steps to improve its effectiveness;
to ensure consistent sample predictions along the diffusion tra(3) We propose to use a compact latent-space reward model for
jectory. While CD promotes greater sample diversity, it has reward-based fine-tuning, which posts no requirement on the
limitations: it tends to lower sample fidelity and can produce differentiability of original reward metrics and is more memory-
overly smooth outputs in large-scale T2V applications. and computation-efficient. All evaluations are conducted on

A further challenge with distillation methods is that the large-scale T2V settings. Pl_ming t_oggther these innovations, we
student's performance is typically upper-bounded by the pre;el_th_OLLAR_mgt_hod withDistillation andL_atentRevv_ard
teacher model. Previous efforts to address this limitation have©OPtimization, to significantly advance the quality and efficiency
involved integrating variational score distillation (VSBJ 74] of video generation and pave the way for real-time applications.
or consistency distillation2f3] with GAN [13] loss, which
modestly enhances sample fidelity within the training distri- 2. Related Work
bution, limited by the sparsity of discriminative signals of Video Generation. Recent advancements have extended
adversarial training. Consequently, the generated samples mayliffusion models from image synthesis to video generation,
still fall short in capturing nuanced visual quality details and addressing the complexities of spatiotemporal data. Pioneering
text-to-image alignment, both of which require denser feedbackworks [19] adapted diffusion processes to handle temporal
signals. Recently developed image or video reward modelsdynamics, enabling high-fidelity video generation. To
offer promising potential to address this gap, providing richer enhance computational efficiency, latent diffusion models
signals for fine-grained improvements in generation quality.  (LDM) [46] perform diffusion modeling in compressed

In this work, we address the limitations of consistency latent spaces, a strategy further refined for video by [
distillation (CD) by incorporating a larger number of teacher 6, 10, 14, 18, 19, 22, 52, 58, 61, 70, 73], which generate videos
denoising steps and combining CD with variational score conditioned on textual descriptions, as known as the text-to-
distillation (VSD) to produce high-quality, diverse samples video (T2V) models. Additional recent methods?1, 63, 77
with a few-step model after distillation. However, this alone have further enhanced video quality. The diffusion transformer
does not suffice to outperform the teacher model or reliably (DiT) [38] introduced a scalable diffusion approach by inte-
meet specific preferences for downstream applications, agyrating the transformer architecture, supporting training across
generated samples may still face challenges in visual qualityvideos with diverse resolutions and duratiofi§ [ Despite these
and text-to-video alignment. While model post-training with advancements, challenges like computational cost, temporal
a high-quality dataset is a potential solution, it is often costly to consistency, and suitable evaluation metrics persist, guiding
implement. To overcome these limitations, we further introduce future research in diffusion model-based video generation.
an efficient reward model fine-tuning method that enhances
the student model beyond the teacher’s capabilities and aligngfficiency of Diffusion Models. Diffusion models have
it with any pre-defined requirements through tailored reward achieved state-of-the-art performance in generative tasks,
metrics. The improved performance is shown in Fig. 1. though they are computationally demanding, often requiring

We propose learning a dual reward model within the latent hundreds of sampling steps/] 54, 55]. To improve efficiency,
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Figure 2. Method Overview: The few-step gener&oris trained to generate high-quality samples from random noise in latent space, guided by a
combination of variational score distillation (VSD), consistency distillation (CD), and latent reward model (LRM) fine-tuning objectives. VSD loss
enhances sample quality, albeit with a risk of mode collapse, while CD loss increases sample diversity without compromising generation quality.
The LRM enables reward-based optimization to further improve sample quality, by bypassing the large, pixel-space reward model and the decoder,
thereby reducing memory usage and removing the need for differentiable reward models.

distillation methods35, 47] have been developed to accelerate  In contrast, denoising diffusion policy optimization
sampling. With a distribution matching objective between (DDPO) [3] conceptualizes the denoising process as a
teacher and student models, score distillation was first intro-decision-making problem, employing stochastic policy gradient
duced for 3D generation with diffusion modeisd], followed algorithms such as REINFORCE and PPO for optimization
by variational score distillation (VSD) applied to both 3] without the need for a differentiable reward function. However,
and image generatior3T, 48, 71, 75). Adversarial training  DDPO has been observed to be less sample-efficient compared
combined with diffusion models has also been proposed toto reward-gradient methods due to the lack of direct gradient
improve few-step image generatictd] 50, 69, 74]. Another information B]. To utilize the rich reward gradient information
line of methods imposes alternative constraints on diffusionwithout the computational overhead of backpropagating through
trajectories. Consistency models] distill diffusion models large reward models and decoders, we propose using a latent
using consistency distillation (CD) loss, advancing ima&g& [  reward model as a surrogate for pixel-space reward models in
and video generation like VideoLCMZ], AnimateLCM [59] video synthesis. This approach enables efficient gradient-based
and FastVideo76]. Rectified flow methods31 33 encourage  fine-tuning of diffusion models within the latent space.

a straight denoising trajectory during training to enable high-

quality, few-step sampling. However, existing methods have 3. Methodology

limitations: VSD-based approaches like distribution matching
distillation (DMD) [75] can generate high fidelity samples, but
often suffer from model collapse, producing less diverse sam-3.1. Diffusion Model
ples post-distillation. Consistency models tend to yield lower
fidelity and samples that are qualitatively poorer than those of
the teacher model, though the sample diversity is preserved. Ou
distillation method, which combines VSD and CD, addresses
these issues by generating high-quality and diverse samples.

The overview of our method is shown in Fig. 2.

Suppose the data distributiong  q(xo), the diffusion
model approximates this distribution by gradually denois-
ng along a Markov chain. Forward diffusion follows
Xt = F(Xoit)= axxo+ ™" N (0;1). For DDPM,
p— Pp—

&= ph= 1 @
Reward-based Fine-tuning. To further enhance image with ;= {_ ; following a pre-specified noise schedule
and video generation quality in aspects like visual quality t;t2[T]. For the general variance-preserving schedif [
and text-image alignment, researchers have introducedt satisfiesa? + bf =1, therefore it can be equivalently written
various reward-based fine-tuning techniques for diffusion asx; =cos(t)xo+sin(t)";t 2 [0;5] with a simple mapping of
models B, 7, 8, 8, 9, 28, 29, 44, 77]. Direct reward gradient  time sequences. Standard diffusion model optimization with
methods, such as diffusion posterior samplifigiReFL [72], velocity predictiorv  follows the loss:
and DRaF1K [8], require a differentiable reward model in _ ) - ) o
pixel space. Approaches like VADER4] and T2V-Turbo BJ] Lv( )_ EX“_ a0xo) N O WiV () wiiz - ()
extend these methods to video models. vi= sin(t)xo+cos(t) @)
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