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Abstract

Contemporary diffusion models built upon U-Net or Dif-
fusion Transformer (DiT) architectures have revolution-
ized image generation through transformer-based attention
mechanisms. The prevailing paradigm has commonly em-
ployed self-attention with quadratic computational com-
plexity to handle global spatial relationships in complex
images, thereby synthesizing high-fidelity images with co-
herent visual semantics. Contrary to conventional wisdom,
our systematic layer-wise analysis reveals an interesting
discrepancy: self-attention in pre-trained diffusion models
predominantly exhibits localized attention patterns, closely
resembling convolutional inductive biases. While the global
interactions in self-attention is smooth and low-intensity
and may be less critical than commonly assumed. Driven
by this, we propose AConvFusion to replace conventional
self-attention modules with Pyramid Convolution Blocks
(AConvBlocks). By distilling attention patterns into local-
ized convolutional operations while keeping other compo-
nents frozen, AConvFusion achieves performance compara-
ble to transformer-based counterparts while reducing com-
putational cost by 6929x and surpassing LinFusion by 5.42x
in efficiency—all without compromising generative fidelity.

1. Introduction

Image generation has obtained remarkable advancements,
with diffusion models [14, 39, 40] emerging as a prevalent
paradigm that has reshaped the landscape of computer vision
research. Contemporary text-conditioned diffusion mod-
els [3, 31, 33, 35] excel at generating high-quality images
from natural language descriptions, leveraging self-attention
mechanisms within U-Net [17, 31, 33, 34] and Diffusion
Transformer (DiT) [3, 18, 30] architectures to model spatial
and semantic relationships effectively.
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Figure 1. Theoretical computational cost comparison between
self-attention and our AConvBlock in SD1.5 [33]. Our method
significantly reduces FLOPs, achieving up to 6929 lower com-
putational cost at 16K resolution while maintaining performance.

Despite significant advancements, a critical challenge has
emerged: those diffusion models heavily depend on self-
attention that exhibits quadratic computational complexity,
especially for high-resolution image generation. As shown
in Fig. 1, self-attention imposes an extremely high computa-
tional cost, requiring 11, 010 trillion (T) FLOPs to generate
16K-resolution images. Recent efforts have been devoted to
mitigate this issue, such as Mamba-2-based structured state-
space models [8, 10, 21] or windowed attention in selected
network layers [23, 46]. However, these approaches remain
constrained by their fundamental assumption of the necessity
for global spatial interactions, resulting in suboptimal effi-
ciency improvements and persistent memory inefficiencies.
This work considers the following two key questions:

* Does self-attention in diffusion models primarily capture
global dependencies, or does it behave more locally?

» Can we effectively replace explicit self-attention computa-
tion with a structured convolutional approach while retain-
ing its benefits?
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In light of the above questions, we systematically inves-
tigate the property of self-attention in existing DiT- and U-
Net-based diffusion frameworks. We first observe that each
pixel interacts primarily with its spatial neighbors, forming
structured patterns similar to convolutional operations, as
shown in Fig. 2. Based on this, we further conduct quan-
titative analysis of self-attention map. The investigations
reveals that, despite self-attention have global interactions,
the attention signals can be effectively decomposed into two
key components:

* Smooth and low-intensity global interactions. While self-
attention enables global context aggregation, empirical
evidence suggests that such global interactions are typi-
cally smooth and low in intensity. As shown in Fig. 4a,
attention strength increases steadily and convexly with ker-
nel size. Were non-local interactions strong, ASM would
exhibit sharp spikes; instead, the smooth curve indicates
broad yet weak global attention.

* Relatively strong local interactions. In contrast, after re-
moving the low-intensity global component via high-pass
filtering Fig. 4b, the results reveal the strong local inter-
actions, reflected in the steeper gradient at smaller kernel
sizes. These results highlight the presence of prominent
local interactions that diminish with distance, which re-
flected by the local pattern in Fig. 2.

Motivated by these insights, we propose AConvFusion,
a novel CNN-based architecture that replaces self-attention
with Pyramid Convolution Blocks (AConvBlocks). Our
design leverages multi-scale convolution to efficiently pro-
cess visual features while replicating the observed attention
patterns in diffusion models. To align with the two key com-
ponents of self-attention, AConvBlocks incorporate a pyra-
mid convolutional structure to capture the high-frequency,
distance-dependent signal, while an average pooling branch
approximates the low-frequency global effect. This enables
AConvBlocks to effectively match the spatial characteris-
tics of self-attention maps. We construct AConvFusion
by replacing self-attention blocks in diffusion models with
AConvBlocks. We show the example on the diffusion ar-
chitecture of U-Net in Fig. 3. To ensure efficient training,
we update only AConvBlocks while keeping all other com-
ponents frozen. We further apply knowledge distillation at
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Figure 2. Attention visualization across different layers for FLUX, PixArt, and SD1.5. Each column shows attention maps at different
layers for a given query location in the input image. The red circles highlight artifacts in PixArt’s attention maps (abnormally focus on the

last pixel), indicating irregular attention distributions. Across all models, most pixels exhibit highly localized attention, suggesting that
self-attention predominantly operates within local neighborhoods rather than modeling global interactions.
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Figure 3. Overall diffusion architectures of U-Net and our proposed
AConvFusion. We replace self-attention modules in Transformer
U-Net with AConvBlocks, yielding AConvFusion (U-Net).

two levels: (1) feature-level, minimizing the discrepancy be-
tween AConvBlocks and the original self-attention modules
across all layers; and (2) output-level, using the e-prediction
objective [11] to align the model’s final outputs.

Experimental results demonstrate that AConvFusion can
effectively replace self-attention modules in pre-trained dif-
fusion models while achieving comparable or superior im-
age generation quality. By distilling self-attention into
AConvBlock, our method achieves strong performance
across both U-Net and DiT architectures, highlighting its
versatility. Compared to existing solutions, AConvFusion
significantly reduces computational complexity (FLOPs, as
shown in Fig. 1) and GPU memory consumption while main-
taining generation performance. Empirically, AConvBlock
achieves 3.4 x speedup (from 1.01x to 3.4x) over the state-
of-the-art LinFusion [21] at the 1024 x 1024 resolution, and
3.37x speedup (from 96.24 x to 324.1x) at the 16K reso-
Iution. These findings indicate that explicit global attention
mechanisms in diffusion models do not provide benefits pro-
portional to their computational cost, whereas a structured
CNN-based approach is sufficient.

2. Related Works
2.1. Text-to-Image Diffusion Models

Research in text-to-image synthesis has shifted from GAN-
based methods [6, 9, 15, 19, 36] to diffusion models [14,
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39, 40]. Diffusion models generate high-quality images
through an iterative multi-step denoising process and have
evolved into large-scale text-to-image frameworks incorpo-
rating cross-attention mechanisms [3, 16, 18, 28, 31, 33, 35]
and guidance techniques [13, 22]. By leveraging textual
prompts, these models produce visually compelling images,
establishing diffusion models as the state-of-the-art approach
in text-to-image synthesis.

2.2. Accelerate Diffusion Models

Although diffusion models can generate high-quality im-
ages, their substantial computational cost remains a major
limitation. Recent approaches have explored ways to accel-
erate diffusion models. [46] integrates window attention into
selected layers of PixArt [3] (DiT model) to reduce compu-
tational overhead. Other works [2, 20, 24, 27, 38, 46] aim
to optimize computational cost by improving multi-timestep
efficiency. [21] replaces self-attention with structured state-
space mechanisms (Mamba-2), significantly reducing the
complexity of SD1.5 [33] and SDXL [31] (U-Net model).
Additionally, [7] incorporates Neighborhood Attention [12]
in the shallow layers of U-Net. Notably, [20, 27, 46] these
methods continue to emphasize the importance of global
attention and global modeling capacity in preserving the
image generation quality of diffusion models.

3. Revisit Self-Attention in Diffusion Models

3.1. Preliminaries

Text-to-image diffusion models [3, 18, 31, 33] typically con-
sist of two key components: a text encoder 7¢ and a de-
noising network 5. Latent Diffusion Models (LDMs) [33]
introduce an additional visual compression module, which
comprises a visual encoder z < £(x) and a visual de-
coder x < D(z). This module transforms an input im-
age xg € RW>XHXC into a compact latent representa-
tion zg = &(x¢) € RW*H'XC"  The text prompt p
is encoded by text encoder 7, into a semantic embed-
ding ¢ = T4(p). The denoising network es iteratively
refines the visual feature z; at the ¢-th diffusion timestep
through a time-conditioned denoising process conditioned
onc: € = ¢5(z¢, ¢, t), zy = 0770 + of€, where € ~ N(0, 1)
represents Gaussian noise. The noise schedule parameters o¢
and o} control the magnitude of the added noise and the con-
tribution of original clean data, respectively.

As illustrated in Fig. 3, diffusion models employing
U-Net or DiT architecture conventionally use transformer-
based blocks, where cross-attention facilitates interactions
between text embeddings ¢ and self-attention enables global
spatial interactions across the image.

Formally, in the [-th attention block in the denoising
network, its input with z. and output z! is defined as:

zL = Softmax (%) ¥, (2}), where 1, Py, ¥,

represents the linear layers of query, key and value in self-
attention, and 1/C}, is the scaling factor based on the head
dimension of self-attention. Accordingly, the total FLOPs
of self-attention is given by: FLOPs,y, = 4H'W'C"? +
4(H'W")2C" + 4(H'W')2, where 4H'W'C"? is derived
from linear layers, 4(H'W’)2C’ is from matrix multipli-
cation of spatial interactions, and 4(H'W")? is from scaling
and softmax. From FLOPs analysis, self-attention mecha-
nisms have quadratic computational complexity with respect
to latent and image resolution, making them a key bottle-
neck in high-resolution image generation. Recent studies
on DiT show that the inductive bias of U-Net and CNNss is
not essential for diffusion models to achieve state-of-the-art
performance [3, 30]. DiT’s strength lies in its global inter-
actions via self-attention, but this comes with significantly
higher computational overhead. Compared to U-Net and
CNN based architectures, DiT is challenging to scale for
ultra-high-resolution image synthesis.

3.2. Our Insight: How Global is Self-Attention?

In this section, we investigate the role of global interactions
in self-attention and assess their significance in diffusion
models. To this end, we systematically analyze the atten-
tion patterns in both DiT and U-Net architectural paradigms.
Based on analyze we find the self-attention can be decom-
posed into: smooth and low-intensity global interactions
and relatively strong local interactions.

I. Visual Analysis on Self-Attention. We analyze the at-
tention maps in self-attention mechanisms to intuitively ex-
amine their spatial patterns. Self-attention computes simi-
larity scores between the key representation 1)y (z.) and the
query representation 1), (z}) at the ¢-th timestep, generating

INT 1
an attention map: A} = Softmax (%), where

Al has a shape of (H'W’, H'W') and can be reshaped into
(H'W', H',W') for visualization. In Fig. 2, we present the
aggregated self-attention map Al = % ZtT:o Al across T
timesteps in DiT and U-Net architectures, respectively. We
observe that almost all the pixels exhibit highly-concentrated
attention distributions within their local neighborhoods.

I1. Frequency Analysis on Self-Attention. Here, we pro-
vide a quantitative pattern analysis on self-attention from the
frequency domain. For the I-th layer, A'(2;, y;)(Zm, Yn)s
one item of A!, denotes the attention score between the
query at (z;,y;) and the pixel at (z,,, y,) in a self-attention
map, satisfying: Zz/:o ZZV:/o Az, y5)(Tm,yn) = 1. To
measure the self-attention distribution, the attention score
mass (ASM) (z;,y;) is defined in a kernel region with kernel
size K. This kernel is its % {-neighborhood centered at
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(a) ASM of whole attention maps.

(b) ASM of high-pass filtered attention maps.

Figure 4. ASM and its gradient across kernels with varying sizes. From (a), both PixArt and SD1.5 exhibit a consistent quadratic relationship
between kernel size K and ASM. This indicates that attention primarily captures broad low-frequency information, as the accumulated
attention follows the typical scaling behavior of spatially smooth signals. From (b), the ASM of high-pass filtered attention maps decays
quadratically with increasing distance from the query pixel, reinforcing its strong locality. For SD1.5 (U-Net architecture), ASM is computed

at 64 x 64 and 32 x 32 scales, while PixArt uses a fixed 64 x 64 attention map.

(xi,y;), namely do < %1

2.

(Tm Yn)Edoo <&

ASMZ(:CZvyJ) = Al(zlayl)(zmayn)7 (1)

To obtain the whole attention score mass for self-attention
maps, we then aggregate across spatial positions and all
the layers: ASM = 37, >, i1 oy e ASM!(x;,y;). The
gradient of ASM quantifies the decay rate of attention scores
with respect to the increasing spatial distance.

In Fig. 4a, both PixArt [3] (DiT architecture) and
SD1.5 [33] (U-Net architecture) exhibit a consistent
quadratic relationship between kernel size K and ASM.
This indicates that attention primarily captures broad low-
[frequency information, as the accumulated attention score
mass follows the typical scaling behavior of spatially smooth
signals [32]. Moreover, Fig. 4a shows that the gradient of
ASM sharply decreases at small kernel sizes and stabilizes at
large kernel sizes, particularly in SD1.5 (32 x 32), suggesting
that most of attentions are concentrated within local neigh-
borhoods. As K increases, the gradients steadily approaches
zero, indicating that expanding the receptive field beyond
a certain point does not significantly alter ASM. The analy-
ses above confirms that self-attention, despite its theoretical
global capacity, operates mainly in a localized manner in
those diffusion models with U-Net and Dit architectures.

To further investigate the role of high-frequency com-
ponents, which encapsulate critical structural information,
we perform spectral analysis using a high-pass frequency
filtering technique to quantify their characteristics. Specif-
ically, for a query at(z;,y;), Al(z;,y;) is its self-attention
score map with other locations, with the size of (H’, W’).
It can be regarded as a two-dimensional spatial signal. To
examine its spectral properties, we apply Discrete Fourier
Transform (DFT) and then utilize a high-pass Butterworth
filter [1] to suppress low-frequency components, yielding
the high-frequency attention map A!. We then recompute

ASM on the high-pass filtered attention map A’ as ASM), to
quantify the contribution of high-frequency components.

As shown in Fig. 4b, for high-pass filtered attention maps,
their ASM and gradients confirm that most non-trivial atten-
tion is concentrated within small local regions, with the
gradient attenuating quadratically as the distance increases.
In particular, in PixArt, more than 80% of the high-frequency
attention signals are captured within a 10 x 10 region, sug-
gesting that self-attention in trained diffusion models does
not contribute significantly to long-range interactions.

II1. Probability Analysis on Self-Attention. The attention
score Al is a probability distribution, and can be decomposed
into two components:

Lo o bi ATy
where b; is a query-independent positional bias (base prior
distribution), nearly constant across positions as analyzed in
Sec. 3.2, corresponding to low-frequency components. r;;
captures localized, content-dependent interactions (context-
dependent adjustment), corresponding to high-frequency
components. This shows self-attention combines a smooth
low-frequency prior with localized high-frequency content
interactions.

IV. Effective Receptive Field Analysis on Self-Attention.
Effective Receptive Field [26] serves as a measure of the
effective interaction area, facilitating the design of an ap-
propriate convolutional kernel size as an alternative to self-
attention. We define the effective receptive field k! of the
I-th self-attention as the smallest kernel size over A! that
encompasses at least 80% of ASM:

k= min{k € {0,...,K}‘ASMlA > 0.8}, (3)
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Figure 5. Effective Receptive Field (ERF) of self-attention across
layers in PixArt-Sigma and SD1.5. PixArt shows larger ERFs in
certain layers due to artifacts (Fig. 2) but remains below 15 X 15 in
most cases, while SD1.5 stays under 20 x 20. These insights guide
AConvBlock kernel size selection.
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Figure 6. Replacing all the self-attention layers in Stable Diffusion
with Neighborhood Attention (K = 13) preserves image quality
and semantic coherence, suggesting that global attention is not
essential for effective generation.

As illustrated in Fig. 5, the DiT model (PixArt) exhibits ef-
fective receptive fields smaller than 15x 15 in most of layers
and the U-Net model (SD1.5) exhibits effective receptive
fields smaller than 20x20 in most of layers. Notably, the
observed larger receptive fields in some transformer blocks
(e.g., block-1, block-10 in Fig. 5 left) stem from artifacts
in attention maps (e.g., artifacts in Fig. 2). Self-attention in
those transformer blocks are abnormally focus on the last
pixel. In spite of this phenomenon, their effective atten-
tion remains concentrated around query pixels, exhibiting
localized spatial patterns. This further shows that current
diffusion models exhibit strong locality, suggesting that their
performance does not stem from the global modeling capa-
bilities of self-attention.

3.3. Ablating Global Attention

Building upon the insights from our observations and quan-
titative analysis, we systematically investigate the impact of
removing global self-attention in diffusion models.
Neighborhood Attention (NA) [12] is a localized atten-
tion mechanism, for a given pixel at coordinate (z1, y ), the
query is defined as 1, (z!)(z1,y1). The corresponding keys
and values are strictly confined to a localized K x K window
centered at (x1, y1). Analogous to traditional convolutional
layers, NA exhibits localized patterns and receptive field
characteristics, making it a viable alternative to global self-
attention mechanisms. As illustrated in Fig. 6, replacing all
the self-attention layers in Stable Diffusion (SD) with NA
(K = 13) maintains the model’s ability to generate semanti-

cally coherent and visually high-quality images. This further
indicates that global interactions may not be necessary at ev-
ery block in a diffusion model, as self-attention in diffusion
models predominantly relies on localized patterns during
training. However, NA still has high computational over-
head and is memory inefficient. Thus, this also motivates
us to devise a effective solution for diffusion models in the
image generation task.

4. Our Method: AConvFusion

The findings in Sec. 3.2 reveal that self-attention in diffu-
sion models operates primarily in a localized manner with
smooth global interactions, reinforcing the potential for more
efficient architectures that preserve essential spatial interac-
tions while significantly reducing computational complexity.

Building on this insight, we propose the AConvBlock, a
structured convolutional design that effectively captures the
core properties of self-attention in diffusion models. Specif-
ically, AConvBlock is designed to align with the two key
components of self-attention: (1) Using Pyramid Convolu-
tion to align with localized content-based interaction term
(high-frequency); (2) Using Average Pooling to align with
smooth prior distribution bias (low-frequency).

4.1. Pyramid Convolution for Localized Interaction

To capture the first type of signal, AConvBlock incorporates
a pyramid convolutional structure with multiple pyramid
stages, as illustrated in Fig. 7 (left).

Specifically, given an input latent feature map z! €
R >W'%C" "\ye first apply Layer Normalization (LN) to
obtain the normalized feature representation: z! = LN(z.).
Then, an input transformation through a 1 x 1 convolutional
layer is applied to facilitate cross-channel interactions while
reducing the channel dimension for computational efficiency,
defined as zfzm = Pi(2l) € ]RH'XW'XC'/Z", where i,
is a convolutional layer applied to the input, and n is the
number of pyramid stages {Ao, ..., A, }. Subsequently, the
compressed feature zi’in is processed via multiple pyramid
stages, facilitating hierarchical spatial interactions across
multiple scales. At the ¢-th pyramid stage, its transforma-
tion is zi)oul)i =A,; (ziym), where each stage A; incorporates
upsampling(1) and downsampling () operations with vary-
ing scaling factors, achieving diverse receptive fields, thereby
enhancing feature representation.

In each pyramid stage, we use a scaled simple gate p(-)
with depth-wise convolutions for non-linear spatial inter-
actions. Unlike the original simple gate [4], which relies
on element-wise multiplication and suffers from numerical

overflow in FP16 precision, our design improves stability

N , where C’ is the channel

by scaling: p(f) =
count of input f.

In this architecture, pixels closer to the center pass
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Figure 7. Overview of AConvFusion. Left: Structure of AConvBlock, consisting of two key components: (1) Pyramid convolution,
which captures high-frequency, distance-dependent features through multi-scale convolutions. (2) Average pooling, which models the low-
frequency, spatially invariant bias. Right: Knowledge distillation framework for AConvFusion, where AConvBlocks replace self-attention
modules while feature-level (L) and output-level (L) losses ensure alignment with the original attention-based model.

through more pyramid stages, thereby accumulating higher
weights, as illustrated in Fig. 7. This characteristic aligns
with the properties of high-frequency signals. By leveraging
localized operators with linear computational complexity for
multi-scale spatial interactions, our AConvBlock simultane-
ously enhances local detail preservation and global spatial
perception while maintaining a low computational overhead:

Al Ztm ZA ztm Z T2Z \L2(Ztm))))v
i=1
“)

where A; is the i-th pyramid stage, | 2' represents the aver-
age pooling layer with a downsampling scale of 2¢ and 1 2
denotes the bilinear interpolation operation with an upsam-
pling scale of 2¢. Finally, a 1 x 1 convolutional layer as the
output transformation is also applied.

4.2. Average Pooling as Attention Bias

The second component of AConvBlock is an average pool-
ing branch that captures the low-frequency signal. As shown
in Fig. 7 (blue dashed box), it consists of a 1 x 1 average
pooling layer followed by a 1 x 1 convolutional layer 1),:

w H Sl
£ =1, W) . Given the linearity of 1x 1
convolutions and average pooling, this operation satisfies the
equivalence:

W H 1 W H
p (ZZ%(%@/)) = szwp(ii(%y))

x=0y=0 =0 y=0
5

The 1 x 1 convolution before and after the average pooling is
equivalent. This architectural design effectively supplements
the low-frequency information captured by self-attention
while maintaining low computational complexity.

4.3. Efficient Training via Distillation

To ensure that AConvBlocks can effectively replace self-
attention modules in diffusion models while preserving ob-
served locality, we update only AConvBlocks and keep all
the other parameters frozen. We further apply knowledge dis-
tillation to transfer self-attention patterns into AConvBlocks,
ensuring alignment at both feature and output levels (shown
in Fig. 7 (right)). For feature-level alignment, we minimize
the discrepancy L ; between the outputs of the AConvBlock
and the original self-attention module across all the layers:

N
‘Cf = Z HA%(ZD - Zi,outH2 ) 6)
=1

where A} represents the I-th AConvBlock with trainable
parameters 6, and Zi,out is the output of the [-th self-
attention block. For output-level alignment, we employ the
e-prediction objective. To further accelerate convergence,
the loss for the output predicts £, is improved by Min-SNR
loss weighting [11]:

L. =min(y- (07 /07)*,1) - (l€ = €]* + e — €]*), D

where € is the output of the self-attention-based model, €
is the output of the AConvFusion model, and ~ is the Min-
SNR weighting [11]. Finally, the overall loss function is
L = L.+ Ly, where 8 controls the impact of both losses.

S. Experiments

5.1. Experimental setup

Dataset. For attention map analysis (Sec. 3.2), we use
prompts from the Text2Image-Multi-Prompt dataset [43].
Our training involves pre-training the AConvBlock on 2M
synthetic images from Midjourney-v5 [45], followed by
fine-tuning on 4K curated LAION images [37] annotated
by InternVL2-8B [5] for enhanced realism. We find that
the widely used MS-COCO benchmark contains a signifi-
cant number of degraded images, reducing its reliability for
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Table 1. Comparison of average computational cost for inference.

Mean FLOPs (G) |
Method 512x512  1024x1024 2K 4K 8K 16K
Self-Attention [44] 31.42 24163 282194  11,741.69  157,546.49 2,487,706.88
PiAL DiTFastAttn [46] 30.41 20762  2,125.26 8,717.07  115,012.85 1,807,168.71
LinFusion [21] 55.07 220.29 774.46 1,858.72 6,970.18 27,880.73
AConvFusion (ours) 8.43 34.86 122.54 294.10 1,102.85 4,411.40
Self-Attention [44] 49.67 71408 8,587.98 4914921  688,821.39  11,010,934.11
SD1.5 LinFusion [21] 17.03 68.11 239.43 574.64 2,154.89 8,619.54
AConvFusion (ours) 2.82 12.56 44.14 105.94 397.27 1,589.10

Table 2. Comparison of average inference latency on one RTX4090.
“*” means using our custom triton kernel.

Table 3. Image generation performance of our AConvFusion and
related methods across different base models.

Inference Latency (ms) J
Method 512x512 1024x1024 2K 4K
Self-Attention [44] 0.78 5.91 67.49 1,077.98
DiTFastAttn [46] 0.77 4.99 51.27 798.24
LinFusion [21] 1.52 5.82 22.36 88.59
AConvFusion K=13 1.09 3.53 13.40 54.84
AConvFusion* K=13 0.71 1.71 6.69 26.32
AConvFusion K=25 2.14 8.51 33.17 131.71
AConvFusion* K=25 1.23 3.79 14.73 59.95

high-quality image generation evaluation. To ensure a more
rigorous assessment, we evaluate on 10,000 high-aesthetic
LAION images, also annotated by InternVL2-8B.
Implementation details. In our experiments, AConvBlock
has 2 stages, using K = 13 for SDXL and PixArt and
K = 9 for SD1.5. In Equ.13, ~ is set to 5 [11] and use
£ = 0.001 to match the loss scales for all the models. We
utilize AdamW optimizer with a learning rate of 3e-4 and
B1 = 0.9, B2 = 0.99 for distillation training. The resolution
of input images is 5122 for SD1.5 and 10242 for SDXL
and PixArt, in conjunction with Aspect Ratio Bucket. Only
AConvBlock needs training and we use a batch size of 16
for training on one A100 GPU. For image generation, all
experiments employ DPM-Solver [25] sampler with 20 steps
and CFG [13] strength 4.5 for SD1.5, SDXL and PixArt.
Metrics. The Inception model [42] has a perceptual discrep-
ancy from human evaluations in evaluating image genera-
tion [41]. For reasonable evaluation, we adopt the DINOv2
model [29] to evaluate synthesized outputs. Specifically, the
DINOV2 Score (DS) quantifies the quality of generated im-
ages, while the Fréchet DINOv2 Distance (FDD) measures
their realism against a reference dataset. Following [21], the
CLIP Score is utilized to evaluate the semantic consistency
between generated images and their given text prompts.

5.2. Computational Complexity and Latency

Computational Complexity: We compare the computa-
tional complexity (FLOPs) of our method with state-of-the-
art efficient approaches across different resolutions, as shown
in Tab. 1. While LinFusion [21] achieves near-linear com-
plexity and significant reduce computational cost at resolu-
tions above 4K, it is inefficient at common resolutions such

Base Model Method DSt FDDJ| CLIP?t
SD15 [33] Self.-Atte.ntlon [44] 42.74 210.86 30.44
512%512 LinFusion [21] 4423  181.78 30.47
AConvFusion 4472  200.15 30.73

Self-Attention [44]  42.65 147.59 30.92

]S(?zifi 1[82& LinFusion [21] 4324  148.61 30.78
AConvFusion 45.14  143.72 30.87

. Self-Attention [44] 41.31  173.88 30.64
1;11"2’*;;[132] DiTFastAttn [46]  41.19 17125  30.61
AConvFusion 42.56 181.06 30.84

. Self-Attention [44]  42.74  180.05 30.60
11:)12)(£<n1([)32] 4 DiTFastAttn [46] 42.16  184.31 30.57
AConvFusion 4295 181.75 30.55

as 5122 and 10242, sometimes even increasing FLOPs. In
contrast, our method consistently reduces computational cost
across both low and high resolutions, with linear scalabil-
ity. Moreover, it is orthogonally compatible with AST [46],
enabling further acceleration through integration.
Inference Latency: Tab. 2 presents the inference latency
comparison between our method and existing efficient ap-
proaches tested on a GPU. At the widely used 1024 x 1024
resolution, DiTFastAttn [46] and LinFusion [21] exhibit
negligible speed improvements despite their reduced compu-
tational complexity. This limitation arises because these ap-
proaches still rely on global interaction mechanisms, which
are not memory-efficient. In contrast, our method achieves
3.4x speedup, outperforming existing methods even when
employing a 25x25 large convolutional kernel. Further-
more, at high resolutions such as 4K (e.g., 3840x2160), our
AConvBlock demonstrates superior inference speed, with
an improvement from 12.17x in LinFusion to 40.96 x.

5.3. Qualitative Evaluation

We replace global self-attention in diffusion models with a
linearly structured convolutional module, improving compu-
tational efficiency while preserving model performance. As
shown in Fig. 8, our method produces images that are visu-
ally comparable to those generated by self-attention-based
diffusion models. In particular, A ConvFusion improves
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sailing ship, pirates, swirl, splashes, waves, close-up,
masterpeace, fluid, flora, glowing colors, pearl, magic

masterpiece, best quality, amazing quality, flat colors, high
detailed, high quality, high resolution, 4k, puppy, solo, feral,
walking, red cape, in street comer, all fours happy side
view, white fur, young, portrait

Figure 8. Comparison of cross-resolution generation between
AConvFusion and self-attention-based diffusion models. Both mod-
els are trained at 512 x 512 resolution. AConvFusion successfully
generates coherent 1024 x 1024 images, whereas self-attention-
based models produce fragmented and inconsistent features.

PixArt-1024 (DiT) ~ SDXL-1024 (U-Net)  PixArt-512 (DiT) SD1.5-512 (U-Net)

Self-Attention

AcConvFusion (ours)

Figure 9. Effective Receptive Field (ERF) visualization of
AConvFusion and self-attention-based diffusion models across
SD1.5, SDXL, and PixArt. AConvFusion exhibits an ERF pattern
closely matching that of self-attention-based models

visual realism and achieves a stronger semantic alignment
with textual prompts. Despite relying on local convolutional
operations, AConvFusion effectively generates semantically
coherent images on par with self-attention-based models.

5.4. Quantitative Evaluation

We conduct a comprehensive evaluation of AConvFusion
model against existing methods across multiple critical as-
pects: image fidelity, perceptual quality, diversity, and text-
image semantic alignment. As shown in Tab. 3, replacing the
self-attention blocks in both DiT and U-Net diffusion models
with our AConvBlock achieves superior performance on the
DS metric compared to baseline diffusion models and out-
performs LinFusion [21]. This improvement indicates that
our method achieves enhanced image quality and diversity
without relying on explicit global interaction mechanisms
typically employed in conventional diffusion models. Fur-
thermore, as for the FDD metric, the AConvFusion maintain
comparable fidelity to their self-attention counterparts.

In terms of text-image semantic alignment for the gen-

eration controllability, while AConvFusion solely replaces
self-attention modules without tuning cross-attention mod-
ules that account for text-image interaction, for the CLIP
Score, AConvFusion still achieves a superior alignment be-
tween generated images and textual prompts. These em-
pirical results suggest that the hierarchical visual features
learned by convolutional AConvBlock are more effective
for text-to-image generation tasks compared to those derived
from self-attention mechanisms.

5.5. Model Analysis

Cross-Resolution Generation: In Fig. 8, AConvFusion
produces higher-quality images than self-attention-based
models when generating resolutions different from the train-
ing setting. Notably, AConvFusion (SD1.5), trained only at
512 x 512, generalizes well to 1024 x 1024, maintaining
high visual fidelity. In contrast, self-attention-based diffu-
sion models struggle at 1024 x 1024, producing fragmented
and chaotic artifacts, such as distorted dogs and ships.

Effective Receptive Field: In Fig. 9, AConvFusion ex-
hibits an ERF pattern closely matching that of self-attention-
based models, indicating that AConvBlock effectively cap-
tures both high- and low-frequency characteristics of at-
tention maps. This strong similarity further validates
AConvBlock as a computationally efficient yet robust alter-
native that preserves essential feature extraction capabilities.

6. Conclusion

This work systematically analyzes the role of self-attention
in diffusion models and studies whether global attention is
necessary for effective image generation. Our study reveals
that self-attention maps contain two key components: (1) a
high frequency, distance-dependent signal, where the atten-
tion strength decays quadratically with increasing distance
from the query pixel, exhibiting strong locality. (2) A low-
frequency global component, which manifests as a spatially
invariant attention bias across the feature map. Based on this,
we propose AConvBlock, a novel module that decouples
these complementary mechanisms through a dual-branch
design: (1) Pyramid convolution operators capture localized
high-frequency patterns using multi-scale receptive fields.
(2) Adaptive average pooling layers approximate the global
low-frequency bias. This structured decomposition enables
AConvBlock to preserve the functional properties of self-
attention while reducing its quadratic computational com-
plexity. Extensive experiments across DiT and U-Net-based
diffusion models demonstrate that our approach maintains
generation quality while significantly improving efficiency.
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