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Figure 1. We present DepthSync, a framework that introduces cross-window depth scale synchronization and intra-window geometry
alignment for long video depth predictions with enhanced scale and geometry consistency via diffusion guidance.

Abstract

Diffusion-based video depth estimation methods have
achieved remarkable success. However, predicting depth
for long videos remains challenging. Existing methods typ-
ically split videos into overlapping sliding windows, lead-
ing to accumulated scale discrepancies across different win-
dows, particularly as the number of windows increases. Ad-
ditionally, these methods rely solely on 2D diffusion pri-
ors, overlooking the inherent 3D geometric structure of
video depths, which results in geometrically inconsistent
predictions. In this paper, we propose DepthSync, a novel,
training-free framework using diffusion guidance to achieve
scale- and geometry-consistent depth predictions for long
videos. Specifically, we introduce scale guidance to syn-
chronize the depth scale across windows and geometry
guidance to enforce geometric alignment within windows
based on the inherent 3D constraints in video depths. These
two terms work synergistically, steering the denoising pro-
cess toward consistent depth predictions. Experiments on
various datasets validate the effectiveness of our method in
producing depth estimates with improved scale and geome-
try consistency, particularly for long videos.

∗Corresponding author.

1. Introduction

Consistent video depth estimation is crucial for accurately
perceiving real 3D structures and has broad applications
across various fields, including 3D/4D reconstruction [23,
32, 45], 3D content creation [34], robotics [9], and au-
tonomous driving [10, 56, 61]. Recent advancements in
leveraging diffusion model priors have demonstrated sig-
nificant potential for video depth estimation [22, 41]. These
methods rely on 2D image-to-video diffusion priors [4, 20],
enabling them to predict temporally consistent depth for
videos while achieving enhanced zero-shot generalization
capabilities and producing rich depth details.

However, these methods still face limitations in achiev-
ing consistent depth predictions across frames, which re-
stricts their applicability in real-world scenarios. One major
challenge is maintaining consistency for long input videos.
In 2D video diffusion models, consistency primarily relies
on cross-attention modules within the diffusion network.
However, for long video depth prediction, computational re-
source limitations necessitate splitting the video into shorter
sliding windows, making it difficult to preserve depth con-
sistency across multiple windows. A common solution is to
divide the video into overlapping windows and propagate
consistency information through the overlapping regions in
a window-by-window manner. Previous methods [22, 41]
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Figure 2. Overview. Our DepthSync framework predicts depth for a monocular video by applying guidance to a pre-trained diffusion-
based depth estimation model, ensuring scale- and geometry-consistent depth predictions. Following common practice, the input video is
split into overlapping windows and processed sequentially. During denoising, we derive depths from noise prediction, applying geometry
guidance to align frames within each window using geometric constraints and scale guidance to synchronize depth scales across windows.

details of our scale guidance and geometry guidance.

3.1. Preliminaries
3.1.1. Diffusion Guided Sampling
Universal guidance [1] expands upon classifier guidance
[8], enabling diffusion models to be controlled by a vari-
ety of guidance modalities through forward guidance and
backward guidance. Forward guidance is applied after noise
prediction in each sampling step. Firstly, a predicted clean
sample ẑ0 is computed. For example, for DDIM [42]:

ẑ0 =
zt − (

√
1− αt)ϵθ(zt, t)√

αt
(1)

Subsequently, guided sampling is performed by updating
the predicted noise ϵθ(zt, t) with the gradient of loss func-
tion L:

ϵ̂θ(zt, t) = ϵθ(zt, t) + s(t) · ∇ztL(c, f(ẑ0)) (2)

where s(t) regulates the guidance strength and c denotes
the condition signal for guidance. The loss function L mea-
sures the compatibility between the signal c and the current
predicted clean sample ẑ0. A lower value indicates better
compatibility. Applying guidance steers the generated sam-
ples in a direction that satisfies the constraints of c by regu-
larizing the noise prediction in the denoising process.

Backward guidance directly optimizes ẑ0 with the con-
straints with gradient descent and obtains an optimized sam-
ple ẑ0+∆z0. Then the noise prediction is updated by substi-
tuting ẑ0+∆z0 into Eqn.(1). Backward guidance prioritizes
the enforcement of constraints, while the forward guidance
applies a smoother and more gradual form of guidance.

3.1.2. Video Depth Diffusion
Generative video depth estimation is framed as a con-
ditional diffusion generation problem in a video-to-video
fashion to model the distribution p(d|v), where v ∈
RT×H×W×3 represents an input video and d ∈ RT×H×W

represents the predicted depths [22, 41, 49]. The models are
trained based upon the image-to-video diffusion model Sta-
ble Video Diffusion (SVD) [4] with modifications to adapt
to depth estimation. The conditional input to the denoiser
is changed to the encoded latents of a whole video z(v)

rather than a single image as SVD. Meanwhile, to encode
the depth sequences to the latent space, the depth map is
normalized to affine-invariant depth per sequence and repli-
cated three times to encode to the latent space via a Varia-
tional Auto Encoder (VAE) [29] to obtain depth latents z(d).
At inference, the denoised latent is decoded and then aver-
aged across three channels to obtain the predicted depth.

3.2. Scale Guidance for Cross-Window Consistency
When predicting video depth in a single forward pass, con-
sistency between multiple frames is naturally ensured by
cross-attention modules in the diffusion network. However,
due to computational resource limitations, it is often im-
practical to process an entire video, which can consist of
hundreds of frames, in a single pass to ensure cross-frame
consistency. To address this challenge, previous methods
[22, 41] commonly split the video into overlapping sliding
windows and predict depth sequentially for each window.

To ensure consistency between different windows,
DepthCrafter [22] employs diffusion inversion [42], initial-
izing the noise of the overlapping region by directly adding
noise to the denoised latent from the previous window.
The subsequent frames in the window are initialized from
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Figure 3. Existing methods suffer from scale inconsistency
across windows as video length increases. We evaluate the same
depth predictions on Bonn using two alignment strategies: align-
ing with a shared scale and shift factor for entire video versus per-
window alignment. The shared alignment causes a significant ac-
curacy drop, highlighting large scale variations between windows.

random Gaussian noise. Additionally, the overlapping re-
gion in the current denoised latent is further interpolated
with the denoised latent from the previous window. Mean-
while, ChronoDepth [41] proposes an approach where dis-
tinct noise levels are independently sampled for each frame
within the window during both training and inference. The
overlapping frames are directly initialized using the previ-
ous depth frames with a minimal level of noise.

In these existing solutions, depth scale information from
previous windows is injected into the current window
through the overlapping region at the beginning of the dif-
fusion process and propagates to subsequent frames via
cross-attention in the diffusion network. However, as shown
by our experimental results in Table 1, these initialization-
based strategies exhibit limited effectiveness in maintaining
depth consistency across windows. Following the practice
in affine-invariant video depth estimation [22], before eval-
uation, we align the estimated depths with the ground truth
using a shared scale and shift, optimized via least squares,
across the entire video. Under this configuration, multiple
sliding windows share a global scaling factor. In Table 1,
we observe a significant decline in depth estimation accu-
racy for previous methods [22, 41] as the video length and
the number of sliding windows increase.

We further conduct a case study on the Bonn dataset
[37], evaluating the same depth predictions using an alterna-
tive strategy that aligns depth individually for each window.
This approach optimizes the scale and shift for each win-
dow independently, rather than applying a global scale and
shift factor across all windows. As illustrated in Fig. 3, per-
window alignment significantly improves depth estimation
accuracy by a large margin, highlighting that depth scale
variations between windows become more pronounced as
the number of sliding windows increases. This leads to de-
graded depth estimation performance for long videos, indi-

cating the scale information injected at diffusion initializa-
tion is lost during the denoising process.

To handle this cross-window consistency issue, we pro-
pose to exert depth scale synchronization with the previ-
ous window during the denoising process rather than just
in the diffusion initialization. We implement such synchro-
nization regularization via forward guidance. We store the
denoised latent z0,last from the previous window. During
each denoising step, we predict the clean latent ˆz0,cur using
Eqn. (1) and decode both the predicted latent ˆz0,cur and the
preceding latent z0,last into depth maps ˆdcur and dlast re-
spectively. We then compute a scale s and shift t via least
squares to align the depths of the overlapping frames from
the two windows. Then the aligned depth over the entire
window is computed as:

daligned = s · ˆdcur + t (3)

We encode daligned to latent space to obtain aligned latent
z0,aligned, which is used as a pseudo-label to constrain the
predicted latent via an MSE loss:

Lscale =
1

n

n∑
i=1

(z0,aligned,i − ˆz0,cur,i)
2 (4)

The loss gradients are back-propagated to update the noise
prediction according to Eqn. (2). To ensure computational
efficiency, the guidance and backpropagation are performed
directly in the latent space. As a result, we employ forward
guidance for this latent-level regularization, as it provides
smoother regularization compared to backward guidance.

Compared to existing initialization-based injection
methods, our scale guidance strategy applies regularization
to the current window throughout the entire diffusion pro-
cess, rather than solely at the beginning of the diffusion de-
noising process. This approach achieves stronger regular-
ization to synchronize depth scales across windows.

3.3. Geometry Guidance for Intra-Window Consis-
tency

Existing diffusion-based video depth estimation methods
use 2D pre-trained priors and cross-attention modules in the
diffusion network to ensure appearance consistency of pre-
dicted depth maps within a single window. However, un-
like 2D tasks, depth describes 3D scene structures, and 2D
priors inherently lack the geometric awareness required for
accurate 3D geometry. As illustrated in Fig. 1, the depth
maps may appear correct in 2D visualizations, but the cor-
responding 3D structures often exhibit 3D inaccuracies.

Moreover, monocular video frames, along with their cor-
responding depth maps, provide a comprehensive represen-
tation of the scene geometry. Each frame can generate a
segment of the scene’s point cloud when projected with its
depth. Since these frames represent the same scene, their
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