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Abstract

To advance real-world fashion image editing, we analyze
existing two-stage pipelines—mask generation followed by
diffusion-based editing—which overly prioritize generator
optimization while neglecting mask controllability. This re-
sults in two critical limitations: 1) poor user-defined flexibil-
ity (coarse-grained human masks restrict edits to predefined
regions like upper torso; fine-grained clothes masks pre-
serve poses but forbid style/length customization). 1) weak
pose robustness (mask generators fail due to articulated
poses and miss rare regions like waist, while human parsers
remain limited by predefined categories). To address these
gaps, we propose Pose-Star, a framework that dynami-
cally recomposes body structures (e.g., neck, chest, etc.)
into anatomy-aware masks (e.g., chest-length) for user-
defined edits. In Pose-Star, we calibrate diffusion-derived
attention (Star tokens) via skeletal keypoints to enhance
rare structure localization in complex poses, suppress
noise through phase-aware analysis of attention dynamics
(Convergence —Stabilization —»Divergence) with threshold
masking and sliding-window fusion, and refine edges via
cross-self attention merging and Canny alignment. This
work bridges controlled benchmarks and open-world de-
mands, pioneering anatomy-aware, pose-robust editing and
laying the foundation for industrial fashion image editing.

1. Introduction

Fashion image editing [5, 54] enables critical applications
like virtual try-on [8, 9] and clothes design [19, 52], yet
existing methods—trained on curated datasets [17, 32, 39,
47]—prioritize generation fidelity over real-world adapt-
ability. So, open-world fashion editing faces challenges:
user-defined region flexibility (e.g., customizing clothes
lengths), pose robustness (e.g., extreme articulations), in-
the-wild generalizability (e.g., cluttered scenes).
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Figure 1. Problem I): Existing methods lack anatomy-aware con-
trol, limiting user-defined regions. Problem II): Articulated poses
induce segmentation errors, distorting edits and robustness. Eval-
uation based on real-world challenges: Region: User-defined Re-
gion Flexibility, Pose: Pose Robustness, and Wild: In-the-Wild
Generalizability. Refer to Sec.3.1 and Fig. 8a for details.

Current fashion-specific frameworks [1, 14, 25, 29]
adopt a two-stage pipeline (Fig. la): mask-guided re-
gion specification followed by diffusion-based editing.
The mask generator types include: Coarse-grained human
parser masks [8, 49], restrict edits to predefined zones
(e.g., upper torso), preventing length customization or par-
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Figure 2. Pose-Star is compatible with text-guided fashion editing and visual try-on, enabling unprecedented capabilities: customizable
clothes length adjustments, precise edits on highly articulated poses, and robust adaptation to wild scenarios with cluttered backgrounds.
Notably, it extends to video editing applications, seamlessly modifying dance sequences with complex poses and dynamic camera angles.

tial clothes retention (Fig. 1b). Fine-grained clothes masks
(train-based) [33, 43, 44] rigidly adhere to clothes bound-
aries, making style changes (”dress — pants”) impossible.
These methods relying on open tools or fashion datasets fail
in handling user-defined edits due to inflexible anatomical
control and limited in-the-wild generalizability. This raises
a pivotal problem: I) how to design a dynamic, anatomy-
aware mask generator tailored for open-world fashion edit-
ing to achieve user-defined region flexibility?

Initial attempts to generate anatomy-aware masks (e.g.,
belly-length) via open-world segmenters [34, 35] failed due
to their foreground-background paradigm lacking anatomi-
cal granularity. Open-world detectors [20] localized coarse
structures (e.g., neck) but collapsed on rare regions (e.g.,
waist) and articulated poses due to noun-centric training.
Human parsers [50, 55] further exhibited limited anatom-
ical coverage (e.g., missing chest). These failures reveal
a critical gap: existing methods cannot robustly segment
anatomical structures or detect rare regions under complex
poses due to inherent knowledge limitations. This raises a
pivotal problem: II) how to precisely localize fine-grained
body structures and aggregate noise-free regions in open-

world scenarios to achieve pose robustness for detection?

To address the above problems, this work pioneers
the study of open-world fashion-specific mask generation.
For problem I), we propose Pose-Star, a plug-and-play,
training-free framework that synergizes the style adapt-
ability of coarse-grained human masks with the pose pre-
cision of fine-grained clothes masks by dynamically gen-
erating fine-grained human masks guided by user-defined
instructions (e.g., “belly-length”). The core innovation lies
in decomposing anatomical prompts into local body struc-
tures (e.g., “belly-length” — neck, chest, waist, etc.) and
executing localization, aggregation, and optimization to ob-
tain the target human mask. For problem II), Pose-Star im-
plementation involves: 1) Localization: Pose-guided cali-
bration of diffusion-derived attention tokens (Star tokens)
via skeletal keypoints enhances precision for rare anatom-
ical regions (e.g., waist) in complex poses; 2) Aggrega-
tion: We analysis of diffusion attention dynamics (conver-
gence—stabilization—divergence), based on which we de-
sign threshold masking and sliding windows to preserve
phase-stability regions and eliminate noise; 3) Optimiza-
tion: Design of cross-self attention merge and Canny align-
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ment to calibrate mask boundaries based on our observa-
tion of the complementary roles of cross-attention (spa-
tial focus) and self-attention (edge coherence). Pose-Star
achieves unprecedented functionality; selected example in
Fig. 2. Our principal contributions are summarized as:

@ Plug-and-Play Framework: Pose-Star. A mask gen-
erator that bridges the critical gap in user-defined region
flexibility by dynamically synthesizing anatomy-aware
masks, paving the way for industrial applications of fash-
ion image editing.

@ Technical Highlights. We synergize pose-guided
calibration of diffusion tokens (via keypoints) for rare
anatomical localization, phase-aware aggregation (thresh-
old masking and sliding windows) to suppress noise
across convergence/divergence phases, and cross-self at-
tention merging with Canny alignment to refine edges,
achieving pose robustness for anatomy-aware masks.

@ Real Open-World Usability Validation. Demonstrat-
ing state-of-the-art performance in user-defined flexibil-
ity, pose robustness, and wild generalizability.

These contributions establish a novel paradigm for
anatomy-aware fashion editing, transitioning the field from
dataset-bound optimization to open-world controllability.
Refer to Appendix A for related work.

2. Proposed Method

To address the inability of existing methods to interpret
user-defined anatomical regions (e.g., “belly-length’) and
handle intricate poses, we propose Pose-Star. As shown in
Fig. 1a and Fig. 3, our framework leverages DeepSeek [11]
(Details in Appendix B) to parse anatomical specifications
into the body structure group, then extracts and fuses body
structure regions via the Pose-Star module to generate a
Fine-grained Human Mask. This mask guides pose-robust
editing in plug-and-play editors (e.g., visual try-on model
IDM-VTON [8], inpainting model PowerPaint [57]), ensur-
ing anatomical alignment with user intent. Key challenges:

* C1: Fine-Grained Localization. How to precisely local-
ize anatomized structures (e.g., "belly-length” includes
neck, chest, waist, etc.) in images with complex poses?

¢ C2: Noise-Free Structures Aggregation. How to elimi-
nate noise while aggregating multiple body structures re-
gions to retain only semantically consistent areas?

e (C3: Contour Precision Optimization. How to refine the
edge accuracy of the generated human mask to align with
anatomical boundaries?

For each challenge, we propose solutions corresponding to
Sec.2.1, 2.2, and 2.3, respectively.

2.1. Localization: Pose-Guided Keypoint-Star

Initial attempts to localize fine-grained body parts (e.g.,
belly, waist) in complex poses using open-word detec-
tors (YOLO-World [6], DINO1.5/1.6 [36], T-Rex2 [20],
GLEE [45]) revealed critical limitations: noun-centric train-
ing constraints lead to vocabulary rigidity (e.g., the com-
mon words “hand” or "head” can be detected, but the
fine-grained words “abdomen” or “waist” cannot be dis-
tinguished. ), causing failures under articulation. In con-
trast, U-Net-based Stable Diffusion models [38]—trained
on 200M+ samples with full-text embeddings—exhibit su-
perior spatial-textual alignment, enabling open-vocabulary
localization of anatomical geometry. Leveraging this in-
sight, we propose Pose-Guided Keypoint-Star, which uti-
lizes the semantic comprehension capabilities of diffusion
to generate anatomy-aware masks. For example, belly-
length localization via attention token calibration (Fig. 3):

Diffusion-Based Token Initialization. For a real image
1, we first perform DDIM inversion [41] followed by Null-
text optimization [31] reconstruction. During reconstruc-
tion, consistent with [15], the Star Token embeddings (e.g.,
belly) are projected as keys/values (K/V) in the U-Net’s
cross-attention layers, while the image latent variables (cor-
responding to I) form queries (Q)). The Q — K interaction
generates an attention map set M, where each map corre-
sponds to a Star Token representing a specific anatomical
structure, with spatial attention scores indicating target re-
gion saliency. This set M serves to initialize the attention
maps for Star Tokens. Method details in Appendix C.

Keypoint-Star Calibration. While token maps effec-
tively localize anatomical structures in standard poses, their
attention patterns degrade under extreme articulation due to
skeletal ambiguities. To address this, we introduce Star To-
kens derived from OpenPose [4] skeletal keypoints. Specif-
ically, we divide token maps of anatomical regions into Star
Token and Fine-grained Token. Star Token corresponds to
pose keypoints (e.g., hip or shoulder joints). Fine-grained
Token represents fine-grained body composition (e.g., belly
or waist). The centroid of each star token map is calibrated
to match the spatial coordinates of the corresponding key-
point, ensuring robust localization even in complex poses.
Fine-grained token maps are aligned with biomechanically
plausible positions through the frame of the pose. Clothes
tokens are also used for regional references.

Star-Region Constraints. The refinement process be-
gins by normalizing each star token map to encode pixel-
wise anatomical relevance, where values range from 0 (ir-
relevant regions) to 1 (target regions). Subsequently, a ra-
dial constraint is applied: For the center point (m, n) from
each star, probabilities outside a biomechanically plausible
radius r are suppressed, effectively eliminating noise from
occluded limbs or extreme articulations. For each pixel p; ;
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Figure 3. Pose-Star Framework. The generation of the Bell-Length mask as an example. Best viewed in color. Zoom in for details.

of the token map, the filtering equation is as follows:

. {pw, zf\/z— + (G —n)2 <,

Pii=1 0 otherwzse

6]

The filtered token tensor M € RTXNX16x16 a¢ pixe]-
level achieves precise localization of fine-grained body
structure. Total number of diffusion steps 7' = 100, each
step t produces a sub-tensor M; € RN*16x16 \where N
equals the total number of anatomical structures (/N = star
tokens + fine-grained tokens). Each token map M} €
R16%16 (for n € {1,..., N}) encodes the spatial saliency of
a specific body part at diffusion step ¢, ensuring temporally
consistent and anatomically grounded localization.

2.2. Aggregation: Multi-Phase Token Filtering

The synthesis of user-specified anatomical regions (e.g.,
“belly-length”) requires aggregating fine-grained token
maps while suppressing noise artifacts. However, temporal
inconsistency in attention maps across diffusion steps poses
a critical challenge: the spatial extent of token map atten-
tion dynamically evolves during the diffusion process, mak-
ing it infeasible to select a fixed step t that universally aligns
with target boundaries of all anatomical structures. To study
diffuse attention dynamics, we used Null-text [31] to in-
vert complex poses (from DeepFashion-MultiModal [21]
or in-the-wild), tracking cross-attention tokens across 7' =
100 steps. Six structures (e.g., chest, neck, etc.) were
randomly selected for each sample, and labeling first/last
target-aligned steps for each structure as phase boundaries,
we exposed three-phase evolution (Fig. 4):
I Convergence: Attention converges from over-scattered
to target-aligned regions (about 30% =+ 15% initial steps).
IT Stabilization: Attention is steadily focused on target
anatomical structures (about 30% + 5% middle steps).
IIT Divergence: Attention is either under- or over-shoots
due to diffusion instability (about 30% 4= 20% final steps).

Input: Chest
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Figure 4. The spatial coverage of token attention maps evolves
dynamically across diffusion steps, reﬂecting phase-specific local-

Core technical barriers due to dynamic attention are: 1) Dy-
namic Phase Conflicts: Adjacent regions (e.g., should vs.
waist) exhibit conflicting phases (I vs. II) at the same step
t. 2) Phase-Limited Noise: Early steps yield over-scattered
attention (Phase I), while late steps suffer divergent predic-
tions (Phase III). 3) Step-Averaging Artifacts: Naive cross-
step aggregation amplifies boundary instability. To address
these obstacles, we design Multi-Phase Token Filtering:

Thresholded Mask Averaging. As shown in Fig. 5,
to address Dynamic Phase Conflicts and Phase-Limited
Noise arising from single-step anatomical map fusion, we
selectively aggregates anatomically relevant regions while
suppressing phase-specific noise. For token map M; €
RN X16x16 at step ¢, we apply:

Zne{l,...,zv} TH-value (M, B)
T H-count (M?, B) ’

C = 2)
where T H-value(-) filtering low confidence pixels based
on 3 threshold of 5 = 0.3. T'H-count(-) is high-confidence
count, T'H-count(-) € [0, N]. This retains stable regions
in Phase II while suppressing Phase I/III outliers, yielding
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Figure 5. Thresholded Mask Averaging for Anatomical Token
Fusion. At diffusion step ¢, thresholded averaging merges neck
and chest token maps (Eq.(2)). Zoom in for details.

coarse target maps C € R100x16x16,

Sliding Window Consensus. To address Step Averag-
ing Artifacts and Phase-Limiting Noise arising from cross-
step coarse target map fusion, we propose phase-adaptive
weighting. Each coarse target map C; is assigned a time-
dependent weight w; = 2¢/(T + 1), where T = 100,
Z;‘le wy = 1, to progressively reduce unstable contri-
butions from Phase III while preserving stabilized regions
from Phase II. The reshaped tensor C € R19X10X16x16
dergoes 3 x 3 sliding window operations (no padding) to
guide Phase II optimization Phase I/III.

ZZ+2 Z]+2 m n ¥ wm,n

1, T 2
DR D

where w; reshape to wy, ,. Column-wise averaging of the
refined C € R3*8%16x16 produces fine target maps C €
R8x16x16 By harmonizing multi-phase evidence through
spatially and temporally constrained fusion, the proposed
method ensures robust anatomical localization even under

extreme poses, fulfilling the core requirements derived from
our earlier technical obstacles.

>

; 3)

2.3. Optimization: Edge-Aware Selection

To enhance boundary sharpness while preserving anatomi-
cal topology, we propose merging cross- and self-attention
maps—inspired by diffusion-based segmentation works
(DiffuMask [46] and DiffSeg [40]). Unlike prior meth-
ods [40, 46] that rely on self-attention for pixel-level classi-
fication, our analysis of DeepFashion [13] samples reveals:
* Cross-attention localizes fine-grained anatomy but suffers
from blurred boundaries.
* Self-attention captures sharp edges but lacks anatomical
specificity.
This complementary relationship motivates our Cross-Self
Attention Merge, which synergizes the strengths of both
mechanisms to achieve precise localization with crisp
boundaries.
Cross-Self Attention Merge. Overall, we employ pixel-
level fusion for cross-attention and self-attention maps.

This process averages corresponding pixels between tar-
get regions in cross-attention maps (which effectively lo-
calize areas of interest) and relevant regions in self-attention
maps, using the former to mask irrelevant areas in the lat-
ter. The fused regions are subsequently filtered via thresh-
olding. Specifically, we upsample the fine target map Cj
(cross-attention) to 32 x 32 and fuse C € R3*32%32 with
the final-step self-attention map S € R8*32%32 .

Ry = TH-value(Cy & S, a), k€ {0,...,7}, (@)

@ denotes pixel-wise averaging of cross-attention (Cj,) and
self-attention (Sy) maps, followed by T'H-value(+) retains
pixels (> o = 0.4) to obtain fused regions Ry.

Edge-Aware Selector. The initial mask Ry, is obtained
by rendering target regions (> 0) of the attention map Ry,
as white and non-target regions (= 0) as black. To align
boundaries of R; with image content, we extract Canny
edges E from the input image I and enforce geometric con-
sistency:

E(Lj):{l’ if E(i,j) =1, \/z—

0, otherwzse

+U—n)?<p

&)
By defining a circular neighborhood (with center R (m, n),
radius p) around each edge pixel E(i, ), edges that align
with anatomical contours are selectively preserved. Canny-
based geometric constraints ensure edited regions respect
both anatomical structure and pose geometry, maintaining
boundary-pose consistency. The current FE constitutes only
an edge-aligned image. To convert FE into a valid mask M,
we perform a series of post-processing operations (see Ap-
pendix D). The generated human mask M seamlessly in-
tegrates with mask-guided editors (e.g., PowerPaint [57])
without fine-tuning.

3. Experiment

In this section, we comprehensively evaluate Pose-Star

framework by addressing three critical research questions:

* Q1: Effectiveness. Does fine-grained human mask-
guided editing outperform state-of-the-art fashion-
specific and general-purpose image editors in both
qualitative and quantitative comparisons?

* Q2: Irreplaceability. Are the core compo-
nents—Localization module, Aggregation module,
Optimization module—irreplaceable for anatomically
consistent detection of location, region, contour?

* Q3: Robustness. How does the method perform under
varying hyperparameters?

We answer Q1 and Q2 through systematic comparisons

and ablation studies (Sec.3.1 and Sec.3.2), while sensitivity

analysis for Q3 is detailed in Appendix F. The setting and

evaluation datasets of comparison methods in Appendix E.
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Figure 6. Qualitative: Comparison with Fashion-specific Image Editors. Includes state-of-the-art virtual try-on methods and a text-
driven fashion image editing method called TexFit [43]. Zoom in for details. Please see details in Sec.3.1.

3.1. Effectiveness

This section addresses Q1 by analyzing the performance of
Pose-Star on three dimensions: User-defined region flex-
ibility, pose robustness, and in-the-wild adaptability. Ex-
tended in-the-wild evaluations in the Appendix H.

Qualitative Comparison. Comparison with Fashion
Editors is shown in Fig. 6. Three key observations emerge:
1) Flexible Anatomical Adaptation: Unlike rigid cloth-
ing masks in TexFit [43], which overfit clothes edges
(e.g., preventing sleeve length changes), Pose-Star dy-
namically adjusts to user-defined anatomical regions (e.g.,
“short — long sleeves”) through diffusion-based token
maps (Sec.2.1), enabling seamless style transformations
without boundary artifacts. 2) Dynamic Region Local-
ization: Pose-Star overcomes the fixed anatomical priors
of IDM-VTON [8] and Leffa [56] (limited to predefined
zones like “upper torso”) by leveraging localization mod-
ule (Sec.2.1). This allows precise editing of layered clothes
(e.g., modifying only the inner layer of a jacket in Fig. 6
Linel) through prompt-driven mask generation (e.g., "in-
ner shirt”). 3) Adaptive Length Control: Existing methods
fail to truncate full-length dresses to “belly-length” (Fig. 6

Line2) or extend “waist-length” tops to hip-length” (Fig. 6
Line3) due to fixed mask boundaries. Aggregation module
of Pose-Star (Sec.2.2) fuses phase-specific attentions (con-
vergence, stabilization, divergence), enabling anatomically
grounded length adjustments while preserving pose coher-
ence. These advantages collectively resolve fundamental
limitations of prior work, demonstrate the advantages of
Pose-Star in user-defined flexibility, dynamic localization,
and anatomical adaptability.

Comparison with General Editors is shown in Fig. 7.
Fine-grained clothes masks (PowerPaint + TexFit) will not
work when altering styles (e.g., "T-shirt — long sleeve”).
Coarse-grained human masks introduce identity distortion
in complex poses (e.g., twisted torsos). Pose-Star combines
optimization module (Sec.2.3) with pose-calibrated tokens
to preserve facial identity and background details.

Quantitative Comparison As shown in Fig. 8a, the in-
tegration of Pose-Star achieves significant improvements
in pose robustness (+1.81 points), in-the-wild generaliz-
ability (40.81 points), and user-defined flexibility (+3.11
points), uniquely advancing all three dimensions simulta-
neously—unattainable by prior methods. Further, CLIP-
Scores [16] were used to evaluate edited effects (Fig. 8b).
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23

Method Mask Type User-Defined! Pose Robustness{ In-the-Wild{ 22
Null-text [31] NULL 1.03+0.97 0.8240.31 2.7840.90 n
Instructpix2pix [2] NULL 3.57+0.42 2.01+0.10 3.96+0.37
TexFit [43] FCM 1.2240.93 3.824033 3.004:0.02 e
Leffa [56] CHM 2.93+0.75 4.2240.40 3.86+0.83 19
CatVTON [9] CHM 1.7340.94 4.43+0.07 4.10+0.20 18
PPt [57]+TexFit FCM 1.3140.69 3.11+0.93 4.2340.73
PPt [57]+O0TD [49] CHM 2.1140.52 1.62£0.70 4.02+0.41 v
IDM [8]+SCHP [26] CHM 1.30+0.43 3.7840.33 4.29+0.03 16
PPt [57]+Pose-Star(Ours) FHM 4.85+0.33 4.74+0.41 4.63-+0.62 15
IDM [8]+Pose-Star(Ours) FHM 4.89-+0.21 4.82+0.04 4.55+0.38 fe*““Nu~\-‘3£«o%?n;;;&:g;g:;?‘m«ouﬁ‘

(a) The participants were asked to rate: (1) User-defined Region Flexibility, (2) Pose Robustness, and (3) In-
the-Wild Generalizability. CHM denotes Coarse-grained Human Mask, FCM denotes Fine-grained Clothes
Mask, and FHM denotes Fine-grained Human Mask. The perfect score is 5. Details in Appendix G.

(b) CLIP-Scores results of our
method compared with text-guided
image editing methods.

Figure 8. Quantitative: User feedback survey Fig. 8a and CLIP-Scores [16] comparison Fig. 8b. PPt is PowerPaint [57], OOTD is

OOTDiffusion [49], IDM is IDM-VTON [8].

3.2. Irreplaceability

To address Q2, we conduct ablation studies by replacing
each core component of Pose-Star with state-of-the-art al-
ternatives while retaining other modules.

Localization Module vs. Open-Word Detectors: Ex-
isting open-word detection methods struggle with anatom-
ically precise editing due to three fundamental shortcom-
ings: inability to localize uncommon anatomical regions
(e.g., T-Rex2 [20] fails to detect chest, causing discontin-
uous edits), visual deceptive range in complex poses causes
misclassification (e.g., DINO1.6 Pro [36] mistakes shorts

for waist in complex poses), and off-target modifications
(e.g., YOLO-World [6] erroneously edits jeans). In con-
trast, our localization module (Sec.2.1) addresses these is-
sues through: 1) Diffusion-based token recognition lever-
ages open-word capability of Stable Diffusion to detect
rare anatomical regions; 2) Pose-driven token calibration
aligns tokens with skeletal keypoints (OpenPose [4]) for ro-
bust localization in articulated poses; 3) Star-region con-
straints suppresses irrelevant regions via radial constraints.
This synergistic approach achieves unprecedented editing
precision, outperforming detection-centric methods in both
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Hip-length
green shirt

&

Anatomized :
neck, shoulder,
chest, waist,
arms, belly, hip

DiffSeg

Y3bu3j-diH

Input
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Figure 9. Irreplaceability. For each component, replace with the state-of-the-art tool, other components remain unchanged (See Sec.3.2).

anatomical consistency and pose robustness (Fig. 9 Linel).
Aggregation Module vs. Multi-Type Segmenters:
SAM [24] open-world segmentation via user clicks (trig-
gered by localization centroids from Sec.2.1). SAM ex-
pansion based on pixel-similarity causes uncontrolled over-
segmentation (e.g., modifying non-target facial regions),
leading to identity loss. SCHP [26] fixed 20-class hu-
man parsing achieves high precision but lacks flexibil-
ity—it fails to segment localized regions like waist or
neck. TexFit [43] clothes-centric segmentation severely
under-segments anatomical regions (e.g., < 50% cover-
age for waist-length), preventing structure-aware editing. In
contrast, our aggregation module (Sec.2.2) preserves valid
anatomical regions through phase-aware aggregation (con-
vergence, stabilization, divergence), filters noise via thresh-
olded averaging, and fits user-specified targets. This results
in 62% less boundary jitter than SAM and 92.5% valid re-
gion retention (vs. SCHP’s 48.2%), demonstrating unparal-
leled precision for anatomical editing (Fig. 9 Line2).
Optimization Module vs. Edge Detectors: While Diff-
Seg [40] leverages diffusion priors for generalization, its
coarse pixel-level classification generates noisy, anatomy-
agnostic edges (e.g., distorted hands in Fig. 9 Line3), failing
to preserve fine anatomical contours. Similarly, DIS [35]
and U2-Net [34], designed for foreground-background seg-
mentation, erroneously classify subtle anatomical bound-

aries like hip-length as background, retaining only clothing
edges that misalign with user intents. In contrast, our opti-
mization module by Cross-Self Attention Merge and Edge-
Aware Selector selectively refines image-aligned edges
(e.g., clothes borders) while preserving specific anatomy-
specific regions (e.g., hip-lengths), which skillfully harmo-
nizes visual boundary and anatomical range fidelity. This
dual-mechanism approach reduces hand/foot distortions by
35% compared to DIS/U?-Net, validating its superiority in
pose-aware edge optimization (Fig. 9 Line3).

4. Conclusion

Pose-Star addresses anatomy-aware mask generation by
dynamically synthesizing fine-grained masks from seman-
tic instructions in fashion editing. Integrated with ex-
isting editors, it significantly enhances key metrics like
user-defined flexibility and pose robustness. While diffu-
sion inversion incurs computational overhead (3.6s/image
on NVIDIA A100), subsequent anatomical edits require
only 0.8s/task through optimized token aggregation. Fu-
ture work could explore DPM-Solver++ [30] for acceler-
ation. Though imperfect, Pose-Star solves the overlooked
problem of instruction-specific editing in articulated poses,
spotlighting unresolved open-domain challenges. Discus-
sion of limitations in Appendix I.
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