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Figure 1. RTMap performs real-time online HD mapping on onboard driving agents, simultaneously solving map-based localization, map
change detection, and online map fusion tasks. Meanwhile, a cloud service asynchronously stitches crowdsourced online HD maps into a
global prior-map for subsequent traverses.

Abstract

While recent online HD mapping methods relieve bur-
dened offline pipelines and solve map freshness, they remain
limited by perceptual inaccuracies, occlusion in dense traf-
fic, and an inability to fuse multi-agent observations. We
propose RTMap to enhance these single-traversal methods
by persistently crowdsourcing a multi-traversal HD map as
a self-evolutional memory. On onboard agents, RTMap si-
multaneously addresses three core challenges in an end-
to-end fashion: (1) Uncertainty-aware positional model-
ing for HD map elements, (2) probabilistic-aware local-
ization w.r.t. the crowdsourced prior-map, and (3) real-
time detection for possible road structural changes. Ex-
periments on several public autonomous driving datasets
demonstrate our solid performance on both the prior-aided
map quality and the localization accuracy, demonstrating
our effectiveness of robustly serving downstream prediction
and planning modules while gradually improving the ac-
curacy and freshness of the crowdsourced prior-map asyn-
chronously. Our source-code will be made publicly avail-
able at https://github.com/CN-ADLab/RTMap.

†: Equally contributed. B: Corresponding author.

1. Introduction

High-Definition (HD) maps enriched with geometric, se-
mantic, and behavioral annotations, are foundational to au-
tonomous driving systems – enabling robust obstacle avoid-
ance, centimeter-level parking precision, and customized
driving policies. As highlighted in a recent survey [35],
the field has shifted from reliance on costly offline map-
ping pipelines to online HD mapping [24–26], which gen-
erates maps in real-time using consumer-grade sensors and
embedded computing resources. These methods empower
vehicles to simultaneously perceive and construct HD maps
onboard, unlocking a dual-mode Operational Design Do-
main (ODD): (1) First-Traversal Autonomy: In unexplored
environments, vehicles operate without a prior-map, lever-
aging real-time perception for basic autonomy, e.g., Lane
Centering Control (LCC) and Autonomous Emergency
Braking (AEB). (2) Crowdsourced Enhancement: Once ag-
gregated from multi-agent traversals, such fused prior-maps
can provide previous perceptual knowledge to extend sens-
ing range, resolve occlusions, and elevate autonomy to L4
standards, e.g., dense urban navigation and unprotected left
turns.

While the community rapidly evolves methods and
strategies for the first-traversal autonomy [35], crowd-
sourced enhancement remains under-explored following
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such a shifted architecture. Revisiting online HD map-
ping frameworks [24–26], most of them treat mapping as
a single-pass process, failing to effectively utilize the rich
contextual knowledge available from multiple traversals of
the same scene. To fully harness this multi-traversal knowl-
edge, two fundamental capabilities are essential: (1) precise
localization within the prior-map to accurately align the cur-
rent surroundings with existing spatial data, and (2) robust
detection and adaptation to structural changes in road net-
works – such as lane modifications or construction zones –
to maintain map freshness by eliminating outdated informa-
tion. Although numerous studies have proposed effective
methods to solve these problems independently [15, 32],
these two sub-tasks and the overall prior-aided online HD
mapping task essentially solve the retrieval, correspon-
dence, and differentiation problems between multi-traversal
map elements. To address these challenges, we propose
RTMap with novel comprehensive query and matching, to
solve the element identification and map association in a
unified end-to-end framework for addressing all these tasks.
Moreover, we further introduce an explicit modeling of the
geometric uncertainty of extracted map elements, to facil-
itate both a probabilistic-aware state estimation of the 6
degrees of freedom (DOF) vehicle poses and noise-aware
multi-traversal prior-map fusion. Thus, we lead to highly
accurate real-time HD mapping, especially suitable for au-
tonomous driving scenarios.

In summary, our RTMap offers three key contributions:
• The first end-to-end framework supports multi-traversal

online HD mapping while simultaneously addressing
map-based localization and change detection to robustly
and stably serve downstream autonomous driving mod-
ules.

• By quantitatively inferencing the probabilistic density of
perceived vectorized HD map elements, RTMap further
improves localization accuracy through end-to-end learn-
ing and explicit state estimation.

• RTMap proposes a crowdsourcing mechanism to recur-
sively update the offline prior-map asynchronously. The
inferenced probabilistic density and change information
further improve the accuracy of the prior-aided online HD
map.
Experiments on localization, mapping, and map change

detection tasks on multiple publicly available datasets [3,
18] have demonstrated our effectiveness in simultaneously
addressing them through an end-to-end framework.

2. Related Work
In decades, offline mapping pipelines [34, 40] have become
the mainstream for mass-producing HD maps [11]. Once
these maps are constructed, centimeter-level map-based lo-
calization deployed onboard can accurately fetch and trans-
form these map elements for downstream prediction and

planning tasks. However, recent advances [35] in onboard
real-time HD mapping are deeply reforming the solution of
mapping (Sec. 2.1) and localization (Sec. 2.2).

2.1. Online HD Mapping

Single-traversal single moment methods. HDMap-
Net [20] and MapTR [24, 25] use the encoder-decoder
paradigm to transform sensor input into a unified Bird’s
Eye View (BEV) representation and output an explicit lo-
cal HD map. VectorMapNet [27] aggregates features gener-
ated from different modalities into a common BEV feature
space for multi-sensor mapping. GKT [8] leverages cali-
brated camera parameters to determine the correspondence
between 2D positions and BEV grids for constructing full
correlations. LaneSegNet [22] proposes a heads-to-regions
mechanism for capturing long-range attention and an iden-
tical initialization strategy for enhancing the learning of po-
sitional priors for lane attention.
Single-traversal temporal fusion methods. To facili-
tate the stability of online HD mapping between consec-
utive frames, many subsequent methods [21, 41] leverage
BEVFormer [23] for temporal self-attention to fuse tempo-
rally adjacent BEV information recurrently. Other explicit
methods [7] use odometry to transform perceived results
and perform voxel mapping for multi-frame fusion. Map-
Tracker [6] leverages BEV and vector memory fusion to
better exploit temporal information. PrevPredMap [30] use
previous predictions as priors.
Prior-aided methods. Previous works [1, 33] demonstrate
that prior-informed online mapping can further improve
completeness and stability. Unlike the single-traversal
methods mentioned above, prior-aided methods require
both localization and change detection to establish correct
correspondences between maps. We mainly found two cate-
gories of prior-aided methods for online HD mapping: The
first category [37, 39] uses neural representation as prior-
maps, which is storage-intensive and not suitable for large-
scale deployment or manual inspection. The second cat-
egory uses Standard-Definition (SD) or HD maps as prior
knowledge: SMERF [28] queries the SD map at the ego ve-
hicle’s location for lane-topology reasoning, and U-BEV [4]
extracts BEV features from both sensors and SD map to
reach meters-level accuracy through template matching. P-
MapNet [17] leverages SD priors for coarse localization
and HD priors for final map refinement. PriorDrive [42]
integrates diverse prior maps through the Unified Vector
Encoder. Our method belongs to the latter category, step-
ping further to reach real-time centimeter-level localization
accuracy beyond previous methods through an end-to-end
model. Meanwhile, RTMap manages to self-enclose the
maintenance of prior HD maps, inferencing the probabilis-
tic density of online HD map elements for noise-aware HD
crowdsourcing.
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Figure 2. Online and offline modules of RTMap. We encode sensors and the crowdsourced HD map to perform hybrid queries and
existence-aware matching to obtain matched, outdated, and newly observed HD map elements online. Matched queries can be used for
either a pose head or a maximum a posteriori (MAP) state estimator for obtaining the 6-DOF vehicle poses. During offline, we gather
multi-traversal local HD maps to fuse them to improve the accuracy and completeness of the crowdsourced map.

Change detection. Considering possible road structural
changes, recent methods such as ExelMap [36] add addi-
tional heads for detecting element-wise insertion and dele-
tion events. Also, recent advances for offline pipelines [38]
leverage prior-map encoding and unify the feature space for
the predicted and historical instances using distinct multi-
layer perceptron (MLP) networks to associate and pick
up changed instances. Compared to these methods, our
method operates onboard and thus instantly serves down-
stream tasks without relying on engineering practices to en-
sure the refreshed HD map is efficiently deployed.

2.2. Map-based Localization

Online HD mapping reforms localization separately into
odometry [19, 45] for temporal reasoning and map-based
localization [9, 29] for aggregating prior knowledge if such
prior exists. We found several learning-based methods con-
tain similar architectures above but are individually de-
signed for map positioning tasks: BEV-Locator [44] adopts
the transformer structure in cross-modal feature association
to address cross-modality matching between semantic map
elements and camera images. EgoVM [15] designs learn-
able embeddings and a transformer decoder to bridge the
representation gap between vectorized HD maps and sen-
sor BEV features to reach centimeter-level localization ac-
curacy. However, these methods treat localization as an
isolated task and still require a standalone HD mapping
progress for referring to. Considering the main objective of
a precise map-based localization – better aggregating prior
knowledge for map servicing, we choose to union the lo-

calization task with all related tasks that may influence its
accuracy – online map prediction accuracy, road structural
changes, erroneous map elements matching, and possible
occlusions – and thus lean toward a multi-task end-to-end
manner.

Meanwhile, inspired by Gu et al. [13], who addition-
ally output uncertainty estimates for downstream predic-
tion tasks, we contribute to introduce uncertainty as thor-
ough information, which can either explicitly or implicitly
improve the quality of localization and prior-aided map-
ping, enabling end-to-end architecture to optionally per-
form optimization-based state estimation as Simultaneous
Localization and Mapping (SLAM) approaches [2, 5, 10,
16, 46] for interpretability while maintaining accuracy.

3. Methology
3.1. Method Overview
Problem formulation. In the current traverse t given a sin-
gle moment of multi-sensor frames It (typically contains
calibrated surround view camera frames) and a prior-map
Mt−1 formed by previous multi-agent traverses, our end-
to-end framework simultaneously addresses the following
tasks:

{Mt,Ut,Dt,T
E
t } ← RTMapModel(It,Mt−1),

{TR
t } ← Localize(Mt,Ut,Dt,Mt−1),

{Mt} ← CSrc(Mt,Ut,Dt,Tt,Mt−1).
(1)

As illustrated in Fig. 2, we use a multi-task onboard
model RTMapModel(·) with hybrid queries (Sec. 3.2) and

28023



an existence-aware matching scheme (Sec. 3.3) to detect
three classes of map elements: matched MM

t , outdated
MF

t , and newly observed MN
t . Therefore, we can sepa-

rately infer possible map change events ∆t ≜ {MF
t ,M

N
t }

besides matched elements MM
t to reduce their impact on

localization and update the crowdsourced map afterward.
We design our loss function (Sec. 3.4) for multiple addi-
tional tasks, jointly inferencing (1) the per-vertex proba-
bilistic density Ut of these map elements, (2) point-wise
correspondences Dt between re-observed and prior-map el-
ements

〈
MM

t ,Mt−1

〉
, and (3) an end-to-end pose w.r.t.

the prior-map TE
t ∈ SE3. For explicitly addressing the

6-DOF localization if required, we also implement a state
optimizer Localize(·) leveraging deducted correspondences
Dt for an optimization-based pose solution TR

t ∈ SE3 as
an option (Sec. 3.5). As TE

t and TR
t share the same pur-

pose, we compare their performance (Tab. 4) and retain
the estimator of TR

t for tightly coupling inertial measure-
ments if necessary. Finally, CSrc(·) operates on-the-cloud
to fuse multi-traversal inferences and update the crowd-
sourced map (Sec. 3.5). We use GPS measurements to pro-
vide a meters-level initial pose T0

t for fetching a truncated
local crowdsourced HD mapMt−1 for these onboard oper-
ations.

3.2. Hybrid Queries

To tackle the challenges of localization, mapping, and
change detection concurrently, we propose hybrid queries
enabling the network to process various query types and ob-
tain matched, outdated, and newly observed elements to ad-
dress all three tasks effectively. In this context, the decoder
initially receives two types of queries Qprior and Qnew

from prior-map embedding and sensor encoding, respec-
tively. After training with query-based matching (Sec. 3.3),
we further differentiate Qprior → {Qmap,Qfake}, with the
first part Qmap telling reliable correspondences for localiza-
tion and the latter part Qfake specifying outdated elements.

Inspired by MapTR [24] and MapEX [33], we use uni-
fied representation to encode each Qprior as an instance rep-
resented by fixed points, where the first two dimensions of
each point are encoded as XOY coordinates, and the re-
maining N dimensions represent category information using
one-hot encoding. Due to the characteristics of the trans-
former, the number of queries is fixed. Therefore, the re-
maining queries are designated as Qnew padded with ze-
ros. Finally, after passing through a linear layer, these
queries are combined with the hierarchical query embed-
dings Qhie [24] to obtain the hybrid queries Qhybrid formu-
lated as follows:

Qhybrid = {Qmap,Qfake,Qnew}+Qhie. (2)

Dec. Layer 6 GTDec. Layer 4Dec. Layer 2Prior-Map

Figure 3. Trend of queries in different decoder layers. Qmap,
Qfake, Qnew are colorized in blue, red, and green, respectively.
The ellipsoid reflects their uncertainty. Hence, outdated map ele-
ments are gradually filtered from matched map elements.

3.3. Existence-aware Matching
Matching in training. In contrast to MapEX [33], which
leverages pre-attribution from ground truth for training, we
need to tell Qfake apart from Qmap for change detection
and improving multi-task performances. Therefore, with
the help of ground truth map-changing events, we choose
to implement only a pre-attribution of Qmap predictions to
their corresponding existing map elements. Besides, the re-
maining map elements are matched with Qnew predictions
using conventional Hungarian matching.

As an observable consequence of the training process
(Fig. 3), different types of queries exhibit distinct behaviors
under this matching strategy. Due to pose perturbations,
Map queries Qmap are projected near their actual locations.
After that, their corresponding reference points gradually
move to the correct positions. In contrast, since fake queries
Qfake do not exist in the prior-map, they lead to unstable be-
havior in their reference points. The rest of the new queries
Qnew detect newly occurring elements from the current tra-
verse.
Matching in inference. During the inference stage, without
ground truth annotations, Qmap and Qfake are mixed within
the prior queries Qprior. Since Qfake were not pre-attributed
during the training phase, the category confidence associ-
ated with Qfake will be significantly lower than those for
Qmap, providing strong evidence to differentiate between
the two types of queries. Therefore, we believe that us-
ing the confidence score of the predictions corresponding to
Qprior can effectively distinguish between them.

3.4. Loss Function for Map Elements and Poses
Composite Geometric Loss for Element Vertices. Fol-
lowing Gu et al. [13], we choose univariate Laplace distri-
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butions to model map elements, allowing us to additionally
output the uncertainty of the location Mt of map element
vertices. For inferencing such additional information, we
augment a negative log-likelihood (NLL) loss Lnll for each
vertex, as:

Lpts = λ1 · Lnll + λ2 · Lmht,

Lnll =

V∑
v=1

2∑
k=1

(
log

(
2σk

v

)
+
|mk

v − µk
v |

σk
v

)
,

(3)

We keep their Z-value representation unchanged due to in-
sufficient observability. The parameters µk

v , σ
k
v ∈ R de-

note the location and scale parameters of the kth dimen-
sional Laplace distributions for a vertex mv , and we use a
fixed total size V = 20 for each map element. We remain
the original manhattan distance loss Lmht [25] with hyper-
parameters λ1 and λ2 to balance the convergence ability and
the element accuracy.
Pose Auxiliary Loss. Given a coarse initial pose T0, the
Qmap of the input prior-map may be incorrectly positioned.
Hence, the pose auxiliary loss Lpose is designed to provide
additional supervision for the transformer decoder, helping
it learn to correct such misalignment more effectively. Our
end-to-end design utilizes the output features from the de-
coder to precisely align perceived map elements with the
prior-map. Regarding map alignment, information can be
retrieved with in the map queries Qmap, which are then
added to the output of each decoder layer. Subsequently,
we utilize a shared MLP and a max-pooling layer to obtain
the predicted delta pose ∂T̂aux. Finally, the predicted delta
pose is supervised by ground truth delta pose ∂T with a
smooth L1 Loss.

3.5. MAP for Localization and Crowdsourcing
Optimization-based Localization. For the Localize(·)
operation, we can explicitly remove map-changing events
∆t ≜ {MF

t ,M
N
t } from the matched associations Dt :〈

MM
t ,Mt−1

〉
for outlier rejection, and employ the addi-

tional probabilistic density of vertices Ut. Specifically, we
launch the following maximum a posteriori (MAP) state es-
timation for solving the vehicle pose:

min
TR

E1(Dt),

f1 ∝ exp(−1

2

∥∥TR ·mi
t −mi

t−1

∥∥2
gi
t
),

(4)

where E1(Dt) =
∑

Dt
− log(f1) is the sum of the neg-

ative log-likelihood of point-to-point residuals f1, and we
use the squared Mahalanobis distance whose covariance is
assigned as the Gaussian mixture gi

t ≜ ui
t⊕ui

t−1 of both in-
ferenced and crowdsourced probabilistic densities [5]. Each
pair of associations denoted as dit :

〈
mi

t,m
i
t−1

〉
∈ Dt

constructs a residual between corresponded vertices across

two maps. One can combine more residuals like IMU pre-
integration [12] or odometry [31, 45] for a tightly coupled
system, and in this paper, we mainly test the difference
between the single residual form E1 and the end-to-end
regressed pose TE. Specifically, we use the Levenberg-
Marquardt algorithm to minimize E1(Dt).
Probabilistic-aware Crowdsourcing. For the CSrc(·) op-
erated on-the-cloud, we gather multi-traversal and multi-
frame observations ⟨Mj

t ,U
j
t ,D

j
t ⟩ with their relative pose

w.r.t. a base frame as Tj
t , to fuse the crowdsourced map

again in a MAP manner. For each tracked map vertex with
multiple observations, we use the union-find algorithm to
construct the following position solver for its latest position
mt ∈Mt:

min
mt

∑
m̂j

t∈M

1

2
∥mt−Tj

t ·m̂
j
t∥2uj

t
+
1

2
∥mt−mt−1∥2ut−1

, (5)

where m̂j
t represents an associated observation Mj

t , and the
union M gathers all matched observations, and we again
use the Gaussian mixture model to continuously refine the
probabilistic density ut for each vertex. Meanwhile, we
perform Hungarian voting to determine the predecessor and
successor vertices of each vertex, to preserve the topology
of HD map elements. For the first traverse, the second term
leveraging the previous crowdsourced version is omitted for
an initial crowdsourcing.

4. Implementation, Results, and Evaluation
4.1. Implementation details
Training Sample Generation. To better align with real-
world scenarios and enhance network robustness, we first
apply random perturbations to the ground truth pose Tgt to
generate a noisy initial pose estimate Tinit. Using Tinit, we
then crop the ground truth map. Occasionally, when the lo-
cal map obtained from the noisy pose is the same size as the
perceptual range, some map elements may fall outside the
perceptible area. To ensure all ground truth map elements
remain accessible, we pad the perceptual range as neces-
sary. Next, we randomly remove certain elements from the
prior-map and generate synthetic fake map elements. We
do not perturb the ground truth map elements to simulate
specific changes (such as shifting lane markings), as such
modifications could be interpreted as deleting the original
map elements and adding new ones.
Implementation and Training Details. We choose
ResNet50 [14] as the image backbone. Our RTMap model
is trained using 8 NVIDIA GeForce RTX 3090 GPUs with a
total batch size of 32 for 36 epochs. We utilize the AdamW
optimizer with a learning rate of 6 × 10−4. To ensure fair
comparisons, we adopt the same training settings for Map-
TRv2 [25] and ensure its convergence. For Lpts in Eq. 3, we
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set λ1 = 0.03 and λ2 = 5.0 for balancing their influence.
For Lpose, the translation weight is set to 0.04, correspond-
ing to the scale in radians used when predicting the heading
angle. We set the longitudinal range to [−36, 36] and the
lateral range to [−18, 18] meters for online HD mapping. In
contrast to prior-aided method such as HRMapNet [43], we
do not use crowdsourced prior-maps for training. Instead,
we use artificially perturbed prior-maps to ensure we have
incorporated sufficient map-changing events regarding the
current scale and maturity of publicly available datasets.

4.2. Experiment Setup

Datasets. We evaluate the performance of the proposed
network using two datasets: TbV [18] and nuScenes [3].
The TbV dataset [18] provides over 200 scenarios involv-
ing real-world changes. These map-changing events are
primarily on lane topology, road boundaries, and pedestrian
crossings. It is specifically designed to detect discrepan-
cies between sensor data and HD maps caused by these
changes, with the val set containing scenarios that feature
actual map alterations. For training, the dataset also in-
corporates synthetically modified ground truth maps. The
nuScenes dataset [3] is a large-scale dataset for autonomous
driving, consisting of 1,000 driving scenes in urban environ-
ments, each sampled at 2Hz. It includes sensor data such as
RGB images, LiDAR point clouds, inertial measurements,
and labeled HD maps for evaluation.
Tasks and Metrics. Regarding the insufficiency of multi-
traversal scanning and map-changing events, we tested the
main task – crowdsourcing – as well as two sub-tasks,
change detection and localization, on the TbV dataset.
Meanwhile, we use the nuScenes dataset to test the perfor-
mance of our map-based localization w.r.t. its labeled HD
map.

Unlike conventional online HD mapping tasks, our
crowdsourcing task accounts for localization errors. There-
fore, we introduce localization perturbations on top of
the evaluation method used in online HD mapping tasks.
Specifically, for a more realistic simulation of localization
noise, we sample perturbations from Gaussian distributions:
a lateral perturbation of N (0, 0.752), a longitudinal pertur-
bation of N (0, 1.52) in meters, and a yaw perturbation of
N (0, 0.852) in degrees. To obtain ground truth for eval-
uation, we augment the map data by aligning the previ-
ous validation set with sensor data for ensuring 3D consis-
tency. Specifically, we use average precision to evaluate
the quality of the generated map and Chamfer distance to
determine the alignment between the ground truth and pre-
dicted maps. We compute the AP at the following thresh-
olds {0.5, 1.0, 1.5} in meters keeping the same with exper-
iments in other methods [25], and then calculate the mean
to obtain the final mean average precision (mAP).

For the change detection task, we follow the evaluation

Table 1. Quantitative comparison of different online mapping ap-
proaches and strategies on TbV [18]. We additionally perform an
ablation study on whether or not to use the vertex-level probabilis-
tic density for crowdsourcing.

mAP(%) ↑
Method Cycle Ped. Div. Bou. Avg.

Straight
MapTRv2 Ave. 31.7 42.0 37.3 37.1
HRMapNet Ave. 34.2 43.7 39.8 39.2
MapTracker Ave. 35.7 44.6 39.6 39.9
Ours (w/o U) 2 28.6 60.5 31.7 40.2
Ours 2 32.7 68.6 35.5 45.6
Ours (w/o U) 3 35.7 74.4 42.0 50.7
Ours 3 40.9 84.3 47.6 57.6

Turning
MapTRv2 Ave. 28.2 31.6 18.3 26.0
HRMapNet Ave. 31.0 32.8 19.6 27.8
MapTracker Ave. 31.4 33.2 19.3 28.0
Ours (w/o U) 2 30.2 65.5 30.1 41.9
Ours 2 33.1 71.0 32.3 45.5
Ours (w/o U) 3 35.9 71.2 32.6 46.5
Ours 3 42.3 85.2 38.8 55.4

implementation of the officially released code in TbV [18],
to treat the change detection task as a binary classification
problem (Acc), with classes indicating whether a change
has occurred Accc or not Accr, and the mean accuracy
(mAcc) is also calculated to assess overall performance.

For the localization task, we measure the mean and 90th

absolute error of ego-poses relative to the ground truth HD
map in three main dimensions: lateral, longitudinal, and
yaw.

4.3. Performance on Crowdsourcing
We cluster multi-traversal spatially overlapped driving clips
in TbV for performing crowdsourcing, group 15 found clips
into two scenarios – straight (6) and turning (9), and listed
our results in comparison with state-of-the-art online HD
mapping methods, as shown in Tab. 1. Due to the intro-
duction of localization noise, the accuracy of existing on-
line HD mapping methods is significantly reduced. Our
approach is essentially the same as existing methods in
the first cycle, when neither localization nor change detec-
tion is required. In later cycles, by utilizing the prior-map,
our method gradually decreases localization errors and im-
proves mapping accuracy. We also compare to a direct ver-
sion, which does not infer and use probabilistic densities
U during crowdsourcing, highlighting the effectiveness of
leveraging such uncertainty in mapping tasks. We also refer
readers to Fig. 5, which presents the trend of quality im-

28026



provement by solving a precise trajectory and experiencing
multi-traversals.

4.4. Performance on Change Detection
To evaluate the effectiveness of the proposed RTMap under
dynamic driving conditions, we performed change detec-
tion tests on the TbV dataset, with modifications including
‘insert crosswalk’ and ‘delete crosswalk’.

The results of our experiments, presented in Tab. 2, indi-
cate a clear distinction in performance across the different
scenarios, with our model demonstrating a particularly high
sensitivity to the ‘changed’ category. This suggests that
RTMap is well-suited to recalling possible map-changing
events. Practically, a higher recall enables crowd-mining on
these dubious events and ensures safety. Nevertheless, our
method achieves higher overall accuracy than the previous
method.

From the results, we can conclude that the RTMap’s per-
formance is robust in dynamic contexts. This capability
not only enhances the model’s effectiveness but also in-
dicates its potential applicability in real-world scenarios,
where rapid adaptation to environmental changes is essen-
tial.

Table 2. Quantitative comparison of change detection between
ours and the original approach proposed for TbV [18].

Method Accc(%) ↑ Accr(%) ↑ mAcc(%) ↑

TbV [18] 40.0 68.2 54.1
RTMap 48.9 66.0 57.4

4.5. Performance on Localization
Our end-to-end framework also supports localizing the ve-
hicle w.r.t. the prior-map. In the first experiment, we per-
form an ablation study on whether or not to incorporate the
change detection task – differentiating Qmap from Qprior,
and show the results in Tab. 3 and Fig. 4-(b), which proves
the advantage of tightly coupling the change detection task
to reject mismatched map elements for localization.

Table 3. An ablation on whether or not using hybrid queries to
distinguish Qfake from Qmap on TbV [18].

Lat (m)↓ Lon (m)↓ Yaw (◦)↓
Method Mean 90th Mean 90th Mean 90th

RTMap (Qprior) 0.163 0.318 0.686 1.616 0.332 0.766
RTMap (Qmap) 0.125 0.256 0.633 1.530 0.317 0.713

We also evaluate localization on the nuScenes dataset
as listed in Tab. 4, which includes 100 different scenarios

Ground-Truth
Optimized
End-to-end

Ground-Truth
w/ Change Det

w/o Change Det

(a) 𝐓𝔼 & 𝐓ℝ

(b) In 𝐓ℝ, 𝐐#$%&$ &𝐐'(#

Figure 4. Qualitative comparison of the localization performance
between two configurations on TbV [18], we show deviations of
our estimated trajectory w.r.t. the ground truth, to illustrate the ef-
fectiveness of leveraging state optimization (TR) and map chang-
ing events (Qmap) for further improving the accuracy.

from the validation set. We find the following conclusions
through experimental results: (1) The explicit optimization-
based pose estimation TR still outperforms the end-to-end
manner TE, (2) the proposed loss functions in Sec. 3.4, in-
cluding the localization loss Lpose and the probabilistic den-
sity aware vertex regression loss Lpts during training, can
effectively contribute to the localization task.

In the current framework, we no longer require a stan-
dalone map-based localization task [15, 44] to serve down-
stream planning and control modules. Instead, we concen-
trate on tightly coupling change detection, localization, and
the prior-map together, to benefit the completeness and ro-
bustness of the local map for serving downstream planning
and control modules.

Table 4. Ablations of accuracy between end-to-end pose estima-
tion TE, and optimization-based pose estimation TR under differ-
ent settings on nuScenes [3].

Lat (m)↓ Lon (m)↓ Yaw (◦)↓
Method Mean 90th Mean 90th Mean 90th

RTMap (TE) 0.142 0.306 0.589 1.447 0.521 1.091
RTMap (TR) 0.121 0.257 0.586 1.429 0.368 0.799

TR: Base 0.122 0.254 0.618 1.510 0.390 0.840
TR: +Lpose 0.122 0.261 0.590 1.436 0.371 0.800
TR: +Lpts 0.118 0.242 0.609 1.507 0.376 0.841

5. Conclusion
We presented RTMap, an end-to-end framework for real-
time crowdsourcing mapping. Integrating prior-aided lo-
calization, change detection, and multi-agent crowdsourc-
ing. Its functionality includes: (1) a multi-task architec-
ture deployed onboard for concurrently performing local-
ization, map change detection, vectorized HD mapping,
reaching real-time performance on robust HD map servic-
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Figure 5. Qualitative comparison trending the quality improvement through solving a precise pose for alignment, and a multi-traversal
probabilistic-aware crowdsourced HD mapping. We zoom-in several map regions for further comparisons.

ing, (2) uncertainty-aware modeling, which probabilisti-
cally represents element uncertainties to improve localiza-
tion accuracy and map quality, and (3) crowdsourced map-
ping, enabling continuous global map refinement via col-
laborative multi-agent multi-traversal data. Experiments on
TbV and nuScenes datasets have demonstrated RTMap’s
performance for all these tasks, with dynamic updates en-
suring temporal consistency. By bridging onboard percep-
tion and asynchronous cloud computing, RTMap advances
safe, adaptive autonomous driving solutions to maintain and
leverage a self-evolutional memory.

Future work. Our future directions include incorporat-
ing more sensors (e.g., LiDAR) to form a multi-modal sen-
sor fusion and uploading auxiliary but highly compact data
for better probabilistic modeling on the cloud. Expanding
validation to unstructured terrains and more complex urban
environments will better establish the framework’s gener-

alizability. Besides, crowdsourcing enables a maximum-
a-posteriori policy to vote out temporary results gradually
in our current version. In the future, our backbone sup-
ports adding occlusion detection head as an auxiliary task to
distinguish between permanent structural changes and tran-
sient obstructions.
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