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Figure 1. We isolate the real impact of first person vision (FPV) in object tracking evaluation. (a) Previous benchmarks claimed
the challenges of tracking in FPV by comparing algorithm performance on third person vision (TPV) datasets having mismatched object
categories and contexts. This inconsistency makes it difficult to isolate the true impact of the FPV viewpoint. (b) This paper addresses this
problem by directly evaluating object tracking in synchronized FPV and TPV videos of the same human-object activity.

Abstract

Visual object tracking and segmentation are becoming fun-
damental tasks for understanding human activities in ego-
centric vision. Recent research has benchmarked state-of-
the-art methods and concluded that first person egocentric
vision presents challenges compared to previously studied
domains. However, these claims are based on evaluations
conducted across significantly different scenarios. Many of
the challenging characteristics attributed to egocentric vi-
sion are also present in third person videos of human-object
activities. This raises a critical question: how much of the
observed performance drop stems from the unique first per-
son viewpoint inherent to egocentric vision versus the do-
main of human-object activities? To address this question,
we introduce a new benchmark study designed to disentan-
gle such factors. Our evaluation strategy enables a more
precise separation of challenges related to the first per-
son perspective from those linked to the broader domain
of human-object activity understanding. By doing so, we
provide deeper insights into the true sources of difficulty in
egocentric tracking and segmentation, facilitating more tar-
geted advancements on this task.

1. Introduction

Recent studies [6, 10, 49] have highlighted the importance
of visual object tracking and segmentation [28, 43, 53] for
understanding activities in egocentric first person vision
(FPV). The instance-based localization of objects within 2D
egocentric video frames is an intermediate task for high-

level vision-based assistive systems, including 3D object lo-
calization [17, 45, 61], episodic memory [15, 37], and hand-
object interaction understanding [6, 10, 14].

Despite its promising applications, 2D visual object
tracking remains an open problem in egocentric vision. This
limitation stems from the early stage of research in this do-
main, where the unique challenges of this problem are not
yet fully understood. Indeed, recent benchmarking studies
[6, 10, 49] scratched the surface of the problem by eval-
uating generalistic state-of-the-art methodologies on a set
of egocentric videos to assess their effectiveness. These
studies concluded that object tracking in FPV poses greater
challenges than the more general settings found in estab-
lished benchmarks [13, 20, 28, 43, 55], and that current
tracking models lack the necessary mechanisms to effec-
tively handle these difficulties.

A significant issue with these claims lies in the fact that
the supporting comparisons have been conducted in vastly
different domains, with limited alignment in terms of ob-
ject categories, motion patterns, interactions, and contex-
tual characteristics. For example, the TREK-150 [10] and
VISOR [6] benchmarks were introduced to evaluate vi-
sual object tracking (VOT) and video object segmentation
(VOS) algorithms exclusively within kitchen environments,
whereas the EgoTracks [49] benchmark, although cover-
ing a broader range of object categories and scenarios, still
lacks alignment with the objects and contexts typically fea-
tured in widely used benchmarks [13, 20, 28, 40, 43, 53].
Many works in egocentric vision [10, 15, 16, 49] refer
to these datasets as representations of third person vision
(TPV) scenarios, where target objects are passively ob-
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served from an external perspective that lacks embodiment
of the camera wearer. Consequently, previous benchmarks
of egocentric object tracking have concluded that FPV is
more challenging compared to TPV.

However, many characteristics often attributed to FPV
are also present in videos of the broader domain of human
activity understanding [16]. Indeed, videos of humans per-
forming activities involving specific types of objects — mov-
ing, hiding, or transforming them — are not exclusively cap-
tured from an FPV perspective, but can also be recorded
by stationary cameras in the environment that passively ob-
serve the scene from a TPV point of view. Given these con-
siderations, one could argue that the decline in performance
of object tracking models is not inherently due to the FPV
viewpoint itself but rather to the domain of human activity
understanding, which is fundamentally different from the
domains on which these models are typically trained. This
misalignment raises the question reflected in the title of this
paper: is the challenge of FPV object tracking primarily due
to unique viewpoint characteristics, or is it because it rep-
resents a specific example of human-object acitivity under-
standing that is not adequately captured in existing object
tracking datasets?

We present a novel study to give answers to such a ques-
tion, and we test the claim wether FPV is really different and
more challenging for object tracking. As depicted in Fig. 1,
we do this by contrasting FPV tracking performance against
TPV tracking performance, in synchronized videos captur-
ing the same human-object activity from the two perspec-
tives. Our evaluation protocol ensures frame-level synchro-
nization between the two perspectives and aligned object
annotations across both views. This setup enables a con-
sistent comparison of tracking performance that isolates the
viewpoint bias within the domain of human activity under-
standing videos. We implement this experimental scheme
over a recent dataset [16] and compile a new set of data.
Overall, these contributions give birth to a new tracking
benchmark that we name VISTA, because it provides mul-
tiple vistas of the same scene.

We use VISTA to evaluate state-of-the-art VOT and VOS
methods, as recently merged in the visual object tracking
segmentation (VOTS) task [27-29]. Despite differences in
target state, these methods share the core goal of contin-
uous object instance localization [6, 10, 28]. The unified
evaluation framework highlights the unique challenges FPV
poses to current 2D object tracking methods, revealing their
limitations in egocentric vision and informing directions
for future improvement. We believe our in-depth findings
will enhance the understanding and development of VOTS
in both FPV and TPV, and contribute to the field of com-
puter vision for human activity understanding more in gen-
eral. Code, data, and results, are available at https://
machinelearning.uniud.it/datasets/vista.
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2. Related Work

Benchmarking tracking in egocentric FPV. TREK-150
[9, 10] was the first systematic effort to evaluate state-of-
the-art bounding-box trackers in egocentric FPV. It intro-
duced a dataset along with evaluation protocols and metrics
relevant for egocentric downstream tasks. Building on this,
EgoTracks [49] expanded the analysis to a larger dataset
with longer video durations, providing a benchmark for
egocentric long-term VOT. Parallely, the VISOR dataset [6]
was introduced to evaluate semi-supervised VOS for seg-
menting hands and active objects in hand-object interaction
understanding. The VOST benchmark [50] evaluated VOS
in egocentric videos where objects undergo structural trans-
formations over time. More recently, the growing develop-
ment in point tracking [18, 21, 62] was studied in egovision
with the release of the EgoPoints benchmark [7].

The aforementioned studies claimed FPV more chal-
lenging than TPV and other domains. However, these
conclusions were drawn from comparisons across different
contexts, dataset sizes, and training conditions, making it
difficult to isolate FPV-specific challenges. This paper ad-
dresses these limitations by separating FPV challenges from
those of human activity videos. We present a novel bench-
mark study that uses synchronized FPV and TPV recordings
of human activities for a direct viewpoint comparison.

Benchmarking generic VOT, VOS, and VOTS. Eval-
uating generic-object bounding-box-based tracking algo-
rithms has been a cornerstone of computer vision research
over the past decade. The OTB benchmark [53, 54] was
among the first systematic evaluations, featuring 100 an-
notated videos with diverse targets and variability factors.
Meanwhile, the VOT Challenge series [23, 25, 26] became
a key benchmark for causal VOT algorithms, providing
standardized protocols and metrics for assessing trackers
in short-term, long-term, and real-time conditions. Other
benchmarks assessed VOT based on specific video charac-
teristics or modalities: TC-128 [31] examined color infor-
mation; NfS [22] analyzed high frame rates; and CDTB [35]
evaluated the integration of RGB data with depth. Other
specialized benchmarks focused on extreme video condi-
tions caused by severe weather [41], night-time [33], or
camera shot-cuts [11]. The advent of deep learning necessi-
tated larger and more diverse datasets to train and evaluate
VOT models effectively. Benchmarks such as TrackingNet
[40], LaSOT [13], and GOT-10k [20] addressed this need
by providing large-scale datasets comprising thousands of
annotated videos divided in training and test sets.
Alongside box-based VOT, the computer vision com-
munity has focused on VOS, where target states are rep-
resented by segmentation masks. The DAVIS benchmark
[43] standardized VOS evaluation with mask annotations



and metrics for single-object tracking in short, high-quality
videos. DAVIS 2017 [46] extended this to multi-object
segmentation, requiring algorithms to track multiple in-
stances. Large-scale benchmarks have further advanced
VOS. YouTube-VOS [55] introduced over 4,000 videos
across over 100 categories, including unseen objects to test
generalization. MOSE [8] focused on VOS in dynamic real-
world settings, emphasizing frame-to-frame consistency.
LVOS [19] studied long-term VOS, providing extended se-
quences to evaluate temporal consistency and robustness.

More recent studies [27-29] introduced the VOTS
benchmark, unifying the tasks of VOT and VOS by fram-
ing them as variations of the same core problem: track-
ing a generic object specified in the first frame of a video.
These efforts underscored the importance of developing
unified methodologies to address pixel-precise object track-
ing. Building on this foundation, our work offers a compre-
hensive evaluation of both VOT and VOS approaches within
a unified benchmark framework.

Unlike all these studies using single videos, this paper
introduces a novel study that employs an evaluation pro-
tocol applied to synchronized videos capturing the same
scene from different perspectives. This approach aims to
isolate the impact of the video viewpoint on tracking. To
our knowledge, this is the first study to investigate potential
biases in VOTS methods based on the camera’s perspective.

Benchmarking egocentric FPV. Benchmarking egocen-
tric vision tasks has evolved significantly in the past years,
with datasets progressively capturing more complex prob-
lems and scenarios. Early benchmarks like ADL [44] and
GTEA [30] focused on evaluating algorithms in short video
sequences of daily activities, offering annotations for ac-
tion recognition and object manipulation. EPIC-Kitchens
[5] advanced the field with a large-scale dataset of kitchen
activities, annotated for action recognition, anticipation and
retrieval, and object detection. Ego4D [15] expanded the
scope and scale, providing 3,670 hours of egocentric videos
in diverse world-wide scenarios. It defined five core tasks:
episodic memory, hand-object interaction understanding,
social interaction understanding, and activity forecasting.

The more recent EgoExo4D dataset [16] uniquely com-
bines synchronized egocentric, i.e. FPV, and exocentric, i.e.
TPV, video streams to benchmark cross-view video under-
standing. Beyond popular egocentric vision tasks [15], it in-
troduces the Correspondence task, which requires locating
objects simultaneously in FPV and TPV videos after ini-
tialization in one of the views. While related, our research
objective differs. We use temporal alignment between FPV
and TPV to examine how viewpoint differences in object
and environment appearance affect tracking. This allows us
to test the claim that FPV is inherently more challenging
than TPV for the performance of VOTS algorithms.
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3. The VISTA Benchmark

This paper aims to understand if FPV is truly a distinct and
challenging domain for VOTS. Specifically, we investigate
whether differences in the behavior of algorithms arise due
to the FPV viewpoint by comparing against synchronized
TPV videos capturing the same scene. To this end, we in-
troduce VISTA, a comprehensive benchmark with tailored
evaluation protocols, metrics, and annotated videos.'

3.1. Evaluation

Synchronized One-Pass Evaluation Protocol. To de-
termine the impact of FPV on VOTS, we compare FPV
tracking performance against TPV tracking performance.
To this end, we design an evaluation protocol that uses
two synchronized annotated videos of equal length, cap-
turing the same scene from FPV and TPV. We extend
the standard one-pass evaluation (OPE) [43, 53, 54], also
referred to semi-supervised protocol [43], to work with
synchronized videos, introducing a new protocol called
SOPE — synchronized one-pass evaluation. SOPE as-
sumes the availability of two annotated videos as pairs
VPPV = (FFPV, AFPV) and YTV — (FTPV, ATPV) where
FEPV — (pIPATL PPV — (RTPVIT L are equal-length
sequences of 7' RGB frames that have paired annotations
APV — [AFPVATL S ATPV. — FATPVATE L - Annotations
can be bounding-boxes bf*Y bIFY or segmentation masks
MEPY MTPY representing the target object state in the two
videos. APV and ATPY may be empty for certain time
steps t, but we put the constraint that they must be non-
empty for the same subset of time steps. With this data,
SOPE runs a tracker separately on each annotated video
YPov = (FPov AP°) pov € {FPV,TPV}. The algorithm
is first initialized with F}°” and either b{" or M}’ de-
pending on the target representation accepted by the tracker.
The algorithm then has to track the object in subsequent
frames F¥°” 0 < t < T — 1, in an online manner, out-
putting predictions PP as either boxes bF*” or masks

ML based on its output target representation. These out-
puts are recorded for later performance scoring. We iterate
the described two steps for all the sequences present in an

. N—1
evaluation dataset Drgst = { (VIFY, VT PV)}i:O of N syn-
chronized videos, in order to determine the average tracking

performance in FPV and TPV, and their difference.

Measures. To quantify the effect of FPV on a tracker, we
measure the difference between its FPV and TPV behav-
ior. We use standard tracking performance metrics along
with methods to measure their differences. Specifically,
for each pair ¢ of annotated videos in Dygst, we define
sl = o({P{”"}, {AL"}) the score given by a func-

tion o (-, -) that computes the discrepancy between tracker

IRefer to A of the Supp. Mat. for further details.



Table 1. Comparison of the VISTA benchmark’s dataset with other egocentric tracking-related datasets. The dataset used in our
study is comparable in scale to previous real-world datasets designed for evaluating egocentric object tracking. However, unlike these, we
include synchronized TPV videos to isolate the influence of the visual characteristics unique to FPV videos.

Benchmark Tracking focus | Sequences Frames Duration (m) Avg. Duration (m) Train-Test Viewpoint
TREK-150 [10] hand-object interaction 150 97,000 27 0.2 X FPV
EgoTracks [49] long-term object tracking 22028 10,274,400 36,174 6.1 v FPV
IT3DEgo [61] 3D object tracking 240 500,000 250 5 X FPV
VISOR [6] object manipulation 7836 50,700 2160 0.1 v FPV
VOST [50] object transformation 713 75,547 143 0.2 v FPV
EgoPoints [7] point tracking 517 264,187 73 0.8 X FPV

. s 2375 2,190,480 7302 3.1 v FPV
VISTA viewpoint impact 2375 2,190480 7302 31 v TPV

predictions and ground-truth annotations. To implement
o(-,-), we use the IoU-based Area Under the Curve (AUC)
[53], the Normalized Precision Score (NPS) [13], and the
Generalized Success Robustness (GSR) [10], all ranging in
[0, 100]. These metrics are chosen for their prior use in FPV
benchmarking [10] and their status as standard metrics in
generic VOTS evaluation [13, 27, 28, 53]. The performance
difference is quantified as the mean weighted signed differ-
ence

N—

2 : FPV
"FUJN 1

o+ =0

,_.

TPV

A, =

wi,w; = | AP
ey

This is a simple, interpretable, and widely used method for
quantifying differences, offering a direct measure of im-
provement or degradation. Its linearity and sensitivity to
small changes make it effective for model comparisons [52].
We apply this approach to AUC, NPS, and GSR, giving
Apuc, Anps, Agsr- When reported as test-set-averaged
AUC-pov, NPS-pov, GSR-pov, the 577/ are also weighted
by the annotation length w;, followmg [24]. As detailed
in A.7 of the Supp. Mat., the weighting ensures consistent
evaluation when tracking behavior varies in the two views.
To ensure A, reflects only the viewpoint difference, the
following additional constraint must be enforced: FEPV and
FTPY must capture the same scene, with FIPV observed
from an FPV viewpoint [15] and FI*V from a TPV view-
point [16]. By maintaining shared scene observation, syn-
chronized videos, equal video lengths, and the same number
of annotations, we ensure that A, captures only the differ-
ences in tracker performance due to the viewpoint change.

Performance Difference Plot. We introduce the Perfor-
mance Difference Plot, a novel method to visualize perfor-
mance differences between FPV and TPV. This scatter plot
displays the average o-FPV score on the vertical axis and
the o-TPV score on the horizontal axis, with each tracker
represented by a point at coordinates (o-TPV, o-FPV).
A solid diagonal line represents view-independent perfor-
mance. Trackers on the line exhibit no bias, and those off
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the diagonal show bias proportional to their mean weighted
signed difference. A robust VOTS method will appear in
the top-right section, indicating high, view-independent be-
havior. This visualization can be applied to various metrics,
as shown for AUC, NPS, and GSR in Fig. 3.

3.2. Data

The VISTA benchmark includes data to implement the
SOPE protocol, ensuring compliance with its constraints for
viewpoint impact isolation. It features a test set Dygst of
N = 544 annotated FPV-TPV video pairs and a training set
Drraiv = (VIPY, VTPY) JM: . of M = 1831 annotated FPV-
TPV video pairs, all adhering to the contstraints outlined
before. The test set is used for tracker evaluation, while the
training set is employed to train deep learning-based models
and assess the impact of viewpoint during learning. Dataset
characteristics (TRAIN+TEST) are summarized in Tab. 1
highlighting that it is the only dataset offering synchronized
FPV-TPV object tracks with a scale and temporal length
that balances variability and evaluation time.

Video Collection and Annotation. We constructed the
dataset using videos and annotations from the EgoExo4D
dataset [16], the largest and most diverse resource offer-
ing synchronized FPV and TPV captures of the same hu-
man activity (e.g. cooking, sports, instrument playing,
item repair, etc.). Starting with the original annotations
for the Relations benchmark [16], we filtered segmentation
masks based on the previuosly defined constraints. We se-
lected instance-level sequences with an annotation rate of
1 frame per second, as recommended for reliable tracking
evaluation [36], and retained only FPV and TPV sequences
with aligned mask annotations. To minimize storage with-
out compromising quality, all frames and masks were re-
sized to a minimum dimension of 720 pixels, and videos
were saved at 5 FPS [49]. The sequences in Drgst were
derived from EgoExo04D’s validation set, resulting in 544
single-object tracks per viewpoint across 140 video clips
and 140 object categories. The same procedure was applied
to generate Drrain. Drest contains 550,794 frames with



Figure 2. Example of a synchronized FPV and TPV video. The VISTA benchmark dataset is composed of pairs of annotated videos

VIV YTV where FPV frames F1TY = {FiPV}17" are synchronized to TPV frames F 7Y = {F{*¥}
ground-truth state of a target object. In this example, annotations are segmentation masks A™" = {Mspv}tT;Ol, A™ =

60,986 mask annotations per viewpoint, while DrraN in-
cludes 1,639,686 frames with 190,571 mask annotations per
viewpoint. The average sequence length is 922 frames (ap-
proximately 3.1 minutes), representing a long-term track-
ing scenario [49], where the object is tracked continuously
throughout the activity. An example of sequence is shown
in Fig. 2. In addition, we included frame-level attributes to
capture the visual variability of objects, following standard
practices in VOTS benchmarks [10, 13, 20, 23, 40]. These
attributes were generated through an automated procedure
[10, 13, 20, 23, 40], and verified by our team. The selected
attributes focus on appearance characteristics influenced by
human-object activity videos, which vary depending on the
viewpoint. More details in A.6 of the Supp. Mat.

4. Evaluated Methods

We evaluated state-of-the-art VOT and VOS methods, en-
suring a representation of diverse tracking principles, in-
cluding those developed for FPV tasks [49]. We used pub-
lic code for all trackers with their default hyperparameters
to operate each method under its most optimized and in-
tended settings. For bounding-box trackers, we selected
STARK [56], KeepTrack [38], the UNICORN box con-
figuration (UNICORN-B) [57], OSTrack [60], SeqTrack
[2], EgoSTARK [49], TaMOs [39], ARTrackV2 [1], SAM2
in its box-initialized configuration (SAM2-B) [47], and
SAMURALI [58]. For segmentation trackers, we evaluated
AQOT [59], the UNICORN mask configuration (UNICORN-
M) [57], XMem [3], Cutie [4], SAM2 in its mask-initialized
configuration (SAM2-M) [47], and DAM4SAM [51]. To
evaluate the impact of viewpoint on training, we selected
the STARK [56] and XMem [3] as our baseline methodolo-
gies due to their established relevance and adaptability to
FPV tracking [10, 16, 49]. Trained and finetuned versions
of them are referred to as STARK-T-pov, STARK-F-pov,
XMem-T-pov, XMem-F-pov. Further details on these im-
plementations are given in B of the Supp. Mat.
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T=" and both are annotated with the

(M

5. Results and Discussion

FPYV is challenging for generic object trackers. Fig. 3
(a) shows that the values Aayc, Anps, Agsr achieved by
generic object trackers in typical human-object activity un-
derstanding videos are all negative, indicating that all meth-
ods consistently underperform in FPV compared to TPV.
A T-Test on pov-AUC scores yielded a p-value < 0.004,
indicating a statistically significant performance difference.
Box and segmentation-based trackers exhibit similar perfor-
mance drops. Bounding-box trackers show average declines
of -9.5, -9.8, -20.7 for Aauc, Anps, Agsr, While segmenta-
tion trackers decline by -9.3, -10.5, and -18.7. Among the
metrics, Agsr exhibits the largest performance decline, in-
dicating that FPV presents significant challenges for main-
taining coherent and continuous object tracking.

These results align with previous findings [6, 10, 49],
confirming that generic object trackers, both bounding-box
and segmentation-based, struggle with accurate tracking in
egocentric videos due to FPV viewpoint characteristics.

Trackers learn viewpoint biases. Since modern methods
all use deep learning and achieve lower FPV results despite
architectural and optimization variations, it is important to
evaluate the impact of viewpoint-specific training data on
tracking behavior. Fig. 3 and Tab. 2 present such results for
the STARK and XMem methods. We observe that training
in the generic, TPV, and FPV domains impacts performance
differently. Training on generic datasets, such as popular
VOT and VOS training sets, results in a bias favoring TPV
performance, suggesting that these datasets are not aligned
with the conditions of erratic camera motion. Training in
the TPV domain maintains this bias, likely due to the lim-
ited visual variability across consecutive frames, as TPV
videos often involve static cameras. Training in the FPV
domain biases the model toward FPV-specific characteris-
tics. Training on both FPV and TPV reduces viewpoint bias
but still favors TPV and fails to match view-specific per-



Figure 3. Performance Difference Plots for FPV and TPYV. (a) When tasked with tracking a target object throughout an entire human-
object activity, generic object trackers perform better in TPV, confirming the challenges posed by FPV. FPV-specific trackers improve FPV
performance and lose accuracy in TPV, while TPV-trained trackers perform better in TPV and sacrifice FPV accuracy. (b) When tracking a
target object for a short period of visibility, viewpoint bias is reduced for generic and FPV object trackers. However, TPV-trained trackers
show a clear bias towards TPV. Scores in brackets are ordered in descending order by A,. See Tab. 4 of the Supp. Mat. for a better

readability of the scores.

formance. Fine-tuning on generic datasets is essential for
improving generalization across both viewpoints. Notably,
a model optimized on TPV performs worse in long-term
TPV tracking (e.g. STARK-T-TPV TPV-AUC 48.0) than
a model optimized on FPV does in long-term FPV track-
ing (e.g. STARK-T-FPV FPV-AUC 49.8). Contrarily to
[6, 10, 49], this result shows that long-term FPV tracking
is not more challenging than long-term TPV tracking. In
short-term conditions, a TPV-trained tracker outperforms
an FPV one in its respective view, indicating that viewpoint
training impacts re-detection differently across views.

Overall, a model trained in either the FPV or TPV do-
main achieves higher performance when tested in the cor-
responding domain, indicating that the trackers learn biases
of the specific viewpoint.

Human-object activity videos are challenging, regard-
less of the viewpoint. Comparing the scale of the scores
of generic object trackers in Fig. 3 (a) with those from popu-
lar benchmarks [13, 55] reveals a significant decline in both
FPV and TPV. For example, OSTRack achieves an AUC-
FPV of 43.7 and an AUC-TPV of 49.2, down from a 71.1
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Table 2. Training datasets cause viewpoint biases. We evaluate
STARK’s and XMem’s FPV-AUC, TPV-AUC, Aayc after being
trained on scenes captured by synchronized FPV and TPV.

STARK
long-term |

XMem
long-term

Training
Domain

Fine-tuning

Domain short-term short-term

355
36.8
49.8
47.9
422
519
514

428
48.0
384
50.0
51.7
442
51.9

<13
-11.2
11.4
-2.1
-9.5
7.7
-0.5

56.7
544
66.0
66.5
59.8
70.0
68.7

67.2
67.0
60.8
68.7
71.7
66.2
724

-10.5
-12.6
52
-2.2
-11.9
38
-3.7

37.1
33.6
56.7
54.4
402
563
54.8

459
515
49.2
54.6
52,6
52,6
555

-8.8
-17.9
75
-0.2
-12.4
BY7
-0.7

63.8
58.6
73.6
729
62.4
73.0
73.0

66.8
70.9
70.0
723
72.0
71.8
734

-3.0
-12.3
3.6
0.6
-9.6
1.2
-0.4

generic
TPV
FPV
FPV, TPV -
generic TPV
FPV
FPV, TPV

generic
generic

AUC on the LaSOT benchmark [60]. Similarly, SAM2-M
achieves an AUC-FPV of 45.7 and an AUC-TPV of 58.8,
lower than its G score of 89.3 on YouTubeVOS [47]. This
remains true even for the domain-specific trackers in Tab. 2.

These results indicate that a significant portion of the
performance drop is due challenges of the human-object in-
teraction domain rather than only the FPV perspective itself.

FPV tracking is affected by object disappearances.
Given the challenges introduced by FPV, as shown in Fig. 3
(a), we aim to identify the key factors contributing to this



Attribute Distribution Static Object (STA) Moving Object (MOV)
10

FPV
70 60
PV %4
65 s
08 55 o0
60 *
o 50 »
55
06 > > 45
g B 5 9 <]
£ > Sw
2 [} ®] 4
= o4 S = &
=04 = =35 %X
40 X [#] 3
5 30 ‘
00 25
02 0 q 5
25 < 2
0.0
00T mov 25 30 35 40 45 50 55 60 65 70 20 25 30 35 40 45 50 55 60
Frame Attributes AUC-TPV AUC-TPV

Figure 4. FPV is difficult due to the continusouly moving cam-
era, but TPV is not easier when objects move. We assessed the
viewpoint impact on trackers in frames with objects labeled as be-
ing static or moving in the scene. Refer to Fig. 3 for the legend.

Figure 5. The field of view affects tracking in FPV. We analyzed
the impact of object deformation due to distance from the image
center on tracking accuracy. (a) shows the distance ranges used
to cluster ground-truth mask barycenters. The plots depict AUC
as a function of distance for different trackers, with solid lines
connecting FPV scores and dashed lines TPV scores. Refer to Fig.
3 for the symbol and color legend.

performance difference. Fig. 3 (b) shows SOPE results
on 4,114 short subsequences per viewpoint extracted from
the 544 test sequences. Each subsequence consists of con-
secutive frames where the target remains visible, excluding
occlusions and out-of-view periods. A comparison of the
plot scales in Fig. 3 (a) and (b) shows that such events
are the main factors contributing to the performance de-
cline on human activity videos, especially in FPV. When
the target is visible, most generic object trackers still show
a TPV bias, although to a lesser degree. However, SAM2-
based approaches (SAM2, SAMURAI, DAM4SAM) per-
form slightly better in FPV, indicating minimal viewpoint

Figure 6. Objects involved in hand interactions are more chal-
lenging to track in TPV. We analyzed FPV and TPV tracking per-
formance when the camera wearer interacts with the target object
by his/her hands. (a) illustrates the different object appearances
when interacted in the two views. Refer to Fig. 3 for the legend.

bias and suggesting that FPV is not more challenging for
foundational models when the target is visible. For other
methods, the continued TPV bias implies that additional
FPV-specific characteristics affect tracking performance.

Overall, the results highlight that addressing object re-
detection is crucial to improve tracking accuracy in human-
object activity understanding, especially in FPV.

FPV involves challenging egomotion, but object dis-
placements are more difficult in TPV. Since target ob-
jects in human-object activity domains are predominantly
rigid [6, 15, 16, 49], one might question whether the perfor-
mance gap between FPV and TPV arises because objects in
TPV typically remain static, making tracking easier. The
histogram in Fig. 4 supports this hypothesis. When the ob-
ject is static (STA) in the scene, TPV performance is gen-
erally better, indicating that FPV is more challenging due
to the dynamic, continuously moving camera that alters the
object’s appearance. Training in FPV helps addressing this
variability. However, when the object is moving (MOV),
FPV performance tends to be higher. In this situation, ob-
ject motion is frequently associated with hand interactions,
which tend to keep the object within the camera’s field of
view, thereby facilitating tracking.

Overall, the continuous motion of the camera is a dis-
tinctive characteristic of FPV, and tracking methods must
account for it to enhance accuracy.

FPV’s field of view affects tracking. FPV cameras typi-
cally have a wider field of view [5, 12, 16] than TPV cam-
eras because they are positioned closer to the action and
require a broader perspective to capture sufficient visual in-
formation. This setup introduces image distortion, partic-
ularly towards the edges of the frame, affecting object ap-
pearance. Fig. 5 examines how tracking performance varies
in relation to object position in FPV and TPV frames. In
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Figure 7. The effects of object and camera motion, along with distractors, pose significant challenges in FPV. We analyzed tracking
performance in relation to frame attributes to identify visual variability factors specific of FPV and TPV. Refer to Fig. 3 for the legend.

FPV, performance declines as objects move away from the
center, whereas TPV shows an opposite trend. While train-
ing on FPV videos can partially mitigate this effect, objects
with significant distortions remain challenging to track.

Overall, these findings reveal further differences in track-
ing behavior between FPV and TPV. We demonstrate that
FPV tracking is also influenced by the camera setup.

Hand-object interaction are more challenging to track
in TPV. Hand-object interactions (HOIs) are considered
as particular characteristics of egocentric vision [5, 10, 15],
and often considered as challenging situations to overcome
because of the hands partially or even completely occluding
objects. However, as shown in Fig. 6, tracking objects ma-
nipulated by hands is actually easier in FPV than in TPV,
likely due to the higher resolution interacted objects have
in FPV, as visualized by the example in Fig. 6 (a). FPV-
trained trackers exhibit a bias toward these interactions and
struggle to generalize to similar situations in TPV.

The tracking of objects involved in hand interactions is
not a particular challenge of egocentric FPV.

Object and camera motion, and distractors are chal-
lenges in FPV. We examined tracking behavior across
various visual variability factors to identify those unique to
each viewpoint. The results are shown in Fig. 7. As de-
picted in the top-left histogram, FPV and TPV produce dif-
ferent object appearance distributions. FPV is characterized
by more motion blur (MB), scale variation (SV), high ob-
ject resolution (HR), fast motion (FM), aspect ratio change
(ARC), illumination variation (IV), and the presence of dis-
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tractors (DIS). Among these factors, MB, HR, FM, and DIS
pose greater challenges in FPV, as trackers perform better in
TPV under these conditions. In contrast, SV, ARC, and LR
have less impact on FPV tracking performance.

Consistent with previous studies [10], we confirm that
fast motion, motion blur, and the presence of distractors are
key factors affecting FPV tracking performance.

6. Conclusions

In this paper, we investigated if egocentric FPV is really
more challenging for VOTS. Our findings reveal that the
answer is not simply “yes” or “no”. We confirmed a perfor-
mance decline in state-of-the-art generalistic trackers when
evaluated on FPV. One contributing factor is the broader
human-object interaction domain, which is insufficiently
represented in training datasets. Foundation model-based
trackers are less impacted by the video viewpoint, and show
no FPV-induced drop when the object is visible. In con-
trast, small-scale models show a stronger bias towards TPV.
Training data distributions introduce viewpoint biases, with
models performing best in the viewpoint used for optimiza-
tion. Surprisingly, TPV-optimized trackers face more chal-
lenges than FPV-optimized ones. We identified distinctive
challenges in FPV tracking, with object disappearances be-
ing a major cause of performance drop. Continuous cam-
era motion alters object appearance, reducing tracking ac-
curacy. Fast appearance changes and distractors also nega-
tively impact FPV tracking, while hand-object interactions
are not as problematic than previously stated. Addition-
ally, the camera’s wide field of view distorts objects near
the frame edges, further affecting FPV tracking accuracy.
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