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Figure 1. Need for occlusion-resilient multiview-consistent clothed human reconstruction from single images: Existing algorithms
for monocular 3D clothed human reconstruction, such as PIFu [1] and SIFU [2], produce fragmented and multiview-inconsistent novel
view reconstructions from single-view occluded human images [3]. In contrast, CHROME generates occlusion-free, multiview-consistent
novel views from a single occluded image, using a novel pose-controlled multiview diffusion model, combined with a large reconstruction
model, to create a cohesive 3D representation of the human subject. Moreover, CHROME does not require 3D mesh supervision during

training as required for existing algorithms [1, 2].

Abstract

Reconstructing clothed humans from a single image is a
fundamental task in computer vision with wide-ranging ap-
plications. Although existing monocular clothed human re-
construction solutions have shown promising results, they
often rely on the assumption that the human subject is in an
occlusion-free environment. Thus, when encountering in-
the-wild occluded images, these algorithms produce mul-
tiview inconsistent and fragmented reconstructions. Addi-
tionally, most algorithms for monocular 3D human recon-
struction leverage geometric priors such as SMPL annota-
tions for training and inference, which are extremely chal-
lenging to acquire in real-world applications.To address
these limitations, we propose CHROME: Clothed Human
Reconstruction with Occlusion-Resilience and Multiview-

1 This work was done during Arindam Dutta’s internship at United
Imaging Intelligence, Boston, MA.
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ConsistEncy from a Single Image, a novel pipeline designed
to reconstruct occlusion-resilient 3D humans with multi-
view consistency from a single occluded image, without re-
quiring either ground-truth geometric prior annotations or
3D supervision. Specifically, CHROME leverages a multi-
view diffusion model to first synthesize occlusion-free hu-
man images from the occluded input, compatible with off-
the-shelf pose control to explicitly enforce cross-view con-
sistency during synthesis. A 3D reconstruction model is
then trained to predict a set of 3D Gaussians conditioned
on both the occluded input and synthesized views, aligning
cross-view details to produce a cohesive and accurate 3D
representation. CHROME achieves significant improvements
in terms of both novel view synthesis (upto 3 db PSNR) and
geometric reconstruction under challenging conditions.

1. Introduction

The task of reconstructing a 3D clothed human reconstruc-
tion involves generating a 3D human model from multi-



view images [4] or monocular videos [5] with numerous
applications spanning augmented reality, virtual try-on and
digital avatars [6, 7]. However, these approaches are of-
ten impractical as capturing multiview images in real-world
settings is neither budget-friendly nor scalable. This lim-
itation has driven researchers to focus on single-view 3D
clothed human reconstruction algorithms, which encom-
passes reconstructing a 3D human model from just a sin-
gle image [1, 2, 8 10]. However, occlusions remain a ma-
jor obstacle, often resulting in fragmented and inaccurate
multi-view reconstructions [11, 12], making existing ap-
proaches impractical for real world settings. Although re-
cent studies have improved occlusion resilience for speci ¢
low-level human modeling tasks such as segmentation [13]
and pose estimation [14, 15], reconstructing occlusion-
resilient and multi-view consistent texture and 3D geo-
metric details from novel camera views under occlusion
remains largely unaddressed. As visualized in Figure 1,
existing algorithms for single-view 3D clothed human re-
construction [1, 2] perform poorly in in-the-wild scenarios
when the human subject is partially occluded, resulting in
inconsistent and fragmented novel view synthesis.

Existing 3D clothed human reconstruction methods can
be divided into several main streams based on different vol-
umetric representations, traditional 3D human reconstruc-
tion learns parametric models such as SMPL [16], which
show moderate occlusion resilience by embedding human
body priors but prioritize surface reconstruction over tex-
ture [17, 18], with limited appearance detail for clothed
human reconstruction. However, these methods typically
require large-scale image and SMPL pose/shape pairs for
training, which demands labor-intensive annotation and of-
ten compromises generalizability under in-the-wild scenes.
On the other hand, implicit representations like Neural Ra-
diance Fields (NeRFs) [5, 19] and point-based represen-
tations like 3D Gaussian Splatting (3DGS) [20, 21] offer
high visual- delity human reconstruction from monocular
videos. However, they struggle with occlusions as they of-
ten require pixel-level ne details for subject-speci ¢ opti-
mization, which can be largely affected by occlusion noises,
as discussed in [12, 22].

To address these challenges, we propose CHROME:
Clothed Human Reconstruction with Occlusion-Resilience
and Multiview-ConsistEncy, which leverages a multiview
diffusion model to generate consistent, occlusion-free mul-
tiview human images to learn a 3D Gaussian representa-
tion from occluded monocular image input. Speci cally
CHROME adopts a two-stage learning strategy. In the rst
stage, CHROME addresses the limited information available
in a single-view occluded image using a multiview diffusion
model [23], compatible with off-the-shelf pose control, to
generate four occlusion-free cross-view consistent human
images. Using an estimated 3D pose as an explicit guidance
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signal, we ensure enhanced pose consistency across the gen-
erated views, which is essential for a coherent 3D human
representation. The second stage of CHROME incorporates
a 3D reconstruction model that learns to predict a set of
3D Gaussians [20], providing a cohesive 3D representation
of the human subject. This model is conditioned on both
the initial occluded image and the synthesized multiview
occlusion-free images, enabling it to capture and integrate
geometric and texture details consistently across views.
The proposed two-stage approach effectively bridges
2D-3D information gaps, advancing the capability of
single-image-based 3D reconstruction under occlusions.
On the other hand, by optimizing the photometric loss in
the 2D projected space CHROME is able to take advantage
of large-scale 2D human images for implicit geometric prior
learning, eliminating the need to require 3D supervision and
SMPL priors as in existing solutions [1, 2, 9, 10, 24], re-
sulting in superior generalizability under occlusions in real-
world application scenarios.
The following are the main contributions of the work.
We address the problem of multiview reconstruction of a
human subject under occlusions from a single view im-
age. This addresses the bottlenecks associated with exist-
ing algorithms, which perform poorly under occlusions.
To tackle the aforementioned problem, we propose
CHROME, a novel algorithm that utilizes a multiview
diffusion model, enabling off-the-shelf pose control to
generate cross-view de-occluded images from a single
occluded input. A reconstruction model then predicts
a cohesive set of 3D Gaussians conditioned on both
the occluded input and the synthesized views, enabling
occlusion-free novel view synthesis.
CHROME does not require ground-truth SMPL mesh an-
notations as in existing algorithms. We further demon-
strate the generalizability of the proposed pipeline with
stereo input with improved reconstruction accuracy and
Cross-view consistency.
Extensive experiments showcase the strength of CHROME
in novel view synthesis from a single occluded human
image in both in-domain and zero-shot settings.

2. Related Works

Monocular Human Mesh Recovery: Monocular Hu-
man Mesh Recovery aims to generate a 3D human mesh
from a single image [25], predominantly using the SMPL
model [26] and its variants for 3D pose and shape estima-
tion. Recent advances [27 30] have leveraged large-scale
synthetic [31] and real-world datasets [32 34], improving
reconstruction for diverse datasets and in-the-wild scenar-
ios [35]. However, challenges remain in handling occlu-
sions, with recent methods [36 38] focusing on occlusion-
robust algorithms often using learned priors like [39, 40] to
enhance reconstruction reliability. Despite these advance-



ments, these algorithms focus primarily on bare-body mesh
recovery, often overlooking the challenges of reconstructing
texture and clothing details.

Clothed Human Reconstruction: Clothed human recon-
struction focuses on generating a 3D mesh of clothed sub-
jects, textured or untextured, from various inputs such as
single images, multiview images, or monocular videos.
Existing methods fall primarily into two categories: im-
plicit function-based techniques [1, 2, 9, 10, 17, 18, 24]
and rendering-based approaches [5, 21, 41 43]. Implicit
function-based methods, such as PIFu [1] and its exten-
sions [8], leverage pixel-aligned features processed through
learnable decoders to reconstruct detailed 3D models us-
ing 3D supervision. Recent approaches like GTA [9] and
SIFU [2] incorporate the SMPL model to embed anatomical
priors, improving the delity of reconstruction. TeCH [44]
applies optimization techniques to achieve single-image
3D digitization. However, occlusions persist as a criti-
cal challenge in clothed human reconstruction [45]. Wang
et al. [46] proposed a methodology utilizing ground-truth
SMPL meshes to mitigate occlusion effects. However,
their reliance on precise SMPL mesh estimations, which
are inherently challenging to acquire under occluded con-
ditions obstruct practical adoption. With advances in Neu-
ral Radiance Fields (NeRFs) [19] and 3D Gaussian Splat-
ting (3DGS) [20], studies such as [5, 21] have adapted
these techniques for human reconstruction from monocu-
lar videos, though occlusion handling remains problematic,
as evidenced in occlusion-robust variants [12, 22, 47]. De-
spite this progress, they typically require monocular video
inputs and are optimized per subject, limiting their scalabil-
ity and practical deployment. Differently, we propose a sin-
gle image-based generalizable approach for occlusion-free
novel view synthesis and geometric reconstruction.

Multi-view Diffusion and Large Reconstruction Mod-
els for 3D Reconstruction: Latent Diffusion Models
(LDMs) [48] have aided signi cant advancements in image
generation, reconstruction, and single-image-to-3D tasks.
Zero-1-t0-3 [49] pioneered the use of LDMs to generate
novel views from single input images with speci ed camera
parameters, sparking a wave of related research [23, 50 53].
ControlNet [54] introduced guided control over LDM sam-
pling, advancing conditional generation. Recent works fa-
cilitate the creation of 3D objects from text prompts [55, 56]
by leveraging extensive training datasets [57]. Pretrained
LDMs also function as priors for novel view synthesis,
modeling natural image distributions, and penalizing the
reconstruction model through Score Distillation Sampling
based losses [58 60]. Recently, the Large Reconstruction
Model (LRM) [61] introduced NeRF-based triplane rep-
resentations for ef cient single image to 3D generation,
trained on large multiview datasets [62, 63]. Large Gaus-
sian Model (LGM) [64] extended the same by integrating
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pretrained diffusion models for single-image-to-3D synthe-
sis, achieving faster rendering with 3DGS techniques. How-
ever, these algorithms struggle with partial occlusions, mo-
tivating our proposed approach for 3D human recovery from
single or stereo occluded images.

3. Methodology

In this section, we introduce our proposed algorithm
CHROME, which is designed to generate occlusion-free
novel views of a human subject from a single image, where
the subject can be partially obscured by occlusions. Specif-
ically, given an input image x 2 R™ W 3, representing
a partially visible human subject within spatial dimensions
H and W, CHROME reconstructs N occlusion-free novel
views (denoted asy 2 RN H W 3) of this subject. Ad-
ditionally, while we use a single-view image as input for
clearer illustration, it is important to note that our pipeline
is fully compatible with multiview inputs.

The pipeline CHROME is structured with two distinct
modules and is trained from end-to-end to achieve novel
view synthesis from a single occluded image x. The rst
module, Fp, leverages the power of latent diffusion mod-
els [48] in conjunction with ControlNet [54] to synthesize
four pose-controlled, multiview-consistent images from the
occluded input. These occlusion-free images form the ba-
sis for novel synthesis under occluded single-view inputs.
The second module, Fgr, learns to reconstruct occlusion-
free views by combining information from both the original
occluded input and the Fp generated images. This results
in N occlusion-free novel views of the human subject.

y=Fr Fp(X); 1)
where the composition of functions Fr and Fp denotes
the sequential application of the diffusion and reconstruc-
tion modules. The complete architecture of the proposed
algorithm, CHROME, is depicted in Figure 2.

3.1. Pose Controlled Multiview Consistent Diffusion

Given a single occluded image X, the objective of Fp is to
generate four pose-controlled, multiview consistent images,
represented by yp 2 R* H W 3 Each of these images in
Yp corresponds to a unique view, achieved by rotating the
camera around a xed radius at angles of 0 , 90 , 180 , and
270 . We employ a latent diffusion model (LDM) [48] to
de ne Fp, allowing it to learn the conditional distribution
of these four multiview images based on the occluded input
image. The denoising diffusion process operates within the
latent space of Fp leveraging a pretrained variational au-
toencoder (VAE) that ef ciently encodes and decodes latent
vectors for image reconstruction.

The task of reconstructing multiview images based on
a single occluded image is inherently ill-posed and under-
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Figure 2. Overview of proposed method: CHROME is a novel two-stage pipeline designed for occlusion-free 3D human reconstruction
from a single occluded image. In the first stage, a pose-controlled multiview diffusion model generates four de-occluded views of the
subject, ensuring pose consistency across the synthesized images, conditioned on the input occluded image and the 3D pose estimates.
In the second stage, a 3D reconstruction model combines the occluded input image with the synthesized multi-view images to create a
cohesive 3D Gaussian representation, aligning geometric and texture details across views, enabling accurate reconstructions and robust
novel view synthesis, even in the presence of significant occlusions. Note that the method is also compatible with multi-view inputs.

constrained, making it essential to introduce suitable con-
ditions to regularize the learning process. To address this,
we employ a pre-trained VAE encoder module, &, to ex-
tract features from the visible regions of z, which are then
passed on to Fp. This step ensures conditioning the mul-
tiview generation on the observable portions of z, ensur-
ing that the output images maintain a consistent appearance
with the visible parts of the occluded input image. How-
ever, we observe that multiview image generation with con-
ditioning Fp solely on occluded input image features some-
times results in multiview images with suboptimal cross-
view consistency. Hence, we utilize a ControlNet [54] (C)
based approach to explicitly condition the diffusion process
on the 2D target poses (P%d), ensuring pose consistency
across generated multiview images. This strategy further
regularizes Fp, guiding it to produce consistent multiview
pose-aligned output images.

To train the model Fp, we first generate paired input and
multiview target images with camera orientations set at 0°,
90°, 180°, and 270° relative to the camera parameters of
the input image, using rendered images from S. Follow-
ing the approach of [65], random occlusions are applied to
the input images, resulting in paired occluded input images
x and corresponding ground-truth multiview target images
yp. The ground-truth latent vector is defined as zo = £(yp)
and undergoes perturbation through the diffusion process
across t timesteps to produce z;. The objective of Fp is to
recover the perturbation noise € £, at each timestep ¢, con-
ditioned on features from the occluded input image &(x)
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and a control signal provided by the ground-truth 2D target
poses through ControlNet, denoted as C(P%d). Thus, the
training objective can be formally expressed as

. 2
H]}_}Dn Ezwf(z),t,ewN(O,I) ||6 —€Fp (Zt; t, S(CL‘), C(P%l)) ||2 .
(2

Furthermore, since diffusion models generally require
large-scale training data to achieve effective convergence,
we follow prior work [10, 66] by initializing Fp with pre-
trained weights from [23], which was trained on an exten-
sive collection of multiview images from [62]. In our train-
ing, we fine-tune only the parameters of the UNet [48] and
ControlNet [54] models, leaving all other parameters, in-
cluding the encoder and decoder of the VAE fixed. Further-
more, by conditioning Fp on the features of the input image
E(x), we ensure that even under incorrect pose predictions,
yp retains the information in the original input image x (see
the supplementary for more discussion).

During the inference phase, we employ a state-of-the-
art 3D pose estimation model, P [35], to estimate the 3D
pose, denoted as P34, of the human subject from the oc-
cluded image input z. This extraction is represented by
P3¢ = P(z). Using a weak-perspective projection, we then
obtain the corresponding 2D pose f’QDd for each multiview
image. To generate the estimated multiview images §p, we
utilize the pretrained VAE decoder module, D, applied on
the denoised latent vector Zy which is acquired through an
iterative DDIM denoising (sampling) process [67] over T’
timesteps, beginning from Gaussian noise and conditioned
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Figure 4. Qualitative analysis of CHROME on arti cially occluded THuman2.0 and CustomHumans: Qualitative results of CHROME
against state-of-the-art algorithms [1, 2, 9, 10] on arti cially occluded THuman2.0 (top three rows) and arti cially occluded CustomHumans
(bottom three rows); clearly none of the baseline algorithm perform occlusion-free novel view synthesis whereas CHROME effectively
mitigates occlusions and predicts multiview consistent reconstructions. Additional qualitative results are provided in the supplementary.

tation time cost, and exibility with single/stereo-view as
input can be found in supplementary material.

Datasets and Metrics: We evaluate our method on mul-
tiple datasets: THuman2.0 [71] (526 high-quality scans
of 150 clothing styles across 500 training and 26 evalua-
tion subjects) using a perspective camera (49.1 FOV) with
16 views per subject; CustomHumans [72] containing 600
scans of 80 subjects with 120 garments, augmented with
arti cial occlusions for zero-shot testing; CAPE [73] con-
taining 15 subjects in tight clothing, modi ed with syn-
thetic occlusions for zero-shot evaluation, AHP [11] featur-
ing naturally occluded in-the-wild images used for input-
view de-occlusion assessment and MultiHuman [74] and
OCHuman [3] containing multiple people in regular inter-
actions. We follow [1, 2, 9] and use PSNR, SSIM [75], and
LPIPS [70] to evaluate reconstruction accuracy in 2D and

chamfer distance (CD) in cm, point-to-surface (P2S) error
(cm), and normal consistency (NC) [10] to evaluate 3D re-
construction quality.

Table 1. Quantitative comparison for Novel View Texture Recon-
struction on Occluded THuman2.0 [71]. SMPL denotes requir-
ing ground-truth SMPL annotation for model training. 3D Scan
denotes requiring ground-truth scan-level supervision for model
training.

SMPL

Algorithm | 17C - | PSNR™ SSIM™  LPIPS #
PIFu [1] 3 1711 8831  .1313
GTA[9] 3 1627 8810  .1379
SIFU [2] 3 1619  .8783  .1380
SiTH [10] 3 1598 8779  .1383
CHROME | 7 | 2054  .9098  .0893
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