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Abstract

Multimodal Large Language Models (MLLMs) contain a
substantial amount of factual knowledge, which may be-
come outdated or inaccurate over time. Consequently, var-
ious knowledge editing techniques have been proposed to
update the knowledge encoded within these models. Previ-
ous approaches maintain modality consistency during both
the editing and testing phases. However, in practical ap-
plications, it is desirable for knowledge to be transferable
across different modalities, which can enhance the robust-
ness of knowledge editing and potentially allow for cost-
effective editing of multimodal knowledge using textual in-
formation. To address this, we introduce the concept of
Transitivity of Multimodal Knowledge Editing (TMKE) and
design corresponding evaluation criteria. Subsequently, we
construct a corresponding TMKE Benchmark through an
automated pipeline. We evaluate three MLLMs and five
knowledge editing methods, uncovering limitations in the
current models and methods concerning transitivity. Ad-
ditionally, we analyze the intrinsic representations of the
model during the editing process based on Knowledge Neu-
rons to interpret the experimental phenomena.

1. Introduction

Multimodal Large Language Models (MLLMs) [3, 10, 12,
22] have achieved remarkable performance across a vari-
ety of downstream multimodal tasks. However, the knowl-
edge stored within these models may become outdated or
contain errors, which can impact downstream applications
in both unimodal and multimodal settings. Consequently,
knowledge editing within LLMs has gained increasing at-
tention. The core objective is to modify such information

*Equal contribution. † Corresponding author.

within the models effectively without requiring retraining
from scratch, while ensuring that other knowledge remains
unaffected.

Previous studies have proposed several knowledge edit-
ing methods designed to inject textual knowledge into Large
Language Models (LLMs), such as MEND [15] and ROME
[14]. Inspired by these techniques within LLMs, some pa-
pers have introduced these methodologies to MLLMs. The
common thread among these studies is that they all directly
inject knowledge at the multimodal level; in other words,
the data used for editing is inherently multimodal, includ-
ing both images and text. However, multimodal data is far
less abundant than unimodal data, making knowledge edit-
ing with multimodal data resource-intensive. Consequently,
the question of whether unimodal knowledge can be trans-
ferred to multimodal scenarios has become significant. This
implies that there is potential to leverage unimodal data for
more cost-effective knowledge editing in multimodal con-
texts.

To evaluate the effectiveness of knowledge editing meth-
ods [14–16, 20], previous works [4, 7, 11] have pro-
posed various unimodal and multimodal knowledge edit-
ing benchmarks. However, these efforts are disjointed, im-
plying that the performance of unimodal editing models in
the multimodal context remains unknown. With the preva-
lence of MLLMs, an increasing number of models deployed
in real-world applications are multimodal rather than uni-
modal. This suggests that direct knowledge editing on uni-
modal models is less common. Consequently, investigat-
ing the correlation of knowledge editing performance across
different modalities has become increasingly important.

To address the aforementioned challenges, we inves-
tigated Transitivity of Multimodal Knowledge Editing
(TMKE). We propose that knowledge editing should tran-
scend the single modality being edited and transmit across
modalities. Figure 1 illustrates an example of TMKE. To in-
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corporate transitivity into knowledge editing, we defined the
problem and proposed corresponding evaluation criteria to
test which facts, beyond the modality being edited, should
be modified or retained post-editing. Building on this,
we created the TMKE Benchmark (TMKEB), a new com-
prehensive benchmark for evaluating MLLMs knowledge
editing capabilities. Initially, we leveraged the MQuAKE
dataset [21], extending it to a multimodal scenario through
an automated pipeline. Subsequently, we continued to ex-
pand the relevant questions and images in accordance with
the evaluation criteria.

We utilized TMKEB to evaluate three popular MLLMs
and five commonly-used knowledge editing methods. Our
findings indicate that: (1) current knowledge editing tech-
niques generally exhibit high success rates in unimodal edit-
ing, yet there is a notable decline for some methods when
assessed through transitivity metrics; (2) the evaluation of
the impact on unrelated knowledge reveals that locality, pre-
viously widely used, is insufficient for accurate measure-
ment. Our newly proposed stability metric uncovers that ex-
isting knowledge editing methods significantly affect unre-
lated knowledge; (3) all current knowledge editing methods
demonstrate clear limitations when evaluated through tran-
sitivity metrics; (4) the FT and ROME methods present con-
trasting characteristics regarding transitivity, with FT show-
ing higher editing success rates while ROME exhibits less
impact on unrelated knowledge. To further analyze these
experimental phenomena, particularly why existing knowl-
edge editing methods perform poorly in transitivity metrics,
and the seesaw characteristics presented in the reliability
and stability metrics, Knowledge Neurons (KN) [5] were
employed to analyze the models. We formulated and ad-
dressed five research questions to delve deeper into these
issues.

In summary, our main contributions are as follows:
(1) We propose the Transitivity of Multimodal Knowledge
Editing (TMKE) and design corresponding evaluation cri-
teria. (2) We introduce the TMKE Benchmark and conduct
a comprehensive evaluation of existing knowledge editing
methods. Experimental results indicate that current meth-
ods still face challenges concerning transitivity. (3) Knowl-
edge Neurons (KN) are utilized to analyze the models dur-
ing the knowledge editing process, providing explanations
for the observed experimental phenomena.

2. Related Work

2.1. Multimodal Large Language Models

Multimodal Large Language Models (MLLMs) are typi-
cally constructed by integrating a visual encoder with a
language model, connected through an intermediary mod-
ule. Alayrac et al. [1] introduced an innovative method em-
ploying a query-based cross-attention mechanism, result-

ing in a robust vision-language interaction module. BLIP-2
[10] replaced cross-attention with Q-Former, a streamlined
Transformer-based architecture. Enhancements in mod-
els like MiniGPT-4 [22] stem from leveraging instruction-
tuning datasets compiled from diverse public sources.
LLaVA [12] and Otter [9] developed an instruction data sys-
tem to improve comprehension capabilities. Additionally,
Bai et al. [3] introduced a three-stage training framework
to better align multimodal representations, offering further
advancement over previous methods.

2.2. Knowledge Editing

For unimodal knowledge editing, various benchmarks have
been introduced to address this task, such as COUNTER-
FACT [14] for counterfactual knowledge, MQuAKE [21]
for multi-hop reasoning, AToKE [19] for preserving prior
knowledge, and WIKIUPDATE [18] for handling unstruc-
tured knowledge.

For multimodal knowledge editing, MMEdit [4] was in-
troduced, building upon Visual QA [2] and Image Caption-
ing [6]. MIKE [11] targets the precise editing of multimodal
entity knowledge. Huang et al. [7] proposed VLKEB,
which leverages multimodal knowledge graphs (Liu et al.,
2019) to assess vision knowledge editing.

However, previous work has been limited to a fixed edit-
ing scenario, without exploring transitive knowledge editing
which conducts text-based knowledge editing but testing
with multimodal knowledge. Additionally, previous work
lacked discussions on similar issues, which is the focus of
our research.

3. Transitivity of Multimodal Knowledge Edit-

ing

3.1. Problem Setting

We consider the editing of factual knowledge, where facts
are expressed as triplets (s, r, o), consisting of a subject s
(such as the book title ”The French Lieutenant’s Woman”),
a relationship r (such as ”author”), and an object o (such
as the person’s name ”William Gibson”). Depending on
the modality, the subject can be categorized into a tex-
tual modality subject sT and an image modality subject sI .
Evaluation of knowledge editing involves two phases: edit-
ing and testing. In the editing phase, certain knowledge is
injected into the model, followed by the testing phase where
the accuracy of other related or unrelated knowledge is eval-
uated.

By classifying existing knowledge editing evaluation
methods based on the modality used in both the editing
phase and the testing phase, we identify three categories
of knowledge editing problems, with specific examples re-
ferred to in Figure 1.

Unimodal Knowledge Editing. Both the editing phase
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Figure 1. An illustrative example of TMKE.

and the testing phase are conducted in the pure text modal-
ity, i.e., the knowledge in the editing phase is (sT , r, o) and
in the testing phase is (sT , r, o).

Multimodal Knowledge Editing. Both the editing
phase and the testing phase are conducted in the im-
age modality, i.e., the knowledge in the editing phase is
(sI , r, o) and in the testing phase is (sI , r, o).

Transitive Knowledge Editing. The editing phase and
the testing phase are conducted in different modalities, i.e.,
the knowledge in the editing phase is (sT , r, o) and in the
testing phase is (sI , r, o). Conversely, editing can also be
performed on images while testing is done on pure text.
However, this scenario is impractical due to the significantly
smaller amount of multimodal data compared to pure text
data. In real-world scenarios, the direction of knowledge
transfer should be from unimodal to multimodal; thus, this
paper does not consider such scenarios.

3.2. Evaluation Criteria

The challenges in knowledge editing lie in:(1) ensuring that
knowledge associated with the edited information is also
correctly addressed; (2)maintaining the integrity of knowl-
edge unrelated to the edits.

Consequently, during the testing phase, it is necessary
not only to evaluate the (s, r, o) knowledge that was edited
but also to assess its impact on other knowledge. The con-
sideration of transitivity further complicates the evaluation.
We have designed metrics for knowledge editing under the
context of transitivity. The process of constructing datasets
related to these metrics is detailed in Section 4, with exam-

ples provided in Fig 2. Let us assume the knowledge used
during the editing phase is (sT , r, o). Below, we describe
the knowledge tested by each evaluation criterion and the
significance of each criterion.

Reliability. The knowledge tested is (sI , r, o). This is
the most fundamental test of the knowledge being edited,
ensuring that the edited knowledge itself can be accurately
answered.

Generality. The knowledge tested is still (sI , r, o). To
prevent the model from simply memorizing a simple map-
ping between questions and answers, we need to vary the
phrasing of the question and continue testing whether the
edited knowledge can be correctly answered.

Portability. The knowledge tested is (sI , r, o0). Our aim
is for the model to truly understand the edited knowledge,
so for multi-hop knowledge (sI , r, o0) related to (sI , r, o),
we expect the model to provide correct answers.

Locality. The knowledge tested is (s⇤
I
, r

⇤
, o

⇤). After
editing, the performance on knowledge entirely unrelated
to the edits should remain unaffected; thus, we need to test
knowledge completely unrelated to the edited knowledge.

Stability. The knowledge tested is (s⇤
I
, r, o

⇤). While Lo-
cality can measure the impact of knowledge editing on unre-
lated knowledge to some extent, the design of questions that
are completely unrelated to the edited knowledge may make
the task too easy. Therefore, we should also test knowledge
with similar question forms but entirely different answers.
This can help assess whether the model is answering ques-
tions correctly based on shortcuts derived from the form of
the questions.
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4. TMKE Benchmark

We conducted knowledge editing experiments across three
distinct scenarios and introduced new evaluation metrics.
To provide a more comprehensive assessment of the effec-
tiveness of various methods and address the limitations of
prior benchmarks, we present the TMKE Benchmark. The
entire process of constructing our dataset can be referenced
in Figure 2.

4.1. Data Generation Pipeline

4.1.1. Data Sources and Selection

The TMKE Benchmark was constructed by expanding
from purely textual information to multimodal data, using
MQuAKE [21] as the foundation. Zhong et al. [21] devel-
oped MQuAKE as a textual multi-hop knowledge editing
dataset, consisting of knowledge triples t = (s, r, o) and
associated multi-hop questions.

4.1.2. Data Construction

Data Modality Expansion. Since MQuAKE is com-
posed solely of textual information, we expanded it by in-
corporating visual data. Using the subject s from the knowl-
edge triples t = (s, r, o), we input its tokens as search key-
words into the Google1 search engine. Images from the re-
turned URLs were manually filtered, and for each subject
s, we selected the five most relevant images to represent its
multimodal context.

Reliability Dataset Construction. MQuAKE dataset
provides the foundation for unimodal knowledge editing
tasks. For transitive and multimodal knowledge editing, we
randomly select two images from the set of five. One image
is used during the editing process, while the other, unseen
by the model, assesses post-editing robustness.

To adapt textual descriptions for multimodal scenarios,
we reframe questions accordingly. For instance, for the
question, ”Who is the author of The French Lieutenant’s
Woman?”, we first use GPT-4o [17] to identify entity
types, recognizing ”The French Lieutenant’s Woman” as a
”book”. We then modify the question to: ”Who is the author
of the book in the image?” The specific prompt for GPT-4o
is provided in Appendix.

Generality Dataset Construction. Knowledge editing is
performed using a question-answer format, aiming for the
model to correctly answer rephrased versions of the origi-
nal questions. For unimodal editing, GPT-4o rephrases the
questions while preserving their meaning (see Appendix).
For transitive and multimodal tasks, we ensure consistency
with the images in the Reliability dataset and adjust textual
descriptions to align with the multimodal context.

1https://www.googleapis.com/customsearch/v1

Portability Dataset Construction. Given that MQuAKE
is a multi-hop dataset, we design our textual editing data di-
rectly based on its structure. For multimodal tasks, we en-
sure consistency by using the same images as in the Relia-
bility dataset and adapting textual descriptions accordingly.

Locality Dataset Construction. To ensure that the
model’s unrelated knowledge remains intact before and af-
ter the editing process, we follow the settings from MMEdit
[4]. We utilize the NQ [8] dataset for textual editing and
the OK-VQA [13] dataset for multimodal editing. KL scat-
ter plots are generated to compare the model’s pre-edit and
post-edit outputs, further constraining the editing process.

Stability Dataset Construction. We modify the model’s
knowledge triples from (s, r, o) to (s, r, o0) but expect con-
sistent model responses for questions involving the same
relation with different instances (s0, r, o00). For textual edit-
ing, GPT-4o generates a new subject s0 of the same type
and a corresponding answer o00 (filtered for accuracy). The
prompt for GPT-4o is in Appendix. For transitive and mul-
timodal tasks, we retrieve images of s0 via Google search,
following the same procedure as in the Reliability dataset,
and adjust textual descriptions for the multimodal context.

4.2. Data Statistics

Eventually, we created the TMKE Benchmark, which com-
prises a total of 3,676 examples, including 2,352 training
examples and 1,324 test examples. TMKE Benchmark cov-
ers 101 types of entities, with two images corresponding to
each subject s, demonstrating the diversity of our dataset.

5. Experiments

We conducted extensive experiments on the TMKE Bench-
mark, covering various editing scenarios, methods, and
multimodal models. Our analysis evaluated the effective-
ness of each editing scenario and compared the performance
of different methods. Specific experimental parameters and
settings are detailed in Appendix.

5.1. Experiments Setup

We experimented with five knowledge editing methods:
FT, IKE [20], MEND [15], SERAC [16], and ROME

[14]. Additionally, we tested three MLLMs: BLIP2 [10],
MiniGPT-4 [22], and LLaVA-1.5 [12]. Detailed descrip-
tions of these models and methods are provided in Ap-
pendix. The Metrics used in our experiments are also ref-
erenced in Appendix.

5.2. Results and Analysis

We conducted a comparative analysis of the various editing
methods across different scenarios using the TMKE Bench-
mark. Detailed results for Unimodal Knowledge Editing,
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The French Lieutenant's 

Woman?
The French Lieutenant's 

Woman?
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subject

entity type another subjcet

rephrase 
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Reliability Generality Portability LocalityStability

OK-VQA
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Which country does 
the author of the book 
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French Lieutenant's 
Woman belong to?

MQuAKE

What sort of vehicle 
uses this item?

Figure 2. Overview of the TMKE Dataset Construction Process.

Transitive Knowledge Editing, and Multimodal Knowl-

edge Editing are presented in Tables 1, 2, and 3. Due to
space constraints, and given that the experimental results
on BLIP2-OPT and MiniGPT-4 are largely consistent with
those of the LLaVA-1.5 model, we have only presented the
results of the LLaVA-1.5 model here. The complete exper-
imental results can be found in the Appendix.

Reliability. In unimodal knowledge editing, all methods
achieved a Reliability score above 90%, indicating strong
performance. Parameter-update methods like FT, MEND,
and ROME effectively incorporated new knowledge dur-
ing edits. Memory-based methods, such as SERAC, identi-
fied and appended the most relevant information to the test
inputs, while IKE introduced the edit instance as a ”New
Fact” prompt before each test, also resulting in high Relia-
bility.

In transitive knowledge editing, FT and IKE main-
tained good performance, but MEND, SERAC, and ROME
showed significant declines. MEND and SERAC, which re-
quire additional training, struggled with visual information,
as their extra parameters trained on textual data were inad-
equate for this task. ROME’s performance drop will be dis-
cussed further in Section 6. In multimodal knowledge edit-
ing, where the training and test data modalities aligned, all
methods demonstrated better Reliability compared to tran-
sitive knowledge editing.

Generality. Owing to the inherent generalization abili-
ties of Large Language Models (LLMs), performance on
rephrased questions remained similar to Reliability. In
transitive knowledge editing, where the images were un-
seen during the editing process, Generality remained sta-
ble when testing with different images. However, in mul-
timodal knowledge editing, Generality U declined com-
pared to Generality S, indicating that the model tends to
associate specific images with certain outcomes, leading to
reduced accuracy when different images are used.

Portability. Across all scenarios, Portability did not ex-
ceed 50%, suggesting that current editing methods struggle
to transfer edited knowledge effectively in reasoning tasks.
In unimodal knowledge editing, memory-based methods
like SERAC and IKE outperformed parameter-update meth-
ods (FT, MEND, ROME), implying that supplying new
knowledge directly is more effective than encoding it into
parameters for solving multi-hop problems. Portability
declined in transitive and multimodal knowledge editing,
highlighting the limitations of current methods in handling
multimodal multi-hop tasks.

Locality. Locality performance varied among methods.
In unimodal knowledge editing, MEND, SERAC, and
ROME performed well, while FT, which fine-tunes the fi-
nal layer to fit the edited answer, showed reduced accuracy
on unrelated questions. IKE, which explicitly provides new
knowledge as a prompt, performed worst on Locality, as
even unrelated questions caused the model to focus on the
edited knowledge.

In transitive and multimodal editing, Locality T re-
mained similar to unimodal knowledge editing. However,
for memory-based methods like IKE and SERAC, Local-
ity I was significantly lower than Locality T. This might be
due to SERAC’s classifier misidentifying out-of-scope ex-
amples, as its counterfactual model is tailored for in-scope
knowledge recovery. IKE’s low Locality I is likely caused
by the appended edited facts misleading the model when
testing on new information.

Stability. While both Locality and Stability measure the
model’s resistance to unrelated knowledge, Stability val-
ues were consistently lower. When faced with unrelated
questions, the model can often provide the correct answer.
However, when only the entity changes in the question, the
model frequently confuses the edited entity with the new
one, leading to incorrect answers.
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Model Method Reliability Generality Portability Locality Stability

LLaVA-1.5 (7B)

FT 100.0 100.0 20.3 94.5 32.3
IKE 100.0 99.8 48.7 60.0 56.2

MEND 98.6 98.4 25.3 99.5 58.3
SERAC 90.0 84.5 25.5 100.0 21.7
ROME 97.8 95.6 34.1 98.9 62.1

Table 1. The unimodal knowledge editing results of various editing methods applied to LLaVA-1.5. The best results are indicated in a dark
color, and the second-best results are indicated in a light color.

Model Method ReliabilityS ReliabilityU GeneralityS GeneralityU Portability LocalityT LocalityI Stability

LLaVA-1.5 (7B)

FT 99.3 99.2 99.2 99.1 21.3 84.5 38.6 30.7
IKE 100.0 100.0 95.1 94.9 24.9 61.8 1.0 20.2

MEND 67.9 68.6 65.7 66.2 24.5 99.5 89.3 46.1
SERAC 26.1 26.2 26.0 25.9 13.7 100.0 10.7 14.4
ROME 30.6 30.7 30.9 31.1 24.1 98.7 88.5 57.9

Table 2. The transitive knowledge editing results of various editing methods applied to LLaVA-1.5. The best results are indicated in a dark
color, and the second-best results are indicated in a light color.

Current editing methods struggle to isolate knowledge
edits effectively. Non-essential elements like question
phrasing still influence results. In multimodal knowl-
edge editing, Stability was notably lower than in transitive
knowledge editing, except for IKE. IKE, which constructs
prompts using text in all scenarios, exhibited more consis-
tent performance. For FT, MEND, and SERAC, the main
distinction between scenarios was whether the image was
visible during editing. In multimodal knowledge editing,
the model often linked specific inputs to specific answers,
increasing the likelihood of repeating the edited answer for
similar questions—consistent with the Generality observa-
tions.

Comparative Analysis. In transitive knowledge editing,
the model is edited using textual information but tested with
images. In multimodal knowledge editing, both editing and
testing use multimodal data and this consistency leads to
higher Reliability. However, differences across images, as
reflected in the Generality metric, and lower Stability in
multimodal knowledge editing indicate that the model tends
to form direct associations between specific inputs and an-
swers. When faced with similar questions or images, the
model often provides the edited answer rather than the cor-
rect one. The causes of this behavior will be explored fur-
ther in Section 6.

6. Exploring Knowledge Neurons in Multi-

modal Knowledge Editing

We define a knowledge triple as t = (s, r, o), where the
multimodal model infers this knowledge via the process
I ! S ! O. Here, I denotes the multimodal input pro-

vided to the model, S represents the subject, and O is the
corresponding knowledge object. The process I ! S aligns
the multimodal input I with the subject S using components
like the visual encoder, while S ! O maps the subject to
the relevant knowledge stored in the model. In transitive
knowledge editing, the process mirrors unimodal editing by
altering S ! O to S ! O

0. In contrast, direct multi-
modal knowledge editing modifies the entire sequence from
I ! O to I ! O

0.
The findings from Section 5 revealed several significant

patterns. For example, while knowledge editing performs
well in unimodal scenarios, FT retains its performance in
transitive knowledge editing, whereas ROME experiences a
marked decline. Furthermore, Stability tends to be higher in
transitive knowledge editing than in multimodal knowledge
editing.

To investigate these observations further, we leveraged
the experimental results and applied the Knowledge Neu-
rons framework [5] to analyze the model’s internal behav-
ior during reasoning. This section addresses the following
research questions:

RQ1: Is the activation of knowledge neurons correlated
with Reliability?

RQ2: Why do knowledge editing methods perform
poorly in terms of Stability?

RQ3: In transitive knowledge editing, why does FT
exhibit higher Reliability but lower Stability compared to
ROME?

RQ4: Why is Stability higher in transitive knowledge
editing than in multimodal knowledge editing?

RQ5: Does knowledge editing create shortcuts in VQA
tasks?
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Model Method ReliabilityS ReliabilityU GeneralityS GeneralityU Portability LocalityT LocalityI Stability

LLaVA-1.5 (7B)

FT 100.0 100.0 100.0 97.7 21.1 80.3 43.2 6.5
IKE 100.0 100.0 99.4 99.8 27.6 62.3 1.0 22.1

MEND 97.8 98.3 95.4 90.2 29.8 92.1 85.9 14.4
SERAC 50.7 51.3 49.8 34.9 17.7 100.0 5.1 0.7

Table 3. The multimodal knowledge editing results of various editing methods applied to LLaVA-1.5. The best results are indicated in a
dark color, and the second-best results are indicated in a light color.

6.1. Knowledge Neurons

To measure disparities, we use Knowledge Neurons (KN),
as introduced by Dai et al. [5], to identify key neurons ac-
tivated in LLMs during their responses to various queries.
Specifically, each neuron w

(l)
i

in the feedforward network
(FFN) layer is gradually adjusted from 0 to its original value
w

(l)
i

, while the gradient is integrated. The continuous inte-
grals are approximated using the Riemann method, leading
to the following expression:

Ãttr(w(l)
i
) =

w
(l)
i

m

mX

k=1

@P

⇣
k

m
w

(l)
i

⌘

@w
(l)
i

, (1)

where P (w(l)
i
) = p(y|x,w(l)

i
= ŵ

(l)
i
) represents the proba-

bility that the LLM generates the correct answer when neu-
ron w

(l)
i

is set to ŵ
(l)
i

, and m is the number of approximation
steps. Neurons with attribution values above a threshold v

are considered critical for the LLM’s decision-making:

N =
n
w

(l)
i

| Attr(w(l)
i
) > v

o
. (2)

In this study, we set m = 10 and the attribution threshold
v = 0.15.

We decompose the multimodal process I ! O into two
sub-processes: I ! S ! O. We analyze the neural activa-
tions triggered by the model when processing the full query
I ! O, denoted as NIO, as well as the neural activations
for the sub-processes I ! S and S ! O, denoted as NIS

and NSO, respectively. For example, for the query I ! O,
”Who is the author of the book in the image?” with an im-
age of ”The French Lieutenant’s Woman”, the subproblem
I ! S would be ”What is the book in the image?” using the
same image, and the subproblem S ! O would be ”Who is
the author of The French Lieutenant’s Woman?” asked in a
text-based format.

We compare these three sets of neural activations to de-
rive insights aligned with specific research questions. The
details of these comparisons are outlined in the relevant sec-
tions.

6.2. RQ1: Is the activation of knowledge neurons

correlated with Reliability?

Experiment Setup. Transitive knowledge editing focuses
on the S ! O process, while our evaluation tests the

Dataset Method M1 M3 Reliability

D1
FT 0.2283 0.0308 0.9977

ROME 0.1807 0.0642 0.7574

D2
FT 0.2075 0.0218 0.9931

ROME 0.0446 0.0277 0.0152

Table 4. The results of ROME and FT on datasets D1 and D2.

Dataset Method M2 Reliability Stability

D3 ROME 0.6530 0.7877 0.1027

D4 ROME 0.4661 0.3508 0.6653

Table 5. The results of ROME on datasets D3 and D4.

Scene Method M2 Reliability Stability

Transitive Knowledge Editing FT 0.6439 0.9989 0.1130

Multimodal Knowledge Editing FT 0.8431 1.0000 0.0157

Table 6. The results in transitive and multimodal knowledge edit-
ing.

I ! O process. A simple hypothesis is that if the S ! O

process significantly overlaps with the I ! O process, then
modifying S ! O to S ! O

0 will likely result in chang-
ing I ! O to I ! O

0, thereby improving the Reliability
of transitive knowledge editing. We define this overlap as
M1:

M1 =
NSO \NIO

NIO

. (3)

We calculate M1 across the dataset and divide the data
into two subsets: D1 with M1 � 0.15 and D2 with M1 
0.05. We then evaluate ROME’s accuracy on these subsets.

Results. The results, shown in Table 4, indicate that a
higher M1 correlates with better Reliability. This suggests
that the activation of knowledge neurons is indeed related
to Reliability.

6.3. RQ2: Why do knowledge editing methods per-

form poorly in terms of Stability?

Experiment Setup. Tables 2 and 3 show that a high Re-
liability score for a knowledge editing method does not al-
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ways correspond to high Stability. To investigate, we split
the data into two subsets: D3, where the Stability ques-
tions are answered with the edited response, and D4, where
the Stability questions are answered correctly. We mea-
sure neural activations while answering Stability questions
I
0 ! S

0 ! O
0 and their subquestions I

0 ! S
0 and

S
0 ! O

0, and compare them to activations during the edited
query I ! S ! O and its subcomponents. We define M2
as:

M2 =
NI0O0 \NIO

NIO

. (4)

Results. As shown in Table 5, higher M2 correlates with
higher Reliability but lower Stability. When M2 is high,
neuron activation during Stability questions overlaps sig-
nificantly with edited question responses, indicating that the
model memorizes the edited answers, resulting in lower Sta-
bility. This suggests that Reliability alone is not a complete
measure of editing effectiveness, as Stability provides a bet-
ter gauge of the model’s ability to handle variations in sim-
ilar queries.

6.4. RQ3: In transitive knowledge editing, why does

FT exhibit higher Reliability but lower Stabil-

ity compared to ROME?

Experiment Setup. Table 2 shows that FT has higher Re-
liability but lower Stability than ROME in transitive knowl-
edge editing. To investigate, we apply FT editing to the D1

and D2 datasets from RQ1, measuring both Reliability and
Stability alongside M1 values for the edited model.

Results. Table 5 reveals that ROME exhibits high M1 in
one dataset, leading to high Reliability. FT shows high M1
across both datasets, indicating that in transitive knowledge
editing, S ! O accounts for a larger portion of I ! S !
O, thus increasing Reliability for FT. However, this strong
alignment also makes FT more likely to return the edited
answer in Stability tests, reducing Stability. This reinforces
the link between neuron activation and both Reliability and
Stability.

6.5. RQ4: Why is Stability higher in transitive

knowledge editing than in multimodal knowl-

edge editing?

Experiment Setup. Comparing Tables 2 and 3, we ob-
serve that Stability in multimodal knowledge editing is gen-
erally lower than in transitive editing, except for IKE. To
explore this, we use the FT method and the D3 dataset from
RQ2, where the model provided edited answers. We mea-
sure Reliability, Stability, and M2 after performing knowl-
edge editing in both transitive and multimodal scenarios.

Results. Table 6 shows that both transitive and multi-
modal knowledge editing achieve high Reliability with FT.
However, M2 is higher for multimodal editing, indicating
that it leads the model to memorize the edited question-
answer pairs, thus reducing Stability when similar ques-
tions are encountered. Multimodal editing increases Re-
liability but sacrifices the model’s flexibility in addressing
variations, while transitive editing achieves a more balanced
performance.

6.6. RQ5: Does knowledge editing create shortcuts

in VQA tasks?

Experiment Setup. In RQ1, we defined M1 as the pro-
portion of S ! O in the I ! S ! O reasoning pro-
cess. Here, we examine how much the image processing
step I ! S contributes to multimodal knowledge reason-
ing. We define M3 as:

M3 =
NIS \NIO

NIS

. (5)

We calculate M3 for models edited by FT and ROME on
D1 and D2 datasets from RQ1.

Results. As shown in Table 4, FT, which has higher Re-
liability, shows a lower M3 value than ROME, indicating
that FT relies less on image information during multimodal
reasoning. In transitive knowledge editing, the model edits
knowledge based on text but is tested using multimodal in-
puts. FT establishes a direct link between text input and the
answer, bypassing image information, which boosts Relia-
bility. However, this creates shortcuts, reducing Stability, as
FT relies more on text than on integrating multimodal data.

7. Conclusion

In the field of knowledge editing, we have introduced the
concept of Transitivity of Multimodal Knowledge Editing
(TMKE), positing that the modification of specific facts
implies further updates to related knowledge across other
modalities. We have established evaluation criteria for
TMKE and created the TMKE Benchmark, designed to
evaluate the capability of knowledge editing methods in
terms of transitivity. Our evaluation encompasses three
Multimodal Large Language Models (MLLMs) and five
knowledge editing (KE) methods, with results indicating
limitations in transitivity among these approaches. This
suggests that future developments in KE methodologies
should more carefully consider the principle of transitivity.
Finally, we provide a deeper insight into the experimental
phenomena through the lens of Knowledge Neurons, reveal-
ing the underlying reasons for the current poor performance
of KE methods with respect to transitivity.
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