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Conditional Image Generation

a) The Diversity and Controllability Requirements of Different Visual Generative Tasks

b) PUMA for Various Visual Generation and Understanding Tasks

Figure 1. a) Diversity and controllability trade-off in image generation tasks: diverse text-to-image generation requires high diversity and
fidelity, while tasks like conditional generation and manipulation require high controllability on the image. b) The introduced PUMA,
a unified multimodal large language model that processes and generates multi-granular visual representations, balancing diversity and
controllability across visual generation tasks. It excels in image understanding, diverse text-to-image generation, editing, inpainting,
colorization, and conditional image generation.

Abstract

Recent advancements in multimodal foundation models
have yielded significant progress in vision-language under-
standing. Initial attempts have also explored the potential of
multimodal large language models for visual content gener-
ation. However, existing approaches face a trade-off be-
tween generation diversity and controllability, struggling
to meet the varying granularity demands of different im-
age generation tasks within a unified MLLM framework. In
this work, we propose PUMA, emPowering Unified MLLM
with Multi-grAnular visual generation, a novel paradigm

that tackles the diversity-controllability trade-off. PUMA
achieves this by unifying multi-granular visual features as
both inputs and outputs of MLLMs, thus effectively meeting
the distinct granularity needs for diverse generation and
precise manipulation within a single framework. Follow-
ing multimodal pretraining and instruction tuning, PUMA
demonstrates remarkable capabilities in a wide range of
multimodal tasks, including image understanding, diverse
text-to-image generation, editing, inpainting, colorization,
and conditional generation. This work marks a significant
stride towards realizing truly unified MLLMs capable of
seamlessly adapting to the diverse granularity demands and
task requirements inherent in various visual tasks.
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1. Introduction
Unifying multimodal understanding and generation capa-
bilities is a critical milestone toward artificial general intel-
ligence (AGI), as it paves the way for more versatile and
human-like AI systems capable of rich interactions with the
world. Towards this goal, recent advancements [2, 31, 66]
in multimodal large language models (MLLMs) have made
significant progress in integrating visual understanding with
natural language interfaces. However, developing a unified
framework that excels at both comprehending and generat-
ing visual content remains a challenge.

To unify visual understanding and generation, a promis-
ing recent research direction leverages MLLMs to gener-
ate visual conditions to feed into diffusion-based image
decoders [11, 17, 47, 48, 67]. This architecture capital-
izes on MLLMs’ semantic understanding capabilities while
harnessing diffusion modules’ visual generation strengths.
Such methods successfully support different tasks within a
single framework, including image understanding, text-to-
image generation, and image editing.

However, these approaches consistently encounter a fun-
damental trade-off between diversity and controllability.
The challenge arises from a fundamental mismatch: achiev-
ing diversity benefits from coarse-grained conditioning that
focuses on semantic concepts, while controllability requires
fine-grained conditioning to capture detailed visual fea-
tures. This contrasts with the single-granularity condition-
ing typically passed from the MLLM to the diffusion de-
coder. As shown in Fig. 2, we conduct a pilot study that
clearly demonstrates this trade-off. In this study, we train
diffusion decoders using different numbers of CLIP vi-
sual tokens [40] as conditional inputs and observe a clear
trade-off relationship. Specifically, more visual tokens yield
stronger conditions of image details but reduce the diversity
of the decoded images. Conversely, using fewer visual to-
kens focused more on semantic concepts, leading to diverse
decoded images that are semantically aligned with the con-
ditions but lack fine-grained visual details. This trade-off
poses a significant problem because different visual genera-
tion tasks have inherently different requirements. For exam-
ple, text-to-image generation benefits from higher diversity
to create varied and creative outputs that faithfully match
text descriptions. In contrast, tasks like image editing and
inpainting require precise control through fine-grained vi-
sual features to ensure accurate reproduction of specific im-
age elements. A recent work [17] also identifies the trade-
off problem and tries to solve it by using condition images
directly as diffusion inputs for fine-grained control. How-
ever, even this approach still fails to provide a unified solu-
tion to the broader multi-granularity challenge.

Towards the multi-granular demands of various tasks,
we propose a novel paradigm emPowering Unified MLLM
with Multi-grAnular visual generation (PUMA). PUMA fa-
cilitates the seamless integration of image generation and
understanding within a unified framework by incorporating
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Figure 2. Pilot study on the controllability-diversity trade-off.
Results from diffusion decoders trained with different numbers of
CLIP visual tokens [40]. Moving from left (256 tokens) to right (1
token), we observe finer-grained conditioning produces high con-
trollability but limited diversity, while coarser-grained condition-
ing enables greater diversity but reduced control over details.

multi-granular features. By leveraging multi-scale features,
PUMA empowers MLLMs to excel in both diverse image
generation and precise control for various visual manipula-
tion tasks, all within a unified framework.

Our PUMA method comprises four key modules: 1)
An image encoder that extracts multi-granular representa-
tions, which serve as the foundation for visual generation
and understanding; 2) An autoregressive MLLM that pro-
cesses and progressively generates multi-scale image fea-
tures; 3) A lightweight granularity selection router that au-
tomatically determines optimal feature granularity based
on task requirements, enabling adaptive control over the
controllability-diversity trade-off; and 4) A set of dedicated
diffusion-based image decoders that transform MLLM-
generated features into images at multiple granularities. To
optimize this framework, we employ a staged training strat-
egy: first fine-tuning pre-trained diffusion models as our
image decoders, where each model decodes images condi-
tioned on the corresponding feature granularities from the
encoder; then training the autoregressive MLLM with re-
gression loss supervised by the multi-scale encoder fea-
tures. Finally, a lightweight router is trained on a small
set of data to learn which granularity level best suits dif-
ferent instructions and visual tasks. PUMA leverages large-
scale pre-training followed by instruction tuning, enabling
our model to handle diverse tasks including image under-
standing, text-to-image generation, editing, inpainting, col-
orization, and conditional generation.

In summary, we introduce a novel multi-granularity
paradigm for MLLMs that addresses the limitations of ex-
isting single-scale methods. By simultaneously process-
ing and generating features at multiple granularities, it han-
dles a wide range of tasks, from diverse image generation
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to precise editing and highly controllable generation. This
unified framework represents a significant advancement to-
wards more versatile and capable MLLMs, contributing to
the broader goal of achieving AGI in multimodal domains.

2. Related Work
2.1. Multimodal Understanding
The rapid advancement of large language models (LLMs)
has catalyzed significant progress in multimodal large lan-
guage models (MLLMs) for multimodal understanding
tasks [8, 9, 24, 27, 28, 61, 63]. Pioneering works such
as LLaVA [31] and MiniGPT-4 [66] have demonstrated re-
markable performance across diverse image understanding
tasks. These approaches typically employ visual encoders,
such as the CLIP encoder [40], to extract continuous im-
age features, which are then projected into the LLM’s em-
bedding space for subsequent tasks. While successfully
unifying various image understanding tasks within a single
model, these methods mostly adhere to a multimodal-input,
text-output paradigm. Matryoshka [6] has explored the use
of multi-granular visual features, but its focus is on enhanc-
ing image understanding capabilities rather than a unified
framework for both generation and understanding. These
methods excel at text-based responses to visual inputs but
cannot generate multimodal outputs beyond text, limiting
applicability in tasks requiring visual content generation.

2.2. Unified Understanding and Generation for
MLLMs

Recent research has focused on equipping MLLMs with
multimodal output capabilities [49, 55, 58, 67]. GILL [22]
pioneered the integration of image generation abilities into
MLLMs. Subsequently, SEED-LLaMA [15] and Emu [47]
further advanced image generation and understanding capa-
bilities within MLLMs, while DreamLLM [11] proposed an
end-to-end training approach for enhanced performance.

More recent works, such as SEED-X [17] and Emu2
[48], have scaled up MLLMs for unified generation, adopt-
ing continuous feature-based methods. These approaches
utilize pre-trained vision encoders to extract continuous
semantic features, which MLLMs then autoregressively
regress. However, these single-scale image feature gener-
ation pipelines struggle to address tasks with varying gran-
ularity demands. SEED-X attempts to address the multi-
granularity issue by introducing conditional image input to
the diffusion-based decoder for fine-grained control. How-
ever, it limits applicability to image editing tasks encoun-
tered during decoder training. In contrast, our work pro-
poses a novel multi-granularity paradigm that addresses
these limitations by simultaneously handling multiple levels
of feature granularity within a single, unified framework.

Alternative approaches have also been investigated.
Chameleon [50] explored using discrete image tokens to
bridge image understanding and generation, but the vec-
tor quantization process leads to information loss, hinder-

ing high-performance image understanding. TransFusion
[65] and show-o [57] proposed transforming the MLLM
backbone itself into a denoiser in a diffusion-based or
demasking-based approach. However, these methods re-
quire numerous denoising steps for each image generation,
resulting in substantial computational costs given the scale
of current MLLM backbones.

3. Method
Existing approaches that utilize MLLMs to generate visual
conditions to feed into diffusion-based image decoders typ-
ically optimize for either fine or coarse-grained features, re-
sulting in a trade-off between precise control and generation
diversity. To overcome this limitation, we propose PUMA,
a unified multi-granular MLLM. Our approach simultane-
ously processes multiple levels of feature granularity within
a unified MLLM framework, enabling seamless adaptation
across a wide spectrum of image generation tasks, accom-
modating both coarse and fine-grained requirements.

Our framework consists of four components: an image
encoder that extracts multi-granular visual representations
(Sec. 3.1), a set of diffusion-based image decoders each
specialized for different granularity levels (Sec. 3.2), an
autoregressive MLLM that processes and generates multi-
scale image features (Sec. 3.3), and a granularity selec-
tion router that dynamically determines the optimal feature
resolution based on task requirements (Sec. 3.4). These
components work synergistically to address the fundamen-
tal controllability-diversity trade-off by adaptively selecting
the appropriate granularity for different visual tasks. Our
approach employs a staged training strategy (Sec. 3.5): first
fine-tuning the diffusion decoders, then training the MLLM
with regression loss, and finally optimizing the router on
a small dataset to learn task-specific granularity selection.
This enables PUMA to excel at diverse tasks including im-
age understanding, generation, editing, and conditional im-
age generation.

3.1. Image Encoding and Multi-granular Feature
Extraction

Our unified multi-granularity paradigm leverages a seman-
tic image encoder to extract multi-scale features, forming
the foundation for diverse visual task processing. We em-
ploy a CLIP [40] semantic image encoder to process input
images x and generate the initial set of high-resolution fea-
tures f0 ∈ RH×W ×C , with H and W representing the spa-
tial dimensions of the highest resolution feature grid, and C
denoting the channel dimension. In our setting, the feature
size is H = W = 16, thus the highest resolution feature f0
has 256 visual tokens.

To obtain multi-granular representations, we derive
lower resolution features through successive applications of
2D average pooling with kernel size 2 and stride 2:

fi = AvgPool(fi−1), i = 1, 2, ..., N (1)
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Figure 3. PUMA architecture overview showing the unified multi-granular autoregressive model that processes text and images through
multiple feature scales (fN to f0).

where N is the number of additional granular levels. This
process generates feature grids at progressively coarser res-
olutions, from fine-grained features preserving spatial de-
tails and textures, through mid-level features capturing ob-
ject parts and regional structures, to coarse-grained seman-
tic concepts. The features are denoted as f0, f1, f2, f3, and
f4, with 256, 64, 16, 4, and 1 visual tokens, respectively.

3.2. Multi-Granular Visual Decoding
Image features at different granularities encode varying lev-
els of information. We employ diffusion-based models as
the image decoders. When processing coarse-grained fea-
tures, the decoders can effectively synthesize missing fine-
grained information with their learned image priors and
generate diverse, semantics-aligned images. On the other
hand, when handling fine-grained features, they accurately
decode precise image details. This versatility in decoding
images across different granularities makes diffusion-based
models suitable for our multi-granularity approach.

We develop a set of dedicate diffusion-based de-
coders D0, D1, ..., DN corresponding to the feature scales
f0, f1, ..., fN . These decoders enable the visual decoding
of images at various levels of granularity. We formulate
the image decoding process for each granularity level i as
x̂i = Di(fi, z), where x̂i is the decoded image, fi is the
feature map at granularity level i, and z is a random noise
vector for the diffusion process.

We leverage the pre-trained SDXL models [38] as our
decoding framework and fine-tune these pre-trained models
to decode images conditioned on different granular features.
By modifying the conditional input mechanism through
cross-attention in SDXL to accept our multi-granular fea-
tures fi, we harness the models’ inherent ability to decode
coherent images.

During the training process of different granular image
decoding, the image encoder is frozen to preserve semantic
property. Fig. 2 illustrates the visual decoding capabilities

of multi-granular decoders. The visualizations demonstrate
the fidelity of decoded images across different granularities,
with finer-grained features yielding decoded images closer
to the original input, and coarser-grained features leading to
guided by the semantics of the input image. This validates
the effectiveness of our approach in preserving and utilizing
multi-granular visual information.

This multi-granular decoding framework, combined with
hierarchical feature extraction, establishes a foundation for
subsequent stages of our MLLM architecture, enabling di-
verse visual tasks in later training phases.

3.3. Progressive Multi-Granular Image Modeling in
Autoregressive MLLM

Driven by the goal of utilizing a unified framework capa-
ble of adapting to a wide range of visual-linguistic tasks
with varying granularity requirements, we design a unified
autoregressive MLLM to process and generate both text to-
kens and multi-granular image features.

Our autoregressive MLLM, denoted as M , processes text
and multi-granular image features progressively, as illus-
trated in Fig. 3. The model generates visual features token
by token, predicting each token sequentially within each
granularity level and progressing from the coarsest level N
to the finest level 0.

We structure the input sequence as a concatenation of
text tokens and flattened image feature tokens across mul-
tiple granularity levels. This unified and progressive ap-
proach enables the model to capture dependencies from
coarse global structures to fine local details. The total to-
ken count for each input or output image is 1 + 4 + 16 +
64 + 256 = 341, representing only a 33% increase over
the 256 tokens typically used in popular image understand-
ing MLLMs. This design keeps the additional computation
manageable, allowing for enhanced granularity without sig-
nificantly impacting efficiency.
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The MLLM is trained using an autoregressive next token
prediction objective, combining both text and image losses:

L = −
∑

i

log P (ti|t<i, F<i) +
N∑

i=0

αi

ki∑

j=1

|fi,j − f̂i,j |2

(2)
The first term represents the cross-entropy loss for text to-
ken prediction, where ti are text tokens. The second term is
the regression loss for image feature prediction, where fi,j

and f̂i,j are the ground truth and predicted feature tokens,
respectively, at the i-th granularity level. ki is the number of
visual tokens at the i-th granularity level. The coefficient αi
allows for adjusting the importance of each granularity level
during training. For the setting of αi, refer to Appendix.
3.4. Automatic Granularity Selection Router
After training the MLLM, we introduce a lightweight gran-
ularity selection router that automatically determines the
appropriate visual feature granularity for different genera-
tion tasks. This router employs a two-layer Q-former [25]
architecture to classify which granularity level best suits
each input. To create the training dataset, we use our
trained MLLM and visual decoders to generate 10, 000 vi-
sual outputs across different tasks, preserving the instruc-
tion text embeddings, multi-granularity output features, and
the corresponding decoded images for all five granularity
levels. The router takes instruction embeddings and multi-
granularity features as input and produces granularity selec-
tion scores. We train this classifier using cross-entropy loss,
where the training labels are derived from perceptual loss
metrics computed on the decoded images. For diversity-
oriented tasks, we assign positive labels to granularity lev-
els that maximize perceptual differences between two de-
coded images with different random seeds. For precision-
oriented tasks, we assign positive labels to granularity levels
that minimize perceptual loss against ground truth images.
This label assignment process is formalized as follows:

For diversity-focused tasks:

g∗ = argmax g∈1,N Lp(Dg(fs1
g ), Dg(fs2

g )) (3)

For precision-focused tasks:

g∗ = argmin g∈1,N Lp(Dg(fg), Igt) (4)

where g∗ represents the optimal granularity level, Dg is
the decoder at granularity g, fs1

g and fs2
g are features from

different random seeds, Igt is the ground truth image, and
Lp denotes perceptual loss.
3.5. Multimodal Pretraining and Instruct Tuning
To demonstrate the effectiveness of our unified multi-
granularity paradigm, we implement a comprehensive two-
stage training pipeline for PUMA: multimodal pretraining
followed by task-specific instruct tuning. This approach al-
lows our model to first acquire broad multimodal capabil-
ities before specializing in targeted visual-linguistic tasks
during the subsequent instruct tuning stage.

Multimodal Pretraining: Our multimodal pretraining
leverages a diverse set of large-scale datasets: Laion-2B
[43], Laion-Aesthetics [5], GRIT [37], The Pile [14], OCR-
VQA-200K [36], and LLaVAR [64]. This combination of
datasets provides a rich mixture of image-text pairs, tex-
tual data, and specialized visual question-answering sam-
ples. To enhance the model’s bidirectional understanding
of image-text relationships, we employ a dynamic training
strategy that randomly alternates between text-to-image and
image-to-text tasks for each image-text pair.

Instruct Tuning: Following pretraining, we conduct in-
struct tuning to adapt our model to a wide range of visual-
linguistic tasks within a single unified model. This unified
approach enables our model to handle diverse visual gener-
ation and understanding tasks within a single framework.

For our unified PUMA, we combine multiple datasets
spanning various visual-linguistic capabilities. We include
Laion-Aesthetics [5], JourneyDB [45] and images gener-
ated by FLUX.1 [dev] [23] for high-quality text-to-image
generation; SEED-Edit [16] for precise image editing; and a
subset of MultiGen-20M [39] covering conditional genera-
tion tasks such as canny-to-image, inpainting, and coloriza-
tion. For visual understanding capabilities, we incorpo-
rate subsets of LLaVA-OneVision [24] and Cambrain [51]
datasets, excluding math/reasoning data and removing du-
plicates across datasets.

4. Experiments
We present our experimental results as follows: Sec. 4.1 de-
tails our experimental setup. In Sec. 4.2, we demonstrate
that our f0 scale feature achieves significantly better visual
decoding performance compared to previous works using
CLIP as the image encoder. Sec. 4.3 shows the evaluation of
our router’s adaptive granularity selection for balancing di-
versity and controllability. We then showcase PUMA’s ver-
satility across a range of tasks: diverse text-to-image gen-
eration (Sec. 4.4), image editing (Sec. 4.5), conditional im-
age generation (Sec. 4.6), and vision-language understand-
ing (Sec. 4.7).

4.1. Setup
Our unified multi-granular MLLM employs LLaMA-3 8B
[52] as the language model backbone and CLIP-Large
(224 × 224 input) [40] as the image encoder. The image
decoders are initialized from pretrained SDXL models [38].
For details on the experimental setup, refer to the Appendix.

4.2. Fine-grained Image Decoding
Fine-grained image decoding is crucial for preserving im-
age details, yet it has posed significant challenges for mod-
els like SEED-LLaMA [15], SEED-X [17], and Emu2 [48].
Fig. 4 visually illustrates our method’s superior decoding
quality. While SEED-LLaMA and SEED-X struggle with
detailed decoding, limiting their precise image manipula-
tion capabilities without additional techniques such as con-
ditional image input (as used in SEED-X), Emu2 attempts
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Original image SEED-LLaMA SEED-X Emu2 Ours (!! scale)

Rec. LPIPS: 0.675!
Rec. PSNR: 9.73"

Rec. LPIPS: 0.515!
Rec. PSNR: 10.86"

Rec. LPIPS: 0.253!
Rec. PSNR: 15.72"

Rec. LPIPS: 0.221!
Rec. PSNR: 18.16"

Figure 4. Fine-grained image reconstruction of SEED-LLaMA
[15], SEED-X [17], Emu2 [48] and PUMA (f0 scale). Rec.
LPIPS and PSNR denotes the reconstruction performance on Im-
ageNet [10] validation set, in which our f0 scale achieves the best
reconstruction performance.

Task Attribute f0 (256) f1 (64) f2 (16) f3 (4) f4 (1)

T2I Diversity 0.00 0.00 0.74 18.69 80.12
Editing Precision 98.97 1.03 0.00 0.00 0.00
Cond. Precision 43.97 54.10 1.93 0.00 0.00

Table 1. Task-specific granularity selection distribution with gran-
ularity selection router, showing the probability (%) of each gran-
ularity level selected by our router across different tasks. Text-to-
image generation (T2I) favors coarser granularity for higher diver-
sity, while editing and conditional generation (cond.) tasks prefer
finer granularity for greater precision.

to improve fine-grained decoding by scaling up its image
encoder to 4 billion parameters. Our approach achieves su-
perior decoding quality with a more efficient architecture.
We employ the CLIP-Large encoder (0.3 billion parame-
ters), which is over 10 times smaller than Emu2’s, and im-
plement fine-grained level image embedding with 256 to-
kens. Our method using f0 scale features achieves 18.16
PSNR and 0.221 LPIPS [62] on the ImageNet validation
set. These results outperform Emu2’s fine-grained decod-
ing performance and significantly surpass SEED-LLaMA
and SEED-X (without conditional input).

4.3. Automatic Granularity Selection

Tab. 1 presents the distribution of granularity levels selected
by our router across different tasks, evaluated on COCO
test set [29] (text-to-image), Emu-Edit test set [44] (edit-
ing), and MultiGen20M dev set [39] (conditional genera-
tion). The results reveal task-dependent selection patterns:
text-to-image generation strongly favors coarser granulari-
ties (f3 and f4), with 80.12% selection of the coarsest level,
enabling greater diversity in open-ended generation. Con-
versely, image editing tasks select the finest granularity (f0)
at 98.97%, maximizing precise control over visual details.
Conditional generation shows an intermediate pattern, pri-
marily leveraging fine-grained features (f0 and f1) with a
balanced distribution between these levels. These selection
patterns demonstrate our router’s effectiveness in automati-

PUMA-seed: 1 PUMA-seed: 2

Anthropomorphic rat, wearing harajuku street wear, decora kei, hyper 
realistic, clothing shops, shop signs.

Emu2-seed: 1 Emu2-seed: 2

Figure 5. Diversity visualization of text-to-image generation re-
sults from PUMA, and Emu2 [48]. The generated features are in-
put to corresponding diffusion-based decoders with different ran-
dom seeds.
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Prompt 1 Prompt 2 Prompt 3 Prompt 4
Prompt 1: Painting the entire universe in nutshell, line art drawing, magical scene, highly detailed, soft orange, mint 
green, soft blue, soft yellow, soft red, sharp outlines, sharp brush strokes, isolated.
Prompt 2: A beautiful blonde girl with futuristic wasp-inspired armour, compound eye, intricate design, unreal engine, 
cinematic lighting.
Prompt 3: A girl with white hair holding a harfang owl in her arms, artwork by james gilleard,vibrant colours.
Prompt 4: Cluster of magic mushrooms in a dark lush green forest during a storm.

Figure 6. Visualization of diverse text-to-image generation results
from PUMA.

cally adapting to different task requirements, balancing di-
versity and controllability without manual intervention.

4.4. Diverse Text-to-image Generation
Our method generates diverse outputs by primarily utiliz-
ing coarse-grained features (f4 and f3 scales), as indicated
by the router selection probabilities in Tab. 1. This capa-
bility enables our model to produce varied images that ac-
curately correspond to text conditions. Fig. 5 demonstrates
that PUMA’s outputs exhibit higher diversity while keeping
the consistency with the text prompt. In contrast, generation
results from Emu2 [48] show limited diversity.

For quantitative evaluation, we assess our model on two
benchmarks. First, on the MSCOCO 30K validation dataset
[29], we present CLIP-I, CLIP-T, FID, and LPIPSd in Tab.3,
where the first three metrics measure consistency while
LPIPSd measures generation diversity. LPIPSd measures
the average difference between two generated images with
different random seeds of the same prompt, reflecting gen-
eration diversity. Second, we evaluate on the GenEval
benchmark [18] in Tab. 2, which assesses compositional
generation capabilities across multiple categories. PUMA
achieves an overall score of 0.61, on par with the best uni-
fied model (Janus) and specialized model (SD3), while ex-
celling in single object generation (0.98), two object com-
position (0.73), and color attributes (0.85). Notably, PUMA
significantly outperforms other unified models in counting
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Method Architecture Overall Single Obj. Two Obj. Counting Colors Position Attr. Binding

Specialized Models

SDv1.5 [42] UNet+CLIP 0.43 0.97 0.38 0.35 0.76 0.04 0.06
SDv2.1 [42] UNet+CLIP 0.50 0.98 0.51 0.44 0.85 0.07 0.17
SD-XL [38] UNet+CLIP 0.55 0.98 0.74 0.39 0.85 0.15 0.23
DALLE-2 [41] UNet+CLIP 0.52 0.94 0.66 0.49 0.77 0.10 0.19
SD3 (d=24) [12] MMDIT+CLIP+T5 0.62 0.98 0.74 0.63 0.67 0.34 0.36
LlamaGen [46] Autoregressive 0.32 0.71 0.34 0.21 0.58 0.07 0.04

Unified Models

Chameleon [50] Autoregressive 0.39 - - - - - -
LWM [32] Autoregressive 0.47 0.93 0.41 0.46 0.79 0.09 0.15
SEED-X [17] UNet+LLaMA 0.49 0.97 0.58 0.26 0.80 0.19 0.14
Emu3-Gen [53] Autoregressive 0.54 0.98 0.71 0.34 0.81 0.17 0.21
Janus [54] Autoregressive 0.61 0.97 0.68 0.30 0.84 0.46 0.42

PUMA UNet+LLaMA 0.61 0.98 0.73 0.60 0.85 0.30 0.22

Table 2. Evaluation of text-to-image generation on GenEval benchmark [18]. Obj.: Object. Attr.: Attribution.

Add a statue of a ma n. Replace the 
woman with a child.

Turn to the van gogh  style.

Input image PUMA output PUMA outputInput image

!"#$%&'(

Figure 7. Left: Visualizations of PUMA’s editing result which utilizes f0 scale feature to preserve fine-grained detail of input image. Right:
Visualization of PUMA’s conditional generation results. ! : canny-to-image generation; " : image inpainting; # : image colorization.

Model CLIP-I! CLIP-T! FID" LPIPSd!
SD-v1.5 [42] 0.667 0.302 9.93 0.692

DALL-E 2 [41] - 0.314 10.93 -
SDXL [38] 0.674 0.310 13.76 0.600

DALL-E 3 [3] - 0.320 - -
GILL [22] - - 12.20 -

SEED-LLaMA [15] 0.682 - 16.04 0.652
Emu [47] 0.656 0.286 11.60 0.700

Emu2 [48] 0.686 0.297 24.75 0.329
SEED-X [17] 0.729 0.314 14.68 0.493

Unified-IO 2 [35] - - 13.39 -
Emu3-DPO [53] 0.680 0.312 19.30 -

PUMA 0.711 0.321 15.21 0.603

Table 3. Diverse text-to-image generation evaluation on
MSCOCO 30K validation set. CLIP-I, CLIP-T, and FID measure
the similarity between generated images and ground truth images
or prompts. LPIPSd quantifies the difference between two images
generated from the same prompt, reflecting generation diversity.

tasks (0.60), demonstrating our framework’s strong compo-
sitional abilities. Fig. 6 visually demonstrates our model’s
text-to-image generation capabilities with various prompts.

Model CLIP-I! CLIP-T! DINO!
InstructPix2Pix [4] 0.834 0.219 0.762

MagicBrush [60] 0.838 0.222 0.776
EMU-Edit [44] 0.859 0.231 0.819
OmniGen [56] 0.836 0.233 0.804

PUMA 0.839 0.262 0.780

Table 4. Image editing evaluation on Emu-edit testset [44].

4.5. Image Editing
To assess PUMA’s image editing capabilities, we evaluated
it on the Emu-Edit test benchmark [44]. Tab. 4 presents the
results using CLIP-I, CLIP-T, and DINO [7] scores. CLIP-I
and DINO scores measure the model’s ability to preserve
elements from the source image, while CLIP-T reflects the
consistency between the output image and the target cap-
tion. Our results demonstrate that PUMA exhibits strong
preservation ability, second only to the current state-of-the-
art model, EMU-Edit. Notably, PUMA achieves signifi-
cantly better CLIP-T scores, even surpassing the state-of-
the-art model. This indicates superior alignment between



PUMA ! ! scale PUMA !" scaleInput imageInput image PUMA ! ! scale PUMA !" scale

Replace the trees with palm trees . Turn the grayscale image into an image.
Figure 8. Comparison of f0 and f1 feature scales for tasks requiring precise controllability.

Type Model # Params MMB! MME! GQA! VQAv2(test)! POPE! Vizwiz!

Und. Only

LLaVA-v1.5 [30] 7B 64.3 1510.7 62.0 78.5 85.9 50.0
InstructBLIP [9] 13B - 1212.8 49.5 - 78.9 33.4
Qwen-VL-Chat [2] 7B - 1487.5 57.5 78.2 - 38.9
mPLUG-Owl2 [59] 7B 64.5 1450.2 56.1 79.4 85.8 54.5

Und. and Gen.

Emu [47] 13B - - - 57.2 - -
NExT-GPT [55] 7B 58.0 - - 66.7 - 48.4
SEED-X [17] 17B 75.4 1457.0 47.9 - 84.2 -
Chameleon [50] 34B - - - 66.0 - -
Emu2Chat [48] 40B - - 65.1 84.9 - 54.9
PUMA 8B 67.1 1472.7 60.1 75.6 84.2 46.5

Table 5. Evaluation on multimodal understanding benchmarks. PUMA utilizes CLIP-Large encoder with 224# 224 resolution input and
341-token multi-granular visual feature. Und. and Gen. denote “understanding” and “generation”, respectively.

Model T2I-Adapter ControlNet PUMA
SSIM 0.231 0.312 0.313

Table 6. Conditional generation evaluation on canny-to-image on
Multigen-20M.

edited images and target captions. For qualitative evalua-
tion, Fig. 7 provides visualizations of the editing results,
illustrating PUMA’s effectiveness in image manipulation.

4.6. Conditional Image Generation
PUMA demonstrates strong performance on conditional
image generation tasks including canny-to-image, inpaint-
ing, and colorization. As shown in Fig. 7, our approach pre-
serves image details effectively, particularly for inpainting
and colorization, while maintaining good overall visual fi-
delity with appropriate diversity. Quantitatively, our canny-
to-image generation achieves a SSIM score of 0.313 on the
multigen-20M test set (Tab. 6), outperforming T2I-Adapter
(0.231) and matching ControlNet (0.312).

4.7. Image Understanding
We evaluate PUMA’s image understanding performance on
several MLLM benchmarks, including MMB [33], MME
[13], GQA [20], VQAv2 [1], POPE [26], and Vizwiz [19].
Tab. 5 presents the results of this evaluation. Despite
PUMA’s relatively few 8B parameters and the use of an im-
age encoder with 224×224 resolution input, it demonstrates
competitive and often superior image understanding perfor-
mance compared to other unified understanding and gener-
ation models. Notably, PUMA’s performance on some met-
rics even surpasses that of understanding-only baselines.
This performance can be attributed to PUMA’s use of multi-

granular continuous visual tokens as input to the MLLM. A
detailed ablation study examining the impact of different
scale features as input on image understanding tasks is pro-
vided in the Appendix.

4.8. Ablation
We conduct an ablation study to examine the impact of fea-
ture scale selection on tasks requiring fine-grained control-
lability. Fig. 8 compares the outputs of f0 and f1 feature
scales for image editing and colorization tasks. The results
demonstrate that f1 scale features are insufficient for pre-
serving crucial image details, while f0 scale features main-
tain the necessary fine-grained information for precise ma-
nipulation tasks. More ablation studies are in the Appendix.

5. Conclusion
In this paper, we introduce PUMA, a novel unified multi-
granular MLLM that unifies various granular tasks in vi-
sual generation and understanding. By leveraging multi-
granular representations, PUMA effectively addresses the
challenge of balancing diversity and controllability in im-
age generation tasks. Our approach demonstrates superior
performance across a spectrum of visual tasks, including
diverse text-to-image generation, image editing, inpaint-
ing, colorization, conditional generation, and understand-
ing. PUMA’s ability to adapt to varying granularity require-
ments within a single framework represents a significant ad-
vancement in MLLM capabilities. This work opens up new
possibilities for more versatile and powerful multimodal AI
systems, contributing to the broader goal of achieving arti-
ficial general intelligence in multimodal domains.
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