


to establish universally geometric-invariant features. In ex-
treme cases, such a feature may not exist.

To address these limitations, we propose SynTag, a
synchronization tag injection-based method that funda-
mentally rethinks how to achieve geometric robustness
in inversion-based frameworks. Unlike conventional ap-
proaches that attempt to construct geometric-invariant
features, we adopt an alternative strategy by injecting
geometric-sensitive template-like features. Rather than re-
sisting geometric transformations, these features evolve dy-
namically in response to distortions. This shift in perspec-
tive allows us to leverage the transformation itself as a cue
for correction, rather than treating it as a disruption. By
analyzing the evolved template, we can accurately estimate
the geometric distortion trajectory and reverse the transfor-
mation prior to watermark extraction.

Specifically, to tightly couple feature injection with the
image generation process, we fine-tune the VAE decoder to
integrate SynTag seamlessly. In addition to standard latent
decoding, the VVAE decoder is trained to inject an imper-
ceptible feature that preserves visual consistency with and
without SynTag injection. Simultaneously, we introduce
a SynTag predictor that estimates the geometric distortion
trajectory. Since common geometric distortions can be de-
scribed by a homography transformation [21], the predictor
is trained to estimate the corresponding transformation pa-
rameters. This enables precise geometric correction prior to
watermark extraction.

Furthermore, to refine correction accuracy, we introduce
a fine-grained dither compensation mechanism that per-
forms a local exhaustive search over both pixel and latent
domains. This compensates for minor correction biases,
further improving watermark extraction fidelity.

In summary, we make the following contributions:

« We propose SynTag, a synchronization tag injection-
based solution to enhance the geometric distortion ro-
bustness of inversion-based framework. By fine-tuning
the VAE decoder with a prediction network, we embed
a template-like feature that effectively aids in geometric
distortion correction.

« We introduce dither compensation that complements the
SynTag injection-based approach, further minimizing
correcting errors and improving the accuracy of water-
mark extraction.

e Extensive experiments demonstrate that SynTag inte-
grates seamlessly with state-of-the-art inversion-based
frameworks, significantly improving true positive rates in
watermark detection and bit accuracy in watermark ex-
traction under geometric distortions.

2. Related Work

2.1. Traditional image watermarking

Image watermarking plays an important role in copyright
protection and leakage tracing. To ensure both fidelity
and robustness, traditional image watermarking schemes
often embed the watermark into the transform domain
[10, 18, 19]. Recently, DNN-based image watermarking has
been widely studied, where the commonly used framework
is an “encoder-noise layer-decoder” architecture. By train-
ing with different distortions in the noise layer, the whole
system can guarantee different robustness. Common noise
layers include JPEG compression simulation layer [16, 37],
print-camera layer [29], screen-camera layer [11, 32].

2.2. Latent diffusion models

Diffusion models have gained popularity across various
fields [5, 9, 27] for their strong generative capabilities. In
practice, latent diffusion models (LDMs), which perform
diffusion in the latent space of a pre-trained VAE, are es-
pecially prevalent. Large-scale LDMs like Stable Diffusion
have demonstrated impressive text-guided image generation
ability. The DDIM sampling algorithm [28] is commonly
used, as it requires significantly fewer steps than DDPM
[15]. The success of diffusion models has spurred interest
in watermarking techniques specifically tailored for gener-
ated images. While traditional watermarking schemes of-
fer straightforward solutions, recent research has increas-
ingly focused on embedding watermarks directly within the
model to eliminate the need for post-processing.

2.3. Generative image watermarking for LDMs

Current generative image watermarking schemes for LDMs
(particularly, the technique watermarking the output of
LDMs) can be divided into three main aspects: 1). Post-
hoc methods: Traditional image watermarking techniques
[8, 12, 16, 23] are straightforward post-hoc methods for
watermarking LDMs, which are done by concatenating a
watermarking procedure after image generation. However,
this solution requires additional processing and doesn’t in-
tegrate the watermarking process well into the image gener-
ation process. 2). Fine-tune-based methods: these meth-
ods primarily fine-tune the VAE decoder in LDMs with
noise layers and a pre-trained watermark extractor to en-
sure the VAE decoder can both produce high-quality im-
ages and embed watermarks. Typical works include Stable
Signature [13] and LaWa [25]. 3). Inversion-based meth-
ods: these approaches embed a watermark into the initial
latent of the diffusion process. Starting from a watermarked
latent, LDMSs can generate images with an implicit water-
mark. For extraction, an inversion process is applied to
invert the watermarked latent, enabling further extraction.
Wen et. al. [31] introduced a method injecting a tree-ring
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Figure 2. The overview of the proposed SynTag, which mainly contains three stages: SynTag initialization stage, which finetunes the VVAE decoder with
a prediction network; Injection stage, which generates the final watermarked image according to the given watermark message; Extraction stage, which

extracts the watermark message.

the embedded watermark. If any extracted message exhibits
a similarity greater than a predefined threshold 7 with s, the
tested image is identified as containing the watermark.

4.3. SynTag initialization stage

The initialization process is detailed in Fig. 2. Given an
input image 1o, it is first encoded by the pre-trained VAE
encoder Ex, as used in standard LDMs, to obtain the la-
tent representation zo, where zo = Ea(lp). This latent
is then passed through the pre-trained VAE decoder D to
reconstruct the image I. Simultaneously, zo is also pro-
cessed by the trainable SynTag decoder Dg,,,, generating
the injected image sy, = Dsyn(z0). The injected image
Isyn is then subjected to geometric distortions (e.g., rota-
tion, scaling, and translation) via a noise layer Ng, produc-
ing the distorted image . Given the applied distortion, the
corresponding ground truth points P, are computed, which
define the homography transformation parameters for cor-
rection via Eq. 2. To estimate the correction parameters,
Ip is processed through the SynTag predictor Pg,y,, yield-
ing the predicted correction points: P, = Pgyn(Ip). TO
maintain visual consistency between Ig,,, and I, we in-
troduce a reconstruction loss L g, adapted from Stable Sig-
nature [13]:

Lr(Isyn,Ir) = MLrvseIsyn, Ir) + AoLvacsyn, Ir)
+ X3Lssrv(Isyn, IR)

@)
where Lys5, Lvaa, and Lssra denote the mean squared
error (MSE) loss, perceptual VGG loss [17], and structural
similarity (SSIM) loss, respectively, with A1, Ao, and Ag
being weighting coefficients. For training the SynTag pre-
dictor Pg,», we employ an MSE loss function:

Lp=LrysePp,Pg) = Lrrse(Psyn(Ip), Pyt)

The decoder Dg,,,, and predictor Pg,,, are jointly optimized
in an end-to-end manner. After training, the well-fine-tuned
SynTag decoder Dg,, replaces the original VAE decoder
during the injection stage.

4.4. Injection stage

During the injection stage, for a given [-bit watermark se-
quence s € {0,1}, a watermark injection mechanism F
is first applied to generate the watermarked starting latent:
z5 = F(s), where F represents the embedding mecha-
nism of any inversion-based scheme (e.g., the distribution-
preserving sampling method proposed by [34]). The stan-
dard diffusion process in LDM is then performed for T
steps, yielding the diffused latent z5. Finally, z§ is pro-
cessed through the fine-tuned SynTag decoder Dg,,,, which
injects SynTag features to produce the watermarked image
I,. Notably, in this stage, Dg,, remains fixed, and its pa-
rameters are not updated.

4.5. Extraction stage

To recover the watermark from a distorted image Ip, the
trained SynTag predictor Pg,,, first estimates the correction
parameters: P, = Pg,,(Ip). Based on P,, the homogra-
phy transformation 7p, is applied to correct the distortion:
Ic = Tp,(Ip). To further refine correction accuracy, we in-
troduce a dither compensation mechanism, which operates
at two levels:

Pixel-level compensation C,. This involves applying
small-scale homography transformations to I, such as
scaling (0.9-1.1x) and rotation (£3°). If n transformations
are applied, a set of n corrected images I, = I}, 17, ..., I}
is obtained: I/ = T"(I¢). For each I/, the pre-trained VAE
encoder A computes the latent representation, followed by
DDIM inversion to produce the inverted latent z;,
Latent-level compensation C,. Latent-level compensation
includes outer padding and re-sampling operations. Given
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Table 1. The overall robustness and visual quality performance evaluation with different methods. Results show in the form of SD-v1.4/v2.1.

Geometric

Non-geometric

Msthods TPR Bit Acc. TPR Bit Acc. FID CLIP-Score
Stable Diffusion | - - ; - | 25.28+.17 0.3628+.0006
DwiDctSvd[8] | 0.004/0.008 0.539/0.533 | 0.000/0.000 0.524/0.522 | 24.75+.21 0.3610-+.0008
RivaGAN[35] 0.788/0.792 0.863/0.866 | 0.483/0.487 0.779/0.781 | 24.84+.36 0.3611+.0009
MBRS[16] 0.744/0.744 0.850/0.850 | 0.346/0.353 0.707/0.719 | 24.98+.26 0.3601+.0011
StegaStamp[29] | 0.240/0.236  0.645/0.648 | 0.897/0.900 0.899/0.899 | 25.17+.16 0.3612--.0010
ROSteALS[6] 0.240/0.236 0.563/0.564 | 0.917/0.920 0.870/0.869 | 24.37+.18 0.3534-+.0004
Stable Signature[13] | 0.760/0.756 0.857/0.859 | 0.467/0.470 0.777/0.779 | 25.25+.35 0.3627+.0009
LaWa[25] 0.764/0.760 0.845/0.852 | 0.926/0.930 0.914/0.916 | 25.21+.12  0.3609-+.0008
TreeRings[31] | 0.548/0.552 - 0.947/0.943 - 25.13+.32 0.3628+.0007
GauShad[34] 0.016/0.020 0.633/0.635 | 0.963/0.963 0.936/0.937 | 25.23+.24 0.3629-+.0006
TreeRings-SynTag | 0.928/0.932 ] 0.950/0.949 ] 2522421 0.3613+.0004
GauShad-SynTag | 0.980/0.988 0.938/0.940 | 0.967/0.970 0.938/0.939 | 25.21+.17 0.3615+.0006

5.2. Comparison to baselines

In this section, we measure the robustness and visual quality
performance of GauShad-SynTag and TreeRings-SynTag
with baseline methods. For visual quality evaluation, in ad-
dition to calculating the FID and CLIP-score, we also pro-
vide one example for subjective evaluation, as shown in Fig.
3. For robustness evaluation, we mainly test two kinds of
distortions including 5 geometric distortions (Rotation 30°,
Translation 50 pixels, Scale 0.75x&pad, Scale 1.25x&crop,
shear mapping 5 pixels) and 6 non-geometric-distortions
(JPEG compression, QF=15, Gaussian noise, ¢ = 0.05,
Median filtering, ¥ = 11, Dropout, » = 30%, Cropout,
r = 70%, Brightness, factor = 6). The appearance of the
distortion can be found in supplementary materials.

As we can see in Table 1, the FID and CLIP-score val-
ues of GauShad-Syn and TreeRings-SynTag are at the same
level as that calculated with the raw images generated with
Stable Diffusion, indicating that the embedding of the wa-
termark will substantially affect the distribution and seman-
tic information of the image. From Fig. 3 we can see that
images generated with SynTag look natural since the water-
mark is located where the eye is not sensitive.

Regarding the robustness evaluation, SynTag signifi-
cantly improves the geometric robustness of inversion-
based framework, and GauShad-SynTag maintains the
highest TPR and bit accuracy across both geometric and
non-geometric distortions. For geometric distortions, com-
pared to the most competitive state-of-the-art method,
GauShad-SynTag achieves 19% higher overall true positive
rate and 8% higher bit accuracy. Besides, for non-geometric
distortions, SynTag maintains the robustness of the original
methods. Detailed results can be found in the supplemen-
tary materials.

To further highlight the advantages of SynTag over the
inversion-based schemes in geometric distortions, addi-
tional experiments were conducted, including rotation from

—30° to 30°, scale factors from 0.7 to 1.75, translations
with 20 to 75 pixels, and shear mapping from 5 to 10 pixels.
The results are shown in Fig. 4(a) to Fig. 4(h).

It can be observed that SynTag greatly improves the geo-
metric robustness for all settings, the frameworks with Syn-
Tag achieve higher TPR and bit accuracy. Furthermore,
the advantages of SynTag are particularly evident under
stronger distortions.

5.3. Adaptive attacks

In this paper, we follow the settings of GauShad [34], which
mainly investigate two adaptive attacks: 1). Reconstruc-
tion attack, as proposed by [36], refers to the operation that
utilizes an auto-encoder to compress and subsequently de-
compress the watermarked images. 2) Purification attack,
as proposed by [22], refers to a procedure that adds noise
on the image/latent and then denoises with diffusion mod-
els. For reconstruction attacks, we employ four widely used
auto-encoders “Cheng” [7], “Bmshj” [4], VQ-VAE and KL-
VAE [26]. For purification attacks, we add noise with
strengths 0.1 to 0.7 and then perform a diffusion denoising
process with 100 steps to generate the purified images. We
tested the performance with GauShad-SynTag. The PSNR
of the attacked images and the extracted results are shown
in Table 2.

Table 2. Adaptive attacks on GauShad-SynTag.

Attacks Reconstruction Attack
Cheng Bmshj VQ-VAE KL-VAE
PSNR(dB) | 35.13 37.92 30.16 30.21
TPR 0.980 0.920 0.980 0.980
Bit Acc. 0.992 0.989 0.966 0.973
Purification Attack
Attacks | 51 03 0.5 0.7
PSNR(dB) | 24.12 20.59 19.17 15.44
TPR 0.980 0.980 0.580 0.000
Bit Acc. 0.974 0.903 0.808 0.726
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(b) Scale 0.7x~ 1.75x.

(e) Rotation with —30° ~ 30°. (f) Scale 0.7x~ 1.75x.

(g) Translation 20 ~ 75 pixels. (h) Shear mapping 5 ~ 10 pixels.

Figure 4. The TPR and bit acc. comparison with/without SynTag, (a)~(d) indicates the results with GauShad, (e)~(h) indicates the results with TreeRings.

The results in Table 2 highlight the robustness of the wa-
termark extraction process against reconstruction attacks,
with TPR above 0.92 and bit accuracy exceeding 0.96
across all auto-encoders. For purification attacks, GauShad-
SynTag also demonstrates considerable robustness. When
the attack strength is below 0.3, both bit accuracy and TPR
remain high. However, as the attack strength increases, per-
formance gradually declines. But we should highlight that
at s = 0.5, while robustness decreases, the PSNR of the
attacked images drops sharply to 19dB, indicating that the
purified images differ significantly from the original water-
marked images. Additional visual results of purification-
attack are included in the supplementary materials.

5.4. False positive detection of dither compensation

Since the dither compensation involves a small range of
exhaustive searching, which may potentially enhance the
false positive detection—identifying non-watermarked im-
ages as having a watermark. Therefore, in this section, we
explore the effect of this operation on false positive detec-
tion. We use GauShad-SynTag as the backbone, fix one wa-
termark message s and generate 1000 watermarked images,
then we distort them with rotation —30° ~ 30°, scaling
0.75x~ 1.25%, JPEG compression (QF=15) and Gaussian
noise (¢ = 0.05). The highest bit accuracy of the water-
mark extraction for each image was recorded. A similar op-
eration was performed on 1000 non-watermarked images.
The distribution of bit accuracy for both the watermarked
and non-watermarked images is shown in Fig. 5(a) and Fig.
5(b), respectively.

It can be seen that the distribution of the highest bit ac-
curacy with non-watermarked images has distinct differ-
ences with watermarked images. For non-watermarked im-
ages, even with dither compensation, the highest bit accu-
racy is less than 0.8, but for watermarked images, almost
all of them maintain over 0.8 bit accuracy. Such differ-
ences indicate that by selecting an appropriate threshold

(c) JPEG with QF = 15.

(d) Gaussian noise with o = 0.05.

Figure 5. The distribution of highest bit accuracy under different distor-
tions extracted from images with and without watermark.

(e.g. 7 = 0.8), we can control the false positive detection
rate of non-watermarked images at a very low level. As a
result, the dither compensation operation does not lead to
significant false positive detections.

5.5. Generalizable experiments

5.5.1. Adaptability on different generation settings

To validate the adaptability of SynTag, we vary the sam-
pling methods, sampling steps, guidance scale, and differ-
ent prompt sets in the generation process, then we conduct
the extraction experiments. For sampling methods, we uti-
lize three commonly used samplers based on ODE solvers
(DDIM, UniPC, PNDM). Sampling steps are varied from 20
to 100, and guidance scale values tested are 3, 7.5 and 11.
The prompt sets we utilized are open-sourced in Hugging
Face, denoted as P! to P3 [1-3]. The default settings for
the guidance scale, sampling steps, and sampling methods
are 7.5, 50, DDIM with prompt sets [2] respectively. For
each experiment, only the tested settings are varied. After
generation, we test the detection TPR and bit accuracy re-
sults with 4 geometric distortions (rotation 30°, scale 1.25X,
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Table 3. Adaptability of SynTag with different generation settings.

Settings Sampling Methods Sampling Steps
Parameters | DDIM  UniPC  PNDM 20 50 100

TPR 0990 0960 0.970 | 0.980 0.990 0.980
Bit Acc. 0935 0927 0928 | 0934 0935 0.934

Settings Guidance Scale Prompt Sets
Parameters 3 7.5 11 P21 P2[3] P3[1]

TPR 1.000 0.990 0.980 | 0.990 0.965 0.980
Bit Acc. 095 0935 0928 | 0935 0924 0.927

translation-50 and shear-5), results are shown in Table 3.

It can be seen that in all cases, the detection TPR and
bit accuracy are stayed at a high level, which is over
0.96 for TPR and 0.92 for bit accuracy. This superior
performance underscores the remarkable adaptability of
GauShad-SynTag in different generation conditions.

5.5.2. Robustness of combined distortions

We use the combined distortion of both geometric distor-
tions and geometric distortion plus non-geometric distor-
tions for illustration. In detail, we select 10 distortions,
as shown in Table 4, where “R,S,T” indicate the rota-
tion, scaling and translation respectively. “JPEG, GauN and
MedF” indicates the JPEG compression with QF=75, Gaus-
sian noise with & = 0.01 and Medain filter with w = 5 x 5.

Table 4. Robustness of GauShad-SynTag against combined distortions.

R-15°  R-15° R-15° S-1.25x  S-0.9x
S§-1.25x  S-09x  T-25 T-25 T-25

TPR 0.96 1.00 0.98 0.94 1.00
Bit Acc. 0.941 0.937  0.922 0.928 0.960

Distortions

R-15°  R-15° R-15° T-25 S5-1.25x
JPEG GauN MedF  JPEG JPEG

TPR 0.94 0.94 0.92 0.94 0.92
Bit Acc. 0.919 0.904  0.902 0.918 0.901

Distortions

For all the combined noise, GauShad-SynTag achieves
high TPR (> 0.92) and high extraction accuracy (> 0.90),
indicating strong robustness against combined noise.

5.6. Ablation Study

5.6.1. Necessity of SynTag feature injection

To validate the necessity of the SynTag feature, we also train
a passive restoration network: instead of actively embed-
ding the feature, we only train the prediction network itself,
namely P_, to perform the geometric distortion trajectory
prediction and thus correct the distortion. The experimental
results with (rotation R — 30°, scaling S — 0.75x/1.25x,
translation 7' — 50, and shear Sh — 5) are shown in Table 5
and Fig. 6.

It can be seen that only training P_ is not effective for
distortion correction, and the restoration results are far from
the SynTag. We summarize the reason as that the geomet-
ric distortion are quite complex, making it challenging to

Figure 6. The correction performance of SynTag (Dsyn+Psyn) and only
with passive restoration network P_.

Table 5. Robustness comparison of correction with only SynTag and P_.

Distortion \R-30° S5-0.75x  S-1.25x  T-50 Sh-5  Ave

P- 0.711 0.737 0.720  0.761 0.778 0.730
DsyntPsyn | 0.941 0.949 0934 0963 0.902 0.938

perform distortion correction without any assistant features.
The extraction result also indicates the necessity of SynTag
as the extraction accuracy of SynTag is significantly higher.

5.6.2. Improvements of correction modules

To investigate the improvements for each correction mod-
ule (Psyn, C, and C;), we conduct the ablation study on 4
geometric distortions (rotation 30°, scale 1.25x, translation-
50 and shear-5). In the extraction stage, we test the results
without “Pg,,,” (denote as “w/o Pgyn”), With “Pg,,,”,
“PsyntCp”, “Pgyn+C;” and “Pg,,, +C,+C;”, respectively.
The average TPRs and bit accuracy are shown in Table 6.

Table 6. Ablation study on extraction modules.

Modules ‘ w/n PSyn PSyn Psyn"'(cp PSWHCI Psy,,+(C1,+(Cl

TPR 0.016 0.763 0.795 0.930 0.990
Bit Acc. 0.633 0.819 0.865 0.915 0.935

It can be seen that the existence of Pg,,, significantly
improves the geometric distortion robustness, where the de-
tection TPR increases from 0.016 to 0.763, and bit accuracy
increases from 0.633 to 0.819. Besides, with the help of C,
and C;, the performance is further improved, and compared
with C,, C; contributes more in improvements.

6. Conclusion

In this paper, we introduce SynTag, a synchronization tag
injection-based method to enhance the geometric robust-
ness of inversion-based generative image watermarking.
Unlike previous approaches that focus on directly construct-
ing distortion-invariant watermarking features, SynTag em-
beds a template-like feature that evolved with geometric
distortion, allowing further distortion correction. Addition-
ally, we propose a dither compensation mechanism to fur-
ther enhance the accuracy of the correction process. Exper-
imental results demonstrate that SynTag can successfully
compete with inversion-based frameworks and offers strong
robustness against both geometric and non-geometric dis-
tortions.
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