FontAnimate: High Quality Few-shot Font Generation via
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Figure 1. Generated font videos from our FontAnimate in the Unseen Fonts and Unseen Contents (UFUC) setting. We model the font
generation task as a video generation task by representing the font transfer process as a sequence of frames transitioning from the source
font image (the first frame) to the target font image (the last frame). More font videos are provided in Supplementary Materials.

Abstract

Few-shot font generation (FFG) aims to create new font im-
ages by imitating the style from a limited set of reference
images, while maintaining the content from the source im-
ages. Although this task has achieved significant progress,
most existing methods still suffer from incorrect generation
of complicated character structure and detailed font style.
To address the above issues, in this paper, we regard font
generation as a font transfer process from the source font
to the target font, and construct a video generation frame-
work to model this process. Moreover, a test-time condi-
tion alignment mechanism is further developed to enhance
the consistency between the generated samples and the pro-
vided condition samples. Specifically, we first construct a
diffusion-based image-to-image font generation framework
for the few-shot font generation task. This framework is ex-
panded into an image-to-video font generation framework
by integrating temporal components and frame-index infor-
mation, enabling the production of high-quality font videos
that transition from the source font to the target font. Based

on this framework, we develop a noise inversion mechanism
in the generative process to perform content and style align-
ment between the generated samples and the provided con-
dition samples, enhancing style consistency and structural
accuracy. The experimental results show that our model
achieves superior performance on FFG tasks, demonstrat-
ing the effectiveness of our method. The code is available
at: https://github.com/fubinfb/FontAnimate.

1. Introduction

Automatic few-shot font generation (FFG) is a challeng-
ing task that requires creating new font images by render-
ing the source character in the target style based on a lim-
ited number of reference samples, which is an emerging re-
search topic due to its commercial values and application
prospects, especially for glyph-rich scripts. In this task,
the generated font images should maintain the global struc-
tures of the source characters and exhibit the specific font
styles of the reference images. To achieve these objectives,
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the content-style disentanglement paradigm provides an ef-
fective solution for this task, where two well-designed en-
coders are usually employed to decouple the content infor-
mation and the style characteristic of the samples. The tar-
get font image is then generated by combining the content
features of the source character and the style representations
of the reference samples.

Despite significant progress in few-shot font generation
tasks, the generated font images still suffer from broken
structures and inconsistent styles. Many works have been
proposed to address these issues, and most of them fol-
low two directions: The first solution constructs better con-
tent or style representation for font generation. For exam-
ple, DM-Font [4], LF-Font [40], and MX-Font [41] extract
component-based local representations for different fonts.
CF-Font [56] constructs a stable content representation by
mapping the content feature into a linear space defined by
several basis fonts. Another solution models font genera-
tion as a deformation process from one font to another font,
thus better maintaining the overall structure of the charac-
ter. However, existing deformation-based methods suffer
from their inherent limitations: DG-Font [60] and NTF [15]
implicitly model shape deformation, lacking explicit super-
vision signals of the deformation process. MSD-Font [16]
constructs the font transfer process through a predefined in-
terpolation approach in the VAE latent space [45], but font
deformations are not well-defined in this space, making it
unable to capture the accurate transformation process.

Modeling the font generation task as a video generation
task by representing the font transfer process as a sequence
of frames transitioning from the source font to the target
font, is a promising approach for the FFG task due to the
following reasons: (1). We utilize the frame interpolation
technique [44] to construct the font transfer process, where
the first frame is the source font image and the last frame
is the target font image. The frame interpolation can obtain
high-quality font videos (training samples), which is signif-
icantly better than latent space interpolation. (2). Under
the video generation platform, not only all frames of font
transfer process have explicit supervision signals, but also
the global structure of character can be well preserved via
inter-frame continuity. (3). For diffusion-based models, the
recently developed condition alignment technique can fur-
ther ensure consistency between the generated results and
the provided reference samples.

Motivated by the above discussion, this paper proposes
a diffusion-based image-to-video (I2V) generation frame-
work (named FontAnimate) for the font generation task.
This framework ensures structural accuracy and style con-
sistency of the generated fonts through inter-frame conti-
nuity and the conditional alignment mechanism. Specifi-
cally, following existing FFG methods, we first construct a
diffusion-based image-to-image (I2I) framework to gener-

ate new font images under the provided source image and
reference images. To model font generation as a video
showcasing the transition from the source font (the first
frame) to the target font (the last frame), we further ex-
tend this 121 font generation framework into the image-to-
video (I2V) framework by incorporating temporal compo-
nents and frame-index information. Within this framework,
the global structure of character can be preserved by the
inter-frame continuity. Finally, to further enhance style con-
sistency and structural accuracy, we introduce a test-time
conditional alignment mechanism. By applying a noise in-
version process to the last frame of the font video, the gen-
erated font image are gradually aligned with the provided
style and content conditions. Experiments demonstrate that
our model achieves superior performance on FFG tasks,
verifying the effectiveness of our proposed approach.

Our contributions can be summarized as follows:

(1). We propose an image-to-video (I2V) font generation
framework, which models the font generation as a video
showcasing the transition from the source font to the tar-
get font, improving the structural accuracy of characters via
inter-frame continuity.

(2). A noise inversion mechanism is proposed to align
the generated font image to the provided content and style
conditions, enhancing the consistency between the gener-
ated image and the reference samples.

(3). Experimental results show that our FontAnimate
achieves superior performance on the FFG task, demon-
strating the effectiveness of our proposed method.

2. Related Works

In this section, we briefly review the recent progress in font
generation methods and diffusion models.

2.1. Few-shot Font Generation

In recent years, there has been a growing interest in gener-
ating new fonts with a limited number of reference images,
known as few-shot font generation (FFG). Following the
style-content disentanglement paradigm, most FFG meth-
ods create target font styles by combining the content fea-
tures of source characters and the style features of refer-
ence images. Early methods in FFG, such as EMD [65] and
AGISNet [18], represent style codes and content informa-
tion as global vectors to generate target font images. Since
font styles contain rich fine-grained deformable and local
correlations, recent approaches have developed localized
style representations to boost FFG performance. As char-
acters can be further separated into different basic compo-
nents, some methods learn component-wise localized repre-
sentations. DM-Font [4], LF-Font [40], and MX-Font [41]
separate characters into several predefined components and
extract component-based local representations for different
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fonts. CG-GAN [29] employs the component-wise discrim-
inator for the font generator to better decouple component-
level content and style information. Diff-Font [23] develops
a stroke-wise diffusion model with the guidance of char-
acter attributes for one-shot font generation. Moreover,
FsFont [54] aggregates style features into the fine-grained
style representation via a cross-attention mechanism, while
XMP-Font [32] constructs multi-level style representations
by a cross-modality transformer-based encoder. [38] and
[63] construct fine-grained style representations via vector-
quantized codebook. Due to the similarities among vari-
ous fonts, DS-Font [24] develops a cluster-level contrastive
style loss to learn better style representations, while CF-
Font [56] constructs a stable content feature by mapping
the content feature into a linear space defined by the con-
tent features of the basis fonts. FontDiffuser [61] develop a
diffusion-based font generation model by using style con-
trastive loss to learn better style representations and ag-
gregating multi-scale content features. Besides, modeling
font generation as a shape deformation process is another
promising direction for FFG tasks. With a feature defor-
mation skip connection, DG-Font [60] and DG-Font++ [9]
learn geometric displacement maps between different fonts.
NTF [15] regards font generation as a continuous transfor-
mation process, and constructs a neural transformation field
to predict transformation parameters. MSD-Font [16] re-
gard font generation as a multi-stage generative process and
construct this process by incorporating font transfer into the
diffusion models.

2.2. Diffusion Models for Image/Video Generation

Diffusion models [14, 25, 36, 49-53] have achieved great
success in image generation, outperforming GANSs [20), 26,
27, 34] and VAEs [28] in fidelity and diversity, without
training instability and mode collapse issues [11]. It has
become the predominate solution for various computer vi-
sion tasks, such as image synthesis [31, 43, 47, 66], im-
age editing [2, 10, 33], and image-to-image translation
[46, 57]. Recently, large-scale text-to-image (T2I) diffusion
models (e.g. GLIDE [37], Imagen [47], Stable Diffusion
[14, 45]) have shown superior performance on high-quality
image synthesis, which employ text embeddings generated
by large language models (LLM) as the condition to guid-
ance image generation in diffusion models.

Although diffusion models can synthesize high-quality
images, generating unseen concepts is still a significant
challenge. To remedy this issue, some works develop vari-
ous models to synthesize specific unseen concepts by align-
ing generated samples with the reference images. Textual
inversion (TI) [17] first proposes to model the unseen con-
cept as a pseudo word within the textual embedding space.
DreamArtist [12] directly optimizes the pseudo word to es-
tablish a mapping between user-provided images and tex-

tual inversion. Null-text Inversion [35] learns a single piv-
otal noise vector for each timestamp and only adjusts the
unconditional textual embedding in classifier-free guidance.
Different from the above methods, some works attempt to
generate high-quality concepts in a training-free manner.
GSN [5] shifts the noisy image at each timestep, encourag-
ing the model to generate all subjects described in the text
prompt. A-star [1] further extends this paradigm by exploit-
ing better directions via optimization objectives. INITNO
[21] adjust the sampled noise only in the initial latent
space, avoiding the trade-off between under-optimization
and over-optimization.

The surging development of diffusion models has paved
the way for video generation. Incorporated temporal con-
volutional and attention layers into the pre-trained image
diffusion models is a promising solution [3, 48, 59] for
generation high-quaility videos. For example, Animate-
Diff [22] extends text-to-image diffusion models to video
synthesis tasks by integrating motion modules to learn dy-
namic priors. VideoCrafter [6, 7] generating higher-quality
and higher-resolution videos with more delicate designs in
model structures and training strategies. Another line of
work adopts 3D convolutions to jointly encode spatial and
temporal information for better performance when gener-
ating long videos [62]. In addition, special efforts have
been taken to improve the temporal consistency of gener-
ated videos with large motions [19], as well as controllable
video generation with user preference on specific motion
trajectories [30, 58].

3. Methodology

In this section, we present our method in detail, including
a short introduction of latent diffusion models, the DDIM
sampling strategy, and the Diffusion Transformer (DiT) ar-
chitecture (in Sec. 3.1), the proposed 12I-based font gener-
ation model (in Sec. 3.2) with its extension, the I12V-based
font generation framework (in Sec. 3.3), and the condition
alignment mechanism (in Sec. 3.4).

3.1. Preliminaries

Diffusion model is a probabilistic generative model that
typically involves two processes: a forward diffusion pro-
cess to gradually add Gaussian noise to the data in T
steps; and a corresponding reverse process generates im-
ages/videos z}, (i € {img,vid}) via iteratively eliminating
the noise sampled from Gaussian noise z%. ~ N(0, I).

As the high computation cost in image/video space, the
Latent Diffusion Model (LDM) [45] constructs a diffusion
process (DDPM [25]) in the latent space, which signifi-
cantly reduces the computational cost and remains the high-
quality synthesis. Specifically, the input images/videos x})
are encoded in low-dimensional latent features by the VAE
[55] encoder 2} = £(xf) in a frame-by-frame manner. The
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Figure 2. The overall framework of our proposed model, which consists of the VAE [55] encoder £ and decoder D, a style encoder F, a
content encoder E., the Transformer-based denoising neural network, respectively. (a). The image-to-image font generation framework.
(b). The image-to-video font generation framework. To better display our model, the VAE decoder D is ignored in this figure. In this
figure, g is a summation function, EJZ is a layer-specific trainable embedding and i € {img, vid}, {5, 8%, 7%, 74, &%, @b} are shared scales

and shift parameters in adaLLN [8].

diffusion process is performed in this latent space, and the
generative process is achieved by optimizing a denoising
neural network 2y, (2{,1, ¢') with the objective function:

. A1 ) 3 112
L= H;&HES(mf)),ei,t [”Zéi(:’:z’t?cz) - Z(Z)HQJ ’ 6]
where 2! and ¢’ denote the latent feature at timestep ¢ and
the condition ¢, respectively. In the optimization stage, the
noisy latent feature z; is generated via the forward diffusion
process with the equation
zi = x/atzé +1 = azeét, 2)
where €’ ~ N(0,I). The c is the hyper-parameter to con-
trol the noise schedule.
DDIM sampling strategy [50] redefines the diffusion
process as a non-Markovian process. To generate high-
quality images or videos, the denoised latent feature z{, can

be iteratively generated via the DDIM sampling process
from 27 to 2,

Z;_l = Oét_l?:’zﬁi + A/ 1-— Q1 — Jtht + O'téz, (3)

where 73§ gi = 2bi(2i,t,¢"), oy and f, are defined as

1—oay_
gt:m/% 1_ a ’ 4)
— Qg Q1
‘ _ 2 Jagsh (2t
ft:ft(zz,t7cl): t Vv Gt ( t )’ (5)

\/I*Oét

where it will reduce to the DDPM when 7 1.0. To
speed up the image synthesis process, the accelerated
sampling scheme of DDIM is defined on a subsequence
{zr, }vkep,s), Where {73} is a subsequence of [1,...,T]
and S < T. Once the denoised latent feature z{ is sam-
pled, the predicted image/video x{, is generated by project-
ing 2} back to the image/video space via the VAE decoder
xh = D(z}).

Diffusion Transformer (DiT) architecture [8, 13, 42]
has become the dominant architecture for diffusion models
due to its higher scaling capability. PixArt-« [8] provides a
strong baseline for this architecture. It utilizes TS large lan-
guage model as the text encoder, and employs VAE encoder
and decoder as the image-latent projectors. The denoising
network utilizes Transformer blocks as the base network
architecture, which contains self-attention layer, cross at-
tention layer, feed-forward layer, and several adalLN-single
layers. Please refer to PixArt-« [8] for detailed designs.

3.2. Generating Font Images with Visual Conditions

As the language can be ambiguous and ineffective in de-
scribing the style characteristics and content structures of
font images, it is unsuitable to utilize the text prompts as
the controlling conditions. Therefore, instead of the text in-
structions, we construct our diffusion-based font generation
framework under the visual conditions.

As shown in Fig. 2(a), the font generation frame-
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work consists of four components: the VAE [55] encoder
& and decoder D, a style encoder E, a content encoder
E.., the Transformer-based denoising neural network Z,5% ,
respectively. Following the style-content disentanglement
paradigm, the content encoder F. extracts structure infor-
mation from the source character I., and the style encoder
FEs extracts style representations from several provided ref-
erence images I;. The structure feature and the averaged
style representation are tokenized by a reshape operation,
and then concatenated as the visual condition elme for the
condition denoising neural network 2,55 (2%, ¢, el®) via
the cross-attention layers. The diffusion process is imple-
mented in the latent space, and thus the VAE [55] encoder
& and decoder D are utilized to project images z"® into
latent space z(l)m € and vice versa. Taking noisy latent fea-
ture zimg, timestep ¢, and visual condition eijf;g as the input,

~simg

the denoising neural network 2,.% (2%, ¢, el28) predicts

? Fve
clean latent feature Z, %, and the latent feature z,"; can be
generated via the DDIM sampling scheme in Eq. (3).

3.3. Modeling Font Generation as Video Generation

As we discussed in the previous section, in this paper, we
reformulate the font generation task as the video genera-
tion task to ensure structural accuracy of the generated fonts
through inter-frame continuity, where the first frame is the
provided source font and the last frame is the target font.

As shown in Fig. 2(b), following the common practice
of recent proposed video generation methods [0, 22], we
modify our I2I-based font generation model to 12V-based
model with the following modifications: (1). We regard
the original Transformer block of denoising network as the
image part, and add a temporal part into each Transformer
block. Specifically, similar to the original image part of
PixArt-«, the temporal part contains temporal self-attention
layer, temporal feed-forward layer, and the corresponding
adalLN-single layers. The temporal self-attention is utilized
to model cross-frame correlations, which enables the gener-
ation of the current frame to incorporate information from
other frames. (2). Apart from the timestep information,
we also incorporate the frame-index information into the
adal.N-single layer. Thus, we input the frame index f4 into
the denoising network 2i¢, (2119, ¢, fi, "), and we ignore
fi for better presentation. (3). To ensure that our model
produces font videos with appropriate motion, we use the
reference videos to provide the style conditions, which will
be encoded by our style encoder E; frame by frame.

With the above modifications, our model has the capa-
bility to generate videos for the font transfer process. For
the noisy latent video representation 24 € RbXexfxhxw,
where b and f represent the batch axis and the temporal
axis. When the internal feature maps go through the im-
age part, the temporal axis f is ignored by being reshaped
into the batch axis b, allowing the network to process each

frame independently. We then reshape the feature map back
to the 5D tensor after the image part. On the other hand,
our newly inserted temporal part ignores the spatial axis by
reshaping h, w into batch axis b and then reshaping back
after the calculation. Moreover, in order to provide accurate
transformation conditions for the video generation of font
transfer process, we utilize the font video as the reference
video, and encode it into the style embedding in the frame-
by-frame manner.

3.4. Condition Alignment for Font Generation

With the proposed 12V font generation framework, we uti-
lize the DDIM sampler to generate high-quality font videos
and then extract the last frame as the generated font image.
However, for the unseen concepts (e.g., new font style or
new character), the denoising directions predicted by de-
noising network maybe sub-optimal due to the generaliza-
tion error. To remedy this issue, we further develop a condi-
tion alignment mechanism to modify the intermediate video
latent by using noise inversion on the last video frame.

To begin with, we first review the iterative sampling for-
mula (Eq. (3)) of the DDIM process:

zi =12 g /1 -1 —0ifi + o (6)
As shown in this equation, once we sample the z} ~
N(0,1) and fix the network parameters for inference, the
only variable left in this formula is the sampled noise €. In
the other words, with the given visual conditions, the pre-
dicted results can be slightly modified through the sampled
noise map, therefore it is possible to change the generative
directions in the reverse diffusion process by adjusting this
noise map. Based on this motivation, for our I2V font gen-
eration framework, we construct an inversion mechanism
with respect to the sampled noise map to perform condition
alignment under the following objective:

vid : ~vid,F
eyl =min L(F"), (7
€t41
where :E;’id’F is the last frame of the predicted font video

~’Uid,F) is:

77 at the timestep ¢, and function £ (7}
L@ ) = | Be(le) = Ee(&" ) 3+ Bs (1)~ Es (27 |13-
3
Note that the gradient will be used to update the noise map
€41 from 2/ Although we only modify the intermedi-
ate prediction of the last frame in DDIM sampling process,
other frames will be modified by cross-frame correlations.

4. Experiments

In this section, we conduct extensive experiments to verify
the effectiveness of our proposed method.
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4.1. Dataset and Evaluation Metrics

We collect a Chinese font dataset, including 900 fonts, to
evaluate our FontAnimate on the font generation task. We
randomly select 840 fonts as the training set and regard the
remaining 60 fonts as the testing set. We employ the same
214 characters in [41] as the unseen contents and randomly
sample other 800 characters from the “first-level Chinese
Character Table” to optimize our model. For evaluation,
we further randomly sampled other 8 characters as refer-
ence characters. Thus, the training set contains 840 fonts
with 800 characters. We further construct two test sets to
evaluate our model: One is the Unseen Fonts Unseen Con-
tents (UFUC) test set, which combines the 60 testing fonts
with 214 unseen characters. The other is Unseen Fonts Seen
Contents (UFSC) test set, including the 60 testing fonts with
200 characters sampled from the training characters. We
render these samples into 128 x 128 font images.

Moreover, to optimize and evaluate our FontAnimate
framework, we further construct font videos by using FILM
model [44] to perform frame interpolation from the source
font image (the first frame) to the target font image (the last
frame) for the training samples and reference samples.

In this paper, we employ four commonly used metrics
to quantitatively evaluate our proposed method: Structural
Similarity Index Measure (SSIM), Learned Perceptual Im-
age Path Similarity (LPIPS) [64], Peak Signal-to-Noise Ra-
tio (PSNR) and Root Mean Squared Error (RMSE).

4.2. Implement Details

We adopt our FontAnimate on the public-available Latent
Diffusion Model (LDM) [45] platform to generate 128 x 128
font images/videos with eight reference samples (8-shot),
and utilize its VAE [55] as the image/video-latent projec-
tion network in our model. Following the common practice
[16, 41] in the FFG task, we construct a style encoder Fg
and a content encoder E. to extract the style and content
conditions from the reference samples and source images,
respectively. We implement and modify a transformer-
based neural network, namely PixArt-« [8], as our denois-
ing network 2,79 (z,"',t,e"™9) for generating font im-
ages. Furthermore, we construct the font video denoising
network 2514, (2%, ¢, fi,ev'®) by adding the proposed tem-
poral part and frame-index information.

We utilize a two-stage training strategy to optimize our
FontAnimate. Specifically, we first train our style encoder
E, content encoder E., and denoising network 2,77, with
AdamW optimizer while keeping VAE encoder £ and de-
coder D fixed. We then construct the font video denois-
ing network 23”{,, and optimize our framework (including
Es, E., égffld) with font videos. At the inference stage, all
parameters of our FontAnimate are frozen, and we utilize
our proposed noise inversion mechanism to perform con-

dition alignment in the font video generative process. The

Table 1. Ablation study for the design of our image-to-video font
generation model on UFUC dataset. The term “TSA” denotes the
temporal self-attention. The bold number indicates the best.

Methods | RMSE] PSNRT SSIMT LPIPS]
Causal TSA | 0.2499 1238 0.7191 0.1335
Full TSA | 0.2483 12.43 0.7209 0.1340
Zero Module | 0.2504 12.35 0.7192 0.1332

Table 2. Ablation study on the different updating rates u, with
3 updating steps for the noise inversion mechanism on UFUC
dataset. The bold numbers indicate the best.

Uy RMSE| PSNR{ SSIM?T LPIPS|
10~ | 0.2920 11.00  0.6995 0.1760
1072 | 0.2491 12.38  0.7200  0.1347
1073 | 0.2470 1247  0.7217  0.1322
107* | 0.2476 1246  0.7208  0.1337
107° | 0.2476 1244 0.7205 0.1341

Table 3. Ablation study for the overall framework on UFUC
dataset. The term “NI” denotes the proposed noise inversion
mechanism. The bold number indicates the best.

Methods | RMSE| PSNR{ SSIM{ LPIPS]
I2IModel | 0.2575 12.08 0.7105 0.1448
12V Model | 0.2483 1243  0.7209 0.1340
I2V with NI | 0.2470 1247 0.7217 0.1322

detailed implementations are present in the Appendix, and
our model will be released after publication.

4.3. Ablation Study

In this section, we perform ablation studies to verify our
FontAnimate in different settings.

4.3.1. Ablation Study on the Video Denoising Network

We first evaluate the design of our video denoising network
with various settings, and the experimental results are pre-
sented in Tab. 1. The causal temporal self-attention (termed
as “Causal TSA”) makes the generative process only focus
on the previous frames when predicts current frame, while
the full temporal self-attention (termed as “Full TSA”) can
receive all information from other frames. As shown in Tab.
1, for our 12V font generation platform, the full temporal
self-attention model achieves better results, since our plat-
form is fine-tuned from I2I framework which already has
the high-quality generative priors of target font images. Fi-
nally, as the first frame is the source font image in our plat-
form, we utilize the zero-convolution module to incorporate
the latent feature of the source image into the denoising net-
work. However, this strategy cannot bring significant per-
formance improvement, which we think the denoising net-
work may already have learned sufficient knowledge of the
source font. Based on the above experimental results, we
select full temporal self-attention for our framework.
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Figure 3. Visualization results of our FontAnimate in the UFUC setting. Our model generates a font video with 33 frames, and we
visualize its k = 2n (n € [0, 16]) frames. In the font video, the first frame is the source font, and the last frame is the target font. For better
comparison, we also plot the source font and ground truth in this figure.

4.3.2. Ablation Study on the Condition Alignment

In this work, we develop a noise inversion mechanism to
align the predicted font image with the provided content and
style conditions, where the updating configurations are im-
portant hyper-parameters in this mechanism. Considering
the computational cost, we use 3 updating steps to generate
font videos with different updating rates u,..

As shown in Tab. 2, selecting a suitable updating config-
uration is important for achieving better generative results.
On the one hand, small updating rates cannot improve gen-
erative performance well since they cannot make significant
changes in the generative process. On the other hand, high
updating rates also negatively influence generative perfor-
mance. Since the denoising network is optimized for recov-
ering clean images/videos from Gaussian noise, the large
updating rate will significantly change the distribution of
the sampled noise map, making the network fail to produce
correct predictions. In our experiment, the updating rate
u, = 1 x 1073 achieves the best generative scores, and we
use this setting in the following experiments.

4.3.3. Ablation Study on the Overall Framework

In this section, we evaluate our overall framework to
demonstrate the effectiveness of each part. As shown in
Tab. 3, we regard the initial 121 font image generation model
(introduced in Sec. 3.2) as our base model, which can ef-
fectively generate font images using the DDIM sampling
scheme. With the temporal part and frame-index informa-
tion, our 12V font generation model (introduced in Sec. 3.3)
significantly improves font generation performance with re-
spect to all metrics, demonstrating that using the video gen-
eration approach to model the font generation process is a
promising solution for the FFG task. The performance is
further increased by adapting condition alignment (intro-
duced in Sec. 3.4) in the font video generative process,
verifying the effectiveness of the proposed noise inversion
mechanism for font generation.
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Figure 4. Visualization results of our FontAnimate under differ-
ent settings. We compare our final model (termed 12V+NI) with
the basic font image generation model (termed I2I) and font video
generation model (termed 12V).

4.3.4. Visualization Results of Font Generative Process

In this section, we provide the visualization results for our
model. As shown in Fig. 3, with the source font gradu-
ally transferred to the target font, our FontAnimate can ef-
fectively generate font videos with high inter-frame consis-
tency and style accuracy. The cross-frame correlation can
effectively preserve the global structure of characters, and
using the font video as style conditions will provide distinct
movement guidance from the source font to the target font.

Moreover, we compare our FontAnimate (termed
I12V+NI) with the font image generation model (termed I2I)
and font video generation model (termed [12V). As shown in
Fig. 4(a) and (b), using image-to-video model to generate
font images will better preserve global structure of the char-
acters than basic I2I model. Since the proposed noise inver-
sion mechanism aligns features of the generated font image
with the provided content and style conditions, this mecha-
nism can effectively improve structural accuracy (Fig. 4(c))
and style consistency (Fig. 4(d)).

4.4. Comparison with the State-of-the-art Methods

In this section, we make the quantitative and qualitative
comparisons between our FontAnimate and other state-of-
the-art works, including MX-Font [41], NTF [15], CF-Font
[56], FontDiffuser [61], MSD-Font [16], and VQ-Font [39].
For a fair comparison, we use our dataset to optimize above
methods from scratch and use the same reference images
(8-shot) to generate 128 x 128 fonts images.
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Figure 5. Qualitative comparisons of our proposed model with other six state-of-the-art methods on UFUC dataset.

Table 4. Quantitative comparison of our FontAnimate with other
state-of-the-art methods on few-shot font generation task. The
bold number indicates the best.

Methods RMSE| PSNRtT SSIMt LPIPS|
Unseen Fonts and Seen Contents
MX-Font 0.3007 10.75  0.6438 0.1651
NTF 0.2650 11.83  0.6896 0.1517
CF-Font 0.2677 11.69 0.6859 0.1402
FontDiffuser  0.2547 12.19 0.7046  0.1423
MSD-Font 0.2439 12.61 0.7110 0.1348
VQ-Font 0.2523 12.23  0.7063  0.1638
FontAnimate  0.2450 12.61 0.7136 0.1211
Unseen Fonts and Unseen Contents
MX-Font 0.2845 11.29 0.6789 0.1635
NTF 0.2574 12.11  0.7108 0.1553
CF-Font 0.2569 12.07 0.7108 0.1427
FontDiffuser  0.2513 12.32  0.7123  0.1463
MSD-Font 0.2475 1245  0.7189  0.1527
VQ-Font 0.2552 12.16  0.7150 0.1743
FontAnimate  0.2470 1247 0.7217 0.1322

As shown in Tab. 4, our FontAnimate achieves promis-
ing quantitative performance on both the UFUC and UFSC
datasets. Notably, in terms of perceptual similarity (LPIPS),
FontAnimate reaches 0.1211 in the UFSC setting and
0.1322 in the UFUC setting, significantly outperforming the
second-best model. For SSIM, our FontAnimate brings sig-
nificant improvements over the second-best model in both
the UFSC and UFUC settings. Furthermore, our model ob-
tains the best records in terms of RMSE, PSNR, SSIM, and
LPIPS on the UFUC dataset, demonstrating the strong gen-
eralization ability of our proposed FontAnimate framework
across unseen scenarios.

To further evaluate our method, we present a qualitative
comparison in Fig. 5. The VQ-Font sometimes exhibits
broken structures and uneven curves due to its quantized

local style representation. Similarly, CF-Font and MSD-
Font also have some missing strokes, and MSD-Font some-
times contains blurry local details. In contrast, our proposed
FontAnimate generates better font images with high style
consistency and structural completeness, demonstrating the
effectiveness of our approach. For more visualization re-
sults and comparison, please refer to Appendix.

5. Conclusion

In this paper, we model the font generation task as a video
generation task by representing the font transfer process as
a sequence of frames transitioning from the source font to
the target font. Based on this motivation, a diffusion-based
font video generation framework (named FontAnimate) is
proposed for few-shot font generation task, where the first
frame is the source font and the last frame is the target font.
Within this framework, we develop a noise inversion mech-
anism in the generative process to perform content and style
alignment between the generated samples and the provided
condition samples, further enhancing style consistency and
structural accuracy. The promising experimental results
demonstrate the effectiveness of our proposed model.
Limitations: Since we construct our font generation plat-
form based on diffusion-based video generation models and
use the noise inversion mechanism to perform condition
alignment, the inference time and computational resources
are increased compared to previous GAN-based FFG meth-
ods. Many recent works have been proposed to improve
the efficiency of diffusion models, and most of them can be
incorporated into our current model.
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