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Abstract

Object detection models are typically applied to standard
RGB images processed through Image Signal Processing
(ISP) pipelines, which are designed to enhance sensor-
captured RAW images for human vision. However, these
ISP functions can lead to a loss of critical information that
may be essential in optimizing for computer vision tasks,
such as object detection. In this work, we introduce Raw
Adaptation Module (RAM), a module designed to replace
the traditional ISP, with parameters optimized specifically
for RAW object detection. Inspired by the parallel pro-
cessing mechanisms of the human visual system, RAM de-
parts from existing learned ISP methods by applying mul-
tiple ISP functions in parallel rather than sequentially, al-
lowing for a more comprehensive capture of image features.
These processed representations are then fused in a special-
ized module, which dynamically integrates and optimizes
the information for the target task. This novel approach
not only leverages the full potential of RAW sensor data
but also enables task-specific pre-processing, resulting in
superior object detection performance. Our approach out-
performs RGB-based methods and achieves state-of-the-art
results across diverse RAW image datasets under varying
lighting conditions and dynamic ranges. Our code is avail-
able at https://github.com/SonyResearch/
RawAdaptationModule.

1. Introduction
Most computer vision tasks today are trained and evaluated
on standard RGB (sRGB) data, largely due to the popularity
of public sRGB datasets like COCO [20] and ImageNet [7].
The Image Signal Processing (ISP) pipeline, which converts
RAW sensor data into an 8-bit sRGB image, was designed
to optimize images for human vision, focusing on visual
quality enhancements. This process involves transforma-
tions including demosaicing, white balance, noise reduc-
tion, color correction, tone mapping, and sharpening, ap-
plied sequentially. While these operations improve aesthet-
ics, they also introduce irreversible information loss. For in-

Figure 1. A simplified illustration of the human visual pathways
(left) and our parallel pipeline (right), where multiple ISP opera-
tions process the input simultaneously before fusion, inspired by
the parallel processing in the human visual system.

stance, demosaicing can blur fine patterns, noise reduction
may suppress textures, and tone mapping compresses dy-
namic range, diminishing critical details in highlights and
shadows. Furthermore, compression formats like JPEG fur-
ther increase the loss by discarding data to save space.

To mitigate these issues, recent research has explored the
use of RAW images for low-level vision tasks such as super-
resolution, deblurring, and denoising [16, 17, 19, 44, 53].
More recently, RAW data has been leveraged for high-level
tasks like object detection, classification, and segmentation
[5, 25, 46, 47, 50], as it retains full sensor information and
improves performance in challenging conditions such as
low-light and noisy environments [3, 28]. However, training
deep neural networks directly on RAW data presents chal-
lenges. RAW pixels, particularly in high-dynamic-range
(HDR) images, are often heavily skewed toward zero, with
a sparse distribution of highlights, making it difficult for
networks to detect essential features such as edges and pat-
terns. Therefore, rather than removing the ISP entirely, we
propose replacing it with an adaptive component that pro-
cesses RAW input into a task-optimized representation.

Existing ISP pipelines, traditional and learned, follow
a sequential design, where each stage modifies the output
of the previous one. This approach can be suboptimal, as
each transformation is influenced by the cumulative effects
of earlier stages. As a result, crucial information may be
lost or altered before reaching the final stages, limiting the
object detection network’s ability to model complex inter-
actions. For example, white balance applies channel-wise
gains early in the ISP, potentially clipping near-saturated
areas and permanently losing highlight details. This limits
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later stages, affecting final image quality and object detec-
tion. To address this, we draw inspiration from the human
visual system and propose replacing the conventional se-
quential pipeline with a learned, adaptive parallel approach.

As illustrated in Fig. 1 (left), the human retina processes
visual information through parallel pathways that extract
features like color, contrast, and fine details, which are later
integrated and further processed in the primary visual cor-
tex (V1) for higher-level interpretation [30]. Drawing inspi-
ration from this parallel processing behavior, we introduce
the Raw Adaptation Module (RAM), a novel pre-processing
module that operates directly on RAW images. Instead of
applying ISP operations sequentially, RAM processes mul-
tiple attributes in parallel and fuses them into a unified rep-
resentation, similar to the integrative role of V1.

RAM acts as a pre-processing stage, converting RAW
images into a representation fed into the backbone and de-
tector, with the entire pipeline trained end-to-end and op-
timized solely through the object detection loss. Due to
its flexible design, RAM can be integrated with any back-
bone and detector, making it highly adaptable for various
pipelines. Additionally, RAM is efficient in terms of pa-
rameters and latency, making it suitable for high and low-
computation hardware. While prior works have shown im-
provements on individual datasets with similar characteris-
tics [24, 28, 46], our work presents a more comprehensive
approach. To summarize, our main contributions are:

• We present an end-to-end RAW object detection
framework that incorporates a novel parallel ISP ap-
proach. This method integrates outputs from multi-
ple ISP functions, enabling the model to learn a task-
specific representation that optimizes detection perfor-
mance on RAW images by leveraging full sensor data.

• We achieve state-of-the-art results across seven pub-
lic RAW datasets with varying dynamic ranges (12-
bit to 24-bit) and challenging conditions, such as low-
light, diverse exposures, extreme weather, and sensor
noise. Our method outperforms sRGB data and recent
works, highlighting the potential of RAW data for vi-
sion tasks.

• We present a Shapley values analysis [40] to highlight
the modular architecture of RAM, showing the impact
of individual ISP functions on performance and under-
scoring the benefits of a parallel processing structure.

2. Related Work

2.1. Object Detection
Object detection has advanced significantly in recent years,
with approaches generally categorized into two main types:
two-stage and one-stage detectors. Two-stage detectors,
such as Faster R-CNN [37] and Cascade R-CNN [1], first
propose regions of interest and then classify these regions,

offering high accuracy at the cost of computational com-
plexity. In contrast, one-stage detectors like SSD [22],
RetinaNet [21], and the YOLO series [8, 35] perform de-
tection and classification simultaneously, prioritizing speed
and efficiency. Transformers, first introduced for natural
language processing [43], have revolutionized computer vi-
sion tasks, including object detection. DETR (DEtection
TRansformer) [2] introduced an encoder-decoder architec-
ture with cross-attention mechanisms, eliminating the need
for hand-designed components like non-maximum suppres-
sion (NMS). Despite the innovative approach of DETR, its
slow convergence made it less practical for common use.
Subsequent works such as DN-DETR [18] and DINO [51]
have addressed these limitations through denoising train-
ing, anchor initialization, and refined query selection. Our
proposed RAM pipeline is designed to be independent of
the object detector architecture and can be integrated with
any detector. For a comprehensive evaluation, we employ
both the convolutional-based Faster R-CNN, YOLOX and
the transformer-based DINO, showcasing the flexibility of
our approach across different detection architectures.

2.2. RAW Object Detection

RAW images have the potential to improve object detection
beyond sRGB. However, recent studies indicate that DNNs
often struggle with RAW data distribution [9, 49], leading
to decreased accuracy [24, 46, 48]. Three approaches have
been adopted to enhance RAW object detection. The first
approach incorporates ISP processing into the RAW detec-
tor via distillation. ISP Distillation [39] aligns the features
of the RAW detector with those of an sRGB detector, while
LOD [13] adds a reconstruction loss to restore clean sRGB
images from low-light RAW inputs. The second approach
tunes the hyper-parameters of ISPs to produce more recog-
nizable images for a pre-trained sRGB object detector, ad-
dressing the domain gaps caused by the difference of image
sensors used in training and inference. Evolutionary algo-
rithms [29] or gradients from a detection loss [42] are used
to tune. Recent improvements focus on controlling ISP pa-
rameters per image rather than tuning them [33, 34, 41].
The third approach trains the ISP and detector end-to-end,
optimizing both with object detection loss [6, 24, 32, 48].
DynamicISP [47] and AdaptiveISP [45] improve accuracy
by dynamically controlling ISP parameters, while GenISP
[28] and ROAD [46] generates them using a CNN.

While these approaches significantly improve accuracy
without being constrained by the sRGB format, they rely
on classical ISP piplines that apply ISP functions in series,
which can be suboptimal. In fact, we found that some ISP
functions may be harmful for certain datasets, which is why
we propose a parallel pipeline where our method receives
outputs from different functions and creates an output that
is optimized for the specific data and task.



Figure 2. Overview of our proposed end-to-end RAW object detection pipeline with RAM: The input is first reshaped into an RGGB
representation and then passed through the RPEncoder to generate a shared feature vector for multiple RPDecoders and Processors, each
optimizing and applying a specific ISP function on the input image. These outputs are fused in the Feature Fusion module to create an
optimized representation, fed into the object detector. The entire pipeline is jointly trained using the detection losses.

3. Raw Adaptation Module
3.1. Overview
Existing state-of-the-art object detectors are trained and
evaluated on sRGB images processed with ISP parameters
calibrated for human vision. Unlike traditional ISPs, which
apply fixed functions in sequence, RAM introduces a novel
approach where multiple ISP functions are applied in paral-
lel. Parallelism is a fundamental characteristic of the human
visual system, where multiple visual pathways operate si-
multaneously. This parallel processing mechanism enables
rapid scene analysis and efficient extraction of critical de-
tails. Drawing inspiration from this, RAM applies multiple
ISP functions independently to the RAW image, preserving
more information and enabling richer feature combinations.
It dynamically selects and weighs the most relevant features
for each image, discarding unnecessary or potentially harm-
ful functions. This ensures that only task-optimized trans-
formations contribute to the performance.

Our pipeline begins by converting Bayer pattern RAW
images into an RGGB-stacked format. The input is then
fed into RAM, which produces a processed image tailored
to the input data while maintaining the same spatial dimen-
sions. This processed image is then passed to the backbone
and object detector, which performs detection on the opti-
mized input representation. The following sections provide
an overview of the core components of our architecture.

3.2. Module Design
Our approach is designed to adaptively optimize the input
representation for object detection, refining ISP parameters
and fusing relevant features into a unified output, as illus-

trated in Fig. 2. The module consists of two main compo-
nents: Adaptive ISP Parameterization and Feature Fusion.

3.2.1. Adaptive ISP Parameterization
The Adaptive ISP Parameterization component of RAM is
responsible for predicting and applying the ISP parameters
adaptively. RAM employs a Raw Parameter Encoder (RPE)
and multiple Raw Parameter Decoders (RPD). The RPE is a
convolutional-based encoder that takes the RAW input im-
age and generates a feature vector. The RPD is an MLP
decoder that takes the feature vector and predicts the corre-
sponding ISP function parameters.

In the RAM architecture, a single RPE is applied to the
RAW input image, and the resulting feature vector is shared
among separate RPDs for each ISP function. This approach
is motivated by the observation that many ISP functions can
benefit from similar input features, making it unnecessary
to extract separate feature vectors for each function. Each
processor then applies the corresponding ISP function to
the input image in parallel using the predicted parameters.
This parallel architecture is crucial not only for efficiency
but also for ensuring that all potential features are available
to the subsequent Feature Fusion module.

The ISP functions incorporated into RAM are selected
based on their relevance to our datasets. These include
gamma correction, brightness adjustment, color correction,
and white balancing.

Gamma correction, used for tone mapping, adjusts the
input image X as follows:

Xgamma = XRPD(RPE(X );θgamma) (1)

which is particularly important for high-dynamic range



datasets. Additionally, brightness adjustment is applied by
adding a predicted offset to the input image:

Xbrightness = X +RPD(RPE(X ); θbrightness) (2)

The color correction matrix (CCM) modifies the input
RGB channels by multiplying a learned 3× 3 matrix:

Xccm =

c11 c12 c13
c21 c22 c23
c31 c32 c33

 ·

RG
B

 (3)

where the matrix elements cij are generated by
RPD(RPE(X ); θccm).

For white balance (WB), learned gains for the R, G, and
B channels are applied:

Xwb =

αR

αG

αB

⊙

RG
B

 (4)

where the gains α are generated using
RPD(RPE(X ); θwb) in a similar way.

3.2.2. Feature Fusion
To fuse the information from the various processed inputs,
the RAM architecture employs a reverse-hourglass design.
Initially, all processed inputs are concatenated into a single
multi-channel input:

Xfused = [Xgamma,Xbrightness,Xccm,Xwb] (5)

The input is then passed to the Feature Fusion module,
where a reverse-hourglass architecture combines informa-
tion from different inputs to generate a unified, optimized
3-channel representation with the same spatial dimensions
as the original input. The structure features a wider middle
layer that emphasizes feature richness, enabling the model
to capture both detailed and contextual information before
narrowing back down, resulting in an optimized represen-
tation that retains critical features. This module selectively
emphasizes relevant features for object detection, filtering
out less useful or irrelevant ones.

Typical object detection methods use mean-std normal-
ization to standardize data and improve convergence. How-
ever, due to the dynamic nature of RAM, we cannot pre-
compute the mean and standard deviation (std) for the data.
Therefore, we apply batch normalization [14] after the Fea-
ture Fusion step instead, allowing the model to learn appro-
priate normalization parameters during training. The nor-
malized output is then fed as input to the subsequent ob-
ject detection model, agnostic to the specific architecture or
backbone.

Incorporating RAM into object detection enables a
pipeline that utilizes end-to-end optimization of ISP param-
eters and detection algorithms, creating a task-specific in-
put representation. This approach enhances performance

while improving efficiency through shared feature encod-
ings, resulting in a more adaptable system that challenges
traditional RAW-to-RGB pipelines.

Further details on the model architecture are available in
the supplementary material.

4. Experiments

4.1. Datasets

To establish the superiority of RAM over traditional ISP
(sRGB) and other state-of-the-art methods, we conduct ex-
tensive experiments across various RAW object detection
datasets.

ROD: The ROD dataset [46] consists of 24-bit HDR
RAW images captured during both day and night driving
scenes. The dataset provides 4,053 daytime images (ROD-
Day) and 12,036 nighttime images (ROD-Night), with an-
notations for five object classes: tram, car, truck, cyclist,
and pedestrian.

NOD: The NOD dataset [27] includes 14-bit RAW out-
door images taken under low-light conditions. It includes
7,200 images, with 3,200 captured by the Sony RX100 VII
(NOD-Sony) and 4,000 by the Nikon D750 (NOD-Nikon).
The dataset is annotated with bounding boxes for 46,000
instances of people, bicycle, and car classes.

LOD: The LOD dataset [13] contains 2,230 14-bit low-
light RAW images categorized into eight object classes.
This dataset is designed for detecting multiple categories
of objects in low-light indoor and outdoor environments. It
includes long (LOD-Normal) and short (LOD-Dark) expo-
sure images of the same scenes. The object classes are: car,
motorcycle, bicycle, chair, dining table, bottle, TV, and bus.

PASCALRAW: The PASCALRAW dataset [31] con-
sists of 4,259 daylight 12-bit RAW images, all captured us-
ing a Nikon D3200 DSLR camera in daylight conditions
across Palo Alto and San Francisco. The dataset includes
annotations for instances of person, bicycle, and car.

4.2. Implementation Details

Due to resource constraints and the need for faster train-
ing and evaluation, we downsampled all dataset inputs to
a height of 400 pixels. For the state-of-the-art comparison
experiments, we employed the two-stage Faster R-CNN de-
tector [36] with ResNet18 [11] as the backbone, chosen for
its effectiveness on smaller datasets. In contrast, for experi-
ments involving weather conditions and noisy data based on
larger datasets, we used the one-stage DINO detector [52]
with ResNet50 backbone. Our implementation is based on
MMDetection [4], and all models are trained from scratch
and evaluated on NVIDIA H100 GPU. Additional details on
the experimental settings can be found in the supplementary
material.



Table 1. Quantitative results and comparisons with state-of-the-art methods across different RAW object detection datasets. Results are
reported using mean Average Precision (mAP) and mAP at 50% IoU (mAP50). The highest result is highlighted in bold, while the second-
highest is marked with an underline.

Method LOD-Dark LOD-Normal ROD-Day ROD-Night NOD-Nikon NOD-Sony PASCALRAW
mAP mAP50 mAP mAP50 mAP mAP50 mAP mAP50 mAP mAP50 mAP mAP50 mAP mAP50

RAW 28.5 50.8 32.7 53.8 21.4 35.7 30.4 52.1 26.4 50.3 28.7 54.2 61.5 90.0
sRGB 28.7 51.2 34.5 57.0 24.5 40.1 38.9 62.8 27.4 52.1 28.6 53.7 64.3 92.0
Log RGB [25] 32.2 54.7 35.7 57.6 23.8 39.0 39.5 63.8 28.4 52.8 27.5 51.6 64.1 91.5
YOLA [12] 32.3 55.4 38.1 60.9 26.8 42.9 42.1 66.2 28.6 52.9 29.8 55.6 66.2 92.6
FeatEnHancer [10] 32.2 55.1 37.5 59.9 27.0 43.7 42.6 66.8 28.9 53.3 30.2 55.7 66.5 92.7
Gamma [24] 31.5 54.1 36.3 58.7 24.5 39.8 39.6 64.0 28.0 53.0 29.0 54.0 65.0 91.9
DynamicISP [47] 32.0 56.1 37.0 60.4 25.8 42.3 41.4 65.6 30.1 54.2 30.3 55.8 62.7 91.2
IA-ISPNet [23] 32.3 54.9 36.3 58.2 25.7 41.7 40.4 64.3 27.0 52.1 28.1 53.4 64.7 91.5
GenISP [27] 32.6 55.1 38.1 60.1 24.8 39.9 40.2 64.2 29.8 54.6 30.7 55.7 64.8 91.8
RAOD [46] 32.3 54.8 36.5 58.0 26.2 42.9 40.6 64.7 28.9 53.8 29.1 54.2 65.3 90.9
RAM (Ours) 34.9 57.6 40.1 61.6 28.3 45.1 44.5 69.0 31.0 56.3 32.4 59.1 66.8 92.6

Table 2. Comparison of Model Size, Inference Time (measured on
NVIDIA H100 GPU), and mAP on the ROD-Night dataset. ‘Base-
line’ represents the reference model, with values indicating the ad-
ditional time cost and parameters introduced by each method.

Method Params (M) Inference Time (ms) mAP
RAW (ResNet18) Baseline (12.3) Baseline (35.8) 30.4
RAW (ResNet50) +12.47 +2.33 34.7
sRGB (ResNet18) - - 38.9
YOLA +0.03 +1.43 42.1
FeatEnHancer +0.53 +2.25 42.6
Gamma - - 39.6
DynamicISP +1.46 +1.3 41.4
IA-ISPNet +0.63 +1.1 40.4
GenISP +0.57 +0.86 40.2
RAOD +0.28 +1.22 40.6
RAM (Ours) +0.54 +1.05 44.5
RAM-T (Ours) +0.2 +1.01 44.2

4.3. Comparisons with State-of-the-Art Methods

We use RawPy [38], a widely used open-source ISP
pipeline, to convert RAW inputs into sRGB images. Re-
cent methods enhance sRGB for object detection: LogRGB
[25] pre-processes RGB data using logarithmic transforma-
tion, while YOLA [12] and FeatEnHancer [10] improve fea-
ture representation in low light. As shown in Tab. 1, while
FeatEnHancer leads among sRGB-based methods, RAM
surpasses it by +1.9% mAP on ROD-Night and +2.7% on
LOD-Dark, while also achieving highest mAP results on
the other datasets. These results demonstrate the ability of
RAM to replace conventional ISP with a learned alterna-
tive that preserves information while surpassing advanced
sRGB image enhancement methods.

We compare RAM against several methods that optimize
ISP parameters using object detection loss, including ap-
proaches that learn and apply static or dynamic ISP param-
eters across datasets including Gamma [24], which applies
a single parameter transformation across the entire dataset,

and DynamicISP [47], which dynamically adjusts ISP pa-
rameters. RAM outperforming them by +3.8% and +3.1%
mAP on LOD-Normal, and +1.8% and +4.1% on PASCAL-
RAW. To further highlight the advantages of RAM over ex-
isting methods, we focus on its performance on the datasets
where methods like GenISP [27] and RAOD [46] were in-
troduced. These methods, along with IA-ISPNet [23], are
the most similar to RAM, as they are also DNN-based ap-
proaches optimizing pre-processing modules on RAW data
for object detection. While GenISP, optimized for the NOD
dataset, achieves solid results on low-light images, RAM
surpasses it by +1.2% on NOD-Nikon and +1.7% on NOD-
Sony, demonstrating stronger handling of the challenges
posed by low-light conditions. Similarly, RAOD, tailored
for the ROD dataset, performs well on ROD-Night and
ROD-Day, but RAM improves mAP by +3.9% and +2.1%,
respectively, showcasing a stronger ability to manage HDR
RAW data. These comparisons emphasize RAM’s clear
advantage in both difficult scenarios and on the specific
datasets where these methods were originally developed.
To illustrate these results, we present qualitative detection
examples in Fig. 4.

Evaluating RAM with Frozen Detector. In many
cases, RAW image datasets are too small to train large
object detectors effectively. A common practice is to uti-
lize a large pre-trained detector trained on a more extensive
dataset. While our method is designed for an end-to-end op-
timization, we acknowledge that this approach is not always
feasible due to the limited size of available RAW datasets.
In Table 3, we evaluate our method using a large YOLOX
detector [8] pre-trained on the COCO dataset [20]. Follow-
ing the practice used in recent methods like AdaptiveISP
[45], which optimize ISP parameters using RL, and GenISP
[28], we freeze both the backbone and the detector, train-
ing only the pre-processing stage. As the results demon-
strate, RAM adapts most effectively to the pre-trained fea-
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Table 3. Frozen YOLOX-X with training applied only to the pre-
processing stage on LOD-Dark and NOD-Sony.

Method LOD-Dark NOD-Sony
Params (M) Inference

Time (ms)mAP mAP50 mAP mAP50

sRGB 37.9 52.8 24.4 42.4 - -
AdaptiveISP [45] 47.9 64.8 27.2 48.0 17.35 7.35
GenISP [28] 49.5 66.2 27.8 47.7 0.57 0.86
RAOD [46] 43.1 58.6 27.4 47.2 0.28 1.22
RAM (Ours) 50.8 66.8 29.6 51.5 0.54 1.05

tures compared to other approaches, despite the detector be-
ing originally trained on sRGB data rather than RAW.

4.4. Ablation Studies
Efficiency Analysis. We show in Tab. 2 that the per-

formance improvement of RAM cannot be attributed solely
to the increase in model parameters, as demonstrated by
the comparison between ResNet18 and ResNet50. While
ResNet50 introduces significantly more parameters and
higher latency, the performance gain is marginal compared
to the boost achieved by RAM, underscoring the effec-
tiveness of the selected architecture. Additionally, we in-
troduce RAM-T (Tiny), an even smaller version of RAM
with a reduced number of parameters while maintaining
the same architecture (for more details, see supplementary
material). Despite having less than half the parameters of
RAM, RAM-T achieves performance remarkably close to
the full module. This proximity in performance despite the
smaller model size highlights that the success of the module
comes from its architecture and optimization strategy, mak-
ing RAM-T an excellent choice for resource-constrained
applications where memory and efficiency are critical.

Sequential vs Parallel. To demonstrate the advantages
of our parallel pipeline over a sequential approach, we im-
plement a sequential version that applies the same ISP func-
tions used in RAM. Specifically, we apply separate RPE
and RPD modules to each ISP function, as RPE sharing is
not feasible in a sequential setup. The functions are ap-
plied in the following order—first white balance, followed
by color correction, gamma correction (acting as tone map-
ping), and finally brightness adjustment. This final output
is then passed to the backbone and detector, and the entire
pipeline is trained end-to-end from scratch in an adaptive
manner, similar to RAM. We compare these approaches on
LOD datasets, where the parallel pipeline achieves signifi-
cant mAP improvements over sequential across LOD-Dark
and LOD-Normal, as shown in Tab. 4. This is accomplished
with lower inference time and fewer parameters than the se-
quential approach, which requires multiple RPEs.

4.5. Robust Object Detection in Challenging Con-
ditions

Beyond object detection in normal conditions, RAW im-
ages demonstrate significant advantages in challenging en-

Table 4. Comparison of sequential and parallel pipelines on LOD-
Dark and LOD-Normal datasets.

Method LOD-Dark LOD-Normal Params (M) Inference
Time (ms)mAP mAP50 mAP mAP50

Sequential 29.9 52.0 35.1 56.8 1.06 1.38
Parallel 35.2 58.4 40.1 61.4 0.54 1.05

(a) Rain (b) Snow (c) Fog

(d) Mild (e) Medium (f) Strong

Figure 3. Illustration of our synthesized data on the ROD-Night
dataset, demonstrating images with synthesized weather condi-
tions in (a)-(c) and synthesized noise in (d)-(f).

vironments such as low-light, high-noise scenarios, and ad-
verse weather. Their higher bit depth and richer informa-
tion content provide a superior signal-to-noise ratio (SNR)
compared to sRGB, which undergoes aggressive processing
that can discard crucial details. To validate this, we simu-
late degraded images and evaluate detection performance,
showing that while sRGB struggles with limited processed
data, RAW retains crucial information. Combined with the
adaptability nature of RAM, our approach ensures robust
object detection in adverse environments.

4.5.1. Low-light Object Detection in Noisy Environments
We apply the state-of-the-art LED denoising algorithm [15]
to the RAW night images from ROD [46] for low-light noise
synthesis and denoising. For each image, we synthesize
three noise severity levels (Mild, Medium, and Strong) by
setting the ratio parameter defined in LED to 100, 200, and
300, respectively. The resulting images are used for the
noisy experiments. After synthesis, we use LED to denoise
the noisy RAW images. These denoised RAW images are
then given as inputs for the denoised experiments. Illustra-
tive examples of the noisy images can be found in Fig. 3.

The results in Tab. 5 provide a detailed comparison of
object detection performance on noisy and denoised data
across three different noise levels—Mild, Medium, and
Strong—for RAW, sRGB, and RAM pre-processing. RAM
consistently outperforms both RAW and sRGB, demon-
strating its superior ability to handle noise in both noisy and
denoised scenarios. In many cases, RAM even manages to
achieve better detection results on noisy data than sRGB
does on denoised data. This highlights how well RAM can
mitigate the effects of noise without the need for explicit
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Figure 4. Qualitative comparison of object detection results across four datasets (rows) and five approaches (columns) compared against
ground truth (GT). Predictions with confidence scores above 0.5 are shown, illustrating the robustness of our approach in challenging
conditions, such as occluded objects at night, transparent bottles, and small pedestrians in shadows. We display the input images after the
pre-processing stage for each method.

Table 5. Comparison of results across RAW, sRGB, and RAM
under Noisy and Denoised data for various noise levels (Mild,
Medium, Strong). The results are reported using mAP and mAPs

(small).

Mild Medium Strong

Method Data mAP mAPs mAP mAPs mAP mAPs

RAW Noisy 44.4 29.6 42.2 29.0 40.2 27.4
Denoised 47.5 32.2 44.9 31.0 43.4 30.2

sRGB Noisy 44.5 29.2 41.0 26.6 38.9 24.8
Denoised 47.6 32.7 44.9 31.0 42.3 28.7

RAM Noisy 49.1 36.1 45.1 32.6 42.4 30.5
Denoised 52.0 39.1 48.5 35.7 45.7 33.4

denoising, effectively adapting to the noisy inputs and still
maximizing object detection performance.

The best results are, as expected, on denoised data, show-
ing that reducing noise enhances detection accuracy. As
noise levels increase, RAW outperforms sRGB, especially
in the Medium and Strong noise settings. Traditional ISP
operations often lose information or emphasize noise in
noisy images, whereas RAW retains more details, allow-
ing for better noise handling. While RAM demonstrates
enhanced performance in detecting all object sizes, the im-
provement is most notable in the detection of small objects,
as shown by mAPs. This significant performance gap il-
lustrates the effectiveness of RAM in maintaining accuracy
under challenging real-world conditions, where noise and
the details of small objects can critically impact results.

4.5.2. Handling Difficult Weather Conditions

In this section, we highlight the ability of the RAM pre-
processing module to outperform sRGB in handling chal-
lenging weather conditions. To test its robustness under
such dynamic conditions, we employ the ROD dataset [46]
and synthesize foggy, rainy, and snowy weather conditions
using the ImageCorruption Python library [26], with pa-
rameters adjusted for RAW images. Examples of these im-
ages are presented in Fig. 3. All experiments were con-
ducted using a DINO detector with ResNet50 as the back-
bone, trained from scratch on each specific weather dataset.

As shown in Tab. 6, the results consistently demon-
strate the superior performance of RAM across all weather
conditions. While the clean dataset provides a base-
line, RAW performance drops by 6.6% to 9.9% in ad-
verse weather, whereas sRGB experiences an even larger
decline—particularly in snow, with a decrease of up to
13.6%. In contrast, RAM remains remarkably stable, with
only a marginal performance drop of 2.5% to 3.5%, un-
derscoring its robustness. This shows that traditional ISP
pipelines are highly sensitive to changes in environmen-
tal conditions, particularly when dealing with snow, where
the model struggles to maintain accuracy. RAM, however,
adapts its parameters based on the input, delivering con-
sistently higher accuracy regardless of the weather. These
findings highlight the need for adaptive pre-processing like
RAM in dynamic conditions where traditional pipelines fail
to generalize effectively.
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Figure 5. Shapley values analysis showing the importance of each component within the parallel RAM mechanism across different datasets.
Blue bars represent ISP functions with reduced performance when a component is removed, while red bars indicate improved performance.
Gray bars represent general RAM components.

Table 6. Comparison of RAW, sRGB, and RAM across different
synthetic weather conditions on ROD-Night dataset.

Data Type Clean Rain Snow Fog
mAP mAP50 mAP mAP50 mAP mAP50 mAP mAP50

RAW 49.6 79.3 43.0 72.8 39.7 68.1 42.9 73.3
sRGB 51.0 80.8 45.1 75.4 37.4 64.8 41.0 72.2
RAM 56.6 85.1 53.1 82.8 53.2 82.4 54.1 83.2

4.6. Shapley Values Analysis
Shapley values [40], based on cooperative game theory, pro-
vide a measure of each player contribution by averaging the
marginal impact of removing that player. In this analysis,
we use Shapley values to evaluate the importance of each
element within RAM, with the contribution scores derived
from the mAP of the object detector.

Let:
• mAPbase be the mAP score without RAM.
• mAPfull be the mAP score with all RAM components.
• mAP−i be the mAP score with component i removed.
The Shapley value ϕi for component i is:

ϕi =

(
mAPfull − mAP−i∑n

j=1(mAPfull − mAP−j)

)
· (mAPfull −mAPbase)

The results, illustrated in Fig. 5, show significant insights
into how different components impact performance across
various datasets. In both LOD datasets, gamma correction
and white balance are important components. However,
while brightness proves beneficial in the LOD-Dark dataset
with short exposure, it has no effect in the LOD-Normal
long exposure version, where sufficient exposure already
supports visibility. Gamma correction is particularly effec-
tive for the ROD datasets, reflecting its role in tone mapping
for HDR images. Its significance is more pronounced in
ROD-Night compared to ROD-Day, where the low light lev-
els in night images benefit more from gamma adjustment.
In the case of ROD-Day, brightness adjustments help man-
age varying light levels in HDR scenes, improving visibil-
ity in shadowed areas. Finally, For the NOD-Sony dataset,

the overall improvement is due to the combined effect of
all functions along with Feature Fusion module, rather than
any single component.

The Feature Fusion module emerges as the most crucial
component, as evidenced by its performance impact when
replaced with a single-layer convolution. This underscores
its role in integrating information from other components
to optimize detection. Normalization, which typically im-
proves detection by balancing pixel intensity distributions,
has a smaller impact compared to other components.

Overall, the Shapley value analysis demonstrates the
varying importance of each component depending on the
characteristics of each dataset, highlighting how specific
functions are tailored to enhance object detection perfor-
mance under different conditions.

5. Conclusions

In this work, we introduced the Raw Adaptation Module
(RAM), a novel RAW image pre-processing module for ob-
ject detection. Inspired by the parallel processing mecha-
nism of the human visual system, our model architecture
employs parallel ISP functions to dynamically select only
the necessary features to enhance detection performance
while maintaining efficiency.

Through extensive evaluations, we demonstrated that
RAM consistently outperforms state-of-the-art methods by
a wide margin. Our findings emphasize that RAW data,
when processed with our approach, offers significant ad-
vantages over sRGB images, especially for edge devices
and applications with access to full sensor data. While our
study focused on object detection, we believe RAM holds
substantial potential to improve a wide range of vision tasks,
surpassing conventional sRGB data in various applications.
Its efficiency and compatibility with different architectures
make it a practical choice for both research and deployment,
particularly in resource-limited environments.
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