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Abstract

Disparity estimation is an essential step in processing and
analyzing Light Field (LF) images. Recent methods con-
struct the cost volume to exploit the correspondence of the
LFs over the preset maximum disparity, limiting them to
process the large parallax scenes. Different from construct-
ing cost volume, the self-attention mechanism calculates the
parallax attention between epipolar lines to find the match-
ing points. However, for LFs that have different views,
the related disparity scales are different in parallax atten-
tion since the baselines with the central view are differ-
ent. Moreover, if the matching information is occluded in
one view, the disparity information can be explored through
other views. Therefore, mapping these attentions to the
same scale and selecting effective matching information
are key points for disparity estimation from parallax at-
tention. In this paper, we explore parallax attention for
LF and design an unsupervised method, named Epipolar
Consistent Attention Aggregation Network (ECAAN). We
first introduce an epipolar consistent scale unification block
by considering the consistency relationships to standard-
ize disparity scales of the parallax attention maps. Based
on the intra-properties and inter-relationships of paral-
lax attention, we further propose a consistent occlusion-
free aggregation block to integrate the information from
the occlusion-free areas. In addition, we design an im-
proved photometric loss to constrain the model. ECAAN
achieves state-of-the-art performance in LF depth estima-
tion. Notably, ECAAN attains a mean square error of 0.2
on large-disparity LF datasets, achieving a 68% error re-
duction compared to the second-best method.

1. Introduction
Light Field (LF) disparity estimation aims to infer the 3D
scene geometry from the captured LF images, which is ben-
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Figure 1. Comparative analysis with state-of-the-art methods on
the SLFD dataset. Left: Performance metrics of models on Bp
across thresholds (0.3, 0.1, 0.05). Right: Quantitative results for
MSE (× 100) and Inference Time (seconds). Our method achieves
state-of-the-art performance across all metrics while maintaining
competitive computational efficiency. Lower values of the Bp and
MSE metrics indicate better performance.

eficial for various advanced computer vision applications
ranging from 3D reconstruction to robotics and autonomous
driving [4, 5]. The key aspect of LF disparity estimation is
to identify corresponding pixels across different views.

At present, both non-learning methods [15] and learning
methods [8, 10, 16, 17, 24] explore geometry information
between LF images based on the constructed cost volume.
These methods usually construct a cost volume within a pre-
defined disparity range, and compute the weighted sum of
those pre-defined disparity candidates to obtain the final dis-
parity prediction. However, such a design suffers from a
high computational and memory burden, which limits them
in constructing a full-range cost volume for handling large
disparities scenes. Moreover, the predefined disparity range
inherently constrains the performance of cost-volume-based
approaches, making them less effective in handling scenes
with extreme parallax variations.

Recently, some methods [13] attempt to use self-
attention to explore consistency in stereo matching and
show great potential in learning stereo correspondence.
PAM [25] explores the pixel movements between views by
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finding the most similar features in parallax attention maps.
Unlike stereo images, LFs have different views. The posi-
tion offset scales in the attention maps are different since
the baselines vary between the arranged views. In addition,
if the matching information is occluded in one view, the
disparity information of that point can be explored through
other views. Therefore, how to map these attention maps
to same scale and select information from the occlusion-
free areas are key challenges that we should focus on.

In this paper, we adapt the parallax attention to LFs and
propose a novel unsupervised framework to capture the 3d
cues, termed the Epipolar Consistent Attention Aggregation
Network (ECAAN). Specifically, we first explicitly calcu-
late the correlation between the reference point and all pos-
sible matching points along the epipolar lines to construct
the parallax attention maps. To standardize disparity scales
of the parallax attention maps, we introduce an Epipolar
Consistent Scale Unification (ECSU) block by considering
the consistency relationships. Furthermore, we explore the
intra-properties and inter-relationships of parallax attention
maps and design a Consistent Occlusion-Free Aggregation
(COFA) block to filter out occlusions. Finally, the fused
attention map is used to regress the disparity map of the
scene. In addition, we design an improved photometric loss
to constrain the model during training. Our method demon-
strates outstanding performance in LF disparity estimation,
particularly in large-disparity scenes, achieving more ac-
curate predictions with improved efficiency. For example,
ECAAN achieves a 68% error reduction compared to the
second-best method (see Fig. 1).

2. Related Work
Most existing learning-based LF disparity estimation meth-
ods primarily focus on addressing two challenges: occlu-
sions and large disparities. To mitigate matching errors
caused by occlusions, various methods integrate view selec-
tion modules or specialized loss functions. Tsai et al. [24]
explored matching costs and introduced an SAI selection
module to generate attention maps, extracting meaningful
information from the available views. Chen et al. [1] pro-
posed a four-branch architecture for matching cost learning,
incorporating two attention mechanisms to further refine the
information by prioritizing branches with minimal occlu-
sion and richer textures. Guo et al. [3] introduced an occlu-
sion detection network, trained using a designed occlusion
map, to process occluded and non-occluded regions sep-
arately, ensuring accurate disparity estimation with sharp
edges. In recent years, Jin et al. [10] partitioned the entire
LF into sub-LFs, feeding them into a multi-scale network to
predict disparity maps alongside confidence maps based on
the constructed cost volume. In addition, they proposed a
simple strategy to fuse multiple disparity maps to deal with
occlusion. Zhang et al. [31] proposed a two-stage pipeline

to focus on the occlusion problem, in which they generate
multiple occlusion priors and act on the loss functions. Yan
et al. [28] used the generative adversarial network to esti-
mate the disparity map in an unsupervised manner. Zhou
et al. [33] introduced a geometry-based occlusion model
along with two loss functions to learn occlusion- and noise-
invariant representations of the LF.

Effectively managing large disparities in LFs is another
open problem. Shi et al. [19] addressed this issue by decom-
posing LFs into multiple stereo-image pairs, employing a
fine-tuned stereo estimation network to compute the dispar-
ity for each pair, which was subsequently fused into refined
disparity maps. Some approaches [31] tackle large paral-
lax scenes by reducing the angular resolution of the input.
However, existing methods commonly generate cost vol-
umes, leading to significant memory overhead, which con-
strains their ability to perform fine-grained disparity sam-
pling and ultimately limits their performance. Given the
advantages of global interaction, the self-attention mecha-
nism in transformers facilitates pixel-wise similarity model-
ing, making them highly effective in stereo-matching [25].
However, their application in LF disparity estimation re-
mains limited due to the relatively complex structure of
LFs, which poses challenges in effectively integrating self-
attention mechanisms within LF representations.

3. Epipolar Parallax Attention
In this paper, the LFs are represented as L (u, v , x , y) ∈
RU ×V ×H ×W , where (u, v) represent angular coordinates,
and (x , y) represent spatial coordinates [12]. By fixing an-
gular coordinates, the 2D view I(u,v) ∈ RH ×W is obtained.
The central view are represented as I(0,0).

3.1. EPI Parallax Attention Calculation
Inspired by the PAM model [25], the self-attention mecha-
nism explicitly computes the correlation between points in
paired views. Unlike binocular vision, LFs exhibit corre-
spondences along epipolar lines in multiple directions si-
multaneously. To better capture these relationships, we
compute parallax attention maps on EPIs in various direc-
tions, rather than relying on pairwise view similarity as in
[25]. Specifically, we design a horizontal EPI parallax at-
tention calculation mechanism (H-EPA) and a vertical EPI
parallax attention calculation mechanism (V-EPA) to cap-
ture the correlation between views. To introduce the H-
EPA, we take a horizontal EPI feature Fh ∈ RV ×W ×C that
corresponding to the central view as an example. Firstly,
2D EPI convolutional layers are applied to the Fh to realise
the interaction of redundant information in EPIs. Then, we
use the 1 × 1 convolutions to get the query features Qh and
the key features Kh from Fh , which are further flattened
to a sequence of tokens with a length of V W (Qh , Vh ∈
RVW ×C ). Qh is multiplied with Kh to obtain the hori-
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Figure 2. One typical example with the related parallax attention maps. The point 1 is visible in all views and the attention value achieves
an apparent bright spot in one specific point in each pair view. The point 2, 3 are ambiguous in some views. These features are aggregated
combining the occlusion masks to obtain accurate parallax attention.

zontal epipolar parallax attention map Ch ∈ RVW ×VW

as Ch = Qh · KT
h . Finally, Ch is reshaped to V × V

parallax-attention maps C(0,v1)→(0,v2) ∈ RW ×W , which
records the similarity between any two positions along the
horizontal epipolar lines. The process of V-EPA is the same
as the H-EPA while dealing with the vertical EPI features
Fv ∈ RU ×H ×C .

3.2. Parallax Attention Maps Analyse
As shown in Fig. 2, we visualized the V horizontal paral-
lax attention maps C(0,0)→(0,v) ∈ RW ×W in Ch. These
maps are calculated by evaluating the similarity between
each point in the central view I(0,0) and every point along
the corresponding epipolar line in the view I(0,v), where
brighter color means it is similar to the corresponding point
in the central view. The disparity information is encoded
through positional offsets of the most similar points relative
to the diagonal line, which vary across different views. To
effectively aggregate these parallax-attention maps, scale
variations and occlusion remain key challenges.
Scale Issue: Since the disparity between views varies sig-
nificantly for different baselines, the position offset scales
of these parallax attention maps are different. In Fig. 2,
for views I(0,−3) and I(0,3) that are far from the central
view, the position offset is 3× larger than the adjacent view
I(0,−1) and I(0,1) due to the larger baseline. In the paral-
lax attention maps, it is clear that the offsets relative to the
diagonal line are larger in M(0,0)→(0,−3) and M(0,0)→(0,3).
The offsets of the left view and right view are also sym-
metric around the diagonal line since the view movement
direction is opposite. Coarsely resizing the scale of these
parallax attention maps may break the encoded consistency

information and introduce significant errors. To aggregate
these attention maps, we propose an epipolar consistent re-
sample and up-sample strategy (see Sec.4.2). We first crop
and re-sample the attention map M(0,0)→(0,v) according to
the disparity range and form a new attention map. Then,
the re-sampled attention maps are up-sampled heuristically
to the same scale by placing their original attention values
in the corresponding positions. As in Fig. 2, all up-sampled
attention maps are mapped to the same scale and are con-
sistent with the initial parallax information.
Occlusion Issue: Another fundamental challenge is oc-
clusion, where view consistency does not hold. In LFs,
the occlusions may arise from various directions, result-
ing in different occlusion relationships for each map. Here
we take M(0,0)→(0,v) as a typical example in Fig. 2. If
one point is visible in all views (as point 1), the attention
value achieves an apparent bright spot at one specific point
in each pair view, which is just its matching point. How-
ever, it is difficult to find the matching point for points that
are occluded in part of views. For example, as the view
moves from left to right, the point 2 is visible in the begin-
ning but is then occluded by the foreground pencil. There-
fore, the matching point with a bright spot is easy to find
in view I(0,−3/−2/−1/1) but is ambiguous in view I(0,2/3).
Similarly, the background point 3 is occluded by the fore-
ground pencil in the left views but is visible in the right
views. The corresponding matching point is concentrated in
view I(0,−1/1/2/3) but is dispersed in view I(0,−3/−2). For
these kinds of occluded points, labeled with blue and yel-
low boxes, directly fusing all the matching values or align-
ment information in all views together will bring errors. To
alleviate the influence of the occluded views in disparity
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Figure 3. An overview of our disparity estimation network. After feature extraction, the epipolar parallax attention maps are constructed by
the H-EPA and V-EPA. The epipolar parallax attention maps are aggregated based on the epipolar consistent attention aggregation. Finally,
the disparity map is generated through the disparity regression.

estimation, we detect the occluded regions and aggregate
the disparity information encoded in attention maps from
non-occluded regions (see Sec. 4.3). Specifically, we cal-
culate the occlusion masks for each view to label whether
the point is occluded in the paired view. As shown, the
two regions with blue boxes that are visible in the central
view but occluded by the pencil in view I(0,−3) are accu-
rately masked in the occlusion masks. Combining with the
occlusion mask, we calculate the occlusion-aware aggrega-
tion weights for different views as the last row in Fig. 2.
The fused attention map is also visualized, in which we can
find a matching point with high similarity for each pixel by
using the information of non-occluded viewpoints.

4. Epipolar Consistent Attention Aggregation

The proposed Epipolar Consistent Attention Aggregation
Network aims to estimate the disparity map of the central
view Dc ∈ RH ×W from the LFs L.

4.1. Overview

The overall network structure is shown in Fig. 3. Given the
input image L, we first implement spatial convolution layers
to encode the multi-scale features F i

e ∈ RU ×V ×Hi ×Wi ×C ,
in which Hi = H

2i , Wi = W
2i . Then, these encoded fea-

tures are processed through a hierarchical decoder structure
that deploys with the H-EPA and V-EPA(Sec. 3.1) to ex-

plore the epipolar consistency. At each decoding stage i, the
features produced in the previous stage F i-1

d are up-sampled
and fused with the F i

e through spatial convolutions, produc-
ing F i

fuse . The F i
fuse are then processed in parallel by H-

EPA and V-EPA to obtain epipolar parallax attention maps
Ci

h/Ci
v along with refined features F i

h /F i
v . These refined

features F i
h /F i

v are subsequently combined and fed into the
next decoder stage. Once all hierarchical epipolar paral-
lax attention maps

{
Ci

h, Ci
c
}N

i=1 are obtained, they are up-
sampled and summed to form the final attention maps Ch
and Cv . To estimate depth maps of central views, the atten-
tion maps calculated from central views with other views
are aggregated by the epipolar consistent attention aggrega-
tion (ECAA) mechanism, which consists of ECSU block
(Sec. 4.2) and COFA block (Sec. 4.3). Finally, the dispar-
ity is estimated as the weighted sum of disparity candidates
based on the aggregated epipolar consistent attention Patt:

Dc =
Dup∑

k=0

k×Patt (:, :, k) −
Dup

2
. (1)

where Dup means the size of disparity candidates in Patt.

4.2. Epipolar Consistent Scale Unification
To better aggregate the calculated attention maps from dif-
ferent views, we re-sample and up-sample these maps to a
uniform scale under the constraint of epipolar consistency.
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Epipolar Consistent Attention Re-Sample. For each
V − 1 view that moves horizontally from the central
view, there are H attention maps Mh available that cal-
culate the pairwise similarity of these views. We add
the disparity constraint to Ch and get the constrained
epipolar parallax attention maps Mh. We re-sample each
paired attention map M(0,0)→(0,v) according to the dispar-
ity range [dmin, dmax] and form a new map P(0,0)→(0,v) ∈
RW ×(|v|∗(dmax−dmin)+1). Similarly, the attention maps re-
lated to the vertical moved views are also re-sampled as
P(0,0)→(u,0) ∈ RH ×(|u|∗(dmax−dmin)+1).
Epipolar Consistent Attention Up-Sample. For attention
maps P(0,0)→(0,v)/(u,0) that have different kinds of scale,
we propose to use deconvolution layers with different pa-
rameters to provide specific location information for simi-
larity score interpolation. Taking P(0,0)→(0,v) as an exam-
ple, the magnification factor f in the deconvolution layer is:

f(0,0)→(0,v) = N/|v|, (2)

where N indicates the least common multiple of{
1, 2, . . . , V

2

}
. In such a way, the original similarity scores

in the small disparity scale space are put into the corre-
sponding positions in the large disparity scale space as in
Fig. 3, resulting in up-sampled P up

(0,0)→(0,v) ∈ RW ×Dup

(Dup = N ×(dmax−dmin)+1). Therefore, compared with
other up-sampled methods such as pixel shuffle [20], the de-
convolution layer with f not only maps all attention to the
same scale but also keeps the original matching informa-
tion. Note that we manually flip half of the up-sampled par-
allax attentions since the pixel offsets are opposite for views
that in different sides of the central view. We then combine
all the processed consistent parallax attentions from the hor-
izontal and vertical views P up

(0,0) ∈ R(U +V −2)×H ×W ×Dup .

4.3. Consistent Occlusion-Free Aggregation.
To effectively filter out occlusion-area information, we an-
alyze both the intra-properties of individual parallax at-
tention maps and the inter-relationships between them,
leveraging this analysis to generate occlusion-aware fusion
weights for consistent information aggregation.
Occlusion Masks. The intra-properties of individual par-
allax attention maps reveal that when a point is occluded in
one view, its similarity remains relatively low as analyzed in
Sec. 3.2. Based on this, we perform occlusion detection on
parallax-attention map Mh and Mv and generate occlusion
prior knowledge O(0,v), O(u,0) ∈ RH ×W of view I(0,v),
I(u,0) with respect to I(0,0). Specifically, we add parallax at-
tention maps M(0,v)→(0,0) and M(u,0)→(0,0) along the non-
normalized dimension and set an appropriate threshold τ
(set to 0.9 in this paper) for binarization. Since occlusions
usually appear at object edges, we utilize guided filter [7]
to sharpen the edges before binarization. Finally, we obtain
(V −1) binary mask O(0,v) and (U −1) binary mask O(u,0).

Consistency Weight. Given that disparity constitutes an
intrinsic property of visual scenes, the inter-relationships
between the up-sampled attention maps should inherently
maintain consistency. Therefore, we focus the model on
aggregating the attention maps that exhibit consistent dis-
parity information. To implement this, we feed P up

(0,0) into
the transformer model along with a linear layer to calculate
the consistency weights of different attention maps. Specif-
ically, the P up

(0,0) is reshaped to H × W sequence of tokens
T ∈ R(U +V −2)×Dup . Afterward, T are multiplied sepa-
rately by WQ , WK , WV ∈ RDup×c to generate the corre-
sponding query, key, and value. Then, the dot-product op-
eration is used on the query and key, followed by a softmax
function to obtain the attention scores on the tokens. The at-
tention scores do matrix multiplication with value to get the
fusion attention feature and the fusion attention feature is
fed into a linear layer to get the initial fusion weight Winit.
Occlusion-Free Aggregation. Since occlusions often
cause errors in the final regression results, we consider as-
signing small weights to the occluded parts when aggre-
gating the attention maps. Specifically, we introduce the
occlusion prior information O(u,0) and O(0,v) to suppress
the information provided by the occluded views. First, we
map occluded points in O(u,0) and O(0,v) to −∞ and non-
occluded point to 0. The mapping results from O(u,0) and
O(0,v) are concatenated and added to Winit. We then fed the
added weight into a softmax layer to produce the occlusion-
aware fusion weight Wfuse ∈ R(U +V −2)×H ×W .

The up-sampled P up
(0,0) are then multiplied by the broad-

casted Wfuse and sum over the perspective dimension to
obtain the fused epipolar consistent attention map Patt:

Patt =
U+V −2∑

k=1

Wfuse (k, :, :, :) × P up
(0,0) (k, :, :, :) . (3)

In this way, we integrate attention maps from different
views to increase the robustness of our results.

4.4. Loss Function
Based on the occlusion mask O(u,0) and O(0,v), we improve
the photometric loss [29] to make the model pay attention
to non-occluded regions during training. Specifically, we
use the final disparity map Dc to warp all views toward the
central view and calculate the L1 loss between them:

Lp =
U∑

u

V∑

v

L1
(
w

(
I(u,v), Dc

)
, I(0,0)

)
× O(u,v), (4)

where w (·) denotes a warping operator. Since we only
have O(u,0) and O(0,v) that label the occluded regions in
the cross-shape views in LFs, we propose a simple way to
extend them to all views in LFs:

O(u,v) =

{
1, O(u,0) ∧ O(0,v) = 1
0, O(u,0) ∨ O(0,v) = 0

(5)
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Table 1. Quantitative comparison of MSE*100/Bp(0.3,0,1,0.05) on SLFD dataset. The best results are in bold.

Methods Lion Rooster clock Toy bricks Electro devices

MSE Bp(0.3) Bp(0.1) Bp(0.05) MSE Bp(0.3) Bp(0.1) Bp(0.05) MSE Bp(0.3) Bp(0.1) Bp(0.05) MSE Bp(0.3) Bp(0.1) Bp(0.05)

Sup EPINet [21] 0.476 31.457 68.138 82.954 0.740 36.868 71.562 85.147 1.057 34.658 61.957 77.491 1.112 39.809 64.455 81.793
LFAttNet [24] 0.372 12.994 29.594 49.327 0.278 6.831 25.813 50.920 0.738 11.607 29.018 52.576 0.703 13.819 38.731 60.993

UnSup

UnCNN [16] 1.442 58.221 84.867 92.373 9.213 34.586 75.021 87.383 2.254 53.922 82.172 90.950 2.181 41.163 72.970 85.866
UnMonocular [32] 0.760 48.305 87.371 94.673 0.664 39.931 73.601 86.370 1.226 47.594 71.098 84.982 2.736 45.612 75.238 87.332

UnCon [14] 1.192 35.493 75.392 87.891 0.491 16.928 53.889 75.597 1.741 50.471 79.470 89.474 3.604 42.443 75.654 87.271
UnOcc [10] 1.454 53.460 80.650 90.212 0.421 11.148 42.627 68.151 1.906 61.457 84.587 91.570 2.720 40.834 71.622 84.935

UnMVFM [31] 0.360 8.766 24.420 47.911 0.261 5.796 25.303 48.668 0.772 10.048 30.427 55.732 0.842 13.631 36.038 57.880
ECAAN3 0.173 1.559 6.864 16.480 0.177 2.588 10.896 31.106 0.332 3.741 29.624 54.471 0.290 9.095 31.767 55.710
ECAAN5 0.087 1.138 9.4703 32.998 0.101 0.801 5.578 14.392 0.408 3.207 27.068 47.251 0.211 5.630 22.057 44.819

!"#$%&'()*"+(,-. /012"$ 34&56#7)876#3996#7:#:94'%&6#!22;8<$$2"$

Figure 4. Visual comparison of the disparity maps estimated by different methods on SLFD.

If an occluder is labeled in O(0,v), we consider that this oc-
cluder will also appear in the moving view along the verti-
cal direction of O(0,v). In addition, we also implement the
photometric loss on disparity maps D(0,v) and D(u,0) using
Lh

p and Lv
p to ensure the accuracy of upsampling, which is

regressed using the up-sampled attention map P up
(0,0)→(0,v)

and P up
(0,0)→(u,0). Finally, we train our model in an unsuper-

vised manner, the overall loss includes photometric loss Lp,
Lh

p and Lv
p, PAM loss Ls and smoothness loss Lsm:

Lunsup = Lp + λhv(Lh
p + Lv

p) + λsLsm

+λP (0.2L1
s + 0.3L2

s + 0.5L3
s),

(6)

where Li
s extended by the PAM loss [25] and is calculated

on the all parallax attention maps obtained in the i-th de-
coding stage. The Lsm [23] is calculated on D(0,v), D(u,0)
and Dc to encourage local smoothness of the disparity.

5. Experiment
5.1. Implementation Details
Our model is implemented using the PyTorch framework
and trained on an NVidia RTX A5000 GPU. During train-
ing, we crop views into 100 × 100 patches as the model
input. We train our model by minimizing the Lunsup and
λhv, λs, λP in Eq. 6 are set to 0.5, 0.01, 1. The models is
optimized using the Adam optimizer [2] with β1 = 0.9 and
β2 = 0.999. The initial learning rate is set to 1e−3 and the
batch size is set to 2. Besides, we randomly augment the
datasets by flipping the images horizontally, vertically, or
rotating 90 degrees. Typically, it roughly takes 2 days of
training for our model to converge.

5.2. Comparisons with State-of-the-Art Methods
We conduct a comparative analysis with SOTA meth-
ods, including two non-learning-based methods (i.e.,
SPO [30], OAVC [6]), four supervised learning-based meth-



Table 2. Quantitative comparsion of the MSE*100/Bp(0.07) metrics on HCI dataset. The best results among all methods are in red. The
best and second best results among unsupervised methods are in bold and underlined, respectively.

Method Backgammon Dots Pyramids Strips Boxes Cotton Dino Sideboard Bedroom Bicycle Herbs Origami Avg

MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp MSE/Bp

Non SPO [30] 4.59/3.78 5.24/16.27 0.04/0.86 6.96/14.99 9.11/15.89 1.31/2.59 0.31/2.18 1.02/9.30 0.21/4.86 5.57/10.91 11.23/8.26 2.03/11.69 3.97/8.47
OAVC [6] 3.84/3.12 16.58/69.11 0.04/0.83 1.32/2.90 6.99/16.14 0.60/2.55 0.27/3.94 1.05/12.42 0.21/4.92 4.89/12.22 10.36/8.73 1.48/12.56 3.97/12.45

Sup

EPINet [21] 3.71/3.50 1.48/2.49 0.007/0.16 0.93/2.46 5.97/12.34 0.20/0.45 0.16/1.21 0.80/4.46 0.20/2.30 4.60/9.61 9.29/10.96 1.83/5.81 2.43/4.65
LFattNet [24] 3.65/3.13 1.43/1.43 0.004/0.20 0.89/2.93 4.00/2.79 0.21/9.51 0.09/5.22 0.53/4.82 0.37/2.79 3.35/2.79 6.61/5.22 1.73/4.82 1.91/3.80

AttMLFNet [1] 3.86/3.23 1.04/1.61 0.003/0.17 0.81/2.93 3.84/11.14 0.06/0.20 0.04/0.44 0.40/2.69 0.13/2.07 3.80/8.84 6.37/5.43 0.99/4.41 1.78/3.60
OACCNet [26] 3.94/3.93 1.42/1.51 0.004/0.16 0.85/2.92 2.89/10.70 0.16/0.31 0.08/0.97 0.54/3.35 0.15/2.30 2.91/8.08 6.56/6.52 0.88/4.07 1.69/3.74

Unsup

UnMonocular [32] 11.83/12.31 2.54/3.65 0.027/0.26 2.68/11.14 9.27/22.88 2.91/3.81 1.03/5.40 2.77/10.95 0.42/7.41 9.23/20.10 26.82/13.44 3.68/10.95 6.10/10.19
UnOcc [10] 6.68/14.37 6.57/45.34 0.213/7.35 5.20/41.36 7.45/26.24 0.80/8.46 0.63/8.25 1.79/14.20 0.39/12.69 6.23/21.65 13.94/16.96 1.92/19.82 4.32/19.72

UnLFDisp [33] 6.86/5.20 1.44/1.53 0.016/0.27 1.80/5.12 8.32/20.18 2.04/3.04 0.78/4.17 1.85/7.68 0.35/7.36 7.49/16.55 19.43/11.80 2.94/9.67 4.44/7.71
UnGAN [28] 5.38/10.48 1.74/2.04 0.013/0.30 2.39/9.04 8.01/19.87 0.76/1.94 0.74/4.71 3.39/7.08 0.55/6.91 7.96/18.92 15.58/12.76 3.61/10.33 4.18/8.70

ECAAN 10.18/8.06 3.03/4.77 0.021/0.35 1.86/29.84 7.87/18.54 0.67/1.92 0.63/4.92 1.35/9.05 0.27/6.40 7.21/17.12 14.81/10.81 1.99/11.04 4.16/10.24

Figure 5. Visual comparison of different methods on real-world scenes ‘Lego Bulldozer’ and ‘Lego Knights’. The input 3 × 3 views are
selected (label in the above line) with different intervals to make the disparity ranges increase gradually.

ods (i.e., EPINet [21], LFAttNet [24], AttMLFNet [1],
OACCNet [26]), and seven unsupervised learning-based
methods (i.e., UnCNN [16], UnMonocular [32], Un-
Con [14], UnLFDisp [33], UnGAN [28], UnOcc [10], Un-
MVFM [31]). The Bad pixel (Bp) ratio [9], which mea-
sures the percentage of incorrectly estimated pixels > t,
and the Mean Squared Error (MSE) are used as metrics. To
comprehensively evaluate model performance, we conduct
experiments on both large and small disparity datasets.

5.2.1. Large Disparity Scenes
Synthetic Datasets. Following most approaches [31], syn-
thetic LFs in SLFD are selected for training and testing,
with interview disparities in [-20, 20]. Table 1 illustrates the
quantitative results of different methods on several scenes
from SLFD. Due to the memory burden of constructing the
cost-volume, these cost-volume based methods use the cen-
tral 3 × 3 views as input. To ensure fairness of the experi-
ments, we respectively trained our models for 3×3 and 5×5
angular resolutions, labeled as ECAAN3 and ECAAN5.
Among the LF image methods, our method achieves the
lowest MSE and Bp values across all scenes, indicating
its ability to better capture the consistency relationship of
large disparity scenes and produce superior disparity maps.

Specifically, ECAAN3 achieves a significant MSE reduc-
tion of up to 5.427 (Rooster clock) and 0.273 (Lion), while
also lowering Bp(0.3) by up to 7.628 (Lion) and 4.025 (Toy
bricks) over the UnMVFM. The visual results are shown in
Fig. 4, with a different color map from the LFs for distinc-
tion. Other approaches tend to generate noisy predictions
and exhibit significant accuracy degradation. In contrast,
our results have better visual qualities with smaller errors
compared to others, especially in the edge regions.
Real Datasets. To assess the model’s capability to process
real-world scenes, we test the models on the LFs captured
by the moving camera [22]. Since GT is not available, all
models are trained in SLFD. For each scene, we select dif-
ferent 3 × 3 views from the 17 × 17 LFs with various dis-
parity ranges to evaluate the robustness of the methods. As
shown in Fig. 5, the disparity of LF is gradually larger when
choosing views at different angular positions. Our method
consistently achieves superior accuracy across inputs with
varying disparities, preserving sharp boundaries and intri-
cate structural details. Due to the predetermined fixed sam-
pling intervals in cost volume construction, these models
are prone to pronounced stratification artifacts. This issue
is particularly evident in regions with smoothly varying dis-
parities or occlusions, resulting in abrupt depth discontinu-



Table 3. Result of variant models.

Module Loss MSE / Bp (0.3)

ECSU COFA L p L h/v
p Lion Rooster Toy Electro

(1) ! ! all ! 4.96/21.26 0.37/2.93 3.81/33.05 2.34/20.62
(2) Linear ! all ! 2.48/14.69 0.30/2.74 1.84/24.02 1.88/19.27
(3) Dconv ! all ! 2.06/6.79 0.25/2.46 1.14/13.42 1.51/18.66
(4) Dconv ! ! ! 0.26/2.17 0.17/1.02 0.83/3.99 0.52/9.91
(5) Dconv ! sub ! 0.16/1.46 0.14/0.97 0.59/3.42 0.42/8.41
(6) Dconv ! all ! 0.08/1.13 0.10/0.81 0.41/3.20 0.21/5.63

Figure 6. Visual comparison on real-world small disparity LFs.

ities and unnatural “layering” effects.

5.2.2. Small Disparity Scenes

Synthetic Datasets. Regarding the synthetic LFs with
small disparity, we use LFs from the HCI benchmark [9, 27]
to verify the performance of the models on the synthetic
datasets, in which the LFs have a disparity range of [−4, 4].
The results obtained using LFs with an angular resolution of
7 × 7 are illustrated in Table 2. Due to the lack of ground-
truth supervision, the performance of our model and non-
learning models is worse than the supervised learning meth-
ods [1, 21, 24, 26] in some scenes. Compared with other
unsupervised methods, our approach achieves the lowest
MSE metric and outperforms others in the Bp metric across
most scenes. More comparisons on HCI benchmark are pro-
vided in the supplementary material.

Real Datasets. Following [10], the images from [11, 18,
22] are used for real-world dense LF comparison. All unsu-
pervised methods are retrained on the 100 images from [11].
We show the results in real-world LFs [11, 18, 22] in Fig. 6.
Due to the difference between the synthetic dataset and the
real-world scene, the performance of the supervised mod-
els degrades in the real-world scene. Compared with other
models, our model is able to better preserve fine structure in
real scenes with complex occlusions.

Figure 7. Visual comparison of the variant models.

5.3. Ablation Investigation
In this subsection, we conduct ablation experiments on
SLFD using the ECAAN5. The results are shown in Ta-
ble 3 and Fig. 7. We first design the following models to
verify the effectiveness of our proposed epipolar consistent
up-sample strategy: Model-1 directly regress all the paral-
lax attention to disparity and average them as the final dis-
parity map. Model-2 replaces the deconvolution layer using
a simple linear layer to upsample the attention maps to the
same scale. Model-2 performs better than Model-1, sug-
gesting that integrating information in the attention level
keeps more information than in the disparity level. Com-
pared Model-2 with Model-3, our designed upsample strat-
egy makes it easier to consistently map the attention to the
same scale. We further verify the effectiveness of the pro-
posed occlusion-aware aggregation. Model-3 removes the
COFA while generating the mask for the loss. Compared
Model-3 with the final model Model-6, the occlusion prior
information reduces the weights of occluded regions and
better uses the information extracted from the occlusion-
free view. We further remove the occlusion mask on the
loss, respectively. In Model-4 we remove all the occlusion
masks in loss Lunsup and in Model-5 we only apply sub-
occlusion masks O(u,0) and O(0,v). The results indicate that
using the designed occlusion masks, the photometric super-
vision is more accurate and the performances are improved.
More results are presented in the supplementary material.

6. Conclusion
In this paper, we propose a LF disparity estimation network
based on the proposed epipolar consistent parallax atten-
tion. First, we formulate the horizontal/vertical EPI parallax
attention calculation mechanism and analyze the occlusion
and scale issues in the LF process. Then, we apply the EPI
parallax attention to the disparity estimation task. Specif-
ically, we design an epipolar consistent attention aggrega-
tion mechanism to unify the offset scale and aggregate the
consistency parallax information of the non-occluded areas.
Experimental results show that our method performs favor-
ably against state-of-the-art methods.
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