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Abstract

Current training-free text-driven image translation pri-
marily uses diffusion features (convolution and atten-
tion) of pre-trained model as guidance to preserve the
style/structure of source image in translated image. How-
ever, the coarse guidance at feature level struggles with
style (e.g., visual patterns) and structure (e.g., edges) align-
ment with the source. Based on the observation that the
low-/high-frequency components retain style/structure in-
formation of image, in this work, we propose training-free
Frequency-Guided Diffusion (FGD), which tailors low-
/high-frequency guidance for style- and structure-guided
translation, respectively.  For low-frequency guidance
(style-guided), we substitute the low-frequency components
of diffusion latents from sampling process with those from
inversion of source and normalize the obtained latent with
composited spectrum to enforce color alignment. For high-
frequency guidance (structure-guided), we propose high-
frequency alignment and high-frequency injection that com-
pensate each other. High-frequency alignment preserves
edges and contour by adjusting the predicted noise with
guidance function that aligns high-frequency image regions
between sampling and source image. High-frequency in-
jection facilitates layout preservation by injecting high-
frequency components of diffusion convolution features
(from inversion) to sampling process. Qualitative and quan-
titative results verify the superiority of our method on style-
and structure-guided translation tasks.

1. Introduction

Image translation maps a source image from source domain
to a target domain [5, 8, 22]. With the success of large-scale
text-to-image (T2I) diffusion [36], recent works use source
image as control signal for T2I diffusion to enable text-
driven translation [12, 30, 33, 43]. A target prompt is used
as conditioning text for T2I to specify the style/structure to
be produced. The source image is used as control signal to
guide T2I by specifying the style/structure to be preserved.

Training-based methods inject control signal by fine-
tuning the pre-trained diffusion model or training auxiliary
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Figure 1. Applications of our method FGD, Frequency-Guided
Diffusion for training-free text-driven image translation. Running
time on one NVIDIA 3090 GPU is reported. Given a source image
and its text description (left), the translated image (right) is pro-
duced via a text-to-image (T2I) process, where the target prompt
(right) is text conditioning and source image’s frequency is guid-
ance. “cat” — “panda” indicates style-guided translation as the
style of watercolor painting is retained. “a sketch of a cat” —
“a watercolor painting of a cat” indicates structure-guided trans-
lation as the contour of cat is retained.

modules [4, 25, 32, 51-53], which is expensive. Training-
free methods, which are most relevant to our work, com-
monly use diffusion features (convolution and attention)
of pre-trained diffusion model (from inversion of source
image) as guidance to control the sampling process [16,
29, 30, 33, 43]. However, the coarse guidance at fea-
ture level faces challenges in preserving style (e.g., visual
patterns) and structure (e.g., edges) of the source. Intu-
itively, as shown in Fig. 3b, the low-/high-frequency com-
ponents retain the style (e.g., global characteristics and pat-
terns)/structure (e.g., edges) of image, respectively. There-
fore, we use the frequency of source image as training-free
guidance for two types of tasks: style- and structure-guided
translation. As shown in Fig. 1, low frequency can be used
for style-guided translation: translation to a semantically re-
lated class with the pattern retained (e.g., “cat” — “panda”).
High frequency can be used for structure-guided translation:
translation to a different style with the edges retained (e.g.,
“sketch of a cat” — “watercolor painting of a cat”).
Several attempts on frequency analysis have been made
for text-driven image translation [12, 13]. FCDDiff [13]
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requires training a network via ControlNet [51] paradigm.
FBSDiff [12] uses training-free guidance by substituting the
low-/high-frequency components of diffusion latents (input
to denoising network) from sampling process with those
from inversion of source. However, it struggles to pre-
serve source’s structure in translated images under high-
frequency guidance (Fig. 1). As shown in Fig. 2, during
denoising process, high-frequency components (e.g., edges)
undergo drastic changes while low-frequency components
(e.g., global characteristics) change slowly. This suggests
that denoising process (remove high-frequency noise from
diffusion latents) contradicts with high-frequency substitu-
tion of diffusion latents, i.e., high-frequency substitution is
suboptimal for structure preservation. In Fig. 5, the power
spectrum of translated image shows that high-frequency
substitution used by FBSDiff [12] results in noised and dis-
torted generation. Unlike FBSDiff [12] that composes the
spectrum of diffusion latents, we adjust predicted noise to
align high-frequency image regions between sampling and
source image, and inject high-frequency components of dif-
fusion convolution features to the sampling process.

In this work, we propose a frequency-guided diffusion
for training-free text-driven image translation, Frequency-
Guided Diffusion (FGD) that tailors low-/high-frequency
guidance for style-/structure-guided translation, respec-
tively. For low-frequency guidance (style-guided), we
substitute the low-frequency components of diffusion la-
tents from sampling process with those from inversion of
source image to enforce style alignment with source. How-
ever, direct substitution (used by FBSDiff [12]) causes
color distribution shift as the latent with composited spec-
trum may have different feature statistics from the source
(Fig. 7a). Therefore, we additionally normalize it via
AdalN [20] to enforce color alignment with source im-
age. For high-frequency guidance (structure-guided), we
propose high-frequency alignment and high-frequency in-
jection that compensate each other. High-frequency align-
ment preserves edges and contour by adjusting the pre-
dicted noise with a guidance function, which penalizes the
difference in high-frequency image regions between sam-
pling and source image. This is inspired by the guid-
ance methods for diffusion [2, 15, 30], where a guidance
function that measures the difference in deep feature space
(e.g., CLIP [35]) is used to guide sampling process. Un-
like these methods, our guidance is in frequency domain.
High-frequency injection facilitates layout preservation by
injecting high-frequency components of diffusion convolu-
tion features (from inversion of source) to the correspond-
ing features from sampling process. The feature-level injec-
tion avoids interfering the denoising process for diffusion
latents. This is in contrast to prior works [27, 43] that inject
both low and high frequency of diffusion convolution and
attention features. We show that high-frequency alignment
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Figure 2. Denoising process across timesteps and its low-/high-
pass filtering results. Low-frequency components change slowly,
while high-frequency components undergo drastic changes.

facilitates edges alignment while high-frequency injection
facilitates layout preservation in Fig. 7 and Tab. 3.
Our contributions can be summarized as follows:

* We propose a frequency-guided diffusion for training-
free text-driven image translation, Frequency-Guided
Diffusion (FGD).

* Our FGD tailors low-/high-frequency guidance for style-
/structure-guided translation, respectively.

¢ Qualitative and quantitative results show that our
FGD outperforms existing frequency-based (e.g., FBS-
Diff [12]) and attention/feature-based (e.g., PnP [43],
FreeControl [30]) image translation methods on style-
and structure-guided translation tasks.

2. Related work

2.1. Diffusion-based image translation

Recent works in text-driven image translation apply text-
to-image (T2I) diffusion to translation task by using source
image as control signal. To control pre-trained diffusion
models with source image, training-based methods fine-
tune the model or train auxiliary modules on unpaired or
paired data [4, 25, 32, 51-53], which is expensive. Training-
free methods commonly use convolution and attention fea-
tures of pre-trained model as guidance to inject the informa-
tion of source [16, 27, 29, 30, 33, 43]. Unlike these works,
our method is in frequency domain by preserving low-/high-
frequency components. There are some attempts on fre-
quency analysis [12, 13]. However, FCDDiff [13] requires
training a network following ControlNet [51] paradigm.
FBSDiff [12] substitutes frequency components of diffusion
latents for training-free guidance but is shown to be subop-
timal in preserving source’s structure (Fig. 5). In contrast,
our method is training-free and we achieve better struc-
ture preservation by adjusting predicted noise with gradient
of frequency-based guidance function and injecting high-
frequency components of diffusion convolution features.
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Figure 3. Overview of our FGD. The low-/high-frequency guidance performs style-/structure-guided translation task, respectively. For

low-frequency guidance, we combine the high frequency from sampling x;* " and low frequency from inversion x;

inv

, and then normalize

the obtained latent via AdaIN [20]. For high-frequency guidance, high-frequency alignment adjusts predicted noise ey (xfpl) by penalizing

the difference in high-frequency image regions between predicted clean data x,

injection injects high-frequency components of decoder convolution features from x;

2.2. Diffusion-based image editing

Text-driven image editing manipulates the image via vari-
ous edits on objects (e.g., change shape, appearance and lo-
cation) [6, 10, 14, 16, 29, 34, 47]. Attention/feature-based
methods commonly manipulate convolution and attention
features of diffusion model to preserve essential content
during editing [3, 26]. Inversion-based methods aim to pro-
vide an edit-friendly latent space [21, 31]. Despite the su-
periority in modifying the object (e.g., “dog” — “smiling
dog”), compared with image translation (Tab. 1 and Fig. 4),
these works struggle to change global style on structure-
guided translation (e.g., “painting” — “pencil sketch’).

2.3. Frequency-controlled generation

Frequency domain optimization has been shown to be effec-
tive in GAN-based image generation and translation [5, 23].
These works commonly capture frequency information by
optimizing the GAN model during GAN training. De-
spite the success, these works lack the ability to use large-
scale T2I model to drive image translation. Frequency do-
main analysis has also been applied in image quality en-
hancement [28, 39]. A recent work in image editing Flex-
iEdit [26] reduces the high-frequency information (from
source image) in the editing region of generated image in or-
der to change the layout of the region. In contrast, we aim to
preserve the high-frequency components from source im-
age to enforce structure alignment with source.

inv

1 .
P’ and initial clean data x{

olt = Xo, while high-frequency

. 1
to the denoising process of x;7".

inv

2.4. Guidance methods for diffusion

Guidance methods for diffusion use pre-defined guidance
function to guide sampling process with control signal [2,
7, 15, 49, 50]. Some extend classifier guidance [9] by ad-
justing predicted noise with the gradient of guidance func-
tion [2, 30, 49, 50]. Guidance function measures the dif-
ference between sampling and source input [30]. Others
directly optimize the noised latent or the predicted clean la-
tent with gradient descent [2, 15]. For example, FreeCon-
trol [30] preserves source’s style/structure using guidance
function that measures style/structure difference at feature
level. Despite different techniques, these works commonly
measure difference in deep feature space (e.g., diffusion fea-
tures, CLIP [35] features) while our guidance is through
preserving low-/high-frequency components.

3. Preliminaries

Diffusion models [19, 41] have a forward diffusion process
and a reverse denoising process. Forward diffusion gradu-
ally turns clean data x into isotropic Gaussian noise:

xt:\/atxt_1+vlfoztet, t= 1,...,T, (1)
Xt = Varxg + V1 — que, 2
where x; is the noised latent at timestep ¢, oy € (0,1) is

pre-defined noise schedule, a; = szl a;, € ~ N(0,1),
€ ~ N(0,I), and T is the total timesteps.
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To sample new data, reverse denoising starts from xp ~
N(0,1) and gradually removes the noise:

Xt—1 :He(xtat)+at€ta t:Ta"'alv (3)

H@(Xht) =V 074t71X0‘t + \/ 1-—- dtfl - U%E@(Xt,t)7 (4)

Xoi = (x¢ — V1 — agea(x¢, 1)) /v, &)

where €y(+) is denoising network parameterized by 0 that is
trained to estimate noise e, Xo|¢ is the predicted clean data,
or=ny/ (1 —ar-1)/(1 —ay)\/1—ar/au—1.n € [0,1].

For text-to-image models [36], €4(+) is trained to be con-
ditioned on text prompt c, i.e., €p(x¢,t,c). In practice,
classifier-free guidance (CFG) [18] is used to update pre-
dicted noise €y for conditional generation with c:

€o(x¢,t,¢,¢p) = weg(Xe, t,¢)+H(1—w)-€9(x¢,t,cg), (6)

where cy is the null text prompt, w is the CFG scale.
Guidance. Guidance for diffusion [2, 30] commonly

guides the sampling process by adjusting the noise pre-

dicted by eg(-) with the gradient of guidance function G:

€9 = €g(x4,t,¢) + 5 Vy,G, (7N

where s is the guidance scale. G measures the difference in
diffusion feature/latent between sampling and inversion.
Feature injection. Existing T2I diffusion models com-
monly adopt a U-Net [37] architecture with an encoder and
a decoder [36]. Each encoder/decoder block contains con-
volution, self-attention, and cross-attention layers. As these
layers encode appearance and structure, they are widely-
used for controlled generation in attention/feature-based
translation methods [30, 43]. For example, PnP [43] injects
the decoder convolution and self-attention features from
source to sampling process by replacing these features.

4. Methodology

4.1. Overview

An overview of our FGD is shown in Fig. 3a. Given a
source image [ € RE*XHXW 4 Variational Autoencoder
(VAE) [11] encoder E projects I into latent space xg =
E(I) € Re*h*w  Ag is common practice [36], the pre-
trained T2I diffusion model €4 (-) operates in latent space.
eg(-) is kept frozen. € (x;) denotes the predicted noise with
timestep ¢ and prompt ¢ omitted for brevity.

Following common practice [12, 43], given a text prompt
csre describing I, we first invert xy by applying inver-
sion, obtaining a set of inverted latents at intermediate
timesteps, i.e., {x"*}T (xi"v — xP?), where x{"* =
xo. {x"}T encodes the information of source image
I at different noise levels. The last inverted latent x27* is
used as initial noise for sampling process via Eq. (3), ob-

. ! ] ! ! )
taining {x;”" }0_ (x7" — x7"), where x37* = x¥V. We

use a target prompt ¢4, as text conditioning for €4 (-) during
sampling. c;4; specifies the style/structure to be produced
in I, while the frequency information from inversion of
specifies the structure/style to be preserved. The sampled
latent XSP ! is decoded via VAE [11] decoder D to obtain a
translated image Iie,I= D(xg? l). In order to retain the
style/structure of source [ in translation I, we propose two
different guidance mechanisms: low-frequency guidance
for style-guided translation (Sec. 4.2) and high-frequency
guidance for structure-guided translation (Sec. 4.3).

4.2. Low-frequency guidance

At each timestep ¢ of sampling, we substitute the low-
frequency components of x;” ! with the components from
xi"? to enforce style-alignment with source image. First,
we perform 2D FFT (Fast Fourier Transform) to obtain
the frequency spectrum of latents xi"” and x(”', i.e.,
FFT(xi"”) and FFT(x:""). Then we apply low-/high-
pass filtering to FFT(x!"")/FFT(x;"") to obtain their low-
/high-frequency components, i.e., FFT(x{""),, = M, ®
FFT(xi"), FFT(x{""),, = (1 —M),,) @ FFT(x;?"), where
©® is element-wise multiplication. As shown in Fig. 3a,
M,, € R"*% is a binary mask with a centered circle in-
dicating low-frequency area on 2D spectrum:

0 d(u,v) > ryp,

1 d(u,v) <1,y ®

M, [u, v] = {

where d(u,v) is the ¢y distance between spatial location
(u,v) and center of 2D spectrum, 7, is frequency thresh-
old (i.e., radius of circle). We empirically find that when
rip = 10, 80% of the total energy in spectrum is within
the low-frequency mask M;,,. Therefore, we consider 10 as
the threshold for low-frequency components. We combine
FFT(xi"");, and FFT(x;*")},,, to obtain a composited spec-

trum and update x;” ! via IFFT (Inverse Fourier Transform):

x{? < IFFT(FFT(x{"");, + FFT(x;" )1p).  (9)

The updated x;"" is fed into g (-) to sample I via Eq. (3).
However, we observe color distribution shift in generated
image (3" column in Fig. 7a) as x{*' with composited
spectrum may have different statistics from x:"?. Inspired
by [1], we enforce color alignment using a AdaIN [20] op-

eration that performs channel-wise normalization:
xS AdaIN(x(P!, xim), (10)

pl

where AdaIN normalizes x;”" using the mean and variance
inv

(across spatial dimension h x w) of x;"™".

4.3. High-frequency guidance

High-frequency guidance enforces structure-alignment with
source image by preserving source’s high-frequency com-
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(a) Style-guided translation (Low- frequency guidance for frequency-based models).
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(b) Structure-guided translation (High-frequency guidance for frequency-based models).

Figure 4. Qualitative comparison on style- and structure-guided translation tasks. Images are sampled from Aesthetics [38].

ponents during sampling process. It has two modules: high-
frequency alignment and high-frequency injection.
High-frequency alignment aligns the high-frequency
image regions between sampling and source image. In-
spired by diffusion guidance methods [2, 15] that guide
sampling process by using guidance function to adjust pre-
dicted noise (Eq. (7)), we propose a guidance function G,
that measures the difference in high-frequency image re-
gions. G, is expressed as follows:
p = [[AP

© (Foray(D(xgh))) = Foray(D)[[5, (1)

where x; " is predicted clean data via Eq. (5), I is original

O\t
clean data, AP € RH#*W ig a binary mask indicating high-

frequency regions on image, Frqy(-) converts RGB image

to grayscale image to avoid appearance leakage from source
and D is decoder of VAE. AP is defined as follows:

1 IFFT(M?“ ® FFT(I)) > 0,
) = (. hp (1) (12)

AP g

0 otherwise,
where Mff; € RF*W (with threshold r? ””) is a high-pass
filter for filtering images, (, ) is spatial locatlon. Note that
M} filters images while My, filters latents. With Eq. (11),

we ad]ust the predicted noise e4(x;”") based on Eq. (7):

é@ = Eg(xt l7t7 ctgt) + S - fongp, (13)

where s is the scale. €y is used to estimate x
to (5).

1 via Egs. (3)
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High-frequency injection facilitates layout preservation
by combining low-frequency components of convolution
features from sampling process and high-frequency compo-
nents of convolution features from source. This is inspired
by PnP [43] that replaces the diffusion decoder features to
control the structure of generation. Let Fi""/F;7' be the de-
coder convolution features by feeding x"*/x;?" into ey (-),
respectively. In Fig. 3a), PCA visualization of convolution
features Fi"" shows general layout of object cat. We update
F;? ! by composing its spectrum:

Fi* « IFFT(FFT(Fi"),, + FFT(FPY,),  (14)

where FFT(F{™")},,, is obtained with a high-pass filter M,
while FFT(F;?"),, is obtained with 1 — My,. My, (with
threshold 7,,) is defined in a similar way as M;,, except
M, is the complement region of M.

Note that unlike prior works [27, 43] that directly replace
F:?! with Fin? (i.e., both low- and high-frequency compo-
nents), we only inject high-frequency components of F{"?
as this allows better balance between fidelity to source im-
age’s content and creative generation (see ablation of fre-
quency threshold 7, in Fig. 8c). Moreover, it helps reduce
appearance leakage (see supplementary). We don’t adopt
the attention injection used in prior works [27, 43] because
high-frequency injection of convolution features along with
high-frequency alignment is enough to achieve better struc-
ture preservation. We show that the high-frequency injec-
tion helps improve structure preservation with focus on fa-
cilitating layout preservation in Tab. 3 and Fig. 7.

5. Experiments

5.1. Experimental setups

Implementation. The frequency threshold 7, in low-
frequency guidance is 5, while ri?lrhp in high-frequency
guidance is 20/3, respectively. High-frequency alignment
scale s is within [100,200]. We use DDPM inversion
from DDPM-Edit [21] as it has an edit-friendly latent
space for diverse generation. We use Stable Diffusion v2.1
(SDv2.1) [36] as pre-trained T2I model for all methods
when possible and baseline’s default model otherwise (i.e.,
SDv1.5 for P2P-Zero [33]). All experiments are run on
one NVIDIA 3090 GPU. Following [12], we evaluate on
two datasets: LAION-Aesthetics 6.5+ (Aesthetics) [38] and
PIE-Bench [24]. The images are resized to 512 x 512. More
details, results and running time are in supplementary.
Baselines. We compare with training-free image trans-
lation methods, including a frequency-based model (i.e.,
FBSDiff [12]), and attention/feature-based models (i.e.,
Prompt-to-Prompt+Null Text (P2P+NT) [16, 31], Plug-and-
Play (PnP) [43], P2P-Zero [33], and FreeControl [30]).
Note that for FreeControl [30], we start sampling from

the last inverted latent as this enables better style/structure
preservation. We also compare with training-based FCD-
Diff [13], which follows training paradigm of Control-
Net [51] to inject frequency information. We addition-
ally compare with training-free image editing methods (i.e.,
LEDITS++ [3] and FlexiEdit [26]) and inversion-based
method DDPM-Edit [21] for a comprehensive comparison.

Metrics. We evaluate on two tasks: style- and structure-
guided translation. Following [12, 28, 33, 43], we provide
quantitative results using 5 metrics: (1) CSD score [40]
measures the style similarity between translated and source
image, using cosine similarity of style descriptors from pre-
trained model. (2) DINO distance measures the structure
difference between translation and source, using MSE of
DINO-VIiT self-similarity feature [42] (focus on layout).
(3) Edge similarity measures the structure similarity be-
tween translation and source, using CLIP [35]-based co-
sine similarity of HED edge maps [48] (focus on edges).
(4) CLIP score [17] measures the image-text alignment be-
tween the translated image and target prompt. (5) HPSv2
score (HPS) [46] is used in image enhancement [28] to mea-
sure the quality of image generated with text prompts, with
focus on human preference. For style-guided translation,
we report the CSD, CLIP and HPS score. For structure-
guided task, we report the DINO distance, Edge similarity,
CLIP and HPS score.

5.2. Qualitative results

In Fig. 4, we provide the qualitative results on style- and
structure-guided translation tasks. We observe: (1) Im-
age editing methods (e.g., DDPM-Edit [21]) commonly
struggle with preserving the visual patterns on style-guided
translation (e.g., clothes in 4™ row of Fig. 4a). More-
over, these works (e.g., LEDITS++ [3]) might fail to
change the style on structure-guided translation (e.g., 4"
row of Fig. 4b). (2) Attention/feature-based image transla-
tion methods (e.g., PnP [43]) also face challenges in gen-
erating high-quality images that preserve source image’s
style (e.g., 4™ row of Fig. 4a) and structure (e.g., 4" row
of Fig. 4b). (3) Frequency-based FBSDiff [12] has inferior
results in structure preservation due to the denoising nature
of diffusion, which is shown and discussed in Figs. 2 and 5.

In Fig. 6, we perform style- and structure-guided trans-
lation for the same source image. For low-frequency guid-
ance, our generated image preserves source’s style for vary-
ing degrees of semantic gap between the source and tar-
get prompt, i.e., related class (“cat” — “dog”) and moder-
ately distinct class (“cat” — “Hulk”). For high-frequency
guidance, it allows structure preservation with different
styles specified by target prompt. In particular, frequency-
based image editing method FlexiEdit [26] fails on structure
preservation on structure-guided translation as it is designed
to reduce high-frequency information from source.
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Method Aesthetics PIE-Bench Method Aesthetics PIE-Bench
CSD 1 CLIP 1 HPS 1 CSD 1 CLIP 1 HPS 1 DINO | Edge 1 CLIP 1 HPS 1 DINO | Edge 1 CLIP 1 HPS 1

Image editing & style transfer method Image editing method
23‘?“§;¥164244] 8'222 8';2 gg';i 8'222 g;‘g ;ggi CycleDiff [45]  0.047 0925 0.260 26.89 0.048 0924 0.284 27.52
D]yjcphlEd['{[ll] 0.530 0258 2723 0.677 0270 2746 PPPMEdit[21] 0051 0910 0269 27.28 0038 0922 0301 27.69
LEDIT_S+: [?_] 0.608 0.246 26.59 0776 0260 2707 LEDITS++[3] 0024 0947 0227 2663 0018 0950 0263 27.54

o ’ ‘ PG : : FlexiEdit [26]  0.091 0.901 0.217 26.43 0.083 0.887 0.259 27.18
FlexiEdit [26]  0.639 0.224 25.77 0.720 0.245 26.33
Image translation method Image translation method

g P2P+NT [16,31] 0.027 0.950 0.252 26.98 0.093 0.866 0.280 26.89
P2P+NT [16, 31] 0.669 0.236 26.41 0.811 0.242 26.66 ,
PuP [43] 0477 0254 26.63 0.675 0261 2699 FuP[43] 0.044 0919 0.270 26.99 0.035 0.931 0.295 27.54
P2P-Zero [33] 0426 0237 2609 0.633 0243 2630 P2P-Zero[33] 0046 0920 0230 2629 0.071 0.880 0.232 25.94
FreeControl [30] 0436 0252 2722 0.634 0269 2749 FreeControl [30] 0.045 0913 0270 27.42 0.048 0914 0302 28.08
Ctrl-X [27] ’ 0230 0264 26.94 0445 0275 27.51 Cul-X[27] 0.123 0.860 0.269 26.16 0.101 0.870 0.306 27.75
FCDDif}[M]T 0434 0261 2639 0654 0256 2673 FCDDIff[13]7 0038 0928 0231 2636 0.033 0929 0.291 27.58
FBSDIff [12] 0436 0257 2638 0617 0264 2715 FBSDIff[12] 0.058 0.908 0.253 26.58 0.044 0.917 0.283 27.65
FGD (Ours) 0.649 0260 27.34 0791 0.273 27.54 FGD (Ours) 0.035 0.931 0.271 27.56 0.028 0.942 0.303 27.87

(a) Style-guided translation.

(b) Structure-guided translation.

Table 1. Quantitative results on style- and structure-guided translation. The red/blue value indicates the top/second-ranked result,
respectively. ': training-based method.
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Table 2. Ablation on low-frequency Table 3
guidance modules (Aesthetics). Sub is )
low-frequency substitution and Color is
color alignment (Eq. (10)).

D Style-guided translation
(Low-frequency guidance for ours)
Structure-guided translation

(High-frequency guidance for ours)

“a sketch
of a cat”

Source

“... watercolor

« . bear” ... dog” . Hulk” “..image..” “...sculpture..”  painting..”

Ours

FlexiEdit

Figure 6. Results of low-/high-frequency guidance for the same
image. FlexiEdit [26] is a frequency-based image editing method.

5.3. Quantitative results

In Tab. I, we report the quantitative results. We ob-
serve: (1) Despite image editing methods (e.g., LED-
ITS++ [3]) exhibit strong structure preservation (low DINO
distance), these works struggle to follow target prompt (low

Spatial frequency (log scaling)

Ablation on high-frequency guidance modules
(Aesthetics). Sub is high-frequency substitution of dif- Figure 5. Power spectrum from
fusion latents from FBSDiff [12]. Inj is high-frequency different high-frequency guid-
injection and Align is high-frequency alignment.

ance. 512 x 512 (Aesthetics).

CLIP score) to produce desired style in the generated im-
age. This is aligned with the observation in Fig. 4. (2)
FreeControl [30] and Ctrl-X [27] are able to generate high-
quality images (high HPS score) with strong image-text
alignment (high CLIP score). However, they are inferior
with style/structure preservation, which is also observed
in Fig. 4. In particular, FreeControl [30] is mainly de-
signed to enforce structure alignment with source image.
(3) Although P2P+NT [16, 31] has strong style/structure
preservation, it often fails to follow target prompt (low CLIP
score) and leaves the source image unchanged, which is ob-
served in Fig. 4. (4) Compared with prior image transla-
tion/editing methods, our FGD has better balance between
style/structure preservation and image-text alignment with-
out sacrificing image quality.

19201



Source w/o low-freq. w/ low sub w/ color align ~ Our low-freq.

“a painting of a cat” —W “a painting of a girl”

(a) Low-frequency guidance modules.

Source w/o high-freq. w/ injection w/ alignmentG, Our high-freq.

¥
MSE 0.028 MSE 0.011 MSE 0.010
“a sketch of a cat” —W“‘a watercolor painting of a cat”

MSE 0.008

(b) High-frequency guidance modules. The MSE of high-frequency regions
(via Eq. (11)) for measuring contour distance is reported below the image.
Visualizations of features’ PCA and high-frequency regions are provided.

Figure 7. Qualitative ablation on low-/high-frequency guidance
modules.

Source 7, =0 r,=5 7, =10 r, =20
“a sketch of a husky” —W “a sketch of a car”
(a) Threshold r;,, for low-frequency guidance.
Source r/,z" =10 r,,’;" =20 ’n’,),” =30 r/;’,’* =40
“a sketch of a husky” —W “a watercolor painting of a husky”
pix . .
(b) Threshold r hp for high-frequency alignment.
Source 7, =0 Ty =2 Ty =3 7, =10
“a painting of a woman’s face” —W “a pencil sketch of a woman'’s face”

(c) Threshold 7}, for high-frequency injection.

Figure 8. Ablation on frequency threshold.

5.4. Ablation study
5.4.1. Effect of different modules

In Tabs. 2 and 3 and Fig. 7, we evaluate the effective-
ness of our low-/high-frequency guidance modules. Note
that in Tabs. 2 and 3, our method degenerates to DDPM-
Edit [21] (first row) and FBSDiff [12] (second row) (except
FBSDiff [12] originally uses random noise as initial noise
seed while the last inverted latent is used here).

For low-frequency guidance (Tab. 2 and Fig. 7a), we ob-
serve: (1) The low-frequency substitution improves style
preservation. (2) The proposed color alignment helps im-
prove style preservation, especially the color alignment

(e.g., yellow color in Fig. 7a) by aligning feature statis-
tics. (3) Altogether, low-frequency substitution and color
alignment achieve better balance between style preservation
and image quality. These are in line with the observation
in Fig. 7a, and validate our low-frequency guidance.

For high-frequency guidance (Tab. 3 and Fig. 7b), we
observe: (1) Although high-frequency substitution of in-
put latent improves structure preservation (low DINO dis-
tance), it struggles to follow target prompt (worse CLIP
score) and has worse image quality. (2) The proposed
high-frequency alignment and injection improve structure
preservation without sacrificing image quality. In particu-
lar, the injection facilitates general layout (low DINO dis-
tance) while alignment facilitates edges and contour (high
Edge similarity). Altogether, they result in the best results.
This is also observed in Fig. 7b. The results validate our
high-frequency guidance mechanism.

5.4.2. Effect of frequency threshold

In Fig. 8, we study the effect of frequency threshold. For
low-frequency threshold 7, (Fig. 8a), as r;;, increases, the
style of translated image becomes closer to source image.
However, when 7y, is too large (e.g., 20), the translation
starts to have similar shape with the source (i.e., the car
windshield looks like dog head while the rest looks like
dog body). We empirically find that 5, € [5,10] works
well. For high-frequency threshold rfL;‘r (Fig. 8b), as it de-
creases, the high-frequency guidance results in better struc-
ture preservation. Further decreasing (e.g., below 10) could
introduce too many details and interfere the denoising. We
empirically find that rj* € [10,25] works the best. For
Thp (Fig. 8¢), small rp,), tries to match content of source im-
age (i.e., both shadow and face), while larger 7, allows
more creativity in the generation (e.g., hair). We addition-
ally show that only injecting high-frequency components
helps reduce appearance leakage in supplementary.

6. Conclusion

In this work, we propose Frequency-Guided Diffusion
(FGD) for training-free text-driven image translation. We
tailor low-/high-frequency guidance for style-/structure-
guided translation, respectively. For low-frequency guid-
ance, we combine the low-/high-frequency components
from source/sampling and normalize the obtained latent for
style alignment with source image. For high-frequency
guidance, we adopt high-frequency alignment and injection
for structure alignment. Our FGD surpasses SOTA transla-
tion methods on style- and structure-guided translation.
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