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Figure 3. (a) illustrates the original scenario, where no vehicles
are present except ego vehicle, which simply maintains a constant
speed. In contrast, (b), (c), and (d) demonstrate how ego vehicle’s
behavior is altered due to the influence of the blocking agent, while
ego vehicle impact the surrounding agents. Example video is given
in supplementary material.

based. Agents are initialized with states (s; ?:1: N and be-
haviors (b;)9_,. -

* Route-based. Spawn points with a higher likelihood of
interaction with ego vehicle are prioritized as initializa-
tion conditions for agents. Then, we generate diverse
global trajectories for agent vehicles, ensuring that the
routes closely resemble real-world driving patterns.

 Trigger-based. By selecting specific points along ego ve-
hicle’s trajectory as trigger points, we identify potential
spawn points with map topology where agents could in-
teract with ego vehicle. Once ego vehicle reaches a trig-
ger point, the corresponding agent vehicles are activated
to execute their trajectories. This approach can facilitate
customized safety-critical test scenarios.

Appendix A explain these approaches in detail.

Bi-interactive Agent Control. For status and behavior
control, we adopt an approach inspired by CARLA [12], in-
corporating control factors such as speed limits and safe fol-
lowing distances derived from the original scenario. Agents
determine driving behaviors b§ based on their interaction
with other agents at each time, which establishes a bidirec-
tional interactive relation between ego and agent vehicles.
Fig. 3 shows some common interaction scenes. Beyond reg-
ular driving scenarios, we also introduce dangerous behav-
ior modes for agent vehicles, which can trigger actions such
as lane changes, aggressive overtakes, emergency stops, or
disregarding safe distances when interacting with ego vehi-
cle, providing potential for long-tail scenario evaluation.

Adaptive Kinematic Model. We propose an Adaptive
Kinematic Model (AKM) to refine vehicle control signals,
addressing the discrepancy between simulated and real ego
dynamics during simulation, which can significantly impact
planning [27]. Given front length 1; and rear length I,.,
AKM updates vehicle states using Eq. (1).

.
arctan [ ——tan( ;) |; Vip1=Vi+a; t
|f +1,

. Ve .
41 = t+ﬁ5ln( 0t

Vu = (1 ul)vt + u1Vt+1;

Xe41 = Xp +V, COS(7p +uz )

Vig1 =Y+ v sin(Cy+us ) U

1)
where  isthe slip angle, v; is the vehicle velocity, ” is the
yaw angle, is the steering angle and Xx;, y, represent the
vehicle position. Compared with standard bicycle model,
it incorporates two learnable parameters, u; and u,, esti-
mated from real-world IMU sensor data. These parameters
help prevent unrealistic displacements by adjusting veloc-
ity and orientation dynamically. By ensuring smoother and
more natural vehicle movement, this approach enhances the
realism and continuity of the simulation environment.

3.2. Scene Renderer

Scene Renderer generates high-fidelity driving scenes that
reflect dynamic traffic flows with spatial-temporal consis-
tency. It builds a Model Library using Gaussian Splatting
for editable background and dynamic foreground models.
We also propose ground height estimation and directional
shadow rendering to enhance rendering realism. Figure 1
demonstrates example images from Scene Renderer.
Gaussian-Splatting-Based Model Library. Model library
consists of two components: background model and fore-
ground model, both are built based on Gaussian Splatting.
For background, we train models by Street Gaussians [39]
with only static elements retained to provide a stable back-
ground free from motion artifacts and allow for clean in-
tegration of dynamic foreground models. For foreground,
due to the limited available angles of vehicles in the orig-
inal scenario, we construct our virtual vehicle assets with
BlenderNeRF [33] and 3DRealCar [13] to build foreground
model libraries through training with 3DGS. The explicit
nature of Gaussian Splatting allows direct editing of the
scene using models from the library. Detailed construction
steps are provided in Appendix B.

Ground Height Estimation. To prevent artifacts from
sinking into or floating above the ground in environments
with large elevation variations, we propose learning a global
ground model defined as 2 = f(x;y). Inspired by [11],
we extract ground LiDAR points from each frame using
RANSAC [14] and fit a ground model for the entire scene,
implemented as a three-layer MLP, to predict the z-axis off-
set during object placement. The loss is designed as follows
to penalize less those LIDAR points above the ground:

L)@ 2? 2>z
Lneighe (2:2) = {Huber(t" z) 2 z

Directional Shadow Rendering. To enhance the realism
of foreground vehicles appearance in the scene, we generate

O]
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vehicle shadow 3DGS models in multiple directions based
on the Gaussian models from the foreground library. For
each scene, we pre-estimate the global illumination based
on the images from the original dataset as following:

R COHN RN
VG2 + G +1

where p* = argmax, krl(p)k, is the point with maxi-
mum gradient magnitude, r1(p) = [G,;G,]" denotes the
Sobel gradient after Gaussian blur. During simulation, the
global illumination and the current heading angle decide
shadow model selection, which is combined with the origi-
nal model for rendering. A visual comparison of foreground
objects with shadow rendering and ground model placement
is provided in Fig. 11 in the supplementary.

Composition Rendering. Scene Renderer determines ego
vehicle’s viewpoint by camera configuration. Based on the
agent vehicle poses provided by Scene Controller, fore-
ground models are integrated into the background model.
Ego vehicle’s pose is then used to compute the camera’s ex-
trinsic parameters for rendering driving images. Utilizing
composite Gaussian model with definite, precise control on
spatial positions of foreground objects and overall appear-
ance, our rendered images maintain spatial-temporal con-
sistency, This ensures both the reliability of the generated
data and the full controllability required for closed-loop
evaluation. Detailed demonstration for spatial-temporal
consistency can be found in Appendix F.

©)

3.3. Simulation Modes

SceneCrafter offers two simulation modes: synthetic data
generation for realistic training and closed-loop simulation
for interactive model evaluation. Algorithm 1 outlines the
simulation process for each mode.
Synthetic Data Generation. To generate training datasets
for end-to-end models, this mode employs an expert planner
zp 10 control the ego vehicle while dynamically updating
surrounding agents. Ego vehicle follows its original trajec-
tory from the real dataset while adjusting its pace based on
different driving scenarios to maintain consistent rendering
quality. At each simulation step, our Scene Controller dy-
namically updates the status sg- and behavior b; of surround-
ing agents. The policy .., generates control signals using
privileged information (sigo; (sj);:LN ; M) to ensure safe
and natural driving behavior. The kinematic model KM
then applies these control signals to refine ego vehicle’s po-
sition and status for the Scene Renderer to generate new
sensor observations. This cycle continues until either ego
vehicle times out or reaches the target point.
Closed-Loop Simulation. To evaluate end-to-end models
in realistic interactive environments, the closed-loop mode
replaces the expert planner with a learned policy 4p.

Compared with data generation mode, the policy takes sen-
sor inputs, control command and ego status as input to pro-
vide future action. The control command c is generated
from the original ego trajectory plan from real world data.

Algorithm 1: SceneCrafter Workflow
Input : World Setup W, Number of Agents N,
Simulation Mode M 2 fSYN; CLg,
Driving Planner , Kinematic Model KM
Initialize: Map Topology M, Ego Initial State sggo,
Agents Initial States (sj)gzlzN, Agents
Initial Behaviors (b;)] Sensor

Images (1) ¢

=1:N"

Output : DrivingTSimuIation Log D
L:Thax . dmax :
f(sj)j:I:N ’ (Ik)Jl:TlC ’Ségigmal' Mg
1 whilet < T,,,, do
2 forj 1toN do

t+1. pt+1
3 S; ,bj

SceneController(S&&(sﬁz:LN;@;hﬂ)

4 if M = SYN then

1 t t .
5 agét < Tre)(p (Sego, (8j+1)j=1:N ) M),
// Synthetic data generation
6 else

t+1 t . t . .
7 aego AD (Segm (Ik)kzl:C ) C)’

// Closed-loop evaluation

t+1 t+1. ot .
8 Stao KM (alds': Steo);

t+1
9 (Ik)kzlzc
SceneRenderer (Sif'; (S;)
t t+1

t+1
j=1:N )

4. Experiment

In Section 4.1, we explain our simulation setups for Scene
Controller and Scene Renderer. In Section 4.2, we share
quantitative results that assess how well simulated data can
replace real data, focusing on realism from the perspective
of end-to-end autonomous driving models. Note that we do
not compare our simulator with existing photorealistic sim-
ulators because they are unable to generate synthetic driving
logs that include both sensor inputs and ego dynamics. De-
tailed justification are provided in Appendix E. Section 4.3
evaluates interactivity, while Section 4.4 assesses closed-
loop performance, highlighting improvements in general-
ization and robustness. Additional runtime efficiency com-
parisons are provided in Appendix C.

4.1. Simulation Settings

Dataset.  Our simulator is based on Waymo Open
Dataset [38], which is split according to its official con-
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figuration into 797 training scenes and 200 validation
scenes. These scenes and their corresponding data sam-
ples are denoted as (S¢rqin; Dirain) for the training set
and (Syai; Dyar) for the validation set. For data genera-
tion, we select 60 representative scenes from the training
set, covering both suburban and urban environments. These
scenes include a variety of road types including straight
roads and intersections, and span different weather con-
ditions. The indices of these selected scenes are denoted
as S,ccon Sirain, While the rest indices are denoted as
SE..on- N addition, for closed-loop evaluation, we recon-
struct 30 scenes from S,,,; to assess the generalization ca-
pability of end-to-end models.

Scene Controller and Scene Renderer Setups. For Scene
Controller, the updating frequency of vehicles’ status in
the scene is set to 10 Hz to ensure more precise con-
trol. The rendering frequency of Scene Renderer is set
to 2 Hz following the input frequency of end-to-end mod-
els [20, 21, 51] previously trained on nuScenes [2].
End-to-End Models and Evaluation Metrics. We select
VAD [21] and its enhanced version, GenAD [51], as our
end-to-end models due to their efficiency and effectiveness.
Both methods shares the same auxiliary tasks: 3D Ob-
ject Detection (3DOD), Motion Prediction and Online Map
Segmentation (MapSeg). For open-loop evaluation, we as-
sess planning performance using the L2 displacement error
and collision rate, following the standard end-to-end bench-
mark [21, 51]. In closed-loop evaluation, we adopt key met-
rics from Carla [12], including route completion (RC), ve-
hicle collision rate (VCR), and layout collision rate (LCR).
Detailed formulas are provided in Appendix G.

4.2. Simulation Realism Evaluation

To assess the reliability of SceneCrafter, we examine the
real-simulation gap between real data and generated data
from the perspective of end-to-end models in an open-loop
manner to show that SceneCrafter can achieve real kine-
matic controls and high rendering quality for synthetic data.

4.2.1. Data Augmentation with Synthetic Data

To demonstrate the complementary benefits of our synthetic
data, we train VAD with a mix of real-world and simulated
data in an incremental learning setup. This enables us to as-
sess whether the model surpasses one trained solely on real
data, validating the fidelity of our synthetic data. Specifi-
cally, we construct two real-world training sets: D¢, .., and
driving logs from 200 sampled scenes in S¢. .,,,, forming a
smaller-scale real training set Dogg . We generate one driv-
ing log per scene from S,....,,, to create the synthetic training
set Dy,qin With around 2,000 samples. End-to-end models
are evaluated on all samples D,; from S,,,;.

Tab. 2 presents the quantitative results. The inclusion of
synthetic data significantly improves planning performance

| Volume | Planning L2 (m) | CRJ

Setting

|Real Sim| 1s 25 3s Avg| 1s 25 3s Avg
D200 8k 0.61 1.31 2.24 1.39|0.34 0.36 0.86 0.52
Dooo + Dir 8k 2k [0.48 1.09 1.99 1.18(0.28 0.32 0.75 0.45
Devon 28k - |0.43 1.02 1.82 1.09|0.21 0.27 0.47 0.32
DE,.., +Dir| 28k 2k |0.38 0.94 1.79 1.040.08 0.14 0.53 0.25

Table 2. Performance comparison of data augmentation with syn-
thetic samples D, using different real data amounts D2oo and
Dfccon. The inclusion of synthetic data improves planning per-
formance on both settings.

when the real training set is small, demonstrating its po-
tential to supplement real-world data. However, its im-
pact is relatively marginal when the original training set is
large. We attribute this to the fact that the Waymo valida-
tion set primarily consists of normal driving scenarios, such
as cruising straightly in a scenario with fewer interaction
with other agents, which are already well covered by large-
scale real-world training data. This limitation of real-world
open-loop evaluation benchmarks is also discussed in [27].

4.2.2. Inference with E2E Models as Proxy Evaluators

Unlike most related works that primarily focus on image
quality comparison for realism validation, we approach
the problem by using VVAD trained on real-world samples
D¢.con from scenes S¢,_ . .. as a zero-shot proxy evaluator.
This model is assumed to exhibit certain perception ability
and reasonable coherence with the real world ground truth
trajectory after large-scale training. We then evaluate the
model on both real data D, ..., and synthetic data D,.ccon
generated from scenes S,....», comparing their performance
on all autonomous driving tasks and assessing the output
trajectory of end-to-end models with the generated trajec-
tory annotations by the simulator. This comparison aims to
investigate the realism of the generated data from both the
sensor input and vehicle kinematics perspectives. Specifi-
cally, we consider the following settings:

¢ Real Data: This setting uses real-world driving logs from
the scenes S,...o. in the Waymo dataset. It includes actual
sensor images and ego IMU data as inputs for VAD, along
with annotated labels for other agents.

* VirVehicle Rep.: This setting uses real ego IMU data and
annotated agents’ labels from scenes S,...on, but replaces
the real sensor images with rendered images generated by
Scene Renderer. The images are generated using the orig-
inal camera configurations, with real dynamic foreground
objects replaced by assets from the virtual vehicle library
[33], without adding shadows.

» 3DRealCar Rep.: This setting mirrors VirVehicle Rep.
but replaces real foreground objects with 3DRealCar[13]
assets and adding directional shadow during rendering.

» Sim Data w/ BM: This setting generates synthetic data
with traffic flow controlled by Scene Controller, using a
vanilla Bicycle Model as the kinematic model. The num-
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Setting Volume Rendering Config Prediction (Car) 3DODt MapSeg?t
Car Lib Shadow EPA1+ ADE| FDEJ] CarAP APO05 AP10 AP15
Real Data 2k - - 0.30 0.71 0.96 44.1 0.245 0.482 0.644
VirVehicle Rep. 2k Virtual 7 0.25 0.26 1.02 384 0.227 0.476 0.633
3DRealCar Rep. 2k 3DRealCar 3 0.25 0.77 1.01 39.6 0.212 0.467 0.622

Table 3. Perception and prediction performance comparison with VVAD trained on Dy.....,, over real and synthetic data. Car Lib represents
the foreground object source, and Shadow denotes whether shadow rendering is applied. 3DRealCar Rep. achieves a higher detection
score compared with VirVehicle Rep., demonstrating the enhanced realism of our foreground rendering.

Setting Volume Planning L2 (m)]. Prediction (Car) MapSeg?t
1s 2s 3s EPAT ADE| FDEJ| APO5 AP10 AP15
Real Data 2k 039 094 172 0.30 0.71 0.96 0.245 0.482 0.644
Sim Data w/ BM 2k 047 124 243 0.27 0.80 1.10 0.170 0.435 0.574
Sim Data w/ AKM (Ours) 2k 0.38 1.04 2.06 0.28 0.77 0.92 0.185 0.453 0.590

Table 4. Inference results on Waymo reconstructed scenes with VVAD trained on Dy...,,,. Our Adaptive Kinematic Model (AKM) produces
ego trajectories closer to planning results than the Bicycle Model (BM), leading to improved prediction and perception performance.

: Bicycle Model . ] Adaptive Kinematic Model
N B Ms
N N i
5 > 5

© (d)

Figure 4. (a) and (b) show that ego trajectories generated by AKM
are smoother and more realistic than those by BM. (c) and (d)
illustrate that end-to-end planning result deviates more from the
simulated GT trajectory with AKM than with BM, which indi-
cates AKM aligns better with real world dynamics. The color bar

indicates vehicle velocity norms.
ber of agents is set to match the average number of dy-

namic foreground objects in the original scenes.

¢ Sim Data w/ AKM: This setting generates synthetic data
similar to Sim Data w/ BM, but uses AKM as the kine-
matic model instead of the vanilla Bicycle Model.

Tab. 3 presents the realism assessment of images gener-
ated by Scene Renderer. Notably, replacing all foreground
objects with reconstructed 3D assets and rendered back-
ground model results in only a minor decline in percep-
tion performance (3DOD and MapSeg), demonstrating the
high fidelity of our rendered images. This performance gap
is primarily due to an increase in false positive bounding
boxes, which is less critical than false negatives. Addition-
ally, foreground objects from 3DRealCar, which include
added shadows, achieve higher detection scores compared
to virtual vehicles, further validating their realism.

Regarding the kinematic model, Tab. 4 shows that the
ego trajectory generated by the Adaptive Kinematic Model
(AKM) aligns more closely with planning results than that
generated by the simpler Bicycle Model. Fig. 4 further
illustrates the differences in turning trajectory annotations
compared to real trajectories. The ego trajectory produced

by the Bicycle Model often results in unnatural vehicle
orientations, whereas AKM corrects this issue through its
learnable parameters, leading to more realistic ego motions.

4.3. Interactivity Evaluation

To assess our interactivity, we compare statistics including
bidirectional interactions and ego speed alteration in scenes
from S,...on 0N our synthetic data and real data. Interaction
Rate measures the proportion of scenes containing either
ego-to-agent or agent-to-ego interactions across all scenes.
Ego Speed Alteration quantifies how often the ego vehicle’s
speed tendency shifts (from acceleration to deceleration or
vice versa) within the next t = 6 time steps due to interac-
tions with other vehicles.

As shown in Fig. 5, our synthetic data exhibits a higher
interaction rate compared to the original Waymo dataset.
Furthermore, the Ego Speed Alteration metric reveals a
longer-tail distribution than real data, indicating greater di-
versity in ego vehicle speed variations influenced by sur-
rounding agents. This variability helps prevent models from
learning flawed patterns, such as consistently accelerating
or decelerating that are more prevalent in real-world data.
These findings highlight the enhanced diversity and inter-
activity of our simulation, reinforcing its value as a com-
plementary resource to real-world datasets. Detailed def-
initions of the Ego Speed Alteration and Interaction Rate
metrics are provided in Appendix D.

Interaction Rate Ego Speed Alteration

100 100

60
a0
20

Agent2Ego 0 1 2 3 a
Times,

Figure 5. Our syntffétic data shows a higher Interaction Rate and a
longer-tail distribution of Ego Speed Alteration, reflecting greater
interactivity and diversity in generated traffic flow.

4.4. Closed-Loop Evaluation
With SceneCrafter generating realistic sensor data, it also
enables interactive closed-loop evaluation, providing a

= Waymo
[ Ours

= Waymo
3 Ours

g3 8
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8
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EgoZAgent

28865



Figure 6. Qualitative comparison from front camera view of the original end-to-end models and those fine-tuned with our synthetic data.

The Red car represents ego vehicle controlled by ap. The red and

arrows respectively indicate the locations where the collision

occurs or is avoided. Fine-tuned models offer more reasonable driving behaviors in complex scenarios while models solely trained on real

data, showcasing enhanced generalization.

more comprehensive assessment of end-to-end model per-
formance in real driving scenarios. To see how our data con-
tributes to the enhancement of models, we generate three
random trajectories per scene with more involved agents
than in Sec. 4.2 to construct a synthetic dataset for fine-
tuning VAD and GenAD which are initially trained on
D:rain. We initialize each scene with three different seeds
and the ego vehicle at two starting positions.
Generalizable Capacity. Tab. 5 shows the results of origi-
nal and fine-tuned models evaluated on unseen scenes from
Sual- We see that for both VAD and GenAD , the fine-tuned
versions achieve a much higher route completion with a
lower collision rate with dynamic agents and static map ele-
ments. This improvement in closed-loop evaluation further
proves the feasibility to improve AD models’ generalization
ability by simulated data.

Qualitative Results. Fig. 6 shows qualitative comparison
between original and fine-tuned end-to-end models. The
fine-tuned models demonstrate improved performance in
various complex driving scenarios, including intersection
handling, highway car-following, and lane merging, high-
lighting their enhanced generalization capabilities.

5. Conclusion

Summary. In this paper, we introduce SceneCrafter, a
unified simulator designed for training and testing vision-
based end-to-end autonomous driving models. By lever-
aging 3DGS, SceneCrafter efficiently generates spatial-

| Volume |  All Test Scenes Turn Scenes
Model | Real Sim | RCt VC| LCR| RCt VC| LCR|
VAD ‘ 32k ‘42.01 755 748 2571 7.90 9.84

32k 6k |5303 343 608 3472 378 808

32k 4487 762 850 2847 723 9.25

Ge”AD‘ 32k 6k ‘49.65 545 576 3402 563 814

Table 5. Closed-loop evaluation performance comparison. Metrics
include: RC (Route Completion), VC (Vehicle Collision Rate),
and LCR (Layout Collision Rate). Models fine-tuned with syn-
thetic data exhibit improved performance in closed-loop evalua-
tion compared to models trained on real data alone.

temporally consistent images, which is crucial for both data
generation and closed-loop evaluation. To enhance realism,
SceneCrafter integrates an adaptive kinematic model and
high-fidelity foreground rendering. Additionally, it creates
an interactive and responsive environment using heuristic
vehicle placement and actor models, enabling real-world-
level interactions. Experimental results demonstrate the
high fidelity of our framework and highlight its potential to
improve the generalization capability of autonomous driv-
ing models in real-world scenarios.

Limitation and future work. Current types of traf-
fic participants are limited.  Future work will focus
on increasing the agent diversity, such as cyclist and
pedestrian, to further enrich traffic scenarios and make
the interaction more challenging. Besides, We aim to
enhance this by incorporating lightweight local diffusion
models to address unseen scenarios, thereby expanding the
rendering range and improving overall rendering quality.
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