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Abstract

Photorealistic style transfer (PST) enables real-world color
grading by adapting reference image colors while preserv-
ing content structure. Existing methods mainly follow ei-
ther approaches: generation-based methods that priori-
tize stylistic fidelity at the cost of content integrity and ef-
ficiency, or global color transformation methods such as
LUT, which preserve structure but lack local adaptability.
To bridge this gap, we propose Spatial Adaptive 4D Look-
Up Table (SA-LUT), combining LUT efficiency with neu-
ral network adaptability. SA-LUT features: (1) a Style-
guided 4D LUT Generator that extracts multi-scale features
from the style image to predict a 4D LUT, and (2) a Con-
text Generator using content-style cross-attention to pro-
duce a context map. This context map enables spatially-
adaptive adjustments, allowing our 4D LUT to apply pre-
cise color transformations while preserving structural in-
tegrity. To establish a rigorous evaluation framework for
photorealistic style transfer, we introduce PST50, the first
benchmark specifically designed for PST assessment. Ex-
periments demonstrate that SA-LUT substantially outper-
forms state-of-the-art methods, achieving a 66.7% reduc-
tion in LPIPS score compared to 3D LUT approaches, while
maintaining real-time performance at 16 FPS for video styl-
ization. Our code and benchmark are available at https:
//github.com/Ry3nG/SA-LUT

1. Introduction

Photorealistic style transfer (PST) plays a vital role in film
post-production and professional photography, requiring
strict preservation of structural integrity while transferring
color characteristics. Unlike artistic style transfer that tol-
erates distortions, PST demands faithful detail preservation
and photorealistic fidelity [22]. Video applications further
necessitate real-time processing and temporal consistency.
These stringent requirements pose unique challenges for ex-
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Figure 1. Comparison between conventional 3D LUT (uniform
color mapping) and our SA-LUT (context-aware 4D LUT enabling
spatially adaptive transformations).

isting methods.
Existing methods exhibit critical trade-offs: Traditional

color-transfer algorithms [24] induce inconsistent tinting
through global statistics matching, while optimization-
based techniques [22] impose prohibitive computational
costs. While feed-forward networks [18, 32] process im-
ages faster, they struggle with high-resolution inputs and
heavy memory usage [15]. Recent algorithms have im-
proved efficiency [11, 15] but typically lack the capacity for
spatially adaptive adjustments.

Look-Up Tables (LUTs) offer an efficient alternative
with hardware-friendly efficiency for professional work-
flows [7, 14]. While recent content-adaptive LUTs [17, 30,
31, 33, 34] rival convolutional neural networks (CNNs) with
reduced latency and memory usage [30, 31], they only focus
on single image enhancement [33]. The specialized Neu-
ral 3D LUT (NLUT) [4] pioneers style-aware mapping but
inherits 3D LUT’s fundamental constraint: identical trans-
formation for same-color pixels across different semantic
regions (e.g. sky vs. sea). Recent advances [9, 20] sug-
gest incorporating contextual information into LUTs could
be beneficial. However, these approaches have not been op-
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timized for photorealistic style transfer’s specific demands
of maintaining structural integrity while enabling spatially
adaptive color transformations.

We introduce Spatial Adaptive 4D Look-Up Table (SA-
LUT), a framework for photorealistic style transfer opti-
mized for professional workflows in log color space [1].
SA-LUT consists of two key components: (1) a Style-
Weighted 4D LUT that combines learned LUT bases us-
ing VGG-extracted style features, enabling style-guided
color transformations, and (2) a Context Generator, which
produces a context map Γ through content-style cross-
attention. SA-LUT introduces a context-aware 4D LUT,
concatenating the context map with the content image for
quadrilinear interpolation. This enables precise region-
specific color grading while maintaining structural integrity.

To establish standardized evaluation, we propose a
PST50 Benchmark, the first comprehensive dataset with
ground truth stylized images for objective assessment. Ex-
periments show SA-LUT outperforms existing state-of-the-
art methods across all metrics. Our approach achieves a
66.7% reduction in perceptual distance (LPIPS) between
our stylized outputs and ground truth references compared
to the previous LUT-based method [4], while also improv-
ing PSNR by 4.7dB and SSIM by 15%. Moreover, our
model can be generalized to video style transfer tasks.
Specifically, our method can process 4K video at over 16
frames per second. This real-time performance, combined
with our spatially adaptive capabilities, makes our method
well-suited for professional applications requiring immedi-
ate visual feedback, such as on-set color grading or interac-
tive content creation. Our key contributions are:
• To our knowledge, we are the first to propose a spatially

adaptive 4D LUT model for photorealistic style transfer
tasks. Our model can generate photorealistic images that
accurately align with the given style images and preserve
structural fidelity. Furthermore, our model also enables
real-time inference on 4K footage at over 16 FPS.

• We introduce a Context Generator module to generate a
context map that can be used to adaptively apply the 4D
LUT. Specifically, we develop a cross-attention mecha-
nism between content and style features, enabling distinct
treatments for colors that appear the same but differ in se-
mantic context or spatial positioning.

• To address the significant gap in photorealistic style trans-
fer evaluation, we introduce PST50, the first benchmark
with ground truth images and videos that enables both
objective metric-based evaluation and perceptual assess-
ment, establishing a new standard for the field.

2. Related Work
Photorealistic Style Transfer. Neural style transfer
emerged with Gatys et al. [8], Shi et al. [25], Wu et al.
[28, 29], Zhong et al. [36, 37, 38], defining style using Gram

matrices of deep features from CNNs. While Gatys et al.
[8]’s optimization-based approach was groundbreaking, its
high computational cost spurred faster, feed-forward meth-
ods [6, 13]. However, these often produced painterly styles,
less suited for photorealistic style transfer (PST).

Dedicated PST methods aimed to bridge this gap. Deep
Photo Style Transfer (DPST) by Luan et al. [22] used Mat-
ting Laplacian for spatial coherence, enhancing photoreal-
ism, but remained computationally intensive due to its op-
timization nature (minutes per image). Feed-forward meth-
ods improved efficiency: Whitening and Coloring Trans-
form (WCT) [18] achieved speed by aligning feature statis-
tics, though its artistic style roots sometimes led to struc-
tural artifacts. PhotoWCT [19] refined spatial details with
unpooling and post-processing, and WCT2 [32] employed
wavelet operations for detail preservation, albeit with poten-
tial oversmoothing or memory demands at high resolutions.
These feed-forward methods directly predict pixel colors
through deep networks, often incurring substantial compu-
tational overhead and potential distortions, especially when
handling high-resolution images. More recently, diffusion-
based models have shown promise in general image synthe-
sis and some style transfer tasks. However, these methods
are often orders of magnitude slower (e.g., 5s per image for
models like InstantStyle [26] or StyleID [5]) and can sig-
nificantly alter content structure, placing them outside the
specific goals of SA-LUT, which prioritizes real-time per-
formance and strict structural preservation for photorealistic
style transfer
Preset-based and LUT-Based Image Processing. Another
line of work leverages image processing presets and Look-
Up Tables (LUTs), widely adopted in professional color
grading for their speed and hardware efficiency [7, 14]. Tra-
ditional 3D LUTs provide fast color transformations but are
content-agnostic and apply uniform mappings [33]. Re-
cent methods explore learnable presets or adaptive LUTs to
incorporate content awareness, seeking a balance between
performance and efficiency. Deep Preset [11] and Neural
Preset [15] learn global color adjustments, effectively acting
as global presets to modify image colors. Modulated Flow
[16] aligns color distributions globally using flow models.
While offering efficiency, these global methods lack the
flexibility to address spatially varying stylization needs. To
introduce content adaptivity into LUTs, Zeng et al. [33] pro-
posed image-adaptive 3D LUTs by blending multiple basis
LUTs using a predictor network. Yang et al. [31] further en-
hanced LUT expressiveness by factorizing LUT operations
into 1D and 3D components. In style transfer, Neural LUT
(NLUT) [4] fine-tunes a 3D LUT per video keyframe for
efficiency, but its uniform mappings are spatially invariant,
and test-time tuning limits rapid workflows. Several image
processing techniques demonstrate the advantages of spa-
tial adaptivity, including bilateral grids for HDR filtering
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and processed by an MLP with softmax activation:

fconcat = Concat4
d=1

(
Poolmax(Conv(F (d)

s ))
)
; (1)

α = Softmax
(
MLP(fconcat)

)
. (2)

This generates a weight vector α ∈ RN , where N is the
number of LUT bases in our model.

3.1.2. LUT Fusion
The LUT Fusion module combines multiple learnable ba-
sis LUTs to create a style-specific 4D LUT. Our model
maintains a set of N learnable 4D LUTs, each denoted as
LUTi ∈ R3×2×D×D×D, where the dimensions correspond
to RGB channels, context bins, and the discretization of the
RGB color space (with resolution D). These basis LUTs
are initialized randomly and optimized during training to
represent diverse color transformation patterns. The choice
of two context bins (representing two 3D LUT ‘slices’) bal-
ances between expressive power and efficiency. Our con-
tinuous context map (Sec. 3.2) and subsequent quadrilinear
interpolation (Sec. 3.3) effectively create a dense continuum
of transformations by blending these two anchor LUT vol-
umes.

Then, using the weight vector α estimated by the Weight
Generator, we compute the style-specific 4D LUT as a
weighted combination:

LUTfused = LUTidentity +
N∑

i=1

αi · LUTi, (3)

where LUTidentity serves as a residual connection ensuring
that when α approaches zero, the transformation preserves
the original input. The resulting fused LUT is clamped to
[0, 1] to ensure valid color values.

This approach enables our model to generate a cus-
tomized 4D LUT for each style image, effectively encoding
its unique color transformation characteristics while main-
taining flexibility through the learned basis LUTs.

3.2. Context Generator

To enable spatially-varying stylization, we introduce a Con-
text Generator that produces a content-specific context map.
This component elevates our approach beyond global color
transformations toward region-aware stylization that re-
spects the semantic structure of both content and style im-
ages.

The Context Generator creates a context map Γ that iden-
tifies corresponding regions between content and style im-
ages that should undergo similar color transformations. We
first process both the content image ILOG

c and style image
IRGB

s through lightweight CNN encoders composed of in-
stance normalization and residual blocks.

Using these feature representations, we compute cross-
attention between content and style features. Content fea-
tures serve as queries (Q), while style features provide the
keys and values (K and V ):

Attn(Q, K) = Softmax
(

QK"
√

d

)
. (4)

This attention mechanism establishes region-wise corre-
spondences between content and style images. The result-
ing attended features are fused with the original content fea-
tures through a convolutional module, followed by upsam-
pling operations and a final convolution layer. This process
generates a single-channel context map Γ ∈ [0, 1]H×W with
the same spatial resolution as the content image, where each
pixel value indicates the appropriate interpolation factor for
that specific location.

3.3. Quadrilinear Interpolation
Unlike traditional 3D LUTs that apply uniform color trans-
formations globally, our approach leverages a 4D LUT [20]
with an additional context dimension for spatially-varying
transformations.

For each pixel, we apply a transformation that adaptively
blends between two distinct 3D LUT color transformations
based on its corresponding context value in Γ. This en-
ables region-specific color adjustments while maintaining
photorealistic appearance and smooth transitions between
regions.

The spatially-adaptive application is implemented
through quadrilinear interpolation:

IRGB
p = Quad(LUTfused, [Γ, ILOG

c ]) (5)

Specifically, this process concatenates the context map Γ
with the content image ILOG

c to form a 4-channel input ten-
sor, which is then processed through our fused 4D LUT.
This approach computes a weighted average of the 16 near-
est grid points in the 4D space for each pixel, ensuring
smooth transitions across both spatial regions and color val-
ues.

Figure 3 illustrates SA-LUT’s spatial adaptivity through
the context maps. In the sea scene (top), the context map
differentiates darker and lighter sea areas, resulting in dis-
tinct localized color grading. Similarly, in the mountain
scene (bottom), it distinguishes darker sky/mountain re-
gions from lighter ones. Hence, the context map intelli-
gently identifies both semantic regions and luminance vari-
ations, enabling nuanced color transformations within the
same object class, resulting in more refined and contextu-
ally accurate stylization.

3.4. Training Strategy and Losses
Photorealistic style transfer faces a fundamental challenge:
the absence of standard datasets with ground truth exam-
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Figure 3. Visualizing intermediate results produced by our spatially adaptive 4D LUT approach. Our SA-LUT learns distinct color
transformations with two 3D LUTs, balancing between expressive power and efficiency. Through context-guided interpolation between
the two 3D LUT slices (Sec. 3.2) and subsequent quadrilinear interpolation (Sec. 3.3), our method achieves a more refined stylization that
adapts to local image characteristics.

ples. We address this through a three-part solution: (1) a
dual-stream data approach combining synthetic examples
with real-world images, (2) a patch similarity discrimina-
tor that effectively assesses style correspondence, and (3) a
balanced combination of perceptual, regularization, and ad-
versarial losses. This integrated approach enables SA-LUT
to achieve both precision in color transformation and adapt-
ability to diverse artistic styles.

3.4.1. Data Preparation
To overcome the absence of ground truth data, we develop
a dual-stream training strategy:
Synthetic Style Training. We create synthetic training data
by applying professional 3D LUTs to LOG-space images.
For each training instance, we select two LOG-space im-
ages (ILOG

c for content and ILOG
s for style base) and apply

an identical 3D LUT to both, generating a ground truth im-
age IRGB

c and a style reference IRGB
s . During training, our

network transforms ILOG
c using style guidance from IRGB

s ,
with direct supervision against IRGB

c . This approach pro-
vides precise color transformation supervision, though lim-
ited to the artistic range of available LUTs.
Real Style Training. To incorporate authentic photo-
graphic aesthetics, we develop a Style2Log model that
transforms RGB images into LOG space representations
(details in supplementary materials). For each iteration, we
first divide a single photograph into two non-overlapping
crops IRGB

1 and ILOG
2 . Then the IRGB

1 becomes our
style reference IRGB

s , while IRGB
1 is processed through

Style2Log to create a synthetic content input ILOG
c . With-

out ground truth for supervision, we employ adversarial
training to guide stylization. This approach enables learning
from diverse professional photography styles beyond prede-
fined LUTs.

3.4.2. Training Objectives and Discriminator
We employ a specialized discriminator and targeted loss
functions to guide the training process:
Color Style Discriminator. To evaluate stylistic similar-
ity without relying on pixel-level comparisons, we develop
a multi-scale patch similarity discriminator. Unlike tradi-
tional GANs that classify images as real or fake, our dis-

Style Image (Paired)Content Style Image (Unpaired)Ground Truth 
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Figure 4. An example from our PST50 dataset.

criminator quantifies style correspondence between gener-
ated outputs and reference images. The architecture em-
ploys three convolutional stages to extract hierarchical fea-
tures, followed by computing correlation matrices between
style and prediction features at each scale. The final sim-
ilarity score aggregates these correlations, providing a ro-
bust measure of style transfer quality. For negative exam-
ples during training, we create mismatched style-prediction
pairs by shuffling batch indices.

During the model training, our objective function com-
bines three complementary components:
Perceptual Loss. For synthetic style training, we use
LPIPS [35] to measure perceptual differences between pre-
dicted stylizations and ground truth images.
Regularization Losses. Following Zeng et al. [33], we ap-
ply total variation (LT V ) and monotonicity (LMN ) losses
to ensure LUT smoothness and prevent color inversions.
Adversarial Loss. Our discriminator guides the model to-
ward producing stylistically coherent results, particularly
crucial for the real style stream where no ground truth ex-
ists.

Our final objective combines these components with bal-
anced weighting:

Ltotal = λ1Llpips + λ2LTV + λ3LMN + λ4Ladv. (6)

4. PST50 Benchmark Dataset

To address the lack of standardized evaluation in photoreal-
istic style transfer (PST), we introduce PST50, a benchmark
dataset for both paired and unpaired evaluation.



4.1. Dataset Collection and Scope

PST50 contains 100 content-style image pairs (50 pair for
each partition) from professional sources, featuring 50 di-
verse content images in four categories: natural landscapes
(44%), human/cultural subjects (26%), architectural scenes
(20%), and wildlife photography (10%). For paired evalu-
ation, content and style images are from Mediastorm’s pro-
fessional footage library, ensuring high quality. Unpaired
evaluation uses style references supplemented from expert
color-graded cinema and documentary footage.

All 1080p images balance detail and processing, with
approximately one-third featuring low-light scenes. Con-
tent videos are included for temporal consistency evalua-
tion. This dual protocol (paired and unpaired) enables more
comprehensive assessment than single-protocol datasets.

Compared with DPST [22], the closest existing dataset,
which contains 60 content-style pairs but lacks ground truth
and includes non-photorealistic styles, limiting objective
evaluation. PST50 prioritizes curated, high-quality profes-
sional imagery over potentially redundant samples, aligning
with visual quality assessment practices [27]. To further
quantify the diversity of PST50, we computed the average
pairwise CIELAB Bhattacharyya distance for the color dis-
tributions of style images. As shown in Table 1, PST50
demonstrates greater inter-image color diversity compared
to the DPST dataset across all color channels. This indi-
cates that PST50 provides a challenging benchmark with a
wider range of stylistic color variations.

Table 1. Color diversity comparison using average pairwise
CIELAB Bhattacharyya distance

Dataset L* Dist a* Dist b* Dist

PST50 Paired 1.759 2.676 2.892
PST50 Unpaired 1.491 2.499 2.811
DPST [22] 1.491 2.477 2.558

4.2. Ground Truth Generation

The ground truth images for the paired partition were cre-
ated through a professional color grading workflow. We
first applied initial color transformation using professional
LUTs, then refined the color grading in DaVinci Re-
solve following industry practices. Finally, we performed
manual adjustments for optimal color, contrast, and tone
while maintaining photorealism. This process mirrors pro-
fessional post-production, ensuring groundtruth represents
achievable, high-quality results, balancing style fidelity and
photorealism.

Table 2. Comprehensive evaluation of photorealistic style trans-
fer methods. We report quality metrics (LPIPS, PSNR, SSIM, H-
Corr) and inference time. For LUT-based methods, inference time
is shown as LUT Generation + LUT Application. Best values are
in bold, and second-best are underlined.

Method LPIPS ↓ PSNR ↑ SSIM ↑ H-Corr ↑ Inference Time (s)

AdaIN [12] 0.53 18.21 0.62 0.39 0.0499
NLUT [4] 0.36 20.59 0.80 0.33 16.1112 + 0.0003
Deep Preset [11] 0.32 23.42 0.84 0.41 0.0002
ModFlow [16] 0.28 20.13 0.85 0.33 0.0800
WCT2 [32] 0.27 19.86 0.81 0.31 0.6600
Neural Preset [15] 0.19 23.03 0.89 0.44 N/A
SA-LUT (Ours) 0.12 25.29 0.92 0.51 0.2128 + 0.0100

5. Experiments

5.1. Implementation Details
The model utilizes a 4D LUT with dimension parameters
D = 17 for RGB dimensions and 2 for the context dimen-
sion, with K = 64 basis LUTs. We choose D = 17 to
achieve precise color mapping while maintaining computa-
tional efficiency. It’s also a resolution consistent with stan-
dard color grading practices. During the model training, we
use a warmup scheduling strategy for the generator, grad-
ually increasing the learning rate during the initial training
epochs, followed by cosine annealing for both the genera-
tor and the discriminator. We maintain training stability by
using a lower learning rate for the discriminator (1/10 of
the generator’s rate). All experiments are performed on an
NVIDIA RTX 3090 GPU.

5.2. Comparisons with State-of-the-Art
We compare SA-LUT against 5 state-of-the-art photoreal-
istic style transfer methods: NLUT [4], Neural Preset [15],
Deep Preset [11], WCT2 [32], and ModFlow [16]. We also
include AdaIN [6] representing early work in neural style
transfer that, while primarily designed for artistic styliza-
tion, serves as an important baseline to demonstrate ad-
vances in the field. We used official implementations for
all methods and converted content images to rec.709 color
space for fair comparison.

5.2.1. Quantitative Evaluation
We quantitatively evaluate performance using complemen-
tary metrics: LPIPS [35] (perceptual loss to the groundtruth
images ↓), PSNR (pixel fidelity ↑), SSIM [27] (structural
preservation,↑) and H-Corr ( [11, 23] (color distribution
similarity to style ↑). Moreover, we also conduct a user
study for subjective perceptual quality and realism assess-
ment.

Table 2 presents a comprehensive evaluation of our
method against state-of-the-art photorealistic style transfer
approaches on both quality metrics and inference speed.
Our SA-LUT substantially outperforms all baseline meth-
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Figure 5. Visual comparison of photorealistic style transfer results with different methods.

ods across all quality metrics. Notably, we achieved a
66.7% reduction in LPIPS compared to NLUT [4], a previ-
ous LUT-based method. Our approach also shows impres-
sive performance in structural preservation (SSIM: 0.92)
and fidelity (PSNR: 25.29). The strong performance in his-
togram correlation (H-Corr) indicates that our method suc-
cessfully captures the color distribution of the target style
while maintaining content structure.

In terms of computational efficiency, SA-LUT exhibits a
balanced speed-quality trade-off. The LUT generation time
(0.2128s) is significantly faster than NLUT (16.1112s), rep-
resenting a 75× speedup for the style pre-processing stage.
This acceleration is particularly important for applications
where users frequently change style references. While some
methods like Deep Preset offer faster raw inference, they
lack the adaptivity and quality of our approach as demon-
strated by our quality metrics.

It is worth noting that once the 4D LUT is generated for
a particular style, it can be repeatedly applied to different
content images with minimal computational cost, since we
only need to recompute the context generator. This separa-
tion of style encoding and application makes our approach
particularly suitable for real-time applications where a fixed
style needs to be applied to multiple images or video frames.
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Figure 6. Qualitative results of SA-LUT on image pairs from
the DPST dataset, showcasing generalization to diverse styles and
lighting conditions.

5.2.2. Qualitative Results
As illustrated in Figure 5, our SA-LUT method effectively
transfers the color mood of the style image while preserving
the fine structural details of the content image. Unlike some
baseline models [11, 15], which, despite producing natural-
looking results, may fail to fully capture the style’s color
distribution (e.g., the subdued colors in row 2), SA-LUT

Table 3. User study results comparing our method with Neural
Preset [15] and NLUT [4] across 20 image pairs from the PST50
dataset. Values represent percentage of user preference.

Method Avg Preference (%) Win Count

NLUT 17.61 0/20
Neural Preset 33.60 6/20
Ours 48.79 14/20

achieves a more faithful color transfer. Furthermore, our
method demonstrates superior local adaptation, particularly
in challenging scenarios involving complex textures and
scenes, such as trees, leaves, and skies (see row 4), where
our context-aware approach enables region-specific grad-
ing. Notably, SA-LUT avoids common artifacts, includ-
ing color blocking and structural distortions, ensuring high-
quality stylized outputs. To assess the generalization capa-
bilities of SA-LUT beyond our PST50 benchmark, we also
evaluated its performance on the DPST dataset. As shown
in Fig 6 SA-LUT successfully transfers diverse styles while
preserving content structure and demonstrating robustness
to varied local lighting conditions

5.2.3. User Studies
We conducted a user study comparing our method against
Neural Preset [15] (highest performer in quantitative met-
rics) and NLUT [4] (the only other LUT-based method).
Using 20 randomly selected image pairs from PST50, 133
participants with diverse backgrounds evaluated which re-
sult better achieved photorealistic style transfer based on re-
alism and style similarity. As shown in Table 3, our method
was preferred 48.79% of the time, significantly outperform-
ing Neural Preset (33.60%) and NLUT (17.61%), confirm-
ing the superior visual quality of our approach.

5.3. Ablation Studies
To validate our design choices in SA-LUT, we performed an
ablation study on the PST50 dataset using LPIPS (↓) and H-
Corr(↑) as perceptual metrics, evaluating: the Context Gen-
erator with cross-attention, the number of basis LUTs, and
our training strategy.



Table 4. Impact of Context Generator and Cross-Attention on per-
ceptual quality (LPIPS ! ) and histogram correlation (H-Corr " ).

Model Variant LPIPS ↓ H-Corr ↑

w/o Context Generator 0.14 0.38
w/o Cross-Attention 0.13 0.46
SA-LUT 0.12 0.51

Table 5. Effect of the number of basis LUTs on performance met-
rics.

Number of Basis LUTs LPIPS ↓ H-Corr ↑

32 0.14 0.41
64 0.12 0.51
128 0.13 0.47
256 0.13 0.39

5.3.1. Effect of Context Generator and Cross-Attention
The Context Generator, with cross-attention, facilitates spa-
tially adaptive style transfer. We evaluated SA-LUT against
two variants: (1) w/o Context Generator (standard 3D
LUT), and (2) w/o Cross-Attention (content-derived context
map [20]).

Table 4 demonstrates the importance of the Context Gen-
erator and cross-attention. Removing the Context Genera-
tor increases LPIPS (0.12→ 0.14) and reduces H-Corr to
0.37, confirming standard 3D LUTs are insufficient for spa-
tially adaptive transformations. Similarly, removing cross-
attention reduced performance (LPIPS: 0.13 and H-Corr:
0.46), highlighting the necessity of content-style feature in-
teractions for accurate style mapping. Figure 7 visually con-
firms this: models without cross-attention fail to capture
nuanced illumination variations, while SA-LUT enables
region-specific color transformations, preserving structural
details like the flowers in Figure 7.

Input Pair

Context Map (w/o CA)

Stylized Output (w CA)

Input Pair Stylized Output (w/o CA)

Context Map (w CA)

Figure 7. Visual comparison of our methods w/ and w/o cross-
attention (CA) module. Top: w/o cross-attention – context map
lacks regional information, causing suboptimal color transfer.
Bottom: w/ cross-attention – captures region-specific illumination
for natural results

5.3.2. Number of Basis LUTs
Table 5 shows performance reaches optimal metrics at 64
LUTs (LPIPS of 0.12 and H-Corr of 0.51). Beyond this
point, performance plateaus or slightly degrades, suggesting

Table 6. Impact of training strategy on perceptual quality (LPIPS
! ) and histogram correlation (H-Corr " )

Training Variant LPIPS ↓ H-Corr ↑

Real Style Only N/A N/A
Synthetic Only 0.14 0.44
SA-LUT 0.12 0.51

overfitting or redundancy. Fewer LUTs (32) lead to signifi-
cantly worse metrics, indicating insufficient model capacity.
These results justify our choice of 64 basis LUTs, balancing
expressivity, quality, and efficiency.

5.3.3. Effect of Training Strategy and Adversarial Loss
To evaluate our training strategy, we compared our model
with two baseline methods training with only synthetic and
real style data, respectively. As shown in Table 6, our
SA-LUT model achieves the best performance with low-
est LPIPS (0.12) and highest H-Corr (0.51). The Synthetic
Only variant shows degraded performance, while the Real
Style Only variant failed to converge despite TV and mono-
tonicity regularization. These results validate our dual-
stream training approach, where synthetic data provides
supervision for basic transformations while real style data
with adversarial learning captures complex style character-
istics.

6. Conclusion

We have presented a novel Spatial Adaptive 4D Look-
Up Table (SA-LUT) model for photorealistic style trans-
fer tasks that extends traditional 3D LUTs with a con-
text dimension, enabling spatially adaptive color transfor-
mations while maintaining hardware compatibility. Our
approach, combining cross-attention between content and
style features with a 4D LUT representation, achieves state-
of-the-art performance on our PST50 benchmark, reduc-
ing perceptual distance by 66.7% compared to previous
LUT-based methods. Beyond style transfer, the principles
of our spatially adaptive framework could benefit various
image enhancement tasks requiring context-sensitive trans-
formations in computational photography and film post-
production.
Social Impacts. Our approach could potentially facilitate
image manipulation that might be used for deceptive pur-
poses or misrepresentation. We emphasize that SA-LUT is
designed as a complementary tool for creative profession-
als rather than a replacement, supporting artistic workflows
while maintaining the crucial role of human judgment in
visual media creation.
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