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Figure 1: Flat Sketch to Realistic Garment task generates a realistic sample garment from a flat sketch and text prompts, providing a
reference for factories to produce garment product. HiGarment captures the structure of garments and attributes (color and fabric) details.
Blue boxes represent target results, red boxes describe accurate results, while yellow boxes describe inaccurate results.

Abstract

Diffusion-based garment synthesis tasks primarily focus on
the design phase in the fashion domain, while the gar-
ment production process remains largely underexplored. To
bridge this gap, we introduce a new task: Flat Sketch to
Realistic Garment Image (FS2RG), which generates realis-
tic garment images by integrating flat sketches and textual
guidance. FS2RG presents two key challenges: 1) fabric
characteristics are solely guided by textual prompts, provid-
ing insufficient visual supervision for diffusion-based mod-
els, which limits their ability to capture fine-grained fab-
ric details; 2) flat sketches and textual guidance may pro-
vide conflicting information, requiring the model to selec-
tively preserve or modify garment attributes while main-
taining structural coherence. To tackle this task, we pro-
pose HiGarment, a novel framework that comprises two

†Equal contribution.
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core components: i) a multi-modal semantic enhancement
mechanism that enhances fabric representation across tex-
tual and visual modalities, and ii) a harmonized cross-
attention mechanism that dynamically balances informa-
tion from flat sketches and text prompts, allowing control-
lable synthesis by generating either sketch-aligned (image-
biased) or text-guided (text-biased) outputs. Furthermore,
we collect Multi-modal Detailed Garment, the largest open-
source dataset for garment generation. Experimental re-
sults and user studies demonstrate the effectiveness of Hi-
Garment in garment synthesis. The code and dataset are
available at https://github.com/Maple498/HiGarment.

1. Introduction
In garment production, a key step involves converting flat
sketches, a detailed two-dimensional design outlining gar-
ment details [28], into physical samples through multiple
stages, including fabric sourcing, pattern creation, and de-
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tail incorporation. However, this process causes prolonged
material sourcing and repeated iterations for localized mod-
ifications. For instance, adjustments such as adding pock-
ets or modifying collars require frequent flat sketch revi-
sions and sample reproductions. These inefficiencies signif-
icantly extend production timelines and resource consump-
tion, making traditional workflows inadequate for the fast-
paced demands of the modern fashion industry [1].

Previous garment synthesis tasks have primarily focused
on the early creative stages of design but failed to meet
garment production demands. Text-to-garment synthesis
[33, 35] generates images from descriptive text but lacks
structural precision due to the absence of visual references,
failing to generate images that accurately reflect production
outcomes that conform to flat sketches. Sketch-driven gar-
ment synthesis [3, 34, 37] ensures structural accuracy using
initial sketches but cannot support precise fabric and detail
editing using textual input, leading to such approaches in-
compatible with garment production pipelines. Therefore,
generating realistic garment images with support for flexi-
ble attributes and localized element modification holds sig-
nificant potential to streamline garment production but re-
mains under-explored.

In this paper, we propose a new task, Flat Sketch to Re-
alistic Garment Image (FS2RG), which aims to generate
photorealistic garment images from flat sketches and text
prompts. Realistic garment images, as defined in our work,
ensure alignment with the flat sketches in structure, color,
pattern, and photorealistic sewing visual effects. Com-
pared with previous garment synthesis tasks, FS2RG ad-
dresses two critical but practical requirements: 1) to pre-
serve precise visual alignment with flat sketches in layout,
patterns, and color while enabling realistic fabric represen-
tation through textual guidance, and 2) to allow designers to
adjust garment attributes during the sample creation process
using simple textual inputs.

In this task, the flat sketch provides rich visual infor-
mation about the garment, while text serves as the primary
guidance to ensure ease of garment production. Therefore,
these two modalities offer distinct yet collaborative types of
information. This task requires the image generation model
to achieve the complementary relationship between the im-
age and text modalities. We define this complementary rela-
tionship as modality harmony. Traditional diffusion-based
generation methods face two main challenges in the FS2RG
task. First, these methods are designed to align image and
text features under the assumption that both modalities pro-
vide corresponding information. This mismatch causes the
fabric attribute (only guided by text modality in the FS2RG
task) to be often overlooked during the alignment process,
as the model is biased towards matching features that appear
in both modalities. As shown in Fig. 1, the fabric in (a) and
the collar color in (b) of the images generated by IP-Adapter

[30] are not accurately reproduced. Second, these methods
lack the ability to actively select between modalities when
inconsistencies arise. As a result, when user instructions
do not match the image features, the generated output fails
to accurately reflect the intended modifications. The pant
in Fig. 1 (c) generated by IP-Adapter [30] retains the same
color as the reference image, unable to accurately reflect the
color to pink based on the text prompt.

Inspired by the above analysis, we introduce HiGar-
ment, a cross-modal Harmony-based diffusion model for
Flat Sketch to Realistic Garment task. HiGarment aims
to achieve modality harmony by accurately translating flat
sketches into realistic garment images. It contains a multi-
modal semantic enhancement mechanism to improve fabric
representation in visual and textual features by retrieving
fabric samples from an extra vector database. This mod-
ule injects fine-grained fabric features that cannot be cap-
tured by simple feature aggregation from textual and visual
modalities. Additionally, we develop a novel harmonized
cross-attention mechanism to guide the generative model
in selectively favoring either text or image guidance during
generation. Unlike previous approaches [22, 30], this mech-
anism dynamically balances and resolves conflicts between
modalities, enabling precise control over garment attributes
and structure in the generated images.

The current largest fashion dataset, CM Fashion [34], is
not open source up to now, and DressCode [9] has insuf-
ficient textual content. Given the lack of professional gar-
ment dataset, we collect Multi-Modal Detailed Garment
(MMDGarment), a manually annotated multi-modal gar-
ment dataset, which contains 1) 20,151 garment images
with detailed close-up images and flat sketches; 2) corre-
sponding manually annotated text labels covering 11 fabric
types, 23 color categories, and localized detail description;
3) a vector database that contains 150 fabric types with cor-
responding sample fabric image to enhance the control abil-
ity of garment fabric. The contributions of this paper are
summarized as follows:
• We present Flat Sketch to Realistic Garment Image, a new

task in the fashion area focused on the garment produc-
tion process. This task aims to streamline the process of
producing physical garment prototypes by generating re-
alistic 2D images.

• We collect the largest open-sourced multi-modal fash-
ion dataset, MMDGarment, containing garment images
with corresponding text annotations, flat sketches, close-
up images, and fabric vector database.

• We introduce a new method, HiGarment, to tackle the
FS2RG task. HiGarment emphasizes the importance of
harmonizing visual and textual modalities by capturing
their semantics and balancing them adaptively. Qual-
itative and quantitative results show that our method
achieves state-of-the-art performance in the FS2RG task.
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Figure 2. The pipeline of MMDGarment dataset collection.

2. Related Works

2.1. Multi-modal garment synthesis
Previous garment synthesis tasks primarily focus on early
design stages, categorized into two main approaches: 1)
text-to-garment synthesis [33, 35], which generates garment
images from descriptive text but fails to incorporate visual
references. Some methods focus on aligning garment at-
tributes and structure using text input. For example, Diff-
cloth [35] and GarmentAligner [33] use segmented captions
and semantic garment segmentation to achieve component-
level alignment. However, these approaches are limited to
extracting garment features only from textual descriptions
and cannot interpret visual inputs. 2) Sketch-driven gar-
ment synthesis [3, 34, 37] relies on initial design sketches
as structural guides for image generation, leading the model
to prioritize structure while missing finer details, such as
textual attributes and visual nuances. However, in this task
[3, 34], sketches serve only as structural guides; hence, the
sketches used in these methods are not well-suited for the
fashion design process, limiting their practicality in the gar-
ment industry. In this paper, we investigate a new multi-
modal garment synthesis task that generates realistic gar-
ment images using sketch-based structural input combined
with text-based attribute descriptions.

2.2. Diffusion-based image generation
Recently, Diffusion Probabilistic Models [27] have excelled
in image-generation tasks [5, 12] by recovering target data
distributions disrupted during the forward diffusion process.
Latest diffusion models [6, 18, 26] leverage large-scale pre-
training and U-Net [13, 16, 20] to integrate text features
from pre-trained encoders [7, 14, 17, 24]. Recent works
in controllable image generation [22, 30, 31, 38], based on
Stable Diffusion, enhance control while avoiding the labo-
rious work of fine-tuning large models. ControlNet [31]
demonstrates that an adapter could be trained with a pre-
trained text-to-image diffusion model to learn specific input
conditions. To reduce the fine-tuning cost, Uni-ControlNet

[38] presents a multi-scale condition injection strategy to
learn an adapter for various local controls. Meanwhile, IP-
adapter [30] employs a decoupled cross-attention module to
align text and image prompts in the denoising process. In-
spired by the effectiveness of lightweight adapter, we pro-
pose a new approach that further achieves complementar-
ity between structural features of flat sketches and attribute-
level prompt (e.g., color, fabric) for the FS2RG task.

2.3. Fashion datasets
Fashion datasets are generally divided into try-on datasets
[21] and garment synthesis datasets [8, 34]. DressCode [21]
is a virtual try-on dataset that contains over 50,000 pairs of
garment images and human poses. However, its text an-
notation is designed for virtual try-on tasks, which are un-
suitable for garment generation tasks. For garment synthe-
sis datasets, VITON [8] includes 32,506 images and anno-
tations, but it lacks localized annotations for garment ele-
ments and fabric annotations. CM-Fashion [34] contains
500,000 garment images and corresponding text descrip-
tions, but it is not a publicly available dataset. Therefore, the
demand for an open-sourced multi-modal fashion dataset
with detailed garment attribute annotations is necessary.

3. Multi-Modal Detailed Garment Dataset
We build a multi-modal fashion dataset named Multi-Modal
Detailed Garment (MMDGarment), specially designed for
the FS2RG task. To the best of our knowledge, this is the
first publicly available fashion dataset that includes garment
attributes, detailed annotations of garment components, and
corresponding flat sketches.

3.1. Dataset collection
The dataset collection team followed standardized proto-
cols to ensure high consistency and quality. All images
were annotated with detailed garment attributes, and an-
notation accuracy was verified in consultation with profes-
sional garment designers. The dataset also features techni-
cal flat sketches created by designers from our collaborating
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Figure 3. The overall framework of HiGarment. We design a multi-modal semantic enhancement mechanism to extract representations
separately from images and text, along with a harmonized cross-attention mechanism to selectively align image and text representations
for modality harmony.

company. An overview of the collection pipeline is shown
in Fig. 2, and further details are provided in Supp. 7.

3.2. Dataset statistics and analysis
The MMDGarment dataset contains 20,151 garment images
with 11 fabric types, 23 color categories, and localized de-
tail descriptions. Each text annotation includes details about
the garment’s color, fabric, pattern, structure, and style. In
addition, MMDGarment provides a database of 150 fabric
image-text pairs, further enriching the variety of fabric ref-
erences for fabric representation. Notably, the test set of the
MMDGarment dataset contains 1,000 text-image pairs, in-
cluding 845 flat sketches paired with photos of correspond-
ing produced garments, enabling detailed comparisons and
providing a reliable benchmark for evaluation. More details
about dataset can be found in the Supp. 7.

4. Method
4.1. Task definition
The FS2RG task aims to generate realistic garment images
R by integrating complementary information from sketch
image I and text inputs T . The I is converted to visual
feature v ∈ Rd, and T is converted to textual feature t ∈
Rd, in dimension d. The goal of this task is to leverage
these complementary features to achieve modality harmony.
The output multi-modal embedding is represented as z ∈
Rd. Finally, z is provided as input to the U-Net in Stable
Diffusion to generate the realistic garment image R.

4.2. Model architecture
4.2.1. Overview
We propose HiGarment to address the FS2RG task. As
shown in Fig. 3, HiGarment contains two parts: 1) Multi-
modal semantic enhancement mechanism processes visual

concepts and attribute information from the flat sketch and
text prompts, enabling the model to learn semantic informa-
tion across different modalities effectively; 2) Harmonized
cross-attention mechanism achieves cross-modal harmony
by dynamically selecting the desired visual and textual rep-
resentation from Multi-modal semantic enhancement mech-
anism. It enables the model to dynamically adjust the output
to align more closely with either the image or the text.

4.2.2. Multi-modal semantic enhancement mechanism
To fully leverage information from both visual and tex-
tual modalities, we introduce the multi-modal semantic
enhancement mechanism (MMSE). While directly using
CLIP [24] as the feature extraction approach, it presents two
limitations: 1) the diversity of fabrics makes it challenging
to describe them accurately with text alone, leading to gen-
erated garment images that fail to fully capture the intended
fabric details. Traditional diffusion-based methods rely on
prior knowledge in CLIP when handling garment fabrics,
leading to inaccuracies when dealing with uncommon fab-
ric materials; 2) existing feature extraction methods utilize
image features and text features to achieve global seman-
tic alignment but lack explicit modeling of fine-grained at-
tributes (e.g., fabric texture in FS2RG tasks), leading to in-
sufficient control over local details. In this work, we adopt
the multi-modal semantic enhancement mechanism to im-
prove the ability of textual and visual modalities to process
fabric attributes.

To capture the high-level visual semantics from the flat
sketch, we train a linear projection using the MMDGarment
to automatically extract garment visual features v contain-
ing color, layout, etc., from reference images I without rely-
ing on additional tools like masks or segmentors [35], meet-
ing the convenience requirements of the garment production
process. The textual features v from the text prompts T are
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directly extracted through the CLIP text encoder.
To supplement the visual information of the fabric fea-

tures, we construct a scalable fabric sample database to pro-
vide additional visual information for fabric attributes. The
fabric text embeddings are stored as keys, and their corre-
sponding sample images as values. Specifically, we first ex-
tract the fabric label l from the text prompt t using Named
Entity Recognition (NER), and then standardize it using a
predefined fabric dictionary. This dictionary maps variant
fabric terms (e.g., jeans) to a normalized term (e.g., denim).
The normalized fabric term is then used to retrieve the cor-
responding fabric name from our database. An illustration
of this process is shown in Fig. 4. Finally, we obtain the
associated image i for downstream use.
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Figure 4. Illustration of the retrieval process in the fabric database.

Inspired by Q-Former’s [15] ability to establish deep se-
mantic connections between visual and textual modalities,
MMSE leverages contextual information from fabric sam-
ples to enhance the understanding of the textual descrip-
tion. The fabric sample i and the fabric label l are pro-
cessed through Q-Former, which aligns and integrates com-
plementary information from both modalities. Specifically,
the queries q act as a fabric dictionary indexed by sample i
and label l. The self-attention mechanism retrieves target-
specific semantics from this dictionary:

fs = Softmax(
[q; l]W s

q ([q; l]W
s
k )

T

√
d

)[q; l]W s
v (1)

whereas the cross-attention integrates label and sample im-
age features to derive the optimal representation:

f = Softmax(
fsW

c
q (iW

c
k )

T

√
d

)iW c
v (2)

where W s
q , W s

k , W s
v are the projection matrices from self-

attention block and W c
q , W c

k , W c
v are the projection matri-

ces from cross-attention block.
Finally, HiGarment enhances the visual and textual em-

beddings by incorporating fabric information through cross-
attention. For the visual feature enhancement, we define the

Query as Qv = vWQ and use the concatenation of the text
and fabric features, t ⊕ f , to form the Key Ktf and Value
Vtf . The enhanced visual feature is then given by:

v′ = v ⊕ Attention(Qv, Ktf , Vtf ). (3)

Similarly, for the text feature enhancement, we set Qt =
tWQ and use v ⊕ f to obtain Kvf and Vvf , resulting in an
enhanced text feature:

t′ = t⊕ Attention(Qt, Kvf , Vvf ). (4)

This process enhances the semantic representation of the
text by incorporating visual cues from the fabric sample, en-
abling precise control over fabric attributes. Finally, MMSE
outputs the visual feature v′ and textual feature t′, which
are subsequently used in the further modality harmoniza-
tion stage.

4.2.3. Harmonized cross-attention mechanism
The FS2RG task necessitates the model to conform to the
image’s visual effect while following text guidance during
the generation process when modality inconsistencies arise.
The original cross-attention mechanisms fail to prioritize
between modalities when textual and visual modalities are
inconsistent, causing the generative model to focus solely
on aligned features. It becomes challenging to support the
frequent modifications in the FS2RG task. We propose a
novel harmonized cross-attention mechanism (HCA) to dy-
namically harmonize the complementary information from
both modalities by adapting to the unique contributions
of visual and textual information. The harmonized cross-
attention further guides the model in determining image-
biased or text-biased outputs during the generation process.

The harmonized cross-attention mechanism first evalu-
ates differences between v and t from the MMSE. We cal-
culate the cosine similarity s between v and t as follows:

s =
v · t

∥v∥∥t∥
(5)

where s with higher values indicating stronger alignment
between the image and the text description, meaning the
generation process tends to visual modality, and vice versa.
The similarity s is defined in the range (−1, 1). To modulate
the influence of the dynamic selection mechanism on the
image generation process, we calculate a weight factor α
ranged (0, 1) using the Sigmoid function as follows:

α(s) = λ+ (1− λ) · σ(s) (6)

where σ(s) = 1
1+e−s . This weight factor is designed as a

conditioning parameter for the harmonized cross-attention
mechanism. Higher similarity drives the model toward
image-biased generation, closely reflecting the flat sketch.
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In comparison, lower similarity shifts the focus toward text-
biased generation, ensuring the output more accurately em-
bodies the textual input. We will analyze in section 5.5 to
explain the value of parameter λ in the Sigmoid function.

The harmonized cross-attention process can be formal-
ized as follows:

Q = v′WQ (7)

K = Concat(v′WK , t′WK) (8)

V = Concat(v′WV , t′WV ) (9)

Here, WQ, WK , and WV are projection matrices that map
the enhanced image embedding v′ and the enhanced text
embedding t′ into the query, key, and value spaces, respec-
tively. The query feature z is then computed by adjusting
the standard attention formula using the dynamic weight
factor α, derived from the Eq. 6, as follows:

z = α · Softmax
(

QKT

√
d

)
V (10)

finally, z is integrated into the pre-trained Stable Diffusion
UNet by injecting it into each cross-attention layer. Con-
sequently, a larger α increases the influence of the exter-
nal image condition, while a smaller α reduces this influ-
ence and makes the model rely more on text guidance. Un-
like the standard diffusion model, which directly combines
image and text features, the harmonized cross-attention
mechanism ensures seamless modality harmony by align-
ing and enhancing the representation of garment attributes
and structures, leading to high-quality generated images.

5. Experiment
5.1. Experimental setup
Implementation details. We adopt Stable Diffusion v1.5
[25] as the base model. The OpenCLIP ViT-H/14 [24] is
used as the image encoder, while the CLIP text encoder pro-
cesses the text input. The MMSE contains 85.15M trainable
parameters. All training data is resized to 512 × 512 for pro-
cessing. During the training process, the AdamW [19] opti-
mizer is set with a learning rate of 0.0001 and weight decay
of 0.01 with a batch size of 8. We utilize mean squared error
as the loss function. The training process is completed with
L40 GPUs for 30 hours. In the inference stage, we set the
DDIM sampler with 50 steps.
Baselines and evaluation metrics. Since FS2RG is a
new task, there are no existing baselines. For comprehen-
siveness, we compare the performance of HiGarment on
the MMDGarment dataset to the state-of-the-art methods.
We select two types of methods: 1) global image editing:
DEADiff [23]; and 2) multi-modal prompts-based image
generation: IP-Adapter [30], Uni-Controlnet [38], Versa-
tile Diffusion [29], and SSR-Encoder [36]. To ensure fair
comparisons, all open-source models were trained on the

MMDGarment dataset, and the official inference code from
each baseline was used for evaluation. We employ CLIP-
Score [10], FID [11], and LPIPS [32] to evaluate the quality
of the generation results. Specifically, the evaluation mea-
sures the similarity between generated images and product
images in the MMDGarment test set. Additionally, we con-
ducted a user study and employed a multi-modal large lan-
guage model evaluation to further demonstrate the effective-
ness of HiGarment.

5.2. Qualitative results

Main results. Fig. 5 shows the qualitative comparison re-
sults. Since a flat sketch is a unique reference type, existing
methods show limited performance (shown in the yellow
boxes). For instance, DEADiff [23] preserves garment pat-
terns and colors but fails to accurately capture structural and
fabric details. Similarly, while Uni-ControlNet [38] main-
tains garment structures consistent with the flat sketches,
the resulting images inadequately represent key attributes,
leading to unrealistic outputs. In contrast, HiGarment ac-
curately reproduces garment structure, patterns, and fabric,
creating more realistic garment images.

Our method also demonstrates the ability to modify
garment attributes globally (e.g., changing colors) and lo-
cally (e.g., adding components such as hoods or pockets).
Furthermore, HiGarment exhibits high sensitivity to mate-
rial and fabric details, accurately generating textures like
polyester and denim. The third column in Fig. 5 demon-
strates the case of a single garment with different fabrics.
HiGarment shows the capability to distinguish different fab-
rics. Comparison methods show limited capability in alter-
ing garment structures and attributes, underscoring the su-
periority of HiGarment in such transformations.

In addition, we evaluated cases where the text input did
not specify any fabric or included fabric names not present
in the database. If the fabric is missing, the model defaults
to generating a fabric-like result based on the visual context.
If the fabric label is not found in the database, we query our
predefined fabric dictionary with the user’s input and select
the most semantically similar fabric entry during retrieval.
Qualitative discussion. Our analysis identifies two main
reasons for the above observations: First, style transfer ap-
proaches [23] that prioritize style or visual attributes focus
primarily on appearance during training, providing insuf-
ficient guidance on garment-related elements such as lay-
out or components. This shortcoming leads to outputs that
fail to align with the appearance of real garments. Second,
multi-modal prompt methods [30, 38] can generate images
aligning closely with the structure of the flat sketch but of-
ten fail to accurately capture critical garment attributes (e.g.,
fabric textures). Their emphasis on general visual-textual
alignment hinders the integration of fine-grained attribute
information conveyed by the text. This highlights the im-

18547



Image Input

Text Prompt

IP-Adapter

HiGarment (Ours)

Deadiff

SSR-Encoder

Uni-Controlnet

Versatile-Diffusion

White garment
with zipper

Yellow garment
wi t h a da r k
green hood

Denim dark
blue garment
with a pocket

White dress 
with gauze 
skirt and short 
sleeves

Light purple 
woolen textile 
sweater

Suit with dark 
blue and light 
yellow checkered 
pattern

Brown leather 
garment with 
two  p ocke t s

White cotton 
T-shirt with 
gauze sleeves

Violet patterned 
long down jacket

Pink coat with 
big collar

Figure 5. Qualitative comparison of real garment image generation ability between our method and others. We use colorful words to
represent color; italics to represent fabric; and underline to represent the garment component. Red boxes indicate accurate results, yellow
boxes indicate incorrect fabric, and green boxes indicate incorrect structure.

portance of modality harmony in the FS2RG task for pro-
ducing realistic garment images.

CLIPScore (↑) FID (↓) LPIPS (↓)

IP-Adapter [30] 0.7768 11.0334 0.7025
Uni-Controlnet [38] 0.6869 16.9257 0.8369
Versatile Diffusion [29] 0.6639 13.6090 0.7979
DEADiff [23] 0.6459 14.5238 0.6780
SSR-Encoder [36] 0.6220 16.4208 0.7425
HiGarment (Ours) 0.8054 8.8109 0.6008

Table 1. Quantitative comparisons between our method and others.
Pink and blue highlight the best and second-best results for each
metric, respectively.

5.3. Quantitative results
As shown in Tab. 1, HiGarment outperforms the state-
of-the-art method [30] by 3.7%, 20.3%, and 14.5% for
CLIPScore, FID, and LPIPS, respectively. We draw sev-
eral conclusions from this table. First, compared with [38],
which uses flat sketch as a structure condition, HiGarment
significantly outperforms in all evaluation matrices. This
demonstrates the specialization of flat sketches. Compared
with [30], which learns sufficient information from images,

the result shows the effectiveness of applying a garment-
specific feature extraction mechanism (e.g., MMSE) and
harmonizing text and image modalities (e.g., HCA). Sec-
ond, DEADiff [23] performs well in LPIPS but scores lower
in CLIPScore and FID. We attribute this to the fact that
LPIPS simulates human visual perception of images, while
CLIPScore and FID focus more on feature-level similarity.
These findings demonstrate the limitations of existing meth-
ods in the fashion domain, especially in the FS2RG task.

MLLM Evaluation (↑) Experts Evaluation (↑) Non-experts Evaluation (↑)

IP-Adapter [30] 6.355 6.958 6.244
DEADiff [23] 5.698 4.799 5.542
HiGarment (Ours) 6.996 7.735 6.853

Table 2. Comparison between human-evaluation results and
MLLM evaluation results. Pink and blue highlight the best and
second-best results for each metric, respectively.

5.4. MLLM-based evaluation and user study
Inspired by [2], we use a Multi-modal Large Language
Model ChatGPT 4o* to rate the generation results across

*https://openai.com/chatgpt
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four aspects: structure, color, fabric, and details. We also
invited 2 professional garment designers, 11 fashion de-
sign students, and 20 non-experts to assess the similarity
between generated and real garment images. As shown in
Tab. 2, HiGarment achieves the highest scores in both, high-
lighting its performance. More details about MLLM-based
evaluation and user study can be found in the Supp. 9.

5.5. Ablation study and parameter analysis
Ablation study. We conducted ablation studies to assess
the significance of the key modules in HiGarment. We re-
place the MMSE with the pre-trained feature extractor from
SD1.5; the embeddings from the image and text encoders
are directly passed to the UNet of the diffusion model. As
shown in Tab. 3, the removal of the MMSE module led
to a decline in CLIPScore [10], FID [11], and LPIPS [32]
by 9.70%, 36.15%, and 11.35%, respectively. Fig. 6 (a)
illustrates that without MMSE, HiGarment fails to render
components and fabric attributes from the flat sketch accu-
rately. This indicates that MMSE provides critical garment-
specific representation, especially for attributes across vi-
sual and textual modalities that are difficult to integrate. Be-
sides, removing the HCA resulted in a more significant per-
formance drop, with CLIPScore, FID, and LPIPS depreci-
ating by 15.16%, 23.71%, and 21.29%, respectively. In this
scenario, the embeddings extracted by MMSE were directly
concatenated instead of being processed through HCA. As
shown in Fig. 6 (b), the absence of HCA causes HiGarment
to fail in effectively harmonizing visual and textual refer-
ences, leading to suboptimal integration of attribute fea-
tures. These results underline the critical roles of MMSE
and HCA in generating images with precise attribute ren-
dering and modality harmony. Besides, we fine-tuned Hi-
Garment on VITON-HD [8] to disentangle the performance
gains contributed by the proposed MMDGarment dataset
from those of the HiGarment framework itself. The results
demonstrate that the improvements are primarily driven by
our designed modules, rather than by dataset scale alone.

CLIPScore (↑) FID (↓) LPIPS (↓)

w/o MMSE 0.7342 13.7995 0.6777
w/o HCA 0.6994 11.5491 0.7633
w/o MMDGarment 0.7635 9.4932 0.6385
HiGarment 0.8054 8.8109 0.6008

Table 3. Quantitative comparisons of the ablation study. Pink and
blue highlight the best and second-best results, respectively.

Parameter analysis. We analyze the effect of parameter α
in Eq. 6. We manually set the α in the range between 0
to 1. As shown in Fig. 7, with a higher α (e.g., α = 1),
the HiGarment tends to generate an image as same as the
reference image, and vice versa. When α falls below 0.7,
the generated image increasingly reflects the requirements
specified in the text. However, when α drops below 0.6, lo-

w/o MMSE

Black polyester
jacket with two
flap pockets and
a hood

Dark blue shirt
with an open
pocket

HiGarmentFlat Sketch Text Prompt

(a) Comparisons between original HiGarment and HiGar-
ment without MMSE.

HiGarment w/o HCAFlat Sketch Text Prompt

Gray rough tweed
dress with gauze
hemline

Brown shirt made 
of leather with a 
pocket.

(b) Comparisons between original HiGarment and HiGar-
ment without harmonized cross-attention.

Figure 6. Ablation study results.

α = 1 α = 0.9 α = 0.85 α = 0.8 α = 0.75 α = 0.7

α = 0.65 α = 0.6 α = 0.5 α = 0.4 α = 0.3 α = 0.2

Flat Sketch Text Prompt Generation Results with Different Values of  α {α | 0 < α ≤ 1 }

White shirt

Figure 7. Visual results of parameter analysis.

calized details from the flat sketch (patterns on the collar or
button types) begin to diminish. Therefore, we set the pa-
rameter of the Sigmoid function λ as 0.6 to restrict α ranges
from 0.6 to 1 to keep a fidelity and accurate performance.

6. Conclusion and Limitations

In this paper, we introduce Flat Sketch to Realistic Gar-
ment Image, a task for generating realistic garment images
from flat sketches and text prompts. To address this task,
we propose HiGarment, a multi-modal synthesis method
that harmonizes text and image modalities. HiGarment
incorporates a multi-modal semantic enhancement mech-
anism to strengthen fabric information in both visual and
textual representations. Additionally, we introduce a har-
monized cross-attention mechanism that fuses multi-modal
features, enabling the generation model to dynamically bal-
ance whether to produce a text-biased or image-biased im-
age. For evaluation and supplement, we release MMDGar-
ment, a multi-modal fashion dataset. Experiments demon-
strate HiGarment’s effectiveness, highlighting its potential
to inspire advancements in image generation.
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