


language models (CLIP [38]) to integrate diverse cross-
modal knowledge into the 3D segmentation pipeline. These
pretrained models aim to provide semantically rich textual
and visual embeddings, enriching the segmentation process
with fine-grained contextual information. By incorporating
multimodal knowledge, our approach improves the ability
of the 3D segmentation model to capture fine-grained at-
tributes crucial to distinguishing classes and instances in
complex scenes, while also minimizing reliance on exten-
sive human annotation to provide a more efficient and scal-
able solution for understanding 3D point clouds.

Specifically, our method first prompts an LLM to gener-
ate detailed semantic descriptions of 3D classes, capturing
key attributes such as color, texture, and shape. These de-
scriptions offer a broad understanding of the characteristics
of the class, forming a strong semantic foundation. To fur-
ther enhance visual context, we incorporate class-specific
reference images sourced from the internet, which intro-
duce diverse real-world variations to improve the robust-
ness of object recognition. To effectively integrate these
multi-modal cues, we encode both textual descriptions and
reference images into query representations via CLIP [38].
These queries are fused with point-wise features within a
unified mask decoder, allowing the model to produce se-
mantic, instance, and panoptic segmentation masks. Addi-
tionally, we introduce a Semantic-Visual Contrastive (SVC)
Loss, which aligns point features with their corresponding
textual and visual embeddings, thereby enhancing class dis-
tinction and segmentation accuracy. To further capture spa-
tial relationships and refine object differentiation, we incor-
porate a Spatial Enhancement Module. This module utilizes
sparse attention to efficiently model scene-wide spatial de-
pendencies, ensuring structural coherence in segmentation
while maintaining computational efficiency.

In particular, unlike open-vocabulary methods [14, 54]
that require real-time fusion of 3D scenes with paired im-
ages and text captions, our approach follows a closed-set
paradigm with predefined class knowledge. We establish
offline semantic references through offline-generated class
descriptions and reference images (Fig. 1). During infer-
ence, our method operates without paired images, caption-
ing models, or additional vision-language modules, enhanc-
ing efficiency and deployment practicality. By integrating
offline multimodal knowledge with spatially aware feature
learning, our approach achieves superior class separation
and instance delineation compared to conventional closed-
set 3D segmentation baselines. Both quantitative and qual-
itative comparisons demonstrate consistent improvements
in our model performance in 3D instance, semantic, and
panoptic segmentation tasks.

Our contributions can be summarized as follows:

e We introduce VDG-Uni3DSeg, a novel framework that
integrates pretrained vision-language models and LLMs

to enhance unified 3D segmentation.

* Our method synergizes LLM-generated descriptions and
unpaired reference images, enriching class representa-
tions with both generalized attributes and fine-grained vi-
sual details, thus improving class and instance differenti-
ation.

* We develop an efficient mask decoder that integrates tex-
tual and visual embeddings as queries, enhancing seg-
mentation accuracy across 3D instance, semantic, and
panoptic tasks.

2. Related Works
2.1. Task specific Unimodal 3D Segmentation

Previous techniques for 3D segmentation adopt point-
based or voxel-based approaches to process point clouds.
Point-based methods use hand-crafted aggregation mecha-
nisms [32, 36, 37, 46] or transformer blocks [52, 60] for
direct point processing, while voxel-based methods convert
point clouds into sparse voxel representations, which are
then processed using dense [19] or sparse [11] 3D convo-
lutional neural networks. Instance segmentation typically
involves first performing semantic segmentation followed
by per-point feature aggregation. Recent transformer-based
models [42] integrate sparse CNN backbones for feature ex-
traction with transformer decoders.

The 3D instance segmentation task aims at predicting
masks for individual objects in a 3D scene, along with a
class label belonging to the set of known classes. Some
methods use a bottom-up approach based on grouping
learning embeddings in the latent space to facilitate clus-
tering of object points [4, 16, 17,23, 28, 30, 50, 59]. On the
other hand, proposal-based methods adopt a top-down strat-
egy, initially detecting 3D bounding boxes and then seg-
menting the object region within each box [15, 18, 33, 56,
58]. Inspired by advances in 2D work [6, 8], transformer-
based architectures [48] have recently been introduced for
3D instance segmentation [, 20, 26, 41, 43]. Mask3D [41]
introduces a hybrid architecture that uses a 3D CNN back-
bone for the extraction of per-point characteristics and a
transformer-based instance mask decoder to refine a set of
queries. Building on Mask3D, [1] shows that explicit spatial
and semantic supervision at the level of the 3D backbone
further improves instance segmentation.

For 3D panoptic segmentation, existing methods [34, 51,
57] perform panoptic segmentation on RGB images, lift 2D
panoptic masks into 3D space, and aggregate them to gen-
erate final 3D panoptic masks.

2.2. Unified Unimodal segmentation

In recent years, several approaches for 2D unified segmen-
tation have been proposed, including MaskFormer [5] and
Mask2Former [7]. These methods use a transformer-based

24836



architecture to predict masks for three different segmenta-
tion tasks simultaneously. OneFormer [21] builds on the
same transformer design, but introduces task-conditioned
queries, which help the model focus on a specific segmen-
tation task during prediction.

Inspired by the success of OneFormer [21] in 2D, a re-
cent method OneFormer3D [27] introduces a novel multi-
task unified framework that simultaneously handles 3D se-
mantic, instance, and panoptic segmentation within a single
model. Unlike previous approaches, OneFormer3D unifies
these tasks through semantic and instance queries in parallel
within a transformer decoder, addressing the performance
instability by incorporating a new query selection mech-
anism and an efficient matching strategy, eliminating the
need for the Hungarian algorithm, which makes the train-
ing process much faster. This approach is trained once on a
panoptic dataset, allowing it to outperform existing methods
that are specifically tuned for each segmentation task. Al-
though previous work has shown promising results, it still
lacks essential multimodal information. In our method, we
demonstrate how incorporating this information can signif-
icantly improve performance.

3. Methodology

In this section, we introduce our proposed method, Visual-
Description-Guided Unified 3D Segmentation (VDG-
Uni3DSeg). First, we describe the 3D backbone in Sec. 3.1,
which extracts point-wise features from the input point
cloud. Next, we detail the multi-modal reference queries
in Sec. 3.2, which integrate textual and visual information
to enhance segmentation performance. We then present the
mask decoder in Sec. 3.3, designed to generate task-specific
masks for semantic, instance, and panoptic segmentation.
Finally, we describe the loss functions used to train the pro-
posed model in Sec. 3.4.

3.1. 3D Backbone

The input to our model is a 3D scene represented as a
point cloud P € R¥*6 containing N points. Each point
consists of three spatial coordinates and three color val-
ues. To expedite the training process and improve com-
putational efficiency, we adopt the voxelization approach
from [10], which reduces the point cloud to M superpoints
with M < N, allowing the model to focus on meaningful
spatial clusters. Subsequently, these superpoints are pro-
cessed by a sparse 3D U-Net to generate point-wise fea-
tures, X € RM*4 where d denotes the point embedding
dimensionality.

Spatial Enhancement Module To capture the spatial re-
lationships between point-wise features in a 3D scene, we
adopt a sparse attention mechanism [9] that integrates con-
textual information from a randomly sampled subset of the

entire point cloud. Specifically, the point-wise features X
are first transformed into query, key, and value embeddings:

Q=XW,, K=XW;, V=XW, (1

where W, Wy, and W, € R2*4d gre learnable wei ght ma-
trices. For each point feature x;, attention is calculated us-
ing a randomly sampled subset S;. The spatially enhanced
feature is then computed as:

~ exp(q; - k]T/\/g)
X = Z Qi j Vi, Q45 = T )
V;ES; ij €S exp(q; - kj /\/g)
2
where S; denotes a randomly sampled subset of points from
the point cloud, and q;, k;, v; € Rixd, Using the subset
Si, the module captures the spatial structure of the over-
all scene while significantly reducing computational costs.
This makes it highly efficient and well-suited for large-scale
3D point cloud processing.

3.2. Multi-Modal Reference Queries

Our approach uses a unified 3D mask decoder to perform
semantic, instance, and panoptic segmentation simultane-
ously. Specifically, we build on the Transformer-based
mask decoder framework proposed in [21]. For each seg-
mentation task, we incorporate task-specific queries that
interact with the point-wise features to produce the corre-
sponding masks. For instance segmentation, we use in-
stance queries as defined in [21], denoted as Q;,,, € RE >4,
For semantic segmentation, we introduce multimodal se-
mantic queries to generate masks as described below.
Description Reference Queries To capture fine-grained
details for accurate class distinction, we first introduce
the LLM-based Description Generator (LLM-DesGen), a
pipeline designed to generate descriptive visual details spe-
cific to the class. LLM-DesGen is guided by pre-defined
description types and example visual descriptions for given
classes. In this in-context learning manner, it can be gen-
eralized to unseen classes by learning the descriptive pat-
terns. For each candidate class, LLM-DesGen generates K
descriptions for the given class, as follows:

T¢ = [t{,...,t%] = LLM-DesGen(c), 3)
where T represents the descriptions of the c-th class,
and t§ denotes the k-th description of the c-th class. Fi-
nally, we can get the set of descriptions for all classes:
T = [T!,..., TC]. Next, we utilize a text encoder (i.e.,
CLIP [38]) to embed these descriptions into description em-
beddings:

Q; = CLIP-T(T), 4

where Q; = [Q}, ..., Qf], where Qf € RE*? denotes the
K queries for class ¢
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Method Instance Semantic Panoptic
mAP,s  mAPs;  mAP mloU PQ PQu PQg
baseline 79.5 72.0 58.7 69.8 622 584 655
VDG-Uni3DSeg 80.6 74.1 60.1 71.5 66.3 68.0 653
W/O Spatial Enhancement 80.0 733 58.1 70.6 64.6 63.8 65.7
W/O Description Query 78.4 724 59.6 70.2 64.8 689 622
W/O Image Query 79.7 72.7 60.0 70.4 65.1 643 65.6
W/O SVC Loss 78.0 72.5 58.3 69.0 622 61.1 638

Table 4. Ablation study evaluating each component of our VDG-Uni3DSeg. ‘W/O’ indicates that the corresponding part of our VDG-

Uni3DSeg is removed.

. =2 Pt
k\ o

(a) Ground Truth

(b) OneFormer3D

(c) Description Prediction

(d) Image Prediction (e) VDG-Uni3DSeg

Figure 3. Qualitative results of semantic segmentation on ScanNet. Compared to OneFormer3D, the Description and Image Prediction
modules improve segmentation accuracy, particularly for tables. By integrating both description and image queries, VDG-Uni3DSeg
achieves more balanced and consistent segmentation, enhancing the semantic segmentation for small and challenging objects such as doors

and chairs.

the Description Query is removed. This demonstrates the
benefit of detailed descriptions generated by LLMs in our
method. Furthermore, incorporating reference images helps
bridge the gap between textual descriptions and the 3D
point cloud. By integrating description and image queries,
our method enables each point to associate with the most
relevant class representation, leading to overall improve-
ments across all segmentation tasks. Finally, removing the
SVC Loss causes the most significant drop in instance and
panoptic segmentation metrics, including a 2.6-point de-
cline in mAP;s and a 6.9-point drop in PQy,. This demon-
strates that SVC Loss encourage the model to learn more
discriminative segmentation features by leveraging multi-
modal queries as anchors for feature alignment. In general,
each component of our method contributes to improving
feature alignment and overall segmentation performance.

4.4. Qualitative Results

Fig. 3 illustrates the semantic segmentation results of differ-
ent methods. Compared to OneFormer3D [27], both the De-
scription Prediction and Image Prediction modules improve
segmentation accuracy by leveraging reference queries,
with notable improvements in identifying tables. However,
these individual modules struggle with segmenting complex
objects such as chairs and doors. When combining descrip-
tion and image predictions, as in VDG-Uni3DSeg, the seg-
mentation results exhibit more balanced and comprehensive
improvements across all object categories. This integration
results in more precise and consistent segmentation, demon-
strating that while individual queries contribute to perfor-

mance gains, their combined use in VDG-Uni3DSeg yields
the most accurate and robust results. Other results are pro-
vided in the supplementary material.

5. Conclusion

We present VDG-Uni3DSeg, a unified 3D segmentation
framework that integrates LLM-generated descriptions and
internet-sourced images as reference cues to enhance seg-
mentation performance. By leveraging multimodal infor-
mation, our method improves class and instance differenti-
ation without requiring human annotations or paired mul-
timodal data. To further refine segmentation, we introduce
the Semantic-Visual Contrastive (SVC) Loss, which aligns
point features with multimodal queries to enhance fea-
ture distinctiveness. Additionally, our Spatial Enhancement
Module effectively captures long-range spatial relation-
ships, ensuring precise segmentation boundaries while bal-
ancing computational cost. Extensive experiments on mul-
tiple datasets demonstrate that VDG-Uni3DSeg achieves
state-of-the-art performance across semantic, instance, and
panoptic segmentation tasks. These results highlight the
effectiveness of multimodal guidance in 3D segmentation
and pave the way for future research in leveraging external
knowledge to further improve 3D scene understanding.
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