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“Three men in a coffee shop.”

“Two women, retro comic style artwork, 
comic book cover, symmetrical, vibrant.”

“Blonde with hair beaten into loose waves. Tattoos on 
both arms and multiple bracelets on each wrist. Green 
lace blouse with high-waisted jeans. Yellow walls.”

“The man was sitting at a table with a laptop on it. 
With one hand over his head, he looked at the screen 
with a worried expression on his face.”

“An old woman, white hair and a wrinkled face, a serious 
expression. Wearing a black coat and a straw hat, she 
stood in a snowy field with a white sky background.”

Figure 1. Example generations from UniPortrait. Our method customizes single- and multi-ID images in a unified manner, providing
high-fidelity identity preservation, extensive facial editability, free-form input description, and no requirement for a predetermined layout.

Abstract

This paper presents UniPortrait, an innovative human
image personalization framework that unifies single- and
multi-ID customization with high face fidelity, extensive fa-
cial editability, free-form input description, and diverse lay-
out generation. UniPortrait consists of only two plug-and-
play modules: an ID embedding module and an ID routing
module. The ID embedding module extracts versatile ed-
itable facial features with a decoupling strategy for each ID
and embeds them into the context space of diffusion models.
The ID routing module then combines and distributes these
embeddings adaptively to their respective regions within the
synthesized image, achieving the customization of single
and multiple IDs. With a carefully designed two-stage train-
ing scheme, UniPortrait achieves superior performance in
both single- and multi-ID customization. Quantitative and
qualitative experiments demonstrate the advantages of our
method over existing approaches as well as its good scal-
ability, e.g., the universal compatibility with existing gen-

erative control tools. Code is available at https://
github.com/junjiehe96/UniPortrait.

1. Introduction

Recent advances in diffusion models [7, 13] have revolu-
tionized the field of text-to-image synthesis, paving the way
for a plethora of image customization tasks [21, 23, 33,
46, 47]. Among these, human image customization has
emerged as a key area of focus for its enormous potential
in applications such as AI portrait photos, image animation,
and virtual try-ons. The objective of this task is to gener-
ate images that maintain a consistent face identity (ID) with
reference face images while adhering to additional prompts.

Early human image customization methods [8, 14, 38]
rely on test-time fine-tuning, with each new identity roughly
taking dozens of minutes or even hours to achieve satis-
factory results. Recent works [27, 45, 49, 51] resort to
tuning-free setups. They employ a separate trained encoder
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to encode face ID information into one or several tokens
and inject them into the generation process, resembling text
conditioning. Thanks to the elimination of training require-
ments, these tuning-free methods have achieved impressive
efficiency when facing new identities. However, they still
suffer from two limitations. First, they struggle to preserve
facial shape and texture details. This is because the features
they use are either losing the spatial information (e.g., the
global embedding of the encoder [45, 50]) or not expert at
the face domain (e.g. the features from CLIP [36] image
encoder [27, 49]). Second, these encoder-based methods
often tend towards mere replication of the reference face
image, presenting difficulties in facial control and editing.
We attribute this problem to the current methods’ insuffi-
cient disentanglement between intrinsic face identity and
face-relevant yet identity-irrelevant representations. As a
result, the model overfits the spurious facial details.

Besides, previous human customization methods primar-
ily focus on single-ID personalization and struggle when
personalizing multi-ID images. The main challenge they
encountered is identity blending [49], in which a same gen-
erated face attends to multiple ID features. Some multi-
concept customization methods [2, 18, 21, 49] integrate ID
information into text embeddings and use the structure of
text to distinguish different subjects. Nonetheless, these
techniques necessitate a one-to-one mapping between iden-
tities and corresponding text tokens, preventing the use of
free-form text prompts for subjects like plural phrases “two
women”. Moreover, such direct fusion may compromise the
integrity of both identity representation and text semantics
because of the distinct nature of visual and textual signals.
Another line of research [5, 9, 19, 20, 22, 31] introduces
manually designed masks to separate the different IDs’ in-
formation. Despite their effectiveness in avoiding ID blend-
ing, they require specifying the face location before the gen-
eration, which limits the diversity of generated images. Ad-
ditionally, providing precise masks for multi-subjects with
complex interactions and occlusions is difficult.

To address the aforementioned issues, we introduce Uni-
Portrait, a solution for unified single- and multi-human im-
age personalization with high-fidelity identity preservation,
substantial facial editability, free-form input description,
and diverse layout generation (see Fig. 1). UniPortrait con-
sists of only two plug-and-play modules: an ID embedding
module and an ID routing module. The ID embedding mod-
ule extracts versatile high-fidelity facial features for each ID
and embeds them into the context space of diffusion models.
The ID routing module then combines and distributes these
embeddings adaptively to their respective regions within the
synthesized image, achieving the customization of single
and multiple IDs without the prompt and layout restrictions.

More concretely, instead of the last global feature, we
utilize the discriminative features with spatial structure

from the penultimate layer of the face recognition backbone
as the base intrinsic ID features in the ID embedding mod-
ule. To enhance the face fidelity, we further employ CLIP
local features following previous works [48, 51] but addi-
tionally incorporate shallow features that are empirically
low-level and more identity-relevant from the face back-
bone as the face structure representations. Note that con-
trary to intrinsic ID features, these face structure represen-
tations lack the disentanglement and may couple with other
identity-irrelevant information such as gaze, pose, or even
face-irrelevant features like lighting. To prevent the model
from overfitting these spurious facial details, we explicitly
decouple the face structure features from the intrinsic ID
features by emphasizing a strong dropping regularization,
i.e., DropToken [1] & DropPath [15] on the face structure
branch. This forced disentangling strategy makes the model
more reliant on the intrinsic ID representation, which in
turn, affords us increased flexibility in achieving an optimal
balance between ID similarity and facial editability.

In the ID routing module, to prevent feature blending be-
tween IDs, we propose a routing network to adaptively route
and assign a unique ID to each potential face area. Specif-
ically, we predict a discrete probability distribution at each
spatial location within the cross-attention layer and, during
the forward, select the best-determined top-1 ID embedding
to engage in the attention of that specific location. To ensure
that all ID conditions are routed and only routed to one tar-
get face area, we further introduce a routing regularization
loss to assist the router learning. Thanks to the adaptiveness
of the ID routing module, we allow UniPortrait to customize
multi-ID images without any layout predetermination and
prompt format restriction, unlocking the creativity of gen-
erative models and freedom of prompt designs.

The overall training process of our framework is divided
into two stages: the single-ID training stage and the multi-
ID fine-tuning stage. The former trains the ID embedding
module and the latter specializes in the ID routing mod-
ule. After completing two-stage training, our model can be
used for either single-ID customization or multi-ID person-
alization. Extensive experiments demonstrate our method’s
advantages over existing approaches and its good scalabil-
ity, e.g., the universal compatibility with existing generative
control tools such as ControlNet [53] and IP-Adapter [51].

The contributions of this paper are summarized as below:

• We propose UniPortrait, an innovative human image per-
sonalization framework that unifies single- and multi-ID
customization with high face fidelity and controllability;

• We propose a novel, efficient ID embedding module with
a decoupling strategy, which embeds detailed face iden-
tity information while maintaining good editability.

• We introduce the ID routing mechanism, which addresses
the identity blending issue in multi-ID customization yet
without compromising each identity integrity, generated
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image diversity, and prompt design flexibility.

2. Related Work

Single-ID personalization. Early works like FaceStu-
dio [50] and InstantID [45] utilize the global feature of
the face backbone as the human ID condition. Due to the
loss of spatial information, these methods struggle to cap-
ture the intricate details of facial shape and texture. IP-
Adapter-FaceID-Plus [51] and Infinite-ID [48] introduce lo-
cal features of CLIP image encoder to enhance face struc-
ture representation. Despite their improvements in ID sim-
ilarity, these methods suffer from subject overfitting due to
the insufficient disentanglement between face identity and
identity-irrelevant representations. FlashFace [54] exploits
ReferenceNet [52] but relies on constructing a large dataset
containing multiple images of a same ID. CapHuman [28]
customizes human images based on 3D reconstruction [25],
with the render parameters, such as head pose and face po-
sition, needing to be set in advance. Most of these meth-
ods [10, 27, 35, 45, 50, 54] focus on single ID customization
and encounter difficulties when generalizing to multi-IDs.
Multi-ID personalization. One challenge in customiz-
ing multi-ID images is identity blending [49]. A com-
mon solution [2, 18, 21] to this problem involves encod-
ing and integrating all subjects’ information into text em-
beddings, using the text’s structure to differentiate differ-
ent IDs. The drawback of this approach lies in its restric-
tion of prompt formats, e.g., we should explicitly specify
the subject word and restrict its representation solely to
the singular form. Moreover, such integration can com-
promise identity fidelity and prompt consistency due to the
distinct nature of visual and textual signals. Another line
of research [9, 19, 20, 22, 31] introduces predefined layout
masks to separate the information of different IDs. These
methods effectively prevent identity blending but limit the
diversity of generated images. FastComposer [49] utilizes
localized cross-attention maps to customize multiple IDs
without layout constraints. However, it necessitates a spe-
cialization of the diffusion model, making it impractical to
employ other foundation text-to-image models or control
tools from the community. MoA [34] draws on the Fast-
Composer principle and deploys a mixed-attention module
to disentangle the prior and personalization branches. De-
spite improving usability, the entanglement of text and im-
age embeddings still results in a less-than-ideal balance be-
tween face fidelity and prompt consistency.

3. Methods

This section introduces UniPortrait, an innovative approach
to unified single-ID and multi-ID human image generation.
We first briefly review the background of Stable Diffusion
in Sec. 3.1 and then elaborate on the details of two key mod-

ules of UniPortrait in Sec. 3.2 and Sec. 3.3. Finally, we il-
lustrate the training scheme of UniPortrait in Sec. 3.4. The
overview of our framework is shown in Fig. 2.

3.1. Preliminary

In this paper, the underlying model used for text-to-image
synthesis is Stable Diffusion [37]. It takes a text prompt P
as input and generates the corresponding image x0. Stable
diffusion comprises three main modules: an autoencoder
(E(·), D(·)), a CLIP text encoder τ(·), and a U-Net εθ(·).
Typically, it is trained under the following diffusion loss:

Ldiff = Ez0,P,ε∼N (0,1),t[‖ε − εθ(zt, t, τ(P ))‖2
2] (1)

where ε ∼ N (0, 1) is the randomly sampled Gaussian
noise, t is the time step, z0 = E(x0) is the latent represen-
tation of x0, and zt is calculated by zt = αtz0 + σtε with
the coefficients αt and σt provided by the noise scheduler.

3.2. ID embedding

The ID embedding module is specifically crafted to impart
high-fidelity editable face ID information, thereby guid-
ing the diffusion model to generate ID-consistent and -
controllable images. In contrast to previous approaches [45,
50] that utilize the final global features of a face recognition
backbone for face ID representation, we use features from
the penultimate layer, aiming to retain a higher level of spa-
tial information relevant to ID features. As the face recog-
nition backbone [6, 16, 29, 44] is trained on a large dataset
with millions of human IDs, its features are less sensitive to
facial information unrelated to identity, such as expression,
pose, and gaze, including facial shape and texture details
(by noting that the fluctuations in weight or age influence
one’s appearance but do not change his or her identity). We
term these recognition features the intrinsic ID features.

However, there often arises a user demand to personal-
ize ID images to closely match the appearance of a given
face reference, i.e., maintaining consistent facial shape and
texture details beyond the intrinsic ID characteristics. In
response, several prior studies [4, 48, 51] have leveraged
local features derived from the CLIP image encoder as
face structure conditions. Despite the enhanced face sim-
ilarity, utilizing CLIP local features poses two significant
challenges. Firstly, CLIP is trained on generically weakly
aligned image-text pairs, rendering its features less discrim-
inative concerning face identities and predominantly se-
mantic. Secondly, due to the lack of disentanglement, these
features may couple with other ID-irrelevant facial informa-
tion or even face-irrelevant representations like background
lighting. Given the typically scarce and non-diverse nature
of personalization training data—in which the training ref-
erence and target faces often come from the same or simi-
lar images—these irrelevant features risk leading to model
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Figure 2. Overview of UniPortrait framework. Our proposed UniPortrait consists of two plug-and-play modules: an ID embedding
module and an ID routing module. The ID embedding module extracts versatile editable facial features with a decoupling strategy for each
ID (Sec. 3.2), and the ID routing module combines and distributes these embeddings to their respective locations adaptively without the
intervention for prompts and layouts (Sec. 3.3). The entire training process of the framework is divided into two stages, i.e., the single-ID
training stage and the multi-ID fine-tuning stage (Sec. 3.4).

overfitting on non-essential facial details, which, in turn,
complicates the process of facial control and editing.

In order to solve these problems, we initially integrate
the shallow features from the face recognition model to aug-
ment the structural representation of the face. Subsequently,
we apply a strong dropping regularization to the structure
feature branch to decouple it from the intrinsic ID branch.
The shallow features of the backbone are empirically low-
level, containing more texture details, and they are ID-
relevant, facilitating us to generate high-fidelity portraits.
The dropping regularization on the facial structure branch
maintains the independence of intrinsic ID features and face
structure features, simultaneously making the model more
reliant on intrinsic ID characteristics. Such a strategy al-
lows for a more versatile trade-off between ID similarity
and editability, catering to the varied requirements of users
seeking identity-preserving portrait generation.

Specifically, as depicted in the blue section of Fig. 2, we
first flatten and apply a Multilayer Perceptron (MLP) to the
penultimate layer’s features of the face recognition model to
obtain the intrinsic ID features Fr ∈ Rmr×dr , where mr is
the feature length and dr is the feature dimension. We then
interpolate the shallow features, i.e., the 1/2, 1/4, and 1/8
feature maps from the face backbone and concatenate them
with CLIP local features to derive the face structure fea-
tures Fs ∈ Rms×ds through another MLP. Next, we intro-
duce a l layer Q-Former [23, 24] with m learnable queries
to aggregate Fr and Fs. Each layer of the Q-Former com-
prises two attention blocks and one Feed-Forward Network
(FFN), with the attention blocks respectively attending to
the intrinsic ID information and face structure representa-
tions. In the input and output of the second attention block,

we further introduce DropToken [1] and DropPath [15] as
means of decoupling face structure from intrinsic ID rep-
resentation. The final output from the Q-Former, denoted
as Fid ∈ Rm×d, is then employed as the ID embedding
and aligned into the context space of U-Net. Here, we use
decoupled cross attention [51] to inject the ID information
into U-Net. For the general case of embedding multiple ref-
erence images for a single ID, please refer to Appendix B.

3.3. ID Routing

Through the ID embedding module, we can obtain versatile
editable embeddings for a single ID. For multi-ID scenarios,
we leverage the ID embedding module to embed each ID in-
formation into the context space. Notably, these embedded
ID representations are position-independent, as we have not
imposed any positional constraints on them. To avoid iden-
tity blending, previous methods have either integrated ID
embeddings into text embeddings [2, 18, 21] or employed
manually crafted layout masks [19, 22, 31] to segregate the
information of different IDs. The former requires adher-
ence to a specific format of text descriptions (e.g., the sin-
gular phrase for the subject) and may potentially degrade
the fidelity of both textual and identity representations; the
latter constrains the diversity of the resultant imagery and
may become challenging when multiple subjects have com-
plex interactions and occlusions. In this work, we introduce
a position-wise ID routing module integrated within each
cross-attention layer to adaptively route and assign a unique
ID to each potential face area in the latent features, thereby
effectively mitigating the problem of identity blending.

Specifically, assume there are N distinct IDs, with each
ID embedding denoted as Fid

(n), n = 1, · · · , N . For ev-
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ery spatial position (u, v) within the latent feature Z ∈
Rc×h×w, we route and assign a unique identity k∗ (1 ≤
k∗ ≤ N ) to it with k∗ determined as:

k∗ = arg max
k

ψ(Z, Fid
(:), (u, v))k, (2)

where ψ represents the router and it outputs a N -
dimensional discrete probability distribution as:

ψ(Z, Fid
(:),(u, v)) =

Softmax([θ(Z)u,v ∗ φ(Waggr ∗ Fid
(n))]Nn=1).

(3)

Here Waggr ∈ Rm is a weight that aggregates m ID em-
bedding tokens into a singular token, θ and φ are two small
networks, and ∗ is the matrix multiplication operator. Sub-
sequently, the ID information, as pinpointed by each spatial
location, is integrated into the latent feature of that location
via the cross-attention mechanism, analogous to the single
ID information injection outlined in Sec. 3.2. In practice,
we instantiate θ and φ as two 2-layer MLPs for simplicity.

The idea behind the ID routing is that each face in an im-
age is associated with at most one ID feature. By confining
each position to cross-attend to solely one ID information,
the blending problem between IDs is effectively avoided.

However, directly applying Eq. 2 presents two potential
concerns. Primarily, it does not guarantee that all IDs will
be routed. Secondly, the same ID still has the possibility of
being leaked to multiple target faces by attending to their
partial areas. Additionally, the Eq. 2 is non-differentiable.
In order to alleviate these issues, we propose the incorpora-
tion of a routing regularization loss and leverage the Gum-
bel softmax trick [17] during the training phase. These mea-
sures facilitate router learning, enhancing its capability to
effectively manage and distribute ID representations.
Routing regularization loss. Concretely, given a target im-
age that contains N distinct IDs during the training phase,
we first detect bounding boxes for all faces on the image and
convert them into binary masks, where 1 represents the face
area and 0 represents the other area. In this way, we obtain
N face region masks. Then, the routing regularization loss
is calculated by the L2 loss between the router’s outputs and
these face region masks as follows:

Lroute = λ ·
1
N

‖Wroute ' (ψ(Z, Fid
(:)) − M)‖2

2 (4)

where λ is the weight of the loss function, ' denotes
the element-wise multiplication, ψ(Z, Fid

(:)) ∈ RN×h×w

represents the routing outputs across all positions, M ∈
RN×h×w is the stack of N face region masks, and Wroute ∈
Rh×w is the union of N face region masks which means that
we only apply regularization loss to the face regions in the
image. By emphasizing the routing targets across all face
region areas, on the one hand, we encourage all IDs to be

routed, and on the other hand, we prompt the ID router that
each ID can merely be routed to at most one face area.
Gumbel softmax trick. To ensure the gradients of the rout-
ing module can be properly backpropagated during training,
we introduce the Gumbel-softmax trick [17]. Specifically,
during training, we add Gumbel noise to the output logits of
the router to reparameterize the routing sampling process.
During inference, we normally select the best-determined
top-1 identity from the router for forward propagation.

Finally, it is noteworthy that in the case of a single ID,
the router becomes trivial, and the routing-based multi-ID
generation degenerates into common single-ID generation.

3.4. Training
The entire training process of UniPortrait is divided into
two stages: the single-ID training stage and the multi-ID
fine-tuning stage. After completing this two-stage training,
UniPortrait can be used for either single-ID customization
or multi-ID personalization.
Stage I: single ID training. In this phase, we only intro-
duce the ID embedding module; the training regimen is lim-
ited to images that feature a singular ID, as is depicted on
the left side of Fig. 2. We first crop and align the face re-
gion of an image to serve as the input for the ID embedding
module. If the face has an associated ID label, e.g., an im-
age sourced from the CelebA dataset [30], another cropped
and aligned face image of the identical ID is sampled with a
0.1 probability to act as the input for the intrinsic ID branch.
Throughout the training process, we employ DropPath and
DropToken on the face structure branch, with dropout prob-
abilities of 0.33 and 0.33, respectively. To extract facial
information more comprehensively, Low-Rank Adaptation
(LoRA [14]) has been appended to the U-Net architecture.
Only the parameters within the ID embedding module and
the U-Net’s LoRA are subjected to training in this stage.
The training loss is the original diffusion loss (see Eq. 1).
Stage II: multiple ID fine-tuning. After completing the
Stage I training, we introduce the ID routing module. We
fix all the parameters in the ID embedding module and only
fine-tune the parameters of the ID router and LoRA mod-
ule. The loss function in the second stage encompasses the
original diffusion loss (Eq. 1) and the routing regularization
loss (Eq. 4). Herein, the balancing parameter λ is set to 0.1.

4. Experiments

4.1. Setup
Dataset. The dataset utilized in this work comprises
four segments: (1) 240k single-ID images filtered from
LAION [41, 42]; (2) 100k single-ID portraits filtered from
CelebA [30]; (3) 160k high-quality single-ID images col-
lected from the Internet; (4) 120k high-quality multi-ID im-
ages filtered from LAION. The first three subsets are used
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“A man clad in cyberpunk 
fashion: neon accents, 
reflective sunglasses, and 
a leather jacket with
glowing circuit patterns. 
He stands stoically amidst 
a soaked cityscape.”

UniPortrait (Ours)
IP-Adapter-

FaceID-PlusV2 FastComposer PhotoMaker InstantID FlashFace

“A woman eating a healthy 
parfait and yogurt, 
cartoon.”

“An 8-bit pixel art 
representation of a 
skateboarder, constructed 
from carefully arranged 
blocks of vibrant pixels. 
The background is snowy 
mountains and a blue sky.”

Reference

Figure 3. Qualitative comparison of different methods on single-ID image customization.

UniPortrait (Ours)

“A cinematic homage to classic film stars, male 
and female, in a romantic clasp, black and white, 
with 1940s Hollywood glamour.”

FastComposerRef.

“Two men are engaged in a heated debate, .... 
gesturing emphatically, with a sense of urgency 
and intensity. In the style of pen and ink.”

UniPortrait (Ours)FastComposerRef.

“Three generations of laughter, a grandpa 
with his grandsons engaged in a lively baking 
session, happy faces.”

UniPortrait (Ours)FastComposerRef.UniPortrait (Ours)

“A bold and graphic silkscreen print featuring 
three characters, ...line work and vibrant 
color blocks, …sense of graphic design and 
visual impact.”

FastComposerRef.

Figure 4. Qualitative comparison of different methods on multi-ID image customization. For compatibility with FastComposer,
numerical plural expressions (e.g., “two men”) are converted into singular phrases linked by “and” (e.g., “a man and a man”).

Method Arch. Cond.
Type

Multi-
ID?

Face Sim.
↑ (%)

CLIP-T
↑ (%) FID ↓ LAION

-Aes ↑
SD v1-5 [37] SD15 - - 4.4 27.7 - 6.60
PortraitBooth† [35] SD15 Face Img ! 65.7 24.5 - -
IP-Adapter‡ [51] SD15 Face Img "– 68.4 24.7 139.5 6.43
FastComposer [49] SD15 Face Img " 50.8 24.1 134.5 6.17
UniPortrait (ours) SD15 Face Img " 71.1 26.1 123.4 6.42
PhotoMaker [27] SDXL Face Img ! 41.7 26.9 136.1 6.01
PuLID [10] SDXL Face Img ! 59.0 25.8 128.4 6.57

InstantID∗ [45] SDXL Face Img&
Landmark ! 77.9 24.1 163.5 6.15

Table 1. Quantitative comparison with different single-ID cus-
tomization methods. † denotes the results reported in its original
paper. IP-Adapter‡ corresponds to the IP-Adapter-FaceID-PlusV2
variant. InstantID∗ requires 5-point facial landmarks as inputs for
its IdentityNet and we directly use the reference’s facial landmarks
for convenience. “Multi-ID” indicates the capability of the method
to customize multi-ID images using only text and ID conditions.
“"” means it can. “"–” means it cannot but can be combined with
our routing mechanism for multi-ID customization. “!” means it
cannot and is incompatible with our routing mechanism (e.g., it
requires embedding ID into text embeddings [27, 35]). The best
result is shown in bold, and the second best is underlined.

for Stage I training, while the last subset is used for Stage
II training. Images from CelebA and those from the Inter-
net are captioned using Qwen-VL [3], whereas images from
LAION are presented with their original text captions.
Implementation details. We use the Stable Diffusion v1-
5 [37] as the base model. The face recognition backbone
we used is CurricularFace [16]. For CLIP image encoder,
we use OpenCLIP’s clip-vit-huge-patch14. The

Reference UniPortrait (Ours)

“A winter wonderland, four Popmart blind boxes,  cartoon.”

“A photo of three friends laughing.”

“A couple eating a candlelit dinner at a romantic restaurant.”

Figure 5. Additional examples of multi-ID customization. Uni-
Portrait is capable of customizing multi-ID images using free-form
prompts and generating diverse layouts.

Q-Former in ID embedding module has 6 layers and 16
leanable queries. The rank of LoRA in U-Net is set to
128. All experiments are conducted on 8 V100 GPUs us-
ing AdamW [32] optimizer with a batch size of 128 and a
learning rate of 1e-5. The first stage trains 300k iterations
(in about 5 days), and the second stage trains 150k iterations
(in about 3 days). To facilitate classifier-free guidance sam-
pling [12], we train the model without the face conditions on
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Method Arch. Face Sim.
↑ (%)

CLIP-T
↑ (%) FID ↓ LAION-

Aes ↑
BS

↓ (%)
SD v1-5 [37] SD15 1.6 28.9 - 6.25 20.3
Custom Diffusion [21] SD15 10.4 25.9 157.1 5.82 45.8
W+ adapter [26] SD15 8.0 24.5 138.6 5.73 49.2
IP-Adapter‡ [51] SD15 7.7 25.4 153.2 5.85 52.7
IP-Adapter‡(w/ Router) SD15 60.5 26.6 143.7 5.86 7.9
FastComposer [49] SD15 38.0 25.5 156.6 5.81 12.9
UniPortrait (ours) SD15 67.3 27.4 139.5 5.89 7.6
MuDI [18] SDXL 44.2 26.9 159.2 5.87 36.8
PuLID [10] SDXL 28.1 27.0 140.2 6.16 55.4
StoryMaker [55] SDXL 57.4 24.1 180.4 5.44 31.4

Table 2. Comparison results with multi-ID customization. The
symbol markers correspond to those in Table 1. “IP-Adapter‡(w/
Router)” stands for IP-Adapter with our proposed routing module.
The face similarity between the generated two faces, denoted as
blending score (BS), is also reported.

5% images. During inference, we use 20-step DDIM [43]
sampling with a classifier-free guidance scale of 7.5.
Evaluation Metrics. We assess the image generation qual-
ity in terms of identity preservation, prompt consistency,
FID [11], and LAION-Aesthetics scores [40]. For identity
preservation and prompt consistency, we follow the eval-
uation protocol established by FastComposer [49], using
FaceNet [39] and CLIP-L/14 to quantify respectively.

4.2. Results
Single-ID personalization. We follow FastComposer [49]
and use 15 identities from CelebA [30], which have been
deliberately excluded from our training dataset, with 40
unique text prompts assigned to each subject for assess-
ment. These text prompts cover a wide range of scenarios,
such as re-contextualization, stylization, accessorization,
and various actions. The FID is computed between this test
set (15 IDs, totaling 378 images) and the generated images.
The quantitative results are shown in Table 1. Our approach
manifests a commendable balance between identity preser-
vation and prompt consistency, simultaneously achieving
the lowest FID score and the third-highest score in LAION-
Aesthetics, which markedly surpasses the performance met-
rics of PortraitBooth [35], IP-Adapter-FaceID-PlusV2 [51],
and FastComposer [49]. Notably, InstantID [45] utilizes
not only facial recognition features but also the 5-point fa-
cial landmarks from the reference image as the condition
inputs. We argue that this copied and pasted facial state
is a crucial factor contributing to its highest identity simi-
larity with the reference image. Nonetheless, this implies
that InstantID lacks the capability to modify the generated
face’s orientation, expression, etc., resulting in its reduced
prompt consistency and FID scores. This additional speci-
fication of facial landmark locations also limits its practical
applicability. PhotoMaker [27] showcases notable results in
prompt consistency, albeit with mediocre outcomes in facial
similarity. Fig. 3 presents a visual comparison of the quali-
tative outcomes derived from utilizing different methods to
respond to a series of prompts for single ID personalization,

Face Sim.
↑ (%)

CLIP-T
↑ (%) FID ↓ LAION-

Aes ↑
No router 42.5 25.2 153.0 5.67
+ router w/ argmax 59.1 27.5 139.8 5.89
+ routing regularization loss 67.3 27.4 139.5 5.89
+ router w/ softmax 62.2 27.4 141.9 5.87

Table 3. Ablation study for the routing module. We add one
component at a time. “router w/ softmax” refers to bypassing the
argmax in Eq. 2 and directly using the router’s softmax output
weight for forward propagation, which may result in some perfor-
mance degradation.

ÒTwo men sitting in a park together.Ó
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Figure 6. The effect of the routing regularization loss.
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Figure 7. Capability to generate diverse expressions and gazes.

where the qualitative analysis aligns with the conclusions
made from quantitative metrics.
Multi-ID personalization. We also use the test benchmark
from FastComposer [49], which contains the 15 IDs from
CelebA described above and 21 additionally curated test
prompts. These 15 IDs are strategically paired, resulting
in a total of 105 multi-ID combinations. Table 2 shows the
quantitative comparison results. Our method outperforms
FastComposer and StoryMaker [55] on all metrics, mani-
festing enhanced identity preservation and prompt consis-
tency alongside augmented quality and aesthetics in the
generated images. A qualitative analysis is shown in Fig. 4.
UniPortrait retains the distinctive attributes of different sub-
jects. Concurrently, UniPortrait exhibits improved fidelity
to the text prompts, enabling the direct application of text
for the stylized customization of images featuring multi-
ple persons. In addition, thanks to the ID routing mech-
anism, our approach supports greater flexibility in prompt
input. This is particularly advantageous for inputs compris-
ing plural phrases, which, in the case of FastComposer, ne-
cessitate conversion into singular phrases interconnected by
“and”. More visual examples illustrating the versatility of
our method in rendering multi-ID images are presented in
Fig. 5, further substantiating the qualitative enhancements
our approach brings to multi-ID image customization.

4.3. Ablation study
Components in ID embedding module. Table 4 presents
an assessment of the efficacy of the various constituents



Intrinsic ID branch Face structure branch
Face Sim. ↑ (%) CLIP-T ↑ (%) FID ↓ LAION-Aes ↑face backbone

global feat.
face backbone

local feat.
CLIP

local feat.
face backbone
shallow feat.

drop token
& path

" 45.5 27.2 115.2 6.47
" 58.3 26.8 120.3 6.50
" " 61.4 26.1 124.7 6.38
" " " 64.5 25.9 128.1 6.46
" " " 68.4 26.1 122.6 6.30
" " " " 71.1 26.1 123.4 6.42

Table 4. Ablation studies for components in ID embedding module.
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Figure 8. Diverse applications of UniPortrait.

within the ID embedding module. Using local features from
the penultimate layer of the face recognition model instead
of its last global feature contributes to a marked enhance-
ment in ID similarity. Introducing face structure features
further bolsters the ID similarity, with this effect appearing
particularly pronounced when incorporating shallow fea-
tures from the face backbone. Nevertheless, it is observed
that the integration of facial structure features incurs a de-
crease in both the diversity of generated images, i.e., FID,
and their consistency with the associated text prompts. This
reduction can be mitigated by the application of DropTo-
ken and DropPath regularizations within the face structure
branch. Simultaneously, these regularizations help mitigate
model overdependence on inaccurate facial details, thereby
optimally reinforcing ID similarity. Despite these adjust-
ments, it must be acknowledged that the inclusion of the
face structure branch inherently entails a compromise in
prompt consistency to some extent. For more analysis on
the branch of face structure, please refer to the Appendix A.
Routing module. Table 3 provides a verification of the
efficacy of the routing module. The results suggest that
this approach can substantially enhance ID similarity while
maintaining prompt consistency in multi-ID customization.
Fig. 6 depicts the average routing maps derived from all
U-Net cross-attention layers at different diffusion steps. It
is observable that the employment of routing regularization
loss results in a more focused routing result, indicative of
improved segregation of information pertaining to distinct
IDs. For more detailed layer-by-layer routing graphs, please
refer to the Appendix C.

4.4. Application

The superior performance of UniPortrait in aligning IDs,
maintaining prompt consistency, as well as enhancing the
diversity and quality of generated images, paves the way
for a plethora of potential downstream applications. Among
these, face attribute modification stands out – this includes
alterations in expression, age, gender, and specific facial
characteristics, as shown in Fig. 7 and Fig. 8(a). Addi-
tionally, the adaptable, plug-and-play nature of UniPor-
trait ensures compatibility with a wide range of exist-
ing community-developed tools, such as ControlNet [53],
LoRA [14], and IP-Adapter [51]. Examples of such appli-
cations are shown in Fig. 8(b-e). For more applications and
examples, please refer to the Appendix D and Appendix E.

5. Conclusion

We introduce UniPortrait, a model developed for the unified
customization of single- and multi-ID images. UniPortrait
incorporates an advanced ID embedding module that en-
sures high-fidelity and editable identity embeddings. Fur-
thermore, a modular ID routing component has been inte-
grated to address the challenge of identity blendings dur-
ing the multi-ID generation process. The empirical results
demonstrate that UniPortrait outperforms existing methods
by delivering a synthesis that is not only of high quality and
diversity but also offers robust editability and strong identity
fidelity. In the future, we will employ more advanced gen-
erative models to further boost our method’s performance.
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