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Abstract

Accurate segmentation of tubular structures in medical
images, such as vessels and airway trees, is crucial for
computer-aided diagnosis, radiotherapy, and surgical plan-
ning. However, significant challenges exist in algorithm de-
sign when faced with diverse sizes, complex topologies, and
(often) incomplete data annotation of these structures. We
address these difficulties by proposing a new tubular struc-
ture segmentation framework named HarmonySeg. First,
we design a deep-to-shallow decoder network featuring
flexible convolution blocks with varying receptive fields,
which enables the model to effectively adapt to tubular
structures of different scales. Second, to highlight potential
anatomical regions and improve the recall of small tubu-
lar structures, we incorporate vesselness maps as auxiliary
information. These maps are aligned with image features
through a shallow-and-deep fusion module, which simul-
taneously eliminates unreasonable candidates to maintain
high precision. Finally, we introduce a topology-preserving
loss function that leverages contextual and shape priors to
balance the growth and suppression of tubular structures,
which also allows the model to handle low-quality and in-
complete annotations. Extensive quantitative experiments
are conducted on four public datasets. The results show
that our model can accurately segment 2D and 3D tubular
structures and outperform existing state-of-the-art methods.
External validation on a private dataset also demonstrates
good generalizability. Code will be released at this link
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upon institutional approval.

1. Introduction

Accurate segmentation of tubular structures in medical im-
ages, such as vessels and airway trees, is important for dis-
ease diagnosis, radiotherapy, and surgical planning [21, 22].
Manual delineation of the tubular structure is difficult and
time-consuming due to its diverse sizes, complex topolo-
gies, and sparse distribution, which affect the efficiency of
downstream clinical applications. Moreover, the visibility
of small tubular structures is often limited in low-contrast
medical images. Therefore, an effective automatic tubular
structure segmentation approach is highly desired in clin-
ical practices. Various filters were proposed to enhance
and segment tubular structures in medical images [17, 18].
These filters, producing “vesselness” scores, measure how
much each pixel resembles a tubular structure. Although
effective, they are susceptible to image quality, often strug-
gling with background clutter and noise. As a result, a
specially designed post-processing algorithm is necessary,
complicating the pipeline and limiting generalizability. Re-
cent deep learning-based approaches usually have end-to-
end workflows with stronger feature extraction capabilities
and higher noise immunity that can obtain accurate tubu-
lar structure segmentation without requiring complex post-
processing [12, 46]. However, these methods still have lim-
itations. Firstly, it is difficult to obtain a large-scale dataset
with high-quality labels for model development, as man-
ual annotation of tubular structures is tedious. The masks
from publicly available datasets [8, 32] are usually sketchy
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Figure 1. Motivation of the proposed HarmonySeg. We leverage
vesselness to improve recall and filter out outliers based on image
features to maintain precision, while applying growth-suppression
balanced loss to encourage the growth of vessels at a reasonable
noise level in the absence of labels.

or even missing. Some works have noticed this prob-
lem [1, 15, 31, 36], and they typically focused on maintain-
ing the continuity of structures via skeleton growth. How-
ever, they did not adequately balance the growth of skele-
ton and the suppression of noise resulting from overgrowth.
Secondly, tubular structures vary markedly in sizes and
shapes. Pioneering studies have demonstrated that mod-
els utilizing multi-scale feature extraction are well-suited
for this situation [12, 46]. Some studies introduced spe-
cialized convolution blocks for snake-shaped tubular struc-
tures, achieving good performance but at high computa-
tional cost [26]. Others combine traditional techniques,
like vesselness filters, with deep learning to improve tubu-
lar structure segmentation [8, 10, 11, 38]. However, these
models only concatenate the image and filtering results, a
shallow integration that overlooks vesselness’s potential to
enhance deeper feature extraction for small structures.

To accurately segment tubular structures in medical im-
ages, we propose a framework named HarmonySeg. As
shown in Figure 1, HarmonySeg leverages vesselness fil-
ters to enhance recall in two ways. First, we introduce a
deep mutual query (DMQ) module that uses cross-attention
between the image and vesselness results to boost deep fea-
tures, especially for small-scale structures. Second, a deep-
to-shallow decoding (D2SD) strategy progressively refines
segmentation, preserving multi-scale structures. We replace
standard convolutions with flexible blocks featuring diverse
receptive fields to capture structures of varying sizes. To
address partial annotations, we design loss functions to
balance structure growth with noise suppression, reducing
false positives and compensating for missing labels. To-
gether, these techniques enable HarmonySeg to effectively
capture topology and continuity, demonstrating improved
recall and precision. Our contributions are fourfold:

1) We introduce a shallow and deep fusion (SADF)
module designed to fully harness the potential of vessel-

ness maps for improving recall while simultaneously ensur-
ing precision by filtering out unwarranted vessel candidates
based on image features.

2) A deep-to-shallow decoding (D2SD) strategy is de-
signed to progressively refine the segmentation results with
the enhanced features of SADF, which further align and
aggregate the features of vesselness and image at different
scales, providing varying sensitivities to target sizes and ef-
fectively preserve structures.

3) We design loss functions that effectively balance tubu-
lar structure growth and noise suppression (GSB). These
loss functions compensate for missed labels, enhance recall
and reduce false positives.

4) Extensive experiments carried out on four public
datasets validated the performance of HarmonySeg, which
can accurately segment 2D and 3D tubular structures, out-
performing existing state-of-the-art methods. An external
validation on a private dataset also demonstrates its good
generalizability.

2. Related Work
In this section, we review the existing approaches that in-
volve tubular structure segmentation in medical images.
Vesselness Filtering: Vesselness filters can increase the
vessels’ contrast and suppress the signal of non-vessel struc-
tures. They are often used as a preprocessing step for tubu-
lar structure segmentation [17, 18]. [38] and [10] concate-
nated images and vesselness filtering results as the model
input to highlight the potential vessel regions. Some works
also utilized similar strategies to roughly localize potential
tubular structures [8, 11]. However, most of these methods
simply fused the image and filtered results by concatenating
them as input. By contrast, we consider the vesselness fil-
tering result as an independent auxiliary modality, encode it
in parallel with the image interactively, and use a novel mu-
tual fusion module to highlight the tubular structure features
at different scales.
Feature Extraction and Fusion: Flexible convolution with
various receptive fields facilitates feature extraction for
tubular structures with varying morphology and size [6, 12,
14, 46]. Most of them introduced deformable convolution
with flexible receptive fields and enhanced multi-scale fea-
ture fusion modules. For example, Qi et al. [26] designed a
new dynamic snake convolution to adaptively focus on the
slender and tortuous local features of tubular structures. In
our framework, we also adopt flexible convolution blocks
with diversified receptive fields, incorporated with a multi-
scale D2FD strategy, to improve the model’s adaptability
for tubular structures of various sizes.
Topology Exploration and Preservation: Preserving the
complex topology is critical for the segmentation of tubular
structures. Improving the model architecture is an effective
way to achieve this [19, 42, 43]. Additionally, loss func-
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tion constraint is also a useful approach to ensure the con-
nectivity of topology. A new centerline Dice (clDice) loss
was introduced in [31] to measure the similarity between
the skeleton of prediction and label to guarantee topology
connectivity and consistency. Kirchhoff et al. [15] further
proposed skeleton recall loss based on the skeleton, which is
computationally efficient and suitable for multi-class tubu-
lar structure segmentation tasks. However, these methods
are applicable only when the labels are complete. In this
paper, we introduce a novel loss function to preserve the
topology, ensuring the rationality of skeleton growth by mit-
igating the noise caused by overgrowth, especially in the
context of partial labeling.

3. Method
Our approach is designed for tubular structure segmentation
in various medical images. In this section, we take hepatic
vessel segmentation in computed tomography (CT) as an
example task. The overall architecture is shown in Fig. 2.

3.1. Shallow and Deep Fusion (SADF)
The vesselness filter is an effective image preprocessing
technique that enhances vessel regions while distinguishes
vessels from non-vessel structures1. We treat the vesselness
map as an auxiliary modality and introduce the SADF mod-
ule to effectively fuse information at both shallow and deep
stages. This module comprises two key components: Deep
Mutual Query (DMQ) and Shallow Query (SQ).
Deep Mutual Query (DMQ) is conducted on deep features
of both CT and vesselness map, i.e. FC4

and FV4
, which ful-

fills the integration of global dependencies between the CT
and the vesselness and as a basis for decoding. As shown in
of of Figure 2(b), it can be described as:

DQV 2C = Cross(QV ,KC ,VC) + Self(FC4
), (1)

where KC and VC are the projected key and value maps
from the deep feature FC4

of CT image, and the query maps
QV is projected from the deep features F V4

of vesselness
map. Next, all of them are injected into the cross-attention
mechanism (Cross) and further combined with the self-
attention (Self ) results of FC4

to obtain the enhanced tubu-
lar structures’ features DQV 2C . In this way, the vesselness
highlights the densely vascularized regions of the CT glob-
ally, and the global dependence of the CT itself is also pro-
tected from being severely affected by noises in the vessel-
ness. Similar processing is done between F V4 and FC4 as
well to obtain DQC2V , which aims to mitigate the negative
effects of outliers on vesselness by obvious vessels in CT,
such as those located at the liver border.
Shallow Query (SQ) is defined as follows:

SQi = Cat(F S
′
1
,F S2

), (2)

1More details are present in Appendix A.

F S
′
1
= Self(AvgP (QS1),MaxP (KS1),VS1), (3)

in which Cat, AvgP , and MaxP refer to concatenation,
average, and max pooling, respectively. SQ is implemented
on shallow features of CT and vesselness (FCi

and F Vi
,

i = 1, 2, 3). Shallow feature maps contain more accu-
rate spatial information than deep ones, so we utilize ves-
selness to help locate the potential vessel in the CT im-
age. First, we fuse the shallow features of CT and vessel-
ness, and then equally split them into F S1

and F S2
on the

channel dimension, to reduce the computational cost of the
self-attention mechanism. Then, F S1 is fed into Self , in
which pooling operations are used to enhance sensitivity to
tiny targets inspired by [24]. The optimized F S

′
1

indicates
vessel candidates at a global scale and is further concate-
nated with F S2

to recover the original shape. Finally, SQi

is added with input features improved by the up-sampled
DQV 2C and DQC2V to integrate all vessel information
and feed into the parallel multiple decoding stage, see Fig-
ure 2(c).

3.2. Deep-to-Shallow Decoding (D2SD)
Standard convolution and downsampling operations enrich
semantic information while diluting local detail informa-
tion. In our study, the size of the vessel is varied and the
topology of vessels is complex, so consistently preserv-
ing the spatial information becomes more critical. There-
fore, we design the D2SD strategy. Unlike the common
U-Net architecture, HarmonySeg performs decoding pro-
gressively at multiple scales from deep to shallow after the
complete fusion between CT and vesselness enhanced fea-
tures achieved by the SADF. Pre-decoding is independently
carried out at each shallow scale, taking advantage of the
local invariance and detailed spatial information present in
the shallow scale features. This allows for the effective lo-
calization of vessels that are observable at this scale. More-
over, DQV 2C and DQC2V are also involved in the pre-
decoding after up-sampling, so the fused global dependen-
cies from CT and vesselness further assist in the alignment
of the two modality features at the shallow-scale decoding
process, which leverages the vesselness to highlight poten-
tial vessel regions once again in decoding. Finally, the pre-
decoded results Segi (i = 1, 2, 3) and deep one Seg4, with
varying sensitivities to vessel sizes at different scales, are
further fused to get better predictions through a convolution
block 2.

Besides, flexible convolution blocks, used in pre-
decoding and encoding phases, also benefit the model’s
ability to extract and aggregate multi-scale features for ves-
sels. We parallelize and stack convolution blocks to provide
diverse receptive fields, followed by an 1 × 1 × 1 convo-
lution to adjust the channel number 2. Compared to the

2More details are present in Appendix B and C.
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Figure 2. The framework of HarmonySeg. Our model takes an image and its filtered results as input, performing multi-level feature fusion
to enhance recall. Growth-suppression loss functions are then applied to improve segmentation precision.
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Figure 3. Illustration of growth-suppression balance (GSB).

direct use of dilated convolution, the convolution stacking
approach does not generate a serious grid effect, so it can
better preserve local details and be more suitable for vessel
segmentation with complex local details.

3.3. Growth-Suppression Balance (GSB)

In this section, we present the growth-suppression balance
strategies for vessel segmentation. As visualized in Fig-
ure 3, the process is divided into two stages. In the first
stage, we utilize local context and shape priors to expand
the vessel area, referred to as prior-aware vessel growth. In
the second stage, we enforce the mix-equivalence of the pre-
dicted segmentation, which helps suppress contextual noise
and ensures more refined results.
Prior-guided vessel growth: We leverage shape priors to
drive the expansion of vessel segmentation. First, due to
incomplete annotations, we relax the constraints of the seg-
mentation loss, allowing the segmentation to extend beyond
the annotated regions. We introduce a region of interest
(ROI) term, R, to define a coarse area encompassing all
vessels. This region is represented by a bounding box en-
closing all annotated vessels. We assume that pixels outside

the box belong to the background, which are treated as neg-
ative samples. The pixels that belong to annotation y are
positive labels. While the remaining pixels represent un-
certain vessel regions. The uncertain-aware prediction ŷ′ is
represented as:

ŷ′ = yŷ︸︷︷︸
positive

+β (ycRŷ)︸ ︷︷ ︸
uncertain

+ ycRcŷ︸ ︷︷ ︸
negative

, (4)

where ŷ is model prediction; the uncertainty ratio α is de-
fined as β = 1

log(Σyc/Σy) ; yc and Rc represent the com-
plement sets of y and R, respectively. Then, we derive the
relaxed supervison loss Lr-sup as:

Lr-sup = L′
Dice + Lce = − yŷ

y + ŷ′
− y log(y′). (5)

We further reconstruct missing vessel segments, en-
suring the completed regions form a continuous, inter-
connected structure while maintaining density consistency
with the surrounding vessels. First, we apply the soft-
skeletonization method from [31], which uses iterative min-
and max-pooling operations as proxies for morphological
erosion and dilation to capture the vessel’s skeleton re-
sults ŷs = fskeleton(ŷ). Following [7], We identify the
largest connected component (CC) from all smaller ones.
For each smaller component, we identify and extract all
endpoints. Then, we connect the endpoint of each CC to
the nearest endpoint by drawing a line between them. The
resulting paths are represented as ŷc = fconnect(ŷ

s). We then
treat these reconnected pixels as pseudo-labels and define a
connectivity loss, Lcon, to encourage the skeleton outputs to
align with their reconnected versions.

Lcon = −ŷc log(ŷs) = −fconnect(ŷ
s) log(ŷs), (6)
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where Lcon calculate the cross entropy between the pre-
dicted skeleton ŷs and reconnected skeleton ŷc.
Contextual noise suppression We utilize spatial priors and
mix-equivalence as guidance to suppress noise in the seg-
mentation results. Firstly, shallow feature similarities are
employed to control the growth, ensuring that the expanded
regions remain consistent with the original vessel areas re-
garding density distribution and spatial alignment. Inspired
by [25], we further extend the spatial regularization from
2D images to 3D volumes. We leverage Gaussian kernel kij
to measure the shallow feature similarity between pixels at
location i and j, i.e., kij = exp(−

[
(li−lj)

2

2σ2
l

+
(ci−cj)

2

2σ2
c

]
).

l and c denote the location and color feature specific to po-
sition i and j, then we derive the loss of spatial prior with
a gated function define the local neighborhood window Ωr

with radius r for each coordinate:

Lspatial =
∑

i,j∈Ωr

kij ŷiŷj (7)

We further generate mixed samples using the MixUp tech-
nique as auxiliary inputs to enforce mix-equivalence. Given
two input images, x1 and x2, the mixed image is defined as
x′ = αx1 + (1 − α)x2, where α is sampled from uniform
distribution. The predicted outputs for these mixed inputs
are then constrained by the following loss function:

Lmix = − ŷ′ · [αy1 + (1− α)y2]

∥ŷ′∥ · ∥αy1 + (1− α)y2∥
(8)

Finally, we derive the optimization objective (L) that bal-
ances the opposing forces of growth and suppression,

L = Lr-sup + Lcon︸ ︷︷ ︸
grow

+λ(Lspatial + Lmix)︸ ︷︷ ︸
suppress

, (9)

The first two terms promote vessel growth, while the last
two focus on noise suppression, and λ controls the weight
for noise suppression. The proposed loss L encourages
precise boundary delineation while ensuring effective noise
suppression in a well-balanced manner.

4. Experiments
4.1. Dataset
Hepatic vessel segmentation (HVS). We curated a hybrid
hepatic vessel segmentation dataset using contrast enhanced
CT scans from 992 patients to evaluate our method. This
dataset combines three public datasets: LiVS [8] (532 vol-
umes), MSD8 [32] (440 volumes), and 3DIRCADb [33] (20
volumes). LiVS has incomplete labels, and MSD8’s test set
labels are not publicly available. These label gaps hinder
topology capture and loss computation for correctly seg-
mented regions without labels. To fix this, we first trained
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Figure 4. Visualization of hepatic vessel segmentation results,
with red indicating the segmentation and green representing the
corresponding labels. Yellow arrows highlight the improvements.

a model using MSD8’s training set since it has relatively
complete labels, and then used it to refine labels on LiVS
and MSD8’s test set, followed by manual refinement by ex-
perts 3. We applied Hounsfiled Unit (HU) value clipping (-
100, 200) and liver cropping to the MSD8 and 3DIRCADb
volumes, following the preprocessing steps for LiVS. Fi-
nally, volumes with refined labels from LiVS and MSD8
were used for training and validation, while 3DIRCADb
volumes were used for testing.
HVS-External. An external testing set was collected to fur-
ther assess HarmonySeg’s effectiveness, which contains 21
cases from our collaborating hospital with hepatic vessel la-
bels manually delineated by experienced experts and under-
went the same preprocessing as HVS. It was tested directly
using the models trained on HVS.
Retinal vessel segmentation (RVS). The DRIVE
dataset [34] consisted of 40 2D digital retinal images.
They were officially split into 20 for training and 20 for
testing with retinal vessel labels manually delineated by
ophthalmological experts.
Airway tree segmentation (ATS). The airway tree segmen-
tation dataset [27, 35] includes 90 chest CT volumes, in
which 70 and 20 were collected from the LIDC dataset [2]
and the training set of EXACT’09 dataset [20], respec-
tively. These volumes were further split into 50, 20 and
20 volumes for training, validation and testing, respectively.

3Details are displayed in the supplementary materials.
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Table 1. Quantitative comparison on HVS task. The best and second-best results are highlighted in bold and underlined, respectively.

Model Dataset Dice(%,↑) clDice(%,↑) HD(↓) ASSD(↓) F1-score(%,↑)

nnU-Net [13]

HVS

60.15±9.49 69.41±5.43 10.00±4.22 2.23±0.85 62.04±12.15
Shit et al. [31] 40.82±11.19 41.98±10.25 11.78±4.27 6.81±2.83 42.22±10.56

Kirchhoff et al. [15] 61.24±8.85 71.80±4.54 9.94±4.18 1.80±0.59 63.28±12.43
TransU-Net [4] 42.49±17.84 50.11±18.54 12.96±7.14 4.33±3.69 48.54±21.66
DSC-Net [26] 63.57±6.83 70.62±5.57 9.65±3.86 2.02±0.77 65.51±13.13
HarmonySeg 66.79±6.34 72.04±5.22 9.60±3.98 1.96±0.73 67.17±14.39

nnU-Net [13]

HVS-External

63.78±9.27 69.30±9.52 3.69±1.17 2.33±1.69 64.40±0.75
Shit et al. [31] 57.31±7.23 53.52±8.20 4.27±1.13 2.76±0.99 57.85±5.98

Kirchhoff et al. [15] 71.64±9.33 78.62±9.72 3.19±1.12 1.32±1.04 72.47±3.13
TransU-Net [4] 42.33±22.25 43.63±21.36 8.03±7.54 6.55±9.33 56.10±30.53
DSC-Net [26] 75.83±6.19 77.54±7.43 3.15±1.16 1.02±0.50 76.17±5.52
HarmonySeg 77.76±6.12 80.61±8.07 3.55±1.19 1.40±1.32 77.15±8.48

Table 2. Dice(%) for different vessel sizes on the HVS task.
Vessel branches were categorized into small (<5mm), medium
(5−10mm), and large (≥10mm) based on diameter.

Model Small Medium Large
nnU-Net [13] 24.04±14.77 39.02±18.04 54.11±15.77
Shit et al. [31] 8.08±8.27 27.93±16.88 29.51±15.65

Kirchhoff et al. [15] 25.02±10.93 40.16±16.76 52.26±15.47
TransU-Net [4] 11.07±9.35 25.45±16.21 35.15±20.93
DSC-Net [26] 25.66±8.93 40.85±8.99 57.64±11.30
HarmonySeg 27.93±13.59 40.97±7.47 58.46±12.87

Table 3. Quantitative comparison on the RVS task.

Model Dice(%,↑) clDice(%,↑) HD(↓)

U-Net [29] 80.73±1.77 79.66±4.00 6.86±0.56
TransU-Net [3] 80.56±2.14 79.02±5.05 6.83±0.52
CS2-Net [23] 77.53±2.94 74.88±5.27 6.90±0.48
DCU-Net [39] 80.83±1.99 80.19±4.80 6.68±0.49
DSC-Net [26] 81.85±1.74 81.16±4.54 6.68±0.49
nnU-Net [13] 80.13±1.60 78.82±3.77 7.61±0.47
HarmonySeg 81.33±1.61 82.03±3.58 6.51±0.83

Similar to the HVS task, the HU clip (-1350, 150) was per-
formed for the volumes in the ATS task.
Coronary artery segmentation (CAS). The coronary
artery segmentation dataset was established based on the
ImageCAS dataset [40], which captured data from 1000 pa-
tients. The dataset was divided into 700, 50, and 250 cases
for training, validation, and testing, respectively. An HU
clip (-400, 500) was also conducted to optimize the observ-
ability of coronary arteries.

4.2. Implementation Details
We implemented HarmonySeg in PyTorch and ran experi-
ments on an NVIDIA A100 GPU with 80 GB of memory.
The training was performed using the Adam optimizer with
an initial learning rate of 1e-4 and a polynomial decay strat-
egy. The preprocessing followed the same scheme as the
nnU-Net [13]. For the vesselness filter, we follow parame-
ters from [17]. The suppression weight λ is empirically set
to 1, with its impact validated in the ablation study.

Table 4. Results on ATS task. Prec denotes Precision.

Model BD(%,↑) TLD(%,↑) Prec(%,↑)

Juarez et al. [9] 69.2±25.4 53.5±20.9 99.9±0.1
WingsNet [45] 89.2±5.8 77.1±5.7 99.0±0.8

CFDA [41] 90.9±6.7 78.9±8.1 99.1±0.6
Qin et al. [28] 90.9±8.8 80.7±9.9 98.4±1.0

Zheng et al. [44] 91.1±5.5 80.1±6.6 98.9±0.7
nnU-Net [13] 90.0±30.0 91.0±5.0 88.7±5.7
HarmonySeg 95.0±21.8 92.3±4.5 91.1±2.9

Table 5. Quantitative comparison on the CAS task.

Model Dice(%,↑) HD(↓) AHD(↓)

Shen et al. [30] 80.58 28.67 0.85
Chen et al. [5] 72.01 40.96 3.07

Kong et al. [16] 68.78 30.34 1.43
Wolterink et al. [37] 70.61 27.87 1.24

U-Net++ [47] 82.96 27.22 0.82
nnU-Net [13] 75.46 34.36 0.91
HarmonySeg 83.24 26.42 0.88

Metrics: We used a series of quantitative evaluation met-
rics based on overlap, distance, and connectivity to com-
prehensively measure the performance of the model. Con-
cretely, the HVS task employed pixel-wise Dice, centerline
Dice (clDice), Hausdorff distance (HD), average symmetric
surface distance (ASSD) and F1-score as evaluation met-
rics [8]. Similarly, the RVA task also used Dice, clDice, and
HD [26]. The ATS task focused on connectivity, so branch
detected (BD), tree length detected (TLD), and precision,
were used as evaluation metrics [20]. The CAS task in-
troduced Dice, HD, and average Hausdorff distance (AHD)
to assess the model performance [40]. In addition, we thor-
oughly compared with various benchmarks published on the
dataset of RVS, ATS, and CAS.
Baselines: We compare HarmonySeg with three state-of-
the-art approaches designed for tubular structure segmenta-
tion in medical images and two widely-used general medi-
cal segmentation models, including nnU-Net [13], nnU-Net
with clDice loss (clDiceL [31]), nnU-Net with skeleton re-
call loss (SRL [15]), TransU-Net [4] and DSC-Net [26].
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Figure 5. Qualitative comparison of airway tree segmentation.

Figure 6. Qualitative comparison on retinal vessel segmentation.

nnU-Net is a representative baseline in medical image seg-
mentation, and its cooperation with the clDice and the
skeleton recall loss are two effective improved variants for
tubular structure segmentation. TransU-Net also performed
well in medical image segmentation by integrating the local
invariance of convolution and global dependencies of the
transformer. DSC-Net utilized a dynamic snake convolu-
tion to capture more topological information so that precise
vessel segmentation was achieved. The comparison experi-
ment was conducted on all three datasets. It should be noted
that our model evaluated on RVS did not involve GSB be-
cause the retinal vessel is so well labeled that no further
growth is required. Our models evaluated on ATS and CAS
did not involve SADF because these two datasets are not
suitable for the vesselness filter as adjacent structures can
cause serious interference.

4.3. Performance Comparison
Hepatic vessel segmentation: Quantitative evaluation met-
rics are summarized in Table 1. Some visualization exam-
ples are given in Figure 4. As indicated in Table 1, Har-
monySeg achieves the best performance on both of the two
commonly used segmentation evaluation metrics, Dice and
HD, with improvements of 5.1% and 0.5% compared to
those of the second best model, respectively. Moreover,
our model also performs competitively in the comparison
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Figure 7. Qualitative comparison of coronary artery segmentation.

of other metrics. Taking F1-score as an example, our model
maintains an improved balance between precision and re-
call, and does not have an obvious drop-off between them
like other models. In addition, the Dice comparison in Ta-
ble 2 further reveals the adaptability of our model for dif-
ferent vessel sizes, especially the better accuracy in small
vessels. Observing segmentation results in Figure 4, it can
be found that our 3D hepatic vessel tree is more complete
compared with others. In 2D views, our segmentation is
also accurate and has good continuity for both large vessels
and tiny branches.
Results on HVS-External: The evaluation metrics of
HVS-External in Table 1 further reveal HarmonySeg’s gen-
eralizability on external data. It achieves the best mean Dice
and clDice, with 2.5% and 4.0% improvements compared
with the second. Other metrics are also competitive. This
generalizability indicates that our model has potential for
application in clinical practice.
Retinal vessel segmentation: Table 3 shows the superior-
ity of our framework even without the GSB. The highest
clDice is achieved by HarmonySeg, which has an increment
of 1.1% in comparison with the second. This improvement
is also visualized in Figure 6. As highlighted in the figure,
our model preserves continuity for tiny branches effectively.
Further, the HD of HarmonySeg also decreases by 2.5%.
Airway tree segmentation: Our model reports the highest
BD and TLD with competitive precision in Table 4 for air-
way tree segmentation. Compared with those of the second-
best model, the mean BD and TLD raise 4.3% and 1.4%, re-
spectively. The visualization in Figure 5 also indicates that
more airway tree branches are extracted by our model.
Coronary artery segmentation: The effectiveness of Har-
monySeg in coronary artery segmentation is demonstrated
with the best Dice and HD in Table 5. Moreover, it can be
observed in the visualization example of Figure 7 that Har-
monySeg obtains a more complete coronary artery in 3D
views and captures more tiny vessels in 2D views.

4.4. Ablation studies
We conduct four validation studies on the HVS dataset.
First, we demonstrate the effectiveness of HarmonySeg’s
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Table 6. Ablation study of HarmonySeg components on the HVS task. #2 denotes the model using the simple concatenation of CT and
vesselness maps as the input, denoted by VSCat.

Methods D2SD SADF GSB Dice(%,↑) clDice(%,↑) HD(↓) ASSD(↓) F1-score(%,↑)

#1 - - - 60.15±9.49 69.41±5.43 10.00±4.22 2.23±0.85 62.04±12.15
#2 - VSCat - 60.07±8.78 68.63±5.23 10.05±4.21 2.32±0.83 61.82±11.74

#3 " 63.23±6.74 70.30±5.79 9.74±3.76 2.27±0.89 65.52±13.97

#4 " " 64.20±6.53 73.08±5.06 10.22±3.91 1.79±0.62 66.43±13.92

#5 " 64.00±6.10 71.65±4.91 9.90±3.97 1.81±0.61 66.18±13.56
#6 HarmonySeg 66.79±6.34 72.04±5.22 9.60±3.98 1.96±0.73 67.17±14.39

DMQ AttentionVesselnessCT DMQ AttentionVesselnessCT

Figure 8. Attention visualization examples of the DMQ module.

three key components: D2SD (Deep-to-Shallow Decod-
ing), SADF (Shallow and Deep Fusion), and GSB (Growth-
Suppression Balance). Next, we perform ablation studies
on the GSB module to evaluate the impact of different loss
combinations.
Ablations of HarmonySeg’s key components: The results
are summarized in Table 6. Using nnUNet as the backbone,
the model enhanced with D2SD (Deep-to-Shallow Decod-
ing, Model #3) achieves significant improvements, with a
5.1% increase in Dice and a 2.6% reduction in HD, by lever-
aging local invariance and detailed spatial information from
shallow-scale features. Regarding vesselness utilization, a
comparison between Model #1 and Model #2 reveals that
simply concatenating CT and vesselness maps (VSCat) does
not yield notable performance gains, indicating that this fu-
sion method fails to effectively enhance potential vessel re-
gions. To better exploit vesselness information, we intro-
duce SADF (Shallow and Deep Fusion) in Model #4. The
results show improvements in clDice and ASSD, demon-
strating that SADF, combined with D2SD, more effectively
utilizes vesselness to highlight vessel regions. Through
deep querying with CT, the model successfully identifies
and focuses on actual vessels. Attention visualization ex-
amples are shown in Figure 8. By comparing model #1 and
model #5 with GSB in Table 6, GSB improves the Dice
score for nnUNet by 6.4%, highlighting its effectiveness in
extracting more branches precisely. Visual comparisons are
provided in Appendix E.
Ablatons of loss functions: We evaluate the GSB module
by analyzing noise combinations, parameter sensitivity, and
computational cost. The robustness of the loss functions
and the trade-off between recall and precision are discussed
in detail in Appendix G and Appendix H of the supplemen-
tary material, respectively. Table 7 show the combination
of loss functions: Lr-sup, Lcon, Lspatial, and Lmix individually

Table 7. Effectiveness of loss functions.

Loss functions HVS

Lr-sup Lcon Lspatial Lmix Dice(%,↑) ASSD(↓)

- - - - 60.15±9.49 2.23±0.85

" 63.09±7.22 1.89±0.70

" 61.26±11.1 1.76±0.57

" 61.82±11.6 1.71±0.59

" 62.16±7.56 1.74±0.57

" " " " 64.00±6.10 1.81±0.61

Table 8. Parameter sensitivity on the suppression loss weight λ.

λ 0 0.5 0.75 1 1.5 2
Dice (%) 61.82 62.14 63.45 64.00 63.90 63.64

enhance performance by 2.94%, 1.11%, 1.67%, and 2.01%,
respectively. When combined, they synergistically increase
the average Dice from 60.15% to 64.0%. We then inves-
tigate the impact of the noise suppression weight λ in the
combined loss function, as in Eq. (9). As Table 8 shows,
Dice improves as λ increases from 0 to 1, but experiences a
slight decline when λ exceeds 1. The combined loss compu-
tation time ranges from 0.96s to 4.27s per batch, averaging
2.43s. To optimize efficiency, the reconnection loss can be
activated after a warm-up phase using other loss functions.

5. Conclusion
In this paper, we propose HarmonySeg for tubular structure
segmentation in medical images. Our model used the
deep-to-shallow decoding strategy to enhance the model’s
adaptability to tubular structures of different sizes. The
shallow query and deep mutual query fusion between input
images and vesselness filtering results can highlight the
potential regions where tubular structures exist. Moreover,
we design loss functions to achieve a balance between
vessel growth and noise suppression, compensating for
the supervision with missing labels. Our model was com-
prehensively evaluated on four publicly available datasets
and the results consistently demonstrated its superiority. A
potential improvement is to further integrate the vesselness
filter into the network through convolutional operations,
combining it with the CT input to form a truly unified entity.
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