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Figure 1. Comparison of methods for correcting the inaccurate scale of initial depth estimates produced by the depth foundation model using
sensor-derived sparse depth with an accurate scale, represented as yellow dots. (a) The depth foundation model generates an initial depth
map from a single RGB input. (b) The least squares fitting aligns the initial depth map with the sparse depth [54]. (c) The parameters of the
foundation model are fine-tuned under supervision from the sparse depth. (d) Alternatively, the model’s parameters are frozen, and a visual
prompt is learned to adjust the depth estimates. Please refer to Fig. 3 for depth profiling results and error analysis.

Abstract

Zero-shot depth completion using metric scales remains
challenging, primarily due to performance limitations such
as domain specificity and sensor characteristics. One recent
emerging solution is to integrate monocular depth founda-
tion models into depth completion frameworks, yet such
efforts still face issues with suboptimal performance and
often require further adaptation to the target task. Surpris-
ingly, we find that a simple test-time training, which fine-
tunes monocular depth foundation models on sparse depth
measurements from sensors just as it is, yields reasonable
results. However, this test-time training obviously incurs
high computational costs and introduces biases towards
specific conditions, making it impractical for real-world
scenarios. In this paper, we introduce a new approach to-
ward parameter-efficient zero-shot depth completion. Our
key idea in this work is to leverage visual prompt tuning,
achieving sensor-specific depth scale adaptation without
forgetting foundational knowledge. Experimental results
on diverse datasets demonstrate that our approach outper-
forms relevant state-of-the-art methods, showing superior
generalization and efficiency. Code is publicly available at
https://github.com/ch5374/TestPromptDC

1. Introduction

Depth completion, the technique of densifying sparse in-
put measurements from active sensors based on correspond-
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ing RGB images, is crucial in various applications includ-
ing 3D reconstruction [72], autonomous driving [39] and
robotics [33]. Beyond traditional methods that rely on hand-
crafted features [34] and optimization [14], data-driven ap-
proaches, which are mainly based on convolutional neu-
ral networks [27, 46, 47] and vision transformers [64, 84],
have achieved the best performance with public bench-
marks [15, 25].

However, models trained on a single dataset perform well
on the test split of that dataset, but exhibit significant per-
formance degradation in unseen environments. The primary
reason lies in the scarcity of data available to use for depth
completion. Since depth completion datasets require both
dense ground truth depth maps and RGB images obtained
from well-calibrated sensor fusion setups, large-scale dataset
constructions must collect and label image-depth pairs across
environmental variations. Obviously, this makes it difficult
to achieve generalizable depth completion, including zero-
shot inferences.

One interesting research direction in [40, 52, 54] to miti-
gate the data scarcity is to integrate foundation models for
monocular depth estimation [4, 17,22, 30, 57, 58, 60, 61, 81—
83] trained on huge-scale datasets into depth completion for
better generalization. This is quite feasible because foun-
dation models can generate approximate metric or relative
depth from a single input image as demonstrated in Fig. 1-(a),
actual scene depths can be obtained by fitting sparse depth
measurements onto these predictions. Unfortunately, there
are still two challenges: (1) they require carefully designed


https://github.com/ch5374/TestPromptDC

additional networks, as the existing foundation models strug-
gle to encode sparse depth information; (2) additional train-
ing for the depth completion task is also necessary. These
two challenges result in either an increase in computational
complexity or the introduction of new biases in the training
phase. In this paper, we explore one important question:
how can we take full advantage of monocular depth founda-
tion models for depth completion? Our work is the first to
answer this question by investigating the most effective foun-
dation models, without requiring additional network design
or fine-tuning of the pretrained model.

We initiate our investigation by proposing a simple yet
highly effective strategy, which is fine-tuning the foun-
dation models in the inference phase, only using sparse
depth measurements as supervision. As an example in
Fig. 1-(b), compared to the sparse depth fitting onto dense
depths [40, 52, 54], fine-tuning the foundation models pre-
serves the original depth while allowing the scale to adapt
locally (Fig. 1-(c)). Of course, updating all parameters re-
quires significant computing resources and poses the risk of
dataset bias, potentially causing models to lose their own
knowledge.

As a more efficient alternative, we present a test-time
prompt tuning that adapts foundation models at inference
time without modifying its parameters (Fig. 1-(d)). We in-
troduce a small set of learnable parameters that guide their
prediction while keeping the foundation model frozen. While
existing visual prompt [, 28] uses fixed-size prompts po-
sitioned at specific locations (e.g., fixed positions, random
placements, or padding) for image classification, we intro-
duce a pixelwise visual prompt specifically designed for
depth completion. Compared to previous works that operate
at a global or patch level, our pixelwise visual prompt is
initialized to zero and added to input images, allowing us to
leverage the inherent spatial structures of depth maps. We
validate our visual prompt tuning across diverse benchmark
datasets and environments, achieving superior zero-shot per-
formance.

2. Related work
2.1. Monocular Depth Estimation

Traditional monocular depth estimation depends on hand-
crafted visual cues [20, 67] and scene-specific assump-
tions [21, 42]. With the advent of deep learning, subse-
quent methods [16, 35, 36] using data-driven representations
have significantly outperformed the traditional ones reduc-
ing the reliance on manually designed features and rigid
scene-specific assumptions. Recent works have explored
techniques such as data mixing [55, 60, 61] and augmenta-
tion [25, 66] to achieve zero-shot generality. Moreover, some
works in [10, 17, 30, 50, 56, 85] exploit the generative pri-
ors of pretrained diffusion models [65]. However, inferring
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metric-scale depth from single images still remains chal-
lenging. To address this, metric-scale depth estimation from
monocular images has evolved by incorporating global depth
distributions [19], scene-aware conditioning [3] and camera
intrinsics [4, 22, 22, 57, 58, 83]. While earlier methods rely
on known camera parameters [22, 83], recent approaches
estimate focal length [4, 57, 58] directly from learning fea-
tures, enhancing generalization across diverse environments
without any explicit camera metadata. Nevertheless, these
methods obviously lag behind approaches that use sensor
measurements like LiDAR in terms of accuracy.

2.2. Depth Completion

Due to the inherent issues with monocular depth estima-
tion, research on unguided depth completion [12, 23, 73, 75],
transforming sparse depth data from sensors into dense depth
maps without guidance RGB images, has been studied. How-
ever, most mainstream depth completion is to use RGB-depth
pairs to directly leverage scene contexts such as edges and
textures [26, 46, 47, 68, 70, 79, 80, 84, 87]. Furthermore,
constructing pixelwise affinity [0, 7, 41, 43,45, 51, 53] from
corresponding RGB images has proven to be effective as it
helps preserve depth discontinuity when propagating sparse
depth. Despite these advancements, such models often strug-
gle to show the same performance in unseen domains. To mit-
igate this, recent approaches have leveraged monocular depth
foundation models for depth completion. For instance, works
in [29, 54] introduces interesting frameworks that exploit fea-
tures and predict depth from foundation models to perform
adaptive depth refinement with sparse depth inputs. Addi-
tionally, diffusion-based depth completion methods [24, 74]
have adopted the test-time optimization of latent represen-
tations, guided by input sparse depths. However, these ap-
proaches often require training on additional data [29, 54] or
suffer from extremely slow inference speeds [24, 74].

2.3. Prompting for Foundation Models

Foundation models [5, 9, 31, 59, 62, 65] exhibit remark-
able zero-shot performance across a wide range of tasks
as well as depth perception. In natural language process-
ing, prompting schemes have been introduced to lever-
age these foundation models effectively for downstream
tasks [5, 37, 38, 44, 63, 77]. To apply such prompting
schemes to the computer vision domain, works in [28, 86]
have introduced visual prompt tuning, which incorporates
trainable visual tokens into models for specific downstream
tasks. Meanwhile, one interesting work in [1] presents learn-
able padding prompts appended to input images. More re-
cently, visual prompt tuning has also been extended to test-
time adaptation scenarios [13, 48, 49] for better adaptation
to unseen domains. Inspired by them [1, 49], we propose a
test-time prompt tuning strategy for depth completion.
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Figure 2. Comparison of the previous foundation model-based depth completion approaches and our approach. (a) Existing methods [40, 52,
54] design additional networks to integrate sensor-based depth measurements into the foundation model. (b) Recent approaches [24, 74]
optimize latent representations in diffusion-based foundation models [17, 30] without dense GT but are computationally expensive. (c) Our
fine-tuning method adapts the model with sparse depth supervision, and (d) our visual prompting approach enables efficient adaptation while

keeping the foundation model frozen.

3. Methodology

In this section, we present our approach for parameter-
efficient zero-shot depth completion through test-time train-
ing. In Sec. 3.1, we discuss the role of depth foundation
models in depth completion, emphasizing their generaliza-
tion capabilities while identifying key challenges. Next, in
Sec. 3.2, we explore a fine-tuning strategy to adapt the foun-
dation model for sparse depth measurements. This approach
achieves impressive performance without relying on addi-
tional network design or prompt engineering; however, it
introduces computational overhead and poses generalization
challenges. To address these limitations, in Sec. 3.3, we pro-
pose a novel pixel-wise visual prompting method, enabling
efficient adaptation without any parameter modification of
the foundation model. Finally, in Sec. 3.4, we describe imple-
mentation details, including optimization strategies, dataset
preprocessing and experimental settings.

3.1. Rationale: Usage of Depth Foundation Model

Recent works have attempted to leverage monocular depth
foundation models for depth completion. These models offer
strong generalization capabilities and are considered to be
attractive solutions for better zero-shot performance. How-
ever, incorporating them into depth completion frameworks
faces several technical challenges, as described below:

Incompatibility with sparse depth input handling.
Since monocular depth foundation models are exclusively
designed to infer depth from single RGB images, they do
not have mechanisms to take sparse depth measurements
as guidance. As a result, the existing methods require addi-
tional components to process sparse depths and to integrate
them into the models, increasing computational complexity
as shown in Fig. 2-(a).

Scale mismatch between prediction and sensor depth.
Current depth foundation models are able to estimate approx-
imate metric-scale depths [3, 4, 58] as well as relative-scale
depth [17, 30, 60, 61] with high-fidelity depth discontinuities.
Unfortunately, the depth foundation models for metric-scale
inference exhibit systematic scale mismatches when com-
pared to sensor-derived depths. While least squares scale
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Figure 3. Qualitative comparison of different strategies on the depth
map from the data used in Fig. 1. The top row shows the predicted
depth maps, while the bottom row presents the depth profiles along
the indicated horizontal line. The red x marks indicate the sparse
depth measurements.

fitting in [54] can globally align depth scales, it fails in
regions where depth varies significantly. For instance, as
shown in Fig. 3, the least squares fitting locally adjusts the
correct depth scale at areas near initial depth seeds (e.g.,
pixel range 100-150), but fails it in other regions (e.g., pixel
range 50-100).

Limitations of existing adaptation strategies. Previous
approaches require ground truth (GT) annotations for adap-
tation, which are costly and labor-intensive (Fig. 2-(a)). For
example, works in [40, 54] rely on large-scale datasets, while
UniDC [52] adopts a few-shot strategy within the target
domain. However, generating new GT labels to cover all
scenarios in-the-wild, is impractical, necessitating a more
efficient alternative. One promising solution is a test-time
optimization, which enables adaptation to new environments
without any additional GT annotation (Fig. 2-(b)). Recent
contemporary works in [24, 74] have introduced similar
strategies by optimizing latent representations in diffusion-
based models (Fig. 2-(b)). However, these approaches come
with noticeable limitations, including high computational
costs and slow inference speeds.

To address these limitations, we propose fine-tuning depth
foundation models in the inference phase, directly using
sparse depth measurements as supervision without intro-
ducing additional network components (Fig. 2-(c)). This
eliminates the dependency on extensive GT data and enables
real-time adaptation to new environments.



3.2. Finetuning monocular depth foundation model

Let F denote a depth foundation model, parametrized by
0, and I € R3>*H>*W is an RGB image. Typically, Fy
takes only the I as input and generates a dense depth map
D € RV XW a5 output, which can be expressed as follows:

Fy(I) = D. M

Since D is derived solely from a single image, it inherently
suffers from scale ambiguity. To mitigate this issue, a sparse
depth S, obtained from an active sensor with accurate scales,
is employed as supervision for Fy. This approach allows the
model to alleviate the depth scale ambiguity.

First, to use only valid sparse depth values as supervision,
we define a validity mask M as follows:

M; ;= {

where (4, j) is the pixel coordinate in the image.

With this mask, we initially adjust the scale of the foun-
dation depth by roughly aligning it using the valid sparse
depth measurements in the least squares fitting process, as
formulated below:

L,
0,

if S; ; is valid
otherwise,

@

3)

S0,81 = min
5051

) 1M © ((soD + s1) = 5)||F,

where ® denotes an element-wise multiplication. sg and
s1 mean scale and shift values, respectively, and || - ||
indicates the Frobenius norm. Next, we optimize the model’s
parameters 6 using only the valid sparse depth measurements
as supervision. The optimal parameters, denoted by 6%, are
determined by minimizing the following loss:

0* = argﬂgnz M;; ® |80F9(I)i,j + 81 — Si,j|p, 4)
(2%
where p = 1 and p = 2 correspond to the L.y and Lo losses,
respectively and the final loss is the sum of both. To iso-
late the effects of fine-tuning itself, we do not incorporate
specialized loss functions.

3.3. Pixelwise Visual Prompt

To address the computational overhead and potential knowl-
edge degradation of the fine-tuning of the foundation model,
we propose a pixelwise visual prompt, a novel test-time
adaptation method designed specifically for depth com-
pletion (Fig. 2-(d)). Unlike conventional fine-tuning, our
approach enables efficient adaptation while keeping the
model’s parameters frozen.

Given a frozen pretrained foundation model Fy and a
sample consisting of a pair of image and sparse depth mea-
surement (I, .5), we aim to learn a pixelwise visual prompt
V,y € R3*HXW 'parameterized by ¢. The prompt is added
directly to the input image, forming a prompted image I+Vy,
and we optimize it by minimizing the depth prediction error
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in the training phase as follows:

gf)* = arg m;nz Mi,j ® |F9(I + V(b)i,j - S,‘,’j|p . (5)
2%
Here, only the prompt parameters ¢ are optimized, while
remains frozen. Once optimized, the visual prompt V- is
applied to the image as below:

Fo(I+ Vye). (6)

In addition to achieving superior performance compared
to existing methods, this approach also enhances usability,
providing an additional advantage. Since the pixelwise vi-
sual prompt is initialized to zero and added to the image,
it ensures a minimal level of depth prediction performance
even without prompt tuning. Additionally, users can dynam-
ically adjust the time allocated for prompt tuning based on
their available resources and the required inference speed, al-
lowing for stable and consistent performance improvement.

Difference with existing visual prompt methods. While vi-
sual prompt tunings [ 1, 28] have been previously explored to
adapt high-level representations using fixed-size prompts at
predefined locations, such approaches lack the spatial granu-
larity needed for precise depth refinement. These methods
often focus on global or patch-level modifications, making
them less effective for tasks requiring fine-grained adjust-
ments, such as depth completion. In contrast, our pixelwise
visual prompt is designed to adapt at the individual pixel
level, enabling localized corrections that align depth predic-
tions more accurately with sparse sensor measurements. Our
approach not only enhances adaptation flexibility but also
maintains the strong generalization capabilities of foundation
models.

3.4. Implementation Details

Our implementation is based on PyTorch and runs on a single
NVIDIA RTX 3090 GPU. We use the AdamW optimizer
with 81 = 0.9, B2 = 0.999. The learning rate is set to
le-6 for fine-tuning and le-3 for visual prompting. The
training process consists of 80 steps for fine-tuning and 50
steps for visual prompting. For all depth foundation models,
we use their official pretrained weights and specifically the
v2-old version for UniDepthV2 [58], while other models
are evaluated in our ablation study. For models that do not
support the original image size, we first resize the images
while preserving their aspect ratio.

4. Experiment

In this section, we begin by outlining the experimental setup
in Sec. 4.1, including the evaluation protocols, and introduce
the datasets. We then compare our method with state-of-the-
art (SOTA) methods for zero-shot depth completion tasks, in
Sec. 4.2. Lastly, in Sec. 4.3, we present an ablation study to
analyze the impact of our methods.
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Figure 4. Qualitative result and depth error map of various depth completion methods on the IBims-1, VOID 1500, and DDAD datasets.

\ IBims-1 \ VOID \ NYUv2 \ KITTI \ DDAD
Method

| MAE| RMSE| | MAE| RMSE| | MAE| RMSE| | MAE| RMSE| | MAE| RMSE|
NLSPN [51] 0.049 0.191 0.427 1.353 0.440 0.716 1.335 2.076 2.498 9.231
CompletionFormer [84] 0.058 0.206 0.642 1.684 0.186 0.374 0.952 1.935 2.518 9.471
VPP4DC [2] 0.062 0.228 0.166 0.606 0.077 0.247 0.413 1.609 1.344 6.781
BP-Net [71] 0.078 0.289 0.270 0.742 - - - - 2.270 8.344
OGNI-DC [87] 0.059 0.186 0.175 0.593 - - - - 1.867 6.876
Zero-DC [24] 0.078 0.203 0.187 0.607 0.069 0.158 0.397 1.413 1.681 7.122
Marigold-DC [74] 0.045 0.166 0.152 0.551 0.048 0.124 0.434 1.465 2.364 6.449
Ours-LS 0.113 0.221 0.187 0.571 0.123 0.216 1.205 2.801 5.676 11.97
Ours-FT (Sec. 3.2) 0.049 0.152 0.138 0.514 0.048 0.107 0.383 1.329 1.775 5.881
Ours-VP (Sec. 3.3) 0.043 0.161 0.132 0.508 0.041 0.106 0.343 1.333 1.482 5.811

Table 1. Quantitative comparison with SOTA methods on five zero-shot benchmarks. Most methods used values reported in [74], while the
results for Zero-DC [24] are evaluated based on the DepthFM model [17]. For the same reason as in [74], we do not include results for
BP-Net [71] and OGNI-DC [87] on NYUv2 and KITTI. Bold: Best, Underline: Second best.

4.1. Experimental Setup a single sample and resetting it to its original parameters be-
fore proceeding to the next evaluation. This ensures that our
approach remains consistent with the principles of test-time
optimization and maintains its generalization ability across
diverse environments.

Our test-time training strategy is closely aligned with recent
works [24, 74], which focus on optimizing the model at infer-
ence time. Following their methodology, we adapt the model
using only sparse depth measurements during test-time, en-

suring a fully zero-shot approach while effectively refining We evaluate our proposed method in a zero-shot setting
depth scale estimation. To maintain a fair evaluation, we using five real-world datasets that are not seen during the
strictly exclude the dataset (e.g., ScanNet [8]) used for train- training of the base model [58]. These datasets encompass
ing the depth foundation model [58] from the test. Further- both indoor and outdoor environments, varying image reso-
more, in our fine-tuning experiments, we prevent the model lutions, and different levels of sparse depth density, ensuring
from accumulating dataset-specific biases by fine-tuning on a comprehensive assessment of generalization ability.
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Figure 5. Qualitative comparison under varying levels of depth sparsity across NYUv2 and KITTI. Despite significantly reduced depth
measurements, our approach recovers high-quality dense depth maps, demonstrating robustness to input sparsity in the depth completion.

NYUv2 NYUv2 NYUv2 NYUv2 KITTI KITTI KITTI KITTI
Method (200 samples) (100 samples) (50 samples) (5 samples) (32 channels) (16 channels) (8 channels) (4 channels)
| MAE| RMSE || MAE | RMSE || MAE | RMSE || MAE | RMSE || MAE | RMSE || MAE | RMSE || MAE | RMSE || MAE | RMSE |
Zero-DC [24] 0.096 0.197 | 0.124 0234 | 0.161 0282 | 0447 0.623 | 0540 1916 | 0.694 2323 | 1008 2904 | 1.687 4.184
Marigold-DC [74] | 0.073 0.175 | 0.090 0203 | 0.112 0236 | 0358 0.541 | 0.875 2.193 | 0.987 2612 | 1.186 3.176 | 1.669 4.240
Ours-VP 0.053 0.133 | 0.065 0.152 | 0.080 0.180 | 0.138 0.247 | 0396 1540 | 0.475 1.851 | 0.567 2.093 | 0.812 2.644
Table 2. Quantitative comparison on varying sparsity. Bold: Best, Underline: Second best.
(1) IBims-1 [32] is an indoor dataset consisting of 100 RGB- we use the 1,000 pairs provided for validation. To reduce
D pairs with a resolution of 480x640. We use the entire noise in the input sparse depth, we apply the filtering method
dataset for testing. Since sparse depth data is not provided, used in [76].

we follow [74] to generate a depth valid mask and construct (5) DDAD [18] is an outdoor RGB-D driving dataset col-
sparse depth by randomly sampling 1,000 depth points. lected using a Luminar-H2 LiDAR sensor with a resolution

(2) VOID [78] contains RGB-D frames from 56 sequences, of 1216x1936. It consists of 12K training samples and 40K

with 48 designated for training and 8 for testing. The official validation samples. We use that 40K validation samples for
test set comprises 800 frames, and sparse depth maps are evaluation. Also, sparse depth is generated by randomly
obtained using the VIO system. Following [74], we evaluate sampling 20%.

our method on this test set using 1,500 sparse depth points. Evaluation Metrics. For quantitative evaluation, we em-

ploy the following widely used metrics, Root Mean Squared
Error (RMSE) and Mean Squared Error (MAE), to assess
performance.

(1) NYUV2 [69] comprises 464 scenes recorded using a
Microsoft Kinect sensor. The official split is divided into
249 training and 215 test scenes. We use the official test
set of 654 images for evaluation. Following a commonly 4.2. Zero-shot Depth Completion Results
used setup [11, 35, 46], we downsample and center-crop the
images to 228304 before conducting experiments. Also,
sparse depth is obtained by randomly selecting S00 samples
from the depth map.

We compare our methodology not only with conventional
approaches [51, 71, 84] but also with models [2, 24, 74, 87]
that focus on improving zero-shot depth completion per-
formance. Notably, as shown in Tab. 1, our simple fine-
(4) KITTIDC [15] consists of over 90K RGB images paired tuning methodology (Ours-FT) outperforms many models
with LiDAR data. Since the depth obtained from LiDAR designed for generalization across most datasets. This result
is inherently sparse, the ground truth depth is generated by highlights the effectiveness of using sparse depth as super-
aggregating multiple LiDAR frames. For our experiments, vision, demonstrating that the depth foundation model can
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Figure 6. Visualization of our visual prompt, predicted depth, and corresponding error map at each test-time training iteration. As the visual
prompt progressively learns from the sparse depth guidance, the predicted depth scale becomes increasingly accurate, which is reflected by
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Method ‘ IBims-1 ‘ NYUv2 Method \ MAE| RMSE/| \ Learnable Parameters

| MAE| RMSE|| MAE| RMSE] Fine-tuning (Sec. 3.2) | 0.049 0152 | 100%
UniDepthV2-LS [58] 0.113 0.221 0.123 0.216 Random Patch [1] 0.111 0.221 0.11%
UniDepthV2-VP 0.043 0.161 0.041 0.106 Fixed patch [l] 0.079 0.185 0.11%
Metric3dV2-LS [22] 0.110 0.210 0.174 0.275 Padding patch [1 0.050 0.167 0.11%
Metric3dV2-VP 0.039 0.147 0.069 0.114 Pixelwise (Sec. 3. }) 0.043 0.161 ‘ 0.25%
gzgzﬁiggﬂgg:ﬁ) (521 8‘1):3 8%2; 83;2 giig Table 4. Comparison of different visual prompting designs in terms
ZoeDepth LS [3] 0623 0.838 0174 0275 o.f accuracy .and parameter efﬁciency on dat.aset Ibims-1 [32]. Our
ZoeDepth-VP 0.176 0.341 0.049 0.114 pixelwise visual prompt achieves fine-tuning-level performance

Table 3. Performance comparison of our visual prompting method
across different depth foundation models. Our approach consis-
tently enhances performance, demonstrating its adaptability to vari-
ous models.

be trained to achieve competitive performance. Furthermore,
our proposed pixelwise visual prompting method (Ours-VP)
surpasses simple fine-tuning in most cases, illustrating that
learning visual prompts can be both more efficient and more
effective than fine-tuning the entire model. This finding sug-
gests that visual prompting provides a promising alternative
to full fine-tuning, offering a favorable balance between com-
putational efficiency and performance. As shown in Fig. 4,
the qualitative results indicate that existing SOTA models,
which are trained on synthetic data, tend to capture fine-
detailed depth. However, their performance is less favorable
when examined through error maps, suggesting that accurate
scale estimation is a prerequisite for high-quality depth pre-
diction and takes precedence over fine-detail reconstruction.

Robustness to sparsity variations. To further assess our
model’s adaptability to real-world scenarios, we conduct ex-
periments under varying levels of input sparsity. As shown in
Tab. 2, our method consistently outperforms SOTA models
even as the number of sparse depth points decreases. No-
tably, our model exhibits greater robustness to sparse depth
bias, which is crucial in real-world applications where the
number of available depth measurements can vary signifi-
cantly. As seen in Fig. 5, comparing methods, scale is often
misinterpreted when sparse depth is limited, while our ap-
proach maintains accuracy, making it highly suitable for
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while significantly reducing learnable parameters.

real-world deployment.

Effectiveness of visual prompt in scale alignment. We
next analyze the test-time training process of our pixelwise
visual prompt. As shown in Fig. 6, the scale accuracy pro-
gressively improves with each test-time training step. When
the initial scale is generally well-aligned (left example), the
prompt refines predictions gradually, leading to a smooth
and consistent improvement. In contrast, when large-scale
discrepancies exist due to reflective surfaces like mirrors
(right example), the prompt first corrects the dominant er-
rors in these regions before adjusting the overall scale. This
adaptive behavior effectively mitigates the scale discrepancy
problem discussed in Sec. 3.1. After approximately 10 test-
time training iterations, the model stabilizes, achieving a
well-calibrated depth scale. This highlights the efficiency of
our visual prompt learning process, ensuring rapid conver-
gence with minimal computational overhead.

4.3. Ablation Study

Depth foundation models. We further validate our method
by applying it to various depth foundation models beyond
UniDepthV2 [58], as shown in Tab. 3. Our visual prompting
method consistently improves performance across all foun-
dation models. Interestingly, while UniDepthV?2 achieves
the best results on NYUv2, Metric3dV2 performs better on
IBims-1, suggesting that different foundation models may
excel with different datasets. This reinforces the importance
of model-agnostic test-time training strategies like visual
prompting.



Method Required Memory (MB) Inference Speed (s)
Zero-DC [24] 8727 20.56
Marigold-DC [74] 21748 121.04
Ours-FT 8372 2.95
Ours-VP 3991 2.93

Table 5. Comparison of test-time training methods measured on
the NYUv2 dataset [69].

Prompting design. We compare our pixelwise visual
prompt against three conventional visual prompting methods:
random patches, fixed patches, and padding-based prompts.
As shown in Tab. 4, all prompting techniques reduce compu-
tational costs by freezing foundation model parameters, but
existing prompting methods as proposed by [1] fail to match
the performance of fine-tuning. This suggests a trade-off be-
tween parameter efficiency and accuracy in conventional
prompting techniques. In contrast, our pixelwise visual
prompt bridges this gap, achieving fine-tuning-level per-
formance while maintaining efficiency. This is because our
method preserves fine-grained spatial adjustments, ensuring
that depth refinements occur at the pixel level rather than
through global modifications. These results highlight the ef-
fectiveness of our approach in maximizing both performance
and efficiency.

Computational efficiency. We compare our approach with
existing test-time optimization methods, including Zero-
DC [24] and Marigold-DC [74], to highlight its efficiency in
memory usage and inference speed. As shown in Tab. 5, our
pixelwise visual prompting (Ours-VP) requires significantly
less memory (3991 MB) and achieves a fast inference speed
of 2.93s, outperforming Zero-DC (20.56s) and Marigold-DC
(121.04s). Even our fine-tuning variant (Ours-FT) remains
computationally efficient. These results demonstrate that
our method avoids the heavy computational cost of full fine-
tuning while adapting effectively, making it highly practical
for real-world use.

Learning rate & test-time training step. In Fig. 7, we
analyze the learning behavior of fine-tuning versus visual
prompting. Fine-tuning exhibits unstable learning dynam-
ics, particularly when using a high learning rate, as abrupt
parameter shifts distort depth priors and reduce prediction
stability in early iterations. Additionally, fine-tuning requires
carefully tuned learning rates to prevent performance degra-
dation. In contrast, our visual prompt method is robust to
different learning rates, consistently achieving stable and
rapid convergence. As seen in Fig. 7, visual prompting re-
quires significantly fewer iterations to reach a reliable depth
estimation, making it more efficient and practical for real-
time applications.

Analysis of structures of learned visual prompt. Lastly,
we analyze the characteristics of learned patterns in the vi-
sual prompts. As shown in Fig. 8, regions belonging to differ-
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Figure 7. Comparison of fine-tuning and visual prompting methods.

The fine-tuning method shows unstable convergence at high learn-
ing rates, while the visual prompting method remains stable across
different rates and converges faster. The dotted line indicates the
baseline using least squares fitting, while visual prompting achieves
superior performance with fewer iterations.
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Figure 8. Visualization of the RGB image, visual prompt, and the
combined RGB+Visual Prompt. The colored boxes highlight key
regions with structural differences and similarities.

ent planes, shown in the yellow and green boxes, show that
entirely different visual prompt structures are required to ac-
curately adjust distances between the two walls. Conversely,
regions on the same plane, shown in cyan and magenta boxes,
have relatively similar structures, introducing the same in-
fluence to the input. To represent the metric-aware 3D ge-
ometry, these visual prompts are learned to adjust the depth
to align with sensor measurements, enabling high-fidelity
depth estimation while keeping the depth foundation model
frozen.

5. Conclusion

This study explores how to effectively utilize foundation
models for zero-shot depth completion. We find that simply
fine-tuning the depth foundation model with sparse depth
measurements outperforms existing methods, demonstrating
strong adaptability. However, fine-tuning introduces compu-
tational overhead and risks knowledge forgetting. To address
this, we propose pixelwise visual prompt tuning, which effi-
ciently refines depth predictions without modifying model
parameters. Our method achieves fine-tuning-level perfor-
mance while maintaining efficiency, making it well-suited
for zero-shot adaptation across diverse environments.
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