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Abstract

Current legal frameworks consider AI-generated works el-
igible for copyright protection when they meet originality
requirements and involve substantial human intellectual in-
put. However, systematic legal standards and reliable eval-
uation methods for AI art copyrights are lacking. Through
comprehensive analysis of legal precedents, we establish
three essential criteria for determining distinctive artistic
style: stylistic consistency, creative uniqueness, and ex-
pressive accuracy. To address these challenges, we intro-
duce ArtBulb, an interpretable and quantifiable framework
for AI art copyright judgment that combines a novel style
description-based multimodal clustering method with mul-
timodal large language models (MLLMs). We also present
AICD, the first benchmark dataset for AI art copyright an-
notated by artists and legal experts. Experimental results
demonstrate that ArtBulb outperforms existing models in
both quantitative and qualitative evaluations. Our work
aims to bridge the gap between the legal and technologi-
cal communities and bring greater attention to the societal
issue of AI art copyrights.

1. Introduction
Artificial Intelligence Generated Content (AIGC) has trans-
formed the creative landscape in recent years, sparking sig-
nificant legal and ethical debates. A landmark ruling by
the Beijing Court on November 27, 2023 [14], establishes
that AI-generated works meeting originality requirements
and reflecting unique human intellectual contributions are
entitled to the same copyright protection as human-created
works. While this decision opens the door for recogniz-
ing and commercializing AI-generated content, granting it
equal legal status with human creations, it also raises criti-
cal questions about style recognition and copyright protec-

* Corresponding Author. This work has been accepted by ICCV 2025.

tion in AIGC, particularly in defining unique AI styles and
safeguarding artists’ rights.

Addressing these issues presents multidisciplinary chal-
lenges across law, art, and technology, with far reaching
economic, cultural, and ethical implications. A key cri-
terion for determining copyright infringement is assessing
substantial similarity between the original and the allegedly
infringing work [11]. As shown in Figure 1(a), current laws
require AI-generated images to belong to literature, art, or
science; have a tangible form; exhibit originality; and orig-
inate from intellectual labor to qualify for copyright protec-
tion.

To tackle these challenges, we propose an intuitive, au-
tomated, and legally sound method to determine whether
AI-generated works can hold independent copyrights with-
out infringing on human creators’ rights. Our solution
aligns with global copyright laws and is accessible to non-
technical stakeholders like judges, artists, and publishers.
Based on legal precedents [19, 30, 40], we establish that for
AI-generated images to obtain copyright protection, they
should meet the following criteria (see Figure 1(b)):

• Consistency: The style remains consistent across multi-
ple generations, regardless of content.

• Uniqueness: The style is significantly different from ex-
isting human artists’ styles.

• Accuracy: The style accurately reflects the prompts pro-
vided by the creator.

We address style recognition as a machine learning prob-
lem by introducing a novel method named Description
Guided Clustering (DGC). This method enhances the accu-
racy of artistic style clustering. It extracts key features rep-
resenting different artistic styles from a large corpus of hu-
man artists’ works. AI-generated works that form a unique
style, usually originating from specific prompts and fine -
tuned generative models, display consistent styles recogniz-
able by our clustering model. Importantly, AI artists’ styles
should be clearly different from those of human artists,
ensuring that AI-generated content is both coherent and
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Explanation: AIGC meets this 
definition.

Definition: Whether it belongs to 
the domains of literature, art, and 

science？

Explanation: AIGC possesses a 
variety of specific forms of 

expression. , such as text, painting, 
and music

Definition: Whether it possesses a 
certain form of expression？

Explanation: The work is an 
original creation independently 

accomplished by a "natural person 
author" and reflects the author's 

distinctive expression.

Definition: Whether it possesses 
originality？

Explanation: The intellectual effort 
expended by a natural person in 
generating AI content by adding 

keywords and adjusting parameters 
meets the standard of an 
"intellectual achievement."

Definition: Whether it qualifies as 
an intellectual achievement？

Specific forms of literary 
and artistic expression.

Original intellectual input 
by a natural person.

Whether AIGC constitutes its own 
style and is protected by copyright？ What kind of AIGC has its own style without 

infringing on the copyrights of human artists?

Explanation：The style 
remains consistent across 

multiple generations, 
regardless of the generated 

content.

Criteria: Consistency

Explanation：The style should 
be clearly distinguishable from 
those of existing human artists.

Criteria: Distinctiveness

Explanation：The style should 
precisely reflect the prompt 

provided by the creator.

Criteria: Accuracy

Prompt：Create an artistic work 
in the form of traditional 
ancient Chinese landscape 

painting to express the profound 
sentiment of "a lone sail fades 

into the blue sky's end." 

(a) (b)

Figure 1. (a) Current laws in various countries determine whether AI-generated images qualify as protected works based on several criteria:
they must belong to the realm of literature, art, or science; have a tangible form; exhibit originality; and originate from intellectual labor.
(b) Based on these standards, we propose that protected AI works must meet three essential criteria: consistency, accuracy, and uniqueness.

unique. Also, AI artworks should accurately reflect the
prompts, precisely depicting the visual elements, layout,
and composition described, thus embodying the creator’s
personalized expression to meet the originality requirement.

We develop an interpretable copyright protection sys-
tem, ArtBulb, based on Vision Language Models (VLMs).
ArtBulb helps AI creators determine whether their works
exhibit their own style, assess potential infringement, and
evaluate copyright status.

To support our approach, we compile a dataset of artists’
works showing unique styles, which serves as a baseline
for style comparison. We also collect AI-generated works
certified as having their own copyrights, as well as those
considered infringing or lacking copyright protection. To-
gether, these form the AI Copyright Dataset (AICD), the
first dataset dedicated to addressing the copyright chal-
lenges of AI-generated works.

Our research bridges the gap between legal and techno-
logical communities and aims to draw more attention to AI
art copyright issues. By providing a practical tool for navi-
gating the complexities of AIGC in the context of intellec-
tual property rights, we contribute to the ongoing discussion
on the legal recognition and protection of AI-generated cre-
ative works.

In summary, our contributions are as follows:

• We propose three core criteria for the copyright protection
of AI artworks, transform the problem into a clustering
task, and offer a practical solution.

• We develop the AI Copyright Dataset (AICD), the first
dataset dedicated to AI-artwork copyright protection.

• We introduce a new clustering method based on style de-
scriptions, Description-Guided Clustering (DGC), which
enhances clustering accuracy.

• We build an explainable copyright framework, ArtBulb,
validated by experts for interpretive judgments.

2. Related Work

2.1. Legal Practices in Various Countries

With the rapid development of AIGC technology [8, 9,
12, 15–18, 27, 29], countries are actively adjusting laws
to address related legal challenges, especially in copyright
protection for human works and AI-generated content. In
China, the Beijing and Guangzhou Internet Courts have
heard cases on ”AI-generated text and image copyright in-
fringement” clarifying issues like whether AIGC constitutes
a work, its ownership, and potential infringement by AI
platforms. In the U.S., Kris Kashtanova’s AI-assisted book
“Zarya of the Daw” [32] successfully registered copyright,
indicating the U.S. Copyright Office’s recognition of works
predominantly created by humans with AI aid.

Many countries are drafting regulations for AI copy-
right protection. For instance, China issued the “Interim
Measures for the Management of Generative Artificial In-
telligence Services” [13] requiring identification of AI-
generated content; Canada passed the “Artificial Intelli-
gence and Data Act” [3] to regulate AI transactions and pro-
tect data privacy; the EU emphasizes labeling AI-generated
content to reduce misinformation and implements risk-
based AI system management [2]. These measures reflect
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Human Art Gallery

1. This Post-Impressionist painting features vibrant colors, 
bold brushstrokes, and dynamic composition, capturing 
the emotional intensity and movement of the landscape.

2. This traditional Chinese ink painting features minimalist 
composition, delicate brushwork, and subtle color use, 
conveying tranquility and the transient beauty of nature.

3. This illustration exemplifies a delicate and ethereal art 
style, characterized by soft, flowing lines, muted color 
tones, and a gentle, almost dreamlike quality.

雪
花

.vg

Image-description 
consistency distillation

Image
Encoder

Text
Encoder

Text
Adapter

Image
Adapter

Describe the artwork styleGPT4-o

CLIP K-means Clustering

Figure 2. Description-guided Clustering (DGC) ensures consistent clustering for images with their nearest style neighbors in text space.

the global emphasis on AIGC and its legal framework. Our
goal is to establish an intuitive framework to help courts
and creators evaluate the copyright status of AI-generated
works, including their unique stylistic features and poten-
tial infringement.

2.2. Previous Work on Copyright Protection
AI-generated content (AIGC) has become widespread due
to advancements in AI, particularly in image generation
techniques like diffusion models, introducing new copy-
right challenges. Generative models can replicate features
from training datasets, increasing infringement risks.

Various solutions are proposed to address these issues.
Gandikota et al. [10] suggest retraining models to remove
certain learned concepts. Kumari et al. [20] develop ”un-
learning” techniques to erase memories linked to copy-
righted material. Wang et al. [39] propose a generative
framework to detect and prevent potentially infringing con-
tent during creation. Moayeri et al. [25] and Somepalli et
al. [33] explore classification methods to summarize artists’
stylistic features, aiding in infringement identification.

Researchers also study protection strategies to prevent
copying at the source. Wang et al. [39] and Cui et al.
[7] study techniques for adding invisible watermarks to art-
works, ensuring traceability even if used to train AI models.
Shan et al. [31], Xue et al. [42], and Zhao et al. [43] focus
on creating ”unlearnable” examples, which models cannot
effectively learn even when included in the training set.

Previous work mainly focuses on protecting human
artists’ unique styles and copyrights. However, whether
AI-generated works can possess unique styles and how to
protect such works and their creators’ intellectual achieve-
ments need further exploration. We highlight this gap be-

tween AI development and legal practice and propose an
effective framework to address this issue.

3. Method
3.1. Motivation
When examining artworks like human artists, identifying
characteristics for a unique artistic style is crucial. Choos-
ing a representative piece per artist as a reference in artwork
assessment can provide insights. If artworks can be grouped
by an artist’s traits and most in a group resemble the central
work, it indicates a distinct style.

With the rapid advancement of generative models, the
issue of copyright protection for AI-generated artworks
has emerged. To address this, we propose a compre-
hensive evaluation framework for such works and define
the following: A = {A1, A2, . . . , AN} is a set of AI-
generated artworks obtained by varying prompt content
aspects while keeping stylistic parameters fixed. H =
{H1, H2, . . . ,HM} is a collection of artworks created by
human artists. fI : X → Rd is an embedding func-
tion mapping an artwork from the image domain X to a
d-dimensional feature space representing visual character-
istics. fT : P → Rd is an embedding function projecting a
prompt from the text domain P to a d-dimensional feature
space representing description content.

We formalize this evaluation as a clustering problem
within a feature space that incorporates both stylistic and
content attributes of artworks:
• Consistency of Style Across Multiple Generations: For

any two AI-generated artworks Ai, Aj ∈ A, the distance
between their visual embeddings must be within a small
threshold ϵc.
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• Differentiation from Existing Artists’ Styles: To con-
firm the distinctiveness of the AI-generated style, for any
AI-generated artwork Ai ∈ A and any human artwork
Hj ∈ H, the distance between their visual embeddings
should surpass a certain threshold ϵd.

• Alignment of Content with Prompt Descriptions: For
each AI-generated artwork Ai and its corresponding
prompt Pi, the similarity between their embeddings
should reach or exceed a threshold ϵa.
Our objective is to partition the combined dataset D =

A ∪ H into clusters {C1, C2, . . . , CL}. The crucial aspect
of this partitioning lies in ensuring that the AI-generated
artworks created by a certain artist form a unique and cohe-
sive cluster, which is clearly separated from those artworks
representing the styles of human artists as well as other AI
artworks with certified copyrights. During partitioning, our
aim is to form a specific cluster CA comprising one’s AI-
generated artworks. For CA to be valid and meaningful, it
must meet three key criteria, as outlined in the three rules
above.

First, the variance of visual embeddings within CA

should not exceed a predefined maximum ϵ2c . Mathemati-
cally:

1

|CA|2
∑

Ai,Aj∈CA

∥fI(Ai)− fI(Aj)∥22 ≤ ϵ2c (1)

This ensures AI-generated artworks in the cluster have sim-
ilar visual features, maintaining homogeneity.

Second, to highlight the difference between the AI-
generated cluster and those of human artists, we set a sep-
aration standard. The minimum distance between any AI-
generated artwork in CA and any human artwork in other
clusters CH should be at least ϵd:

min
Ai∈CA,Hj∈CH

∥fI(Ai)− fI(Hj)∥2 ≥ ϵd (2)

This guarantees a clear separation between the two types of
artworks based on visual embeddings.

Third, in clustering, we consider both visual (from art-
works) and textual (from prompts) features. Let CI

A be the
cluster from image features and CT

A be the cluster from text
features. To ensure reliable and consistent clustering, the
Adjusted Mutual Information (AMI) score between CI

A and
CT

A must meet a certain threshold:

AMI(CI
A, C

T
A) ≥ ϵa (3)

Here, ϵa is a high threshold, indicating a strong correlation
between visual and text based clustering results.

In this paper, we set ϵc = 0.60, ϵd = 0.25, and ϵa =
0.50.

3.2. Description-Guided Clustering
As shown in Figure 2, we propose an approach for cluster-
ing artworks by leveraging GPT-4 generated descriptions,
which provide rich semantics complementing visual fea-
tures. Employing cross-modal mutual distillation, we in-
tegrate textual and visual modalities to enhance clustering
performance. The method consists of feature extraction us-
ing CLIP [28] encoders, a cross-modal distillation loss, and
auxiliary losses for cluster balance and confidence.

Each artwork image Ii is processed by the CLIP visual
encoder Ev to obtain visual features, The corresponding de-
scription Ti is encoded using the CLIP text encoder Et to
obtain textual features:

vi = Ev(Ii), ti = Et(Ti). (4)

Clustering heads f and g produce soft assignments over
K clusters:

pi = f(vi), qi = g(ti), pi, qi ∈ ∆K . (5)

For each sample i, we find N̂ nearest neighbors N v
i and

N t
i in each modality. The cross-modal distillation loss min-

imizes discrepancies between modalities:

LDis = −
∑
i

 ∑
j∈Nv

i

KL
(
pτj ∥qi

)
+

∑
j∈N t

i

KL
(
qτj ∥pi

) ,

(6)
where pτj = softmax (pj/τ̂), and KL(·∥·) denotes the
Kullback-Leibler divergence.

To encourage confident and balanced clustering, we de-
fine the confidence loss:

LCon = −
∑
i

log
(
p⊤i qi

)
, (7)

and the cluster entropy loss:

LEnt = −
∑
k

(p̄k log p̄k + q̄k log q̄k) , (8)

where p̄k = 1
n

∑
i pik and q̄k = 1

n

∑
i qik.

The total loss is:

LTotal = LDis + LCon − αLEnt, (9)

with hyperparameter α > 0.
In experiments, we set N̂ = 10, α = 3, and τ̂ = 0.1.

Features are normalized to unit norm.
By integrating semantic descriptions with visual fea-

tures, our method enhances discriminative power, achiev-
ing accurate clustering. Cross-modal distillation aligns as-
signments across modalities, and balance loss prevents clus-
ter collapse, ensuring meaningful clusters. This framework
adapts to other multimodal tasks, aiding in organizing com-
plex datasets.
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Consistency: 85% of your AI - created works exhibit the same 
artistic style. This surpasses 73.2% of human art collections, 

demonstrating a consistent creative style.

Congratulations! After comparing the styles of your 
AI - generated works with those of 851 human artists 
and 104 AI artists, we find your works have a unique, 

recognizable style.

23 works by other AI artists are quite similar to yours. 6 works by other Human artists are quite similar to yours.

Your works share similarities with the paintings of Hans Hofmann and the AI - generated works by Hals in the use of bold and vibrant colors. For example, 
all of them incorporate a mix of bright hues such as blue, yellow, and red. Overall, the possibility of copyright infringement is low. Although the color 
palettes are somewhat similar, the overall compositions and artistic expressions are quite different. Most of your works depict patterns resembling abstract 
human - like figures, while the other works are more purely abstract works composed of color blocks. The forms, arrangements, and unique artistic 
languages of each work do not exhibit a high degree of substantial similarity, which is a key factor in determining copyright infringement.

We‘ve found some human - created artworks and AI - generated artworks that share certain elements 
with yours, but your works do not involve infringement. Here is an example; click to view more.

Figure 3. Our main contribution is the creation of ArtBulb, an interpretable and quantifiable framework based on legal research. ArtBulb
uses clustering to address style infringement issues, determining if AI-generated works have a unique style based on three key criteria. It
also produces a clear, quantifiable report summarizing its findings.

3.3. Collection of the AI Copyright Dataset (AICD)
3.3.1. Building the Reference Corpus
To analyze human art styles and spot AI-generated content,
we create a comprehensive reference corpus as part of the
AICD. This corpus assesses artists’ unique styles and forms
clusters with clear authorship in our framework.

We pick works from 567 WikiArt [36] artists, each hav-
ing at least 30 pieces, for diversity. Aware of WikiArt’s lim-
itations, we expand the dataset with other sources: 672 film
and game illustrators, 593 children’s picture book artists,
781 contemporary artists, and 172 Chinese painters. These
art forms differ from WikiArt’s traditional paintings, enrich-
ing the corpus. Each new source artist also has over 30
works for consistency.

We use our clustering algorithm on the combined data
to analyze human art styles. After clustering artists with
similar styles, we screen the clusters and keep those where
over 50% of works are from one artist with clear copyright.
Eventually, we obtain 364,297 artworks from 2,785 artists
with distinct personal styles. This corpus helps determine if
AI-generated works have unique styles meeting legal crite-
ria.

3.3.2. Creating the AICD Evaluation Dataset
To tackle the shortage of datasets for assessing the copyright
of AI-generated artworks, we construct the AICD evalua-

tion dataset, which serves as a precious resource for this
field. We gather 1,786 AI-generated works with identified
creators and detailed prompts from multiple sources, such
as social media, AI art demonstrations at conferences, and
online gallery exhibitions. Additionally, we adopt the syn-
thetic method from CopyCat to generate a dataset for po-
tential intellectual property infringement cases.

Five independent artists and legal experts in copyright
evaluate each pair of images. They assign scores ranging
from 1 to 5, where higher scores indicate greater confidence
in independent copyright. We retain images with an average
score above 4.0. As a result, 542 AI-generated artworks are
regarded as having copyrights.

To incorporate AI-generated works without independent
copyrights, we use common prompts like “generate an im-
age of a dog” to create 2,000 images. Furthermore, by re-
ferring to works with clear human copyrights, we gener-
ate 5,000 AI images that may potentially infringe on these
copyrights. After screening by art and copyright law pro-
fessionals, we select 1,278 images with clear infringement.
These are added to the validation set as negative samples.
By combining these negative samples with the positive ex-
amples, we form an evaluation dataset to test the accuracy
of our proposed framework and existing MLLMs.

The assembled AICD evaluation dataset, covering AI-
generated works with/without independent copyrights and
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potential infringement cases, highlights our contribution of
providing valuable resources for future research.

3.4. Explainable Copyright Framework: ArtBulb
ArtBulb is designed to address practical needs by helping
generative AI artists determine if their works exhibit a dis-
tinct personal style. This capability is critical for assessing
potential copyright infringement of human artworks and es-
tablishing authorship rights for AI-generated content.

The workflow begins by augmenting input prompts with
entity substitution to generate additional samples using the
same model, expanding the dataset for robust evaluation.
These augmented outputs are then processed through a fea-
ture extraction network. A representative artwork is se-
lected as a cluster centroid and grouped with existing hu-
man art clusters to analyze stylistic proximity between AI
and human works. Finally, clustering results are interpreted
via a chain-of-thought reasoning process using a multi-
modal large language model (MLLM). In our implemen-
tation, GPT-4o generates a detailed and actionable AI copy-
right detection report by cross-analyzing AI cluster charac-
teristics against the most similar human art clusters.

Figure 3 presents a detailed report generated by ArtBulb
for a real AI artist concerned with the originality of their
work. The artist provided five stylistically similar pieces,
along with the corresponding prompts and the generative
model used. ArtBulb produced a clear and interpretable re-
port to assess whether these works establish their copyright.

A key innovation is ArtBulb’s iterative database en-
hancement. When AI-generated works are validated as
unique, they are integrated into the existing database as new
copyright clusters. This continuous expansion improves ref-
erence datasets for future evaluations, enhancing detection
accuracy over time.

4. Experiments
4.1. Setup
4.1.1. Evaluation Metrics
To evaluate the clustering performance, we used three
widely adopted metrics: Normalized Mutual Information
(NMI), Accuracy (ACC), and the Adjusted Rand Index
(ARI). Higher values of these metrics indicate better clus-
tering results. To determine whether AI-generated works
have their own copyright, we compared them with annota-
tions made by human experts. Specifically, we measured
the consistency between the AI outputs and the expert an-
notations using binary classification accuracy and F1-score.

4.1.2. Implementation Details
We fine-tuned the clustering adapter model for 10 epochs to
align the text descriptions of images with their styles in the
clustering results. To ensure a fair comparison, we also fine-
tuned the CSD [34] and ARTSAVANT [24] models using

the same data as the clustering training. The initial learn-
ing rate was set to 1 × 10−4, and a cosine annealing learn-
ing rate decay strategy was applied throughout all training
processes. We used the AdamW optimizer [22] for train-
ing. Additionally, GPT-4o generated the descriptive infor-
mation for all artworks. All experiments were conducted on
4 NVIDIA A100 GPUs.

4.2. Performance
4.2.1. Performance of Artistic Styles Clustering
We assess our proposed Description Guided Clustering
(DGC) method on the WikiART dataset and four other art
style datasets and compare it with deep clustering baseline
methods. Table 1 shows that DGC can effectively cap-
ture interpretable image style descriptions. With our cross
modal mutual distillation strategy, DGC achieves state of
the art clustering performance and significantly outperforms
previous methods on all five datasets.

Notably, art style clustering is much more challenging
than category based clustering on datasets such as Ima-
geNet. This is because the styles of many artists overlap
due to factors like historical periods, art movements, and
the influence of predecessors. These results prove that our
simple yet effective strategy fully exploits the capabilities
of visual language models in art style clustering and out-
performs the traditional approach of directly clustering pre-
trained features.

4.2.2. Binary Classification of AI Copyrighted Works
To assess the capabilities of various models in determining
potential copyright issues of AI generated artworks, a sim-
ple binary classification task is initiated. This task quan-
tifies each model’s discriminative ability based on annota-
tions from multiple human experts. As shown in Table 2,
when using only vision language models to evaluate image
pairs, even the top performing model, GPT-4o, has an accu-
racy of only 42%.

In contrast to classification based copyright judgment
frameworks such as CSD and ARTSAVANT, the proposed
clustering based method, DGC, shows significantly higher
accuracy in identifying copyright concerns. Notably, clas-
sification approaches are not suitable for the task of copy-
right assessment in AI generated works. This is because
such frameworks cannot handle new AI art styles without
retraining and are unable to incorporate AI artworks with
confirmed copyrights into a protection repository.

The clustering method effectively addresses these lim-
itations. Moreover, instead of relying solely on cluster-
ing results for copyright attribution, accuracy is enhanced
and clear explanations are provided by integrating cluster-
ing outcomes with MLLMs. This integration is particularly
important in the field of copyright protection, where trans-
parency and interpretability are crucial.
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Create an image in a watercolor style depicting two women in 
19th-century attire walking hand in hand down a bustling 

European street. Their long, flowing dresses and loose, wind-
blown hair add a sense of movement. The background features 

charming old buildings and other townspeople, capturing a lively 
and dynamic atmosphere with a touch of romanticism. Use a soft, 

warm color palette to enhance the timeless, artistic feel.

Create an abstract impressionist image of a person seated. The 
background should be a vibrant mix of warm and cool tones, 

using bold, expressive brushstrokes to add depth and texture. The 
overall composition should emphasize the emotional weight and 

solitude of the scene, with the colorful backdrop contrasting 
sharply with the monochromatic figure.

Create an impressionist image of soldiers in a forest battle scene 
using black and white silhouettes. Use bold, sweeping brushstrokes 
to convey movement and intensity. The background should be a 

blur of trees and foliage, adding depth and texture while 
maintaining a sense of chaos and urgency. Keep the composition 

simple yet evocative, focusing on the emotional impact rather than 
detailed realism, and avoid depicting facial features

Create an image in a Renaissance painting style featuring a central 
figure seated on a throne, surrounded by attendants and angels. The 
figures are dressed in richly detailed, flowing garments with vibrant 
colors. The background should include a golden, ornate halo effect 
and intricate patterns, emphasizing the divine and regal atmosphere. 
Use a warm, rich color palette to enhance the historical and artistic 

feel of the scene.

Art Style Infringement
(highly consistent with the style of Italian artist Andrea del Castagno)

Establish Your Own Copyright

Generation Style Inconsistency Generation Style Inaccurate

Figure 4. Case study of four different judgment outcomes. ArtBulb can accurately determine whether AI-generated works should be
protected or not recognized for certain reasons. Protected works will be included and the copyright dataset will be dynamically updated.

Table 1. The clustering results of the styles of real artists in the AICD dataset

Dataset WikiART Video Game Contemporary Art Chinese Art Children Book

ACC NMI ARI ACC NMI ARI ACC NMI ARI ACC NMI ARI ACC NMI ARI

DEC [41] 10.15 30.42 5.73 12.37 25.69 3.24 8.59 20.85 2.37 10.81 22.58 1.69 9.95 21.47 2.87
DAC [5] 12.48 35.65 6.87 14.26 30.15 4.58 10.91 22.76 3.42 12.53 25.33 2.76 11.65 24.57 3.10
SCAN [37] 34.87 50.21 11.92 36.76 45.85 5.64 22.32 34.65 4.25 34.58 38.15 3.87 23.75 36.47 3.65
SIC [4] 36.43 59.13 14.36 38.53 53.76 6.87 34.15 46.87 5.14 34.96 40.48 4.08 35.86 44.37 5.76

MOCOv3 [6] (k-means) 27.20 49.80 7.39 31.45 41.30 2.98 26.10 38.57 1.03 27.43 35.85 1.44 28.81 40.59 4.54
DINOv2 [26] (k-means) 28.63 41.63 2.54 33.29 47.68 5.32 27.08 43.12 2.04 33.08 39.85 2.29 29.99 39.42 4.20
CLIP [28] (k-means) 36.09 58.98 14.85 35.91 53.42 6.17 34.13 49.56 6.02 33.59 42.86 3.54 33.91 42.34 4.86
BLIP2 [21] (k-means) 34.36 58.21 13.90 37.31 52.93 6.27 36.05 50.12 5.53 34.58 43.25 3.76 34.03 42.51 5.07

DGC (Ours) 41.45 61.20 15.72 43.49 55.74 7.88 42.84 55.39 7.04 39.07 44.31 4.01 40.83 46.72 6.04

4.2.3. Quality Assessment by Legal Professionals

Since copyright determination requires interpretability and
evaluating explanations presents challenges with objective
metrics, we adopt the Average Human Ranking (AHR) [35]
as a preference measurement. In this metric, copyright pro-

tection experts rate explanations on a scale from 1 to 5,
with higher scores indicating better quality. Ten legal ex-
perts and artists assess the explanation quality of copyright
judgments for a randomly selected set of 100 AI-generated
works in AICD (50% involving copyright and 50% not).
Guiding models with DGC clustering results significantly
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Table 2. The accuracy rates and F1 scores of different models on the AICD dataset

Method Western Art Chinese Art Comic
Line-Drawing Video Game Children Book Graphic Design Average

ACC F1 ACC F1 ACC F1 ACC F1 ACC F1 ACC F1 ACC F1

GPT-4o [1] 0.35 0.46 0.25 0.09 0.52 0.58 0.49 0.44 0.50 0.47 0.43 0.43 0.42 0.41
Qwen2-VL [38] 0.30 0.40 0.07 0.23 0.40 0.42 0.46 0.45 0.45 0.45 0.37 0.32 0.34 0.38
DeepSeek-VL [23] 0.27 0.40 0.11 0.09 0.33 0.46 0.49 0.46 0.41 0.43 0.41 0.34 0.34 0.36
CSD [34] 0.82 0.83 0.80 0.77 0.79 0.80 0.73 0.77 0.76 0.82 0.75 0.74 0.77 0.79
ARTSAVANT [24] 0.86 0.84 0.75 0.75 0.84 0.83 0.75 0.77 0.86 0.84 0.74 0.81 0.80 0.80

DGC 0.84 0.83 0.87 0.88 0.81 0.77 0.80 0.82 0.76 0.70 0.78 0.75 0.81 0.79
DGC w/ ArtBulb 0.85 0.85 0.87 0.86 0.88 0.89 0.87 0.88 0.87 0.88 0.83 0.83 0.86 0.88

Table 3. Ablation studies on the varying α and N̂ .

α N̂

Value 2 3 5 5 10 15

ACC 35.38 41.45 40.29 39.78 41.45 40.73
NMI 53.94 61.20 58.72 56.86 61.20 60.54
ARI 9.46 15.72 12.33 14.38 15.72 15.02

Table 4. Ablation study of hyperparameters ϵc (Consistency), ϵd
(Differentiation), and ϵa (Alignment) for result judgment.

Parameter Value Precision Recall F1-score

ϵc 0.55 0.91 0.72 0.80
0.60 0.88 0.87 0.88
0.65 0.79 0.91 0.85

ϵd 0.20 0.75 0.89 0.81
0.25 0.88 0.87 0.88
0.30 0.90 0.75 0.82

ϵa 0.45 0.83 0.88 0.85
0.50 0.88 0.87 0.88
0.55 0.89 0.82 0.85

improves explanation quality scores: Qwen2-VL’s score in-
creases from 1.80 to 3.55, and GPT-4o’s score improves
from 2.05 to 3.70, aligning with evaluator expectations.

Additionally, ArtBulb undergoes testing with 19 infring-
ing images from real legal cases. Five non-technical legal
professionals evaluate it, giving an average score of 4.50 out
of 5 across four criteria: user-friendly interface, clear lan-
guage, detailed analysis, and actionable recommendations.
Supplementary material contains further details.

4.3. Case Study
Figure 4 illustrates 4 types of copyright judgments made
by ArtBulm on different AI-artworks: one affirming copy-
right and three denying it. We observe that, unlike general-
purpose MLLMs, ArtBulm emphasizes artistic style over
mere content comparison. It effectively mimics human

judgment, providing convincing reasons for its decisions,
and adapts well to evaluating works across various styles.

4.4. Ablation Study
To validate the effectiveness of each component in ArtBulb,
we conduct ablation studies focusing on feature selection
for clustering, parameter choices in the clustering model,
and the selection of MLLMs.

Feature Selection: We compare the impact of differ-
ent features on clustering accuracy. Tests on the WikiART
dataset reveal that replacing CLIP features with BLIP-2
leads to a 1.78% drop in accuracy (ACC), while replacing
them with SigLip results in a 2.54% decrease.

Clustering Model Parameter Selection: We investigate
how different parameter settings affect clustering results.
As shown in Table 3, the WikiART tests indicate that se-
lecting an optimal number of neighbor samples enhances
clustering accuracy. We also analyze how different settings
of the hyperparameters ϵc (Consistency), ϵd (Differentia-
tion), and ϵa (Alignment) affect the ArtBulb performance.
As shown in Table 4, the optimal F1-score of 0.88 is consis-
tently achieved when ϵc = 0.60, ϵd = 0.25, and ϵa = 0.50.

MLLMs Selection: We evaluate GPT4-o, Qwen2-VL,
and DeepSeek-VL using the same prompts. On the AICD
test set, GPT4-o achieves an average accuracy of 0.86,
outperforming Qwen2-VL and DeepSeek-VL, which score
0.81 and 0.74 respectively.

5. Conclusion
This paper investigates whether AI-generated art can have a
unique style deserving of legal copyright protection. An-
alyzing legal precedents, we define three criteria for in-
dependent artistic style: consistency, uniqueness, and ac-
curacy. We introduce ArtBulb, an interpretable frame-
work for AI art copyright judgment that combines a novel
style description-based multimodal clustering method with
MLLMs. We also present AICD, the first benchmark
dataset for AI art copyright. Our work bridges the legal
and technological communities and draws attention to AI
art copyright issues.
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