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Abstract

Few-shot learning (FSL) often requires effective adaptation
of models using limited labeled data. However, most ex-
isting FSL methods rely on entangled representations, re-
quiring the model to implicitly recover the unmixing pro-
cess to obtain disentangled representations using only lim-
ited supervision, which hinders effective adaptation. Re-
cent theoretical studies show that multimodal contrastive
learning methods, such as CLIP, can disentangle latent
representations up to linear transformations. In light of
this, we propose the Causal CLIP Adapter (CCA), a novel
framework that explicitly disentangles visual features ex-
tracted from CLIP using unsupervised Independent Compo-
nent Analysis (ICA). This removes the need to learn the un-
mixing process from the labeled data, thereby reducing the
number of trainable parameters and mitigating overfitting.
Taking a step further, while ICA can obtain visual disen-
tangled representations, it may also disrupt CLIP’s intra-
and inter-modal alignment. To counteract this, CCA fur-
ther leverages CLIP’s inherent cross-modal alignment by
enhancing it in two ways: unidirectionally, through fine-
tuning a CLIP-based text classifier, and bidirectionally, via
a cross-attention mechanism that enriches visual and tex-
tual representations through mutual interaction. Both uni-
modal and cross-modal classification outputs can be effec-
tively combined linearly to improve classification accuracy.
Extensive experiments on 11 benchmark datasets demon-
strate that our method consistently outperforms state-of-
the-art approaches in terms of few-shot performance and
robustness to distributional shifts, while maintaining com-
putational efficiency. Code will be available at https :
//github.com/tianjiao—j/CCA.

1. Introduction

Conventional machine learning models typically require
large amounts of labeled data to train parameter-rich archi-
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Figure 1. In the causal generative model, we assume that images
are generated by an unknown mixing function g(-) from a set of
latent variables z1, z2,...,2y,. The outputs of the CLIP image
encoder are entangled representations where each z; is a linear
mixture of the true latent variables. Existing methods directly use
these entangled CLIP features for downstream tasks, which ne-
cessitates implicit learning of a dense weight matrix W gense that
can be regarded as the product of an unmixing matrix W nmix and
a sparse matrix ngarse. In contrast, our method first disentan-
gles the CLIP features using an unmixing matrix U obtained by
ICA, resulting in disentangled features where Z approximates z up
to permutation and scaling. These disentangled features are then
used for downstream tasks, requiring only the learning of a sparse
weight matrix Wpare.

tectures effectively and achieve strong performance. How-
ever, in many real-world applications, labeled data can be
scarce, costly, or impractical to obtain. Few-shot learn-
ing (FSL) addresses this limitation by adapting models to
new tasks with only a small number of samples, mimicking
the human ability to learn from limited data and generalize
to unseen instances [48, 52, 57]. Two primary approaches
are commonly used in FSL: meta-learning [1, 9, 55] and
transfer learning [21, 47, 60]. In meta-learning, a model is
trained using a support set to develop the ability to learn
from only a few samples, and its performance is evalu-
ated on a query set. In contrast, transfer learning leverages
pre-trained models trained on large datasets to capture rich
semantic representations and rapidly adapt to new tasks.
These pre-trained models range from smaller architectures,
such as ResNet-50 [18], to larger multi-modal frameworks












3.2. Cross-modal Alignment

To align text representations with image representations, we
fine-tune the CLIP text classifier initialized with CLIP text
features Wy € RN*C which is obtained by passing each
class label into the CLIP text encoder. This process en-
sures that the text features are more closely aligned with
the corresponding image features in the shared embedding
space. By performing this fine-tuning, we unidirectionally
align text features to image features, thereby reducing the
semantic gap between the two modalities. This alignment
improves the contextual relevance of the text features and
enables the classifier to better associate textual descriptions
with their visual counterparts, leading to enhanced predic-
tion accuracy.

To further bridge the gap between image and text rep-
resentations, we leverage CLIP’s inherent image-text align-
ment and propose fusing image and text features through
cross-attention mechanisms. Cross-attention enables the
model to capture rich contextual dependencies between the
two modalities, allowing for a bidirectional exchange of in-
formation. This results in a text classifier enriched with im-
age features and image features augmented by text features.
The hybrid features strengthen the connection between tex-
tual and visual modalities, ultimately improving the model’s
performance on downstream tasks.

Specifically, given the original CLIP visual features of
the current batch Fyuery as queries (Q) and the CLIP text
features Wy as keys (K) and values (V). We obtain a text
classifier enriched with image features by Eq. (6).

W: = (softmax (WtF(Lery ) Fquery)T ;

(6)

where Wi € REXN,

Similarly, we obtain the image features augmented by
text features using Wy as queries (Q) and Fyuery as keys
(K) and values (V)? following Eq. (7).

F*

query = softmax (F query W¢ )Wy

(7

where F{,.., € REBXC,
The logits for cross-modal alignment 1, is given by
Eq. (8).

12 = FquerthT + VFqueWW: + nF;uery

w{, ®)

where ~y and 7 are balancing factors.

3.3. Final Prediction and Fine-tuning
The final logits 1 for the query images Igery are computed

as follows.

1= all + 12. (9)

2During testing, we use Fcyche as K and V for this step.
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The proposed CCA can be fine-tuned on the few-shot
training set while freezing the CLIP encoders, which is
termed CCA-FT. It uses cross-entropy loss for image clas-
sification, and the model is updated via stochastic gradient
descent (SGD). Specifically, we initialize the cache adapter
weights W with an identity matrix and apply ¢; regulariza-
tion during training to induce sparsity in W¢. In the mean-
time, we fine-tune the CLIP text classifier initialized with
W, at a different learning rate. Fine-tuning the weights
of the cache adapter enhances the intra-modal (i.e., image-
image) alignment, which would result in more accurate sim-
ilarity estimation. Updating the weights of the CLIP text
classifier improves image-text alignment, thereby increas-
ing the prediction accuracy. For most downstream datasets,
CCA-FT only takes 20 epochs of training to achieve state-
of-the-art (SOTA) performance, indicating a superior con-
vergence speed.

4. Experiments

4.1. Implementation Details

We conducted experiments with the Causal CLIP Adapter
(CCA) and its fine-tuned version (CCA-FT) on 11 widely
used benchmark datasets covering various image classes,
including ImageNet [12], Caltech101 [13], DTD [10],
EuroSAT [19], FGVC Aircraft [37], Flowers102 [39],
Food101 [3], Oxford Pets [40], Stanford Cars [28], SUN397
[58], and UCF101 [50]. We applied CLIP’s preprocessing
methods to prepare the training and validation/testing im-
ages and used ResNet50 as the CLIP backbone unless oth-
erwise stated.

During the construction of the disentangled cache model,
we generated image features by averaging the CLIP features
of 10 augmented views for each training image. The unmix-
ing matrix U was extracted using FastICA, as implemented
in SCIKIT-LEARN [4], on a randomly sampled subset of Im-
ageNet [12], consisting of 100,000 images (100 per class).
It is calculated before training and used across all datasets.
The resulting feature dimension was set to M = 1024, un-
less otherwise stated. For experiments using different CLIP
backbones, the unmixing matrix U was calculated using
the corresponding features from the same ImageNet sub-
set, with the source dimension matching the CLIP feature
dimension, i.e., M = C. For each test image, it was first
disentangled using the pre-computed unmixing matrix U
before calculating similarities S with the disentangled cache
keys. The CLIP text classifier was initialized using the tex-
tual features of all class labels for each specific dataset that
are embedded in prompt templates designed in [62].

We evaluated CCA in both the training-free setting and
the fine-tuned setting with 1, 2, 4, 8, and 16 training sam-
ples. The CCA-FT was trained for 20 epochs for all datasets
except EuroSAT, where it was trained for 100 epochs, fol-



lowing the settings in [62]. During training, the CLIP en-
coders were kept frozen. The batch size was set to 256 for
ImageNet and 128 for the other datasets. The learning rate
for the cache adapter and CLIP text classifier was 0.001 and
0.0001, respectively, for all datasets. After training, for each
dataset except ImageNet, the balancing factor «, v, n and
the smoothness factor § were optimized on the correspond-
ing validation set using grid search.

4.2. Causal CLIP Adapter

We evaluated the performance of CCA on 11 different
downstream datasets and calculated the average classifi-
cation accuracy. We compared the performance of CCA-
FT with several state-of-the-art (SOTA) methods for CLIP-
based few-shot learning, including APE® [69], TaskRes
[59], cross-modal partial fine-tuning [30], and LP++ [20].
As shown in Fig. 3, the training-free CCA has slightly lower
average classification accuracy compared to the training-
free Tip-Adapter. This could be attributed to the misalign-
ment between disentangled image features within the same
class, resulting from the linear transformation applied by
the ICA unmixing matrix U. However, after fine-tuning
with the few-shot training samples, CCA-FT outperforms
Tip-Adapter-F on all downstream datasets and surpasses all
SOTA methods in terms of average accuracy across the 11
datasets. This suggests that disentangling the cache keys en-
hances optimization efficiency, while fine-tuning the CLIP
text classifier and feature fusion improve inter-modal align-
ment, both contributing to the observed increase in classifi-
cation accuracy.

4.3. Generalization Performance

To test our model’s out-of-distribution robustness, we
trained the CCA-FT using the ImageNet 16-shot training
set as the source dataset and evaluated its performance on
two variants of ImageNet, namely ImageNetV2 [44] and
ImageNet-Sketch [56], as the target datasets. We compared
CCA-FT’s performance with that of linear-probe CLIP
[42], CoOp [67], and Tip-Adapter. As shown in Tab. I,
disentanglement-based methods (i.e., either CCA or CCA-
FT) achieve the best performance for both the source and
the target datasets, suggesting that feature disentanglement
enhances the model’s robustness to distribution shifts.

To evaluate our model’s robustness to noise, we intro-
duced Gaussian noise with parameters ;4 = 0 and o0 = 0.2
to the test images and evaluated the performance of CCA
and CCA-FT on these noisy inputs. As presented in Tab. 2,
CCA and CCA-FT demonstrate significantly greater resis-
tance to noise compared to Tip-Adapter and Tip-Adapter-
F, respectively. Additionally, to examine the model’s re-
silience against adversarial attacks, we applied the Fast Gra-

3To ensure fair comparison, we used the prompt templates for Tip-
Adapter [62] instead of the prompt templates generated by GPT [41].
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Datasets Source  Target Datasets
ImageNet  -V2  -Sketch
Linear-probe CLIP  56.13 45.61 19.13
CoOp 62.95 55.11 3274
Tip-Adapter 61.80 5436  35.71
Tip-Adapter-F 65.45 56.85 35.00
CCA 63.00 55.39  36.60
CCA-FT 66.04 57.32 3587

Table 1. Robustness to Distributional Shifts. All the methods
were trained on 16-shot ImageNet training set. Bold numbers in-
dicate the best performance for the corresponding dataset.

Method 1-shot  2-shot 4-shot 8-shot 16-shot
Tip-Adapter 50.26  51.07 52.15 54.03 56.01
Tip-Adapter-F 52.19 5441 56.23  58.62 60.04
CCA 51.79 54.68 5642 57.36 59.23
CCA-FT 5422 5630 58.03 61.39 62.48

Table 2. Robustness to Gaussian noise. The values represent the
average classification accuracies (%) across the 11 datasets.

Method 1-shot  2-shot 4-shot 8-shot 16-shot
Tip-Adapter  18.24 18.94  20.01 21.91 25.49
Tip-Adapter-F 19.34 2150 24.23  28.50 33.21
CCA 20.14 2217 2463 2778 31.84
CCA-FT 21.44 2417 26.50  30.53 35.48

Table 3. Robustness to adversarial attack. The values represent
the average classification accuracies (%) across the 11 datasets.

dient Sign Method (FGSM) [16] with ¢ = 0.05 to the test
images and evaluated our models. The results, shown in
Tab. 3, indicate that CCA and CCA-FT are substantially
more robust to adversarial attacks than Tip-Adapter and
Tip-Adapter-F, respectively.

4.4. Computation Efficiency

To evaluate our model’s computational efficiency, we mea-
sure the 16-shot training time and performance on Im-
ageNet using various methods including zero-shot CLIP,
CoOp, and Tip-Adapter, on a single NVIDIA A100-SXM4-
40GB GPU. Adapter-based methods such as CCA and Tip-
Adapter pre-compute the CLIP textual features, whereas
CoOp requires backpropagation through CLIP text encoder
and recomputing the textual features after each gradient up-
date. As a result, our method requires significantly less
training time than CoOp, as shown in Tab. 4. Moreover,
CCA achieves a greater performance improvement than
CoOp without any training. CCA-FT outperforms Tip-
Adapter-F with the same number of training epochs and a
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