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Abstract

Understanding the 3D geometry of transparent objects from
RGB images is challenging due to their inherent physical
properties, such as reflection and refraction. To address
these difficulties, especially in scenarios with sparse views
and dynamic environments, we introduce TRAN-D, a novel
2D Gaussian Splatting-based depth reconstruction method
for transparent objects. Our key insight lies in separating
transparent objects from the background, enabling focused
optimization of Gaussians corresponding to the object. We
mitigate artifacts with an object-aware loss that places
Gaussians in obscured regions, ensuring coverage of invisi-
ble surfaces while reducing overfitting. Furthermore, we in-
corporate a physics-based simulation that refines the recon-
struction in just a few seconds, effectively handling object
removal and chain-reaction movement of remaining objects
without the need for rescanning. TRAN-D is evaluated on
both synthetic and real-world sequences, and it consistently
demonstrated robust improvements over existing GS-based
state-of-the-art methods. In comparison with baselines,
TRAN-D reduces the mean absolute error by over 39% for
the synthetic TRansPose sequences. Furthermore, despite
being updated using only one image, TRAN-D reaches a
δ < 2.5 cm accuracy of 48.46%, over 1.5 times that of
baselines, which uses six images. Code and more results are
available at https://jeongyun0609.github.io/TRAN-D/.

1. Introduction
Transparent objects present unique challenges in computer
vision due to their complex transmission, reflection, and
refraction properties. Due to this difficulty, the 3D geom-
etry of transparent objects has been underexplored, while
most existing works on transparent objects handle 2D prob-
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Figure 1. TRAN-D optimizes 2D Gaussians with object-aware 3D
loss in sparse-view settings and refines their placement through
physics simulation. Compared to baselines such as InstantSplat
[6], our approach achieves more accurate depth reconstruction.

lems of segmentation [23, 40] and detection [13, 22]. In
particular, reliable depth reconstruction for transparent ob-
jects remains an ill-posed problem, posing challenges for
both conventional Time-of-Flight (ToF) sensors and recent
neural rendering methods. With the recent advent of vol-
umetric neural rendering techniques like Neural Radiance
Fields (NeRF) [24] and Gaussian Splatting (GS) [14], re-
searchers have started exploring 3D dense depth reconstruc-
tion for transparent objects.

To address the depth reconstruction problem for trans-
parent objects, methods leveraging NeRF [5, 12, 15, 36]
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and GS [17] have been proposed. However, these methods
require extensive training times and dense view inputs. Fur-
thermore, they struggle with object dynamics; when objects
move, the entire scene must be rescanned, making dense
depth reconstruction highly time-consuming.

Recent advances in sparse-view Novel View Synthesis
(NVS) [6, 10, 34, 43] have significantly reduced training
times and alleviated the need for dense views by leveraging
3D foundation models [20, 38] or depth estimation mod-
els [29]. However, these methods still face challenges when
applied to transparent objects. Due to generalization bias in
foundation models, they often misinterpret the boundaries
between transparent objects and backgrounds, which leads
to inaccuracies in depth reconstruction.

In this work, we propose TRAN-D, a physics
simulation-aided sparse-view 2D Gaussian Splat-
ting (2DGS) method for TRANsparent object Depth
reconstruction. Unlike existing approaches that struggle
with view sparsity and object dynamics, TRAN-D builds
upon a 2D Gaussian framework that effectively captures
objects’ geometric characteristics, ensuring accurate depth
reconstruction, as shown in Fig. 1.

A key component of TRAN-D is the use of
segmentation-mask obtained through a Grounded SAM
[30] fine-tuned for transparent objects. By jointly splatting
these features along with RGB values, TRAN-D focuses
optimization on object regions while suppressing back-
ground interference, leading to more robust and precise
depth reconstruction. Additionally, we introduce an object-
aware 3D loss that optimizes Gaussian placement even
in obscured regions, reducing overfitting and improving
reconstruction quality. Furthermore, when objects are
removed, a physics-based simulation updates the scene
representation by relocating object-specific 2D Gaussians
and refining the reconstruction from a single post-change
image. This process enables seamless object removal and
precise adaptation of the remaining scene, addressing the
challenges posed by transparent object dynamics.

• Segmentation-Based Transparent Object Splatting:
2D Gaussian optimization is enhanced by isolating trans-
parent objects with segmentation masks, reducing back-
ground interference, and improving depth reconstruction
accuracy. This focus on object-aware splatting boosts pre-
cision and streamlines the overall reconstruction process.

• Object-Aware 3D Loss for Obscured Coverage:
Object-aware 3D loss that strategically positions Gaus-
sians in obscured regions is introduced. By ensuring a
more uniform surface representation, this loss reduces
overfitting, curtails the number of Gaussians required, and
maintains reconstruction quality.

• Physics Simulation for Object Dynamics: Physics-
based simulation is incorporated to handle interaction oc-
curring from object dynamics efficiently. By predicting

object movements, we seamlessly adjust the 2D Gaussian
representation, using minimal computational resources
while preserving depth accuracy.

2. Related works
2.1. Sparse-view Novel View Synthesis for GS
Sparse-view NVS is a critical challenge in 3D reconstruc-
tion, aiming to reduce the number of input views from
dozens to just a few. In the context of GS, existing meth-
ods address this challenge by distilling additional informa-
tion into the 2D/3D Gaussians or proposing techniques for
efficient optimization. Existing methods rely on pre-trained
backbones [2, 39], leverage 3D foundation models [6, 35],
or use depth priors from monocular depth estimation mod-
els [10, 21, 41, 44]. However, they often fail to provide ac-
curate results for transparent objects, and pre-trained mod-
els can encounter domain gaps with the available train-
ing data, leading to suboptimal performance. In contrast,
TRAN-D avoids the reliance on additional networks by in-
troducing object-aware loss, improving performance specif-
ically for transparent object depth reconstruction.

2.2. Object Reconstruction Using 2D/3D GS
Recent advancements in GS have driven progress in ob-
ject reconstruction. In this line of study, 3D Gaussian Splat-
ting (3DGS) has been widely employed to represent object
geometry, leveraging surface properties (e.g., normals) to
model object surfaces [7, 37]. However, 3D Gaussians are
better suited for volumetric representation, and their multi-
view inconsistent nature makes them less effective for ac-
curate surface modeling.

In contrast, 2DGS [9] has proven to be better suited for
surface modeling, as it directly splats onto the object’s sur-
face, providing more accurate and view-consistent geome-
try [9]. By collapsing the 3D volume into 2D oriented pla-
nar Gaussian disks, 2D Gaussians offer a more geometri-
cally faithful representation of object surfaces, enhancing
the accuracy of the reconstruction. In [31], a method is in-
troduced where segmentation masks are used along with a
background loss to better delineate the object. We take this
finding further by incorporating object-specific information
directly during the optimization process. By splatting seg-
mentation masks and object index one-hot matrices along-
side the 2D Gaussians, we not only separate objects from
the background but also ensure clear delineation between
multiple objects within a scene.

2.3. Transparent Object Depth Reconstruction
Recent efforts in transparent object depth reconstruction
have predominantly followed two streams, NeRF and GS.
NeRF-based methods [12, 15, 19] aim to model the scene’s
radiance field. While being effective, these approaches gen-
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Figure 2. Overview of TRAN-D. First, transparent objects are segmented from sparse views (Section 3.1). Then, with 2D Gaussians
randomly initialized, the process advances through differentiable tile rasterization leveraging segmentation data from the segmentation
module and an object-aware 3D Loss to produce a reliable, fully reconstructed object surface (Section 3.2). Finally, the scene is updated
via physics-based simulation for object removal and movement (Section 3.3).

Figure 3. Segmentation and depth rendering result for cluttered
scene with both transparent and opaque unseen objects. Upper ob-
jects (5 & 6) topple after removing the lower four.

erally require a large number of training images and suffer
from slow training speeds. In particular, Residual-NeRF [5]
critically depends on the presence of a background image,
which can be a significant limitation in many applications.

GS-based methods have also been applied to transparent-
object reconstruction. TranSplat [17] uses diffusion to gen-
erate rich surface features, and TransparentGS [11] models
reflection and refraction via separate BSDFs. While both
capture fine surface details, their optimization requires more
time, and neither addresses the core limitations of the need
for dense multi-view inputs.

3. Methods
As illustrated in Fig. 2, TRAN-D consists of three modules.
First, the segmentation module leverages Grounded SAM
trained with category-specific prompting strategy to iso-
late transparent object instances. Second, the object-aware
2DGS module employs a novel object-aware loss to pro-
duce dense and artifact-free reconstructions. Finally, the
scene update module uses physics simulation to predict and
refine the reconstruction when objects are removed.

3.1. Transparent Object Segmentation
Existing segmentation models have difficulty handling clut-
tered scenes with transparent objects due to occlusions, un-

derscoring the need for specialized training. To overcome
this limitation, we fine-tune Grounded SAM [30] by in-
corporating text prompts alongside image inputs for trans-
parent object segmentation. Inspired by the object-specific
prompts used in DreamBooth [32] and GaussianObject
[42], we integrate similar prompt into training, detailed fur-
ther in Appendix A. Since the purpose of segmentation in
this work is to assist the 2DGS in recognizing transparent
objects, we do not require distinct object classes. Instead, all
transparent objects are treated as a single category and as-
signed a unique identifier as a category-specific prompt. As
a result, it ensures consistent instance segmentation masks
across multiple views as shown in Fig. 3 and Appendix B.

3.2. Object-aware 2D Gaussian Splatting
In scenes with transparent objects, structure-from-motion
(SFM) methods [33] often fail to recover reliable points,
causing to reconstruction collapse due to poor initialization.
This issue also affects 3D foundation models, as seen in
InstantSplat [6]. To overcome this issue, we initialized 2D
Gaussians from random points and incorporated additional
guidance to enable robust optimization in scenes with trans-
parent objects. Specifically, we render and compare a com-
bination of RGB images, instance segmentation masks, and
object index one-hot vectors in the 2DGS process.

In addition, we introduce an object-aware 3D loss to im-
prove optimization as shown in Fig. 4. This loss is cal-
culated based on 3D distances both intra-group and inter-
group among the 2D Gaussians, effectively regularizing
their positions. By employing a hierarchical design that is
robust to optimization progress with varying numbers of
Gaussians, points can be placed even in fully obscured re-
gions, resulting in a denser and more uniform distribution
across the entire object surface.

3.2.1. Segmentation Mask Rendering
Let M ∈ R3×H×W be a colorized segmentation mask for
a single view as shown in Fig. 3, where each pixel encodes
the segmented object in RGB. Each Gaussian Gi is assigned
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a corresponding color vector mi ∈ R3 representing its as-
sociated object. When projecting onto the image plane, the
rendered mask m(x) is computed by accumulating each
Gaussian’s contribution using the modified Gaussian func-
tion Ĝi(u(x)) as:

  m(x) = \sum _{i=1} m_i \alpha _i \hat {\mathcal {G}}_i(u(x)) \prod _{j=1}^{i-1} (1 - \alpha _j \hat {\mathcal {G}}_j(u(x))), 









 
 (1)

where α is opacity and Ĝ(u(x)) is the modified Gaussian
function from 2DGS [31]. In addition to color rendering, an
object segmentation mask is also rendered, and the Gaus-
sians’ object color vectors are optimized with the rendered
and ground-truth masks. This prevents the opacity of Gaus-
sians representing transparent objects from collapsing to
zero during training, allowing 2DGS to accurately represent
them.

3.2.2. Object Index One-Hot Vector Rendering
For scenes with multiple transparent objects, we keep an ob-
ject index one-hot vector oi ∈ RN+1 for each pixel, where
N represents the number of objects, and the extra dimension
accounts for the background. Analogous to the segmenta-
tion mask, we associate each Gaussian Gi with oi, indicat-
ing the object it belongs to. The rendering equation for the
one-hot vector is given by:

  \hat {\mathbf {o}}(x) \;=\; \sum _{i} \mathbf {o}_i \,\alpha _i \hat {\mathcal {G}}_j(u(x))\prod _{j=1}^{i-1} \left (1 - \alpha _j \hat {\mathcal {G}}_j(u(x))\right ). 











 




 (2)

The Gaussian-splatted one-hot features Ô are unbounded
by default. To constrain these outputs and ensure valid ob-
ject index predictions, we apply a softmax activation to each
channel for normalization across the object index channels.
We then compute a dice loss Lone-hot [25] between Ô(x)
and the one-hot labels O(x) from Grounded SAM.

3.2.3. Object-aware Loss for Obscured Regions
In cluttered scenes with limited viewpoints, occlusions of-
ten create obscured regions that are not visible from any
view, resulting in very weak gradients from rendering.
Therefore, relying solely on view-space position gradients
can lead to poorly optimized Gaussians. To address this,
we introduce an object-aware loss that generates gradients
for obscured Gaussians, guiding the optimization process to
make complete surface of the object.

We begin by selecting  n_g  the most distant 2D Gaus-
sians for each object—identified via our object index splat-
ting—which serve as center Gaussian of the group. Each
group is formed by including its  n_n  nearest-neighbor 2D
Gaussians belonging to the same object. First, we enforce
uniform spacing among the group center Gaussian’s mean
( c_i ) themselves. For each  c_i , we compute the minimal dis-
tance to all other  c_j  :

  d_i = \min _{j \in [1,n_{g}], j \neq i} \| c_j - c_i \|,  
 

   (3)

Figure 4. Comparison of 2D Gaussian means at without (top left)
and with (top right) our object-aware 3D loss, showing denser cov-
erage in obscured regions. The bottom workflow demonstrates a
repeated process of sampling the farthest points, finding their near-
est neighbors, and computing a 3D loss.

and define the distance variance loss as:

  \mathcal {L}_{\text {d}} = \operatorname {Var}\left (d_1, d_2, \ldots , d_{n_g}\right ).  

     


 (4)

This loss helps to anchor Gaussians to the surface of
the object, particularly in regions that are obscured. In re-
gions directly visible from the view, 2D Gaussians settle
onto the surface like a covering layer, and barely move due
to their confident positioning. In contrast, for obscured re-
gions, Gaussians can be located anywhere within the large
volume, since the loss does not reflect changes in their po-
sitions. Therefore, di values from visible regions remain al-
most unchanged while others from obscured regions vary
considerably. By using their variance as a loss, we encour-
age the larger, fluctuating distances to approach the sta-
ble ones. Ultimately, the centers shift to form appropriately
convex surfaces in these obscured regions, a far more reli-
able and realistic outcome than having them drift too far or
become floaters.

Next, for each group  G_{i}   (1 \le i \le n_g)     , we compute
the sum of distance  S_{i}  between  c_i  and  n_n  nearest neighbor
Gaussians’ mean:

  S_i = \sum _{x \in \mathrm {NN}(c_i)} \| x - c_i \|. 




   (5)

To address sparsity in obscured regions we encourage
these sums to remain uniform. By promoting consistent lo-
cal density, TRAN-D can densify the representation in less
visible areas of the object. Consequently, previously uncov-
ered areas arising from sparse-view constraints can still at-
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tract sufficient Gaussians, ensuring a denser and more ro-
bust reconstruction of the entire surface. We formulate this
criterion as:

  \mathcal {L}_{\text {S}} = \operatorname {Var}\left (S_1, S_2, \ldots , S_{n_g}\right ).  

     


 (6)

To optimize the placement of Gaussians effectively across
the entire process, we implement a three-level hierarchical
grouping strategy. In the beginning, only a small number
of Gaussians exist for each object because the optimization
begins from random points and simultaneously learns the
object’s one-hot index. At this early phase, using too many
groups can cause overlapping neighborhoods that reduce ef-
ficiency. Later, as more Gaussians appear for each object,
having too few groups diminishes the advantage of group-
ing. Therefore, we employ three different ( n_g  ,  n_n ) configu-
rations, ensuring that the loss function remains both mean-
ingful and effective throughout all stages of optimization.

The overall object-aware 3D loss is obtained by aggre-
gating the losses from each object at each hierarchical level:

  \mathcal {L}_{\text {obj}} = \sum _{l=1}^{3}\sum _{o=1}^{N}(a_{\text {S}}\mathcal {L}_{\text {S}} + a_{\text {d}}\mathcal {L}_{\text {d}}). 







   (7)

The final optimize loss function is given by:

  \mathcal {L} =\; & a_{\text {color}}\,\mathcal {L}_{\text {c}} + a_{\text {mask}}\,\mathcal {L}_{\text {m}} + a_{\text {one-hot}}\,\mathcal {L}_{\text {one-hot}} + \mathcal {L}_{\text {obj}},            (8)

where \protect \mathcal  {L}_{\text {c}} is the RGB reconstruction loss, combining L1 loss
with the D-SSIM term as in [14]. Similarly \protect \mathcal  {L}_{\text {m}} is formu-
lated in a similar manner for segmentation mask, combin-
ing L1 loss with the D-SSIM term. We set the following
hyperparameters: acolor = 0.5, amask = 0.5, aone-hot = 1.0,
aS = 10000/3, ad = 1/3. For each level in the hierarchi-
cal grouping, we assign the pairs (16,16), (32,16), (64,32)
as the ( n_g  ,  n_n ) values.

3.3. Scene update via Physic-based Simulation

Since the proposed method has strong surface reconstruc-
tion capability that enables robust physics simulations, we
can reliably update scene dynamics, as shown in Fig. 5.

When an object is removed from the scene, we first
perform segmentation using fine-tuned Grounded SAM to
identify the object from the previous state. The correspond-
ing Gaussians are isolated using the object index one-hot
vector and subsequently removed.

Next, we render a depth map from the prior 2D Gaussian
representation to generate a mesh. This mesh is essential
for the physics simulation because it provides the necessary
surface points for accurately modeling dynamics.

The scene is then updated by simulating the effects of
object removal using the material-point method (MPM) im-
plemented in Taichi [8]. This simulation captures the chain-
reaction movement among multiple neighboring objects,

Figure 5. Overview of the scene update process using physics sim-
ulation. Starting with object Gaussians, a corresponding object
mesh is generated by rendered depth. The MPM engine exploits
mesh to simulate positional shift of objects, updating the scene
from t = 0 to t = 1. Finally, a single image is used for Gaus-
sian optimization, ensuring scene changes are accurately reflected
in the 2D Gaussian representation.

ensuring precise scene updates. Because the physics sim-
ulation does not directly yield a perfect Gaussian represen-
tation, we re-optimize the Gaussian splatting process to re-
fine the scene. Notably, during this re-optimization, we omit
the object-aware loss since it was already applied in the ini-
tial optimization to ensure that the object surfaces were ac-
curately represented. Further details can be found in Ap-
pendix A.

4. Experiments

4.1. Experimental Setup
Dataset We conducted experiments in both synthetic and
real-world environments. Since no existing benchmark
dataset includes transparent object removal sequences, we
created synthetic sequences with various backgrounds and
textures for quantitative evaluation. Using models from the
transparent object datasets, we generated 9 sequences of
unseen objects with ClearPose [1] and 10 sequences with
TRansPose [16] using BlenderProc [3]. To construct a real-
istic scene after removing objects, we applied physics-based
simulation using BlenderProc’s built-in physics engine to
refine the object poses.

For synthetic data, we captured 6 images at 60-degree
intervals along the Z-axis, and all models used these images
for optimization. For other baselines, 6 images from the post
state were used for training, while our approach utilized sin-
gle bird-eye view image. For each state, we captured images
from 30 random poses and used them as test images.

For the real-world experiments, We captured 6 real world
sequences including both seen and unseen, transparent and
opaque objects using a Franka Emika Panda arm and a
RealSense L515, recording RGB images and ground-truth
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Table 1. Depth reconstruction results for synthetic TRansPose. For each t, best results highlighted in bold; Second best in underlines.

MAE ↓ RMSE ↓ δ <0.5cm ↑ δ <1cm ↑ δ <2.5cm ↑ δ <5cm ↑ δ <10cm ↑ δ <20cm ↑
3DGS 0.0965 0.1161 4.22% 8.49% 20.68% 35.36% 57.17% 89.68%
2DGS 0.0691 0.0914 6.14% 12.96% 32.27% 51.24% 74.23% 95.12%

InstantSplat 0.1605 0.1900 1.61% 3.35% 10.22% 28.02% 52.62% 68.07%
t=0 FSGS 0.1702 0.2079 1.08% 2.13% 5.42% 10.95% 27.89% 70.90%

Feature Splatting 0.0915 0.1287 5.10% 10.20% 25.59% 44.56% 68.11% 90.68%
TranSplat 0.0632 0.0982 8.14% 16.92% 43.01% 62.85% 77.42% 93.91%

NFL 0.1932 0.2269 1.80% 3.64% 9.59% 19.63% 31.85% 50.58%
Dex-NeRF 0.4096 0.4260 0.13% 0.25% 0.65% 1.35% 2.63% 5.10%

Ours 0.0380 0.1069 13.40% 29.30% 69.11% 89.15% 95.96% 97.37%
3DGS 0.1132 0.1311 4.11% 8.26% 19.82% 30.55% 47.94% 83.34%
2DGS 0.0849 0.1083 5.14% 10.25% 25.05% 42.10% 65.82% 91.60%

InstantSplat 0.1688 0.1904 2.61% 5.12% 13.66% 32.13% 52.98% 64.78%
t=1 FSGS 0.1422 0.1672 1.89% 3.79% 9.46% 18.08% 38.95% 75.69%

Feature Splatting 0.1556 0.1988 3.27% 6.56% 16.27% 28.86% 46.64% 68.36%
TranSplat 0.0879 0.1169 6.44% 13.11% 31.62% 49.19% 67.01% 86.46%

NFL 0.2047 0.2356 1.85% 3.74% 9.57% 18.53% 34.10% 61.91%
Dex-NeRF 0.4120 0.4283 0.11% 0.22% 0.56% 1.12% 2.40% 5.43%

Ours 0.0864 0.1971 8.39% 17.50% 48.46% 77.08% 88.70% 90.76%

Table 2. Depth reconstruction results for synthetic ClearPose. For each t, best results highlighted in bold; Second best in underlines.

MAE ↓ RMSE ↓ δ <0.5cm ↑ δ <1cm ↑ δ <2.5cm ↑ δ <5cm ↑ δ <10cm ↑ δ <20cm ↑
3DGS 0.1358 0.1703 3.94% 7.84% 18.37% 30.60% 47.63% 73.56%
2DGS 0.1091 0.1452 4.91% 9.86% 24.12% 41.09% 62.20% 81.55%

InstantSplat 0.1764 0.2143 2.37% 4.81% 12.39% 25.83% 44.66% 65.63%
t=0 FSGS 0.1562 0.1768 0.77% 1.57% 4.46% 10.84% 28.83% 71.56%

Feature Splatting 0.0801 0.1046 5.19% 10.53% 25.51% 44.71% 69.28% 92.54%
TranSplat 0.0905 0.1280 6.62% 13.58% 31.95% 51.18% 68.53% 84.89%

NFL 0.1441 0.1847 2.65% 5.30% 13.34% 26.32% 45.22% 68.24%
Dex-NeRF 0.3933 0.4161 0.26% 0.53% 1.32% 2.64% 5.30% 11.74%

Ours 0.0461 0.1047 10.54% 22.42% 54.38% 76.53% 93.18% 97.67%
3DGS 0.1571 0.1890 2.92% 5.73% 12.78% 21.51% 37.56% 67.75%
2DGS 0.1263 0.1637 4.99% 9.87% 22.19% 35.44% 55.19% 77.47%

InstantSplat 0.1850 0.2230 2.52% 5.06% 12.56% 25.23% 42.16% 60.07%
t=1 FSGS 0.1452 0.1723 1.95% 3.88% 9.69% 19.83% 38.43% 73.08%

Feature Splatting 0.0995 0.1266 4.68% 9.28% 21.67% 37.17% 59.53% 86.56%
TranSplat 0.1221 0.1560 4.73% 9.50% 22.00% 36.28% 53.34% 77.42%

NFL 0.1410 0.1790 2.55% 5.16% 13.54% 27.68% 47.21% 70.33%
Dex-NeRF 0.4060 0.4310 0.25% 0.49% 1.24% 2.46% 4.83% 10.20%

Ours 0.0910 0.1899 6.87% 14.07% 36.47% 64.37% 84.02% 91.41%

poses. Although quantitative evaluation was not possible,
all baselines used nine views for both the initial and post-
change states, whereas TRAN-D required only a single
bird’s-eye view for post-change refinement.

Metric We evaluate the performance of TRAN-D using
three primary metrics: depth accuracy, training time, and the
number of Gaussians. For depth accuracy, we compare the
rendered depth against the ground truth object depth using
several evaluation metrics, including Mean Absolute Error
(MAE), Root Mean Squared Error (RMSE), and threshold
percentages at various depth thresholds ( < 0.5 cm, <1 cm,
<2.5 cm, <5 cm, <10 cm, <20 cm). All comparisons are
performed using absolute depth values, allowing for a direct
comparison of depth accuracy across methods. To gauge
TRAN-D’s efficiency, we compare both the total training
duration—including preprocessing and optimization—and
the number of Gaussians used to represent the scene. Details
of the implementation for segmentation, Gaussian optimiza-

tion, and physics simulation are provided in Appendix A.

4.2. Baselines
We compare TRAN-D with existing approaches that tar-
get scene reconstruction. These include 3D Gaussian Splat-
ting [14] and 2D Gaussian Splatting [9], which are effec-
tive for scene reconstruction but face challenges in sparse-
view settings. Additionally, we compare with Feature Splat-
ting [27], which utilizes foundation models like CLIP [28],
DINO [26], and SAM [18] for feature extraction. We also
look at methods such as InstantSplat [6] and FSGS [44],
which rely on foundation models for sparse-view optimiza-
tion. Finally, we compare TRAN-D with TransSplat [17],
Dex-NeRF [12] and NFL [19], specifically designed for
transparent object reconstruction.

For the object removal scenario, we use the Gaussian
means from t = 0 as the initial points at t = 1 to update the
scene. However, InstantSplat does not perform densifica-
tion and emphasizes rapid scene reconstruction, so even at
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Table 3. Efficiency comparison of baseline methods, using av-
erage results from 19 scenes in ClearPose and TRansPose. We
evaluate training time and the number of Gaussians, incorporating
each method’s specific preprocessing—InstantSplat’s 3D founda-
tion model initialization and feature extraction steps in TranSplat
and Feature Splatting. At t = 1, our method’s time includes
physics simulation.

Training time Gaussians
Preprocess ↓ Perform ↓ Total ↓ count ↓

3DGS - 344.1 344.1 175.2k
2DGS - 440.9 440.9 227.8k

InstantSplat 22.8 56.0 78.8 850.1k
t=0 FSGS - 1476.1 1476.1 57.8k

TranSplat 126.6 469.5 596.0 297.8k
Feature Splatting 5.9 294.2 334.6 88.5k

Ours 5.2 48.9 54.1 33.5k
3DGS - 401.3 401.3 266.1k
2DGS - 447.6 447.6 248k

InstantSplat 28.6 66.9 95.5 987.2k
t=1 FSGS - 417.0 417.0 52.3k

TranSplat 101.0 511.7 612.7 318.4k
Feature Splatting 5.8 221.3 259.8 84.5k

Ours 10.5 3.3 13.8 16k

t = 1, it reinitializes Gaussians with 3D foundation model.
Additionally, we provided the ground-truth pose and dis-
abled the pose optimization for InstantSplat.

4.3. Depth Reconstruction
Unlike other models that include the entire scene during
rendering, TRAN-D renders only the objects. As shown in
Tab. 1 and Tab. 2, TRAN-D achieves the best depth recon-
struction performance, outperforming all baselines in terms
of MAE and threshold percentage on the TRansPose and
ClearPose synthetic sequences at t = 0. This improvement
can be attributed to our approach, which removes the back-
ground and focuses on optimizing the object’s Gaussians
using segmentation masks and object index splatting, re-
sulting in enhanced depth accuracy. Even when only one
image is available for refinement at t = 1, TRAN-D main-
tains excellent performance, further highlighting the impact
of physics-based simulation in refining depth accuracy.

In contrast, models like Feature Splatting, InstantSplat,
and FSGS, which rely on foundation models, often struggle
with transparent objects. These models fail to distinguish
transparent objects from the background, leading to artifacts
in the rendered output and overall poor performance. Sim-
ilarly, TranSplat, which uses diffusion-based depth recon-
struction, also fails to remove artifacts and performs poorly
in sparse-view conditions.

From a qualitative results, as shown in Fig. 6 and Ap-
pendix C, Feature Splatting, 2DGS, and TranSplat produce
many artifacts. InstantSplat likewise faces challenges, pro-
ducing depth estimates that nearly coincide with the floor
level. In the real-world sequences, as shown in Fig. 7,
these problems persist. Compared to other models, TRAN-
D can capture even thin object parts—such as a cup’s han-
dle—demonstrating its ability to recover fine details and de-
liver accurate depth reconstruction in complex scenes.

4.4. Efficiency
As shown in Tab. 3, TranSplat suffers from long preprocess-
ing times due to the computational complexity of diffusion
model. Similarly, 3DGS, 2DGS, and FSGS also demon-
strate the common issue of extended training times inher-
ent in Gaussian Splatting. InstantSplat achieves faster train-
ing than other baselines, but its reliance on a 3D foundation
model yields an excessively large number of initial points,
leading to an overabundance of Gaussians.

In contrast, TRAN-D offers a distinct advantage in terms
of efficiency. By separating objects from the background,
the number of Gaussians used is significantly smaller com-
pared to these baseline methods. Additionally, the object-
aware loss prevents the formation of floaters and keeps the
Gaussian count minimal, preserving accurate depth recon-
struction and supporting faster optimization. At t = 0,
TRAN-D achieves results in under one minute, and at t = 1,
the scene update requires only 13.8 seconds. The reduction
in Gaussian count also leads to a decrease in optimization
time. This demonstrates the efficiency of TRAN-D in both
training time and computational cost.

4.5. Ablation study
4.5.1. Analysis on Sparse View

Table 4. Ablation study on numbers of views
3-Views 6-Views 12-Views

MAE ↓ RMSE ↓ MAE ↓ RMSE ↓ MAE ↓ RMSE ↓
InstantSplat 0.1306 0.1727 0.1682 0.2020 0.2062 0.2343

t=0 FSGS 0.1846 0.2147 0.1636 0.1931 0.1426 0.1792
Ours 0.0405 0.0968 0.0419 0.1059 0.0448 0.1154

InstantSplat 0.1539 0.1880 0.1630 0.1959 0.2033 0.2283
t=1 FSGS 0.1570 0.1862 0.1436 0.1696 0.1074 0.1466

Ours 0.0706 0.1621 0.0926 0.1637 0.0953 0.2053

To evaluate TRAN-D’s robustness to varying numbers of
training images, we conducted experiments on the synthetic
dataset using 3, 6, and 12 training views. We compared
TRAN-D against InstantSplat and FSGS, which also target
sparse-view reconstruction. Tab. 4 shows that the depth ac-
curacy of TRAN-D remains relatively stable, even as the
number of training views changes. Qualitative results can
be found in Appendix D.

4.5.2. Object-aware Loss and Physics Simulation

Table 5. Ablation study on loss

Depth accuracy Gaussians
MAE ↓ RMSE ↓ counts ↓

t=0 w/o object-aware loss 0.0447 0.1136 35983
Full model 0.0419 0.1059 33482

w/o object-aware loss 0.0932 0.2011 16835
t=1 w/o simulation 0.0891 0.1945 15976

Full model 0.0886 0.1936 15974

We conducted an ablation study to evaluate the individ-
ual contributions of our object-aware loss and physics simu-
lation. The object-aware loss is designed to guide Gaussians
toward obscured regions of the object, improving overall
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Figure 6. Depth reconstruction results of synthetic sequences. First row is t = 0, second row is t = 1.
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Figure 7. Depth reconstruction results of real-world sequences. First row is t = 0, second row is t = 1.
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Figure 8. Depth rendering results after object removal and re-
optimization. The object within the green box moves in the post-
removal state. Without simulation(center), the position of the
Gaussian does not move along the Z-axis, leading to failure in
accurate depth reconstruction. In contrast, With simulation(right),
the Gaussian position is adjusted, resulting in a more accurate and
consistent depth representation.

coverage. As shown in Tab. 5, including the object-aware
loss reduces both MAE and RMSE, and further decreases
the number of Gaussians used, indicating that the model
reconstructs more of the object’s surface with fewer but
better-optimized Gaussians.

The physics simulation influences the reconstruction at
t = 1, when transitioning from t = 0. We observe that
incorporating physics simulation further reduces both MAE
and RMSE, demonstrating its effectiveness in updating the
scene. As shown in Fig. 8, omitting physics simulation often

leads to overfitting to the training images at t = 1, causing
the object to lose its shape. By contrast, physics simulation
preserves object geometry, emphasizing its crucial role.

5. Conclusion
Although dense depth reconstruction for transparent ob-
jects has been actively studied through neural rendering
techniques, existing methods often require substantial train-
ing time, dense-view inputs, and do not account for ob-
ject dynamics. In this paper, we presented TRAN-D, a
physics simulation-aided sparse-view 2D Gaussian Splat-
ting approach combined with transparent object segmenta-
tion masks, enabling accurate depth reconstruction within a
minute. Moreover, we introduced an object-aware loss that
influences obscured regions, thereby improving depth accu-
racy while also reducing training time and the total number
of Gaussians required compared to previous methods.

Despite these advantages, TRAN-D remains heavily de-
pendent on segmentation quality. As shown in Appendix E,
tracking failures, intense lighting, or backgrounds that make
object boundaries difficult to delineate can degrade per-
formance. Additionally, TRAN-D currently handles only
partial object removal or slight movements. Future work
will focus on addressing these limitations by developing
a more robust, segmentation-independent approach capa-
ble of handling more complex dynamics and lighting envi-
ronments—extending our method’s applicability to a wider
range of real-world scenarios.
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