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Figure 1. DAViID for Learning Dynamic Affordance. Given an input 3D object (left), our method, DAViD, learns Dynamic Affordance
to model the dynamic patterns that occur during HOI (right). To build it, we present a framework to synthesize diverse 4D HOI samples

(middle) by leveraging a pre-trained video diffusion model.

Abstract

Modeling how humans interact with objects is crucial for
Al to effectively assist or mimic human behaviors. Existing
studies for learning such ability primarily focus on static
human-object interaction (HOI) patterns, such as contact
and spatial relationships, while dynamic HOI patterns, cap-
turing the movement of humans and objects over time, re-
main relatively underexplored. In this paper, we present a
novel framework for learning Dynamic Affordance across
various target object categories. To address the scarcity
of 4D HOI datasets, our method learns the 3D dynamic
affordance from synthetically generated 4D HOI samples.
Specifically, we propose a pipeline that first generates 2D
HOI videos from a given 3D target object using a pre-trained
video diffusion model, then lifts them into 3D to generate
4D HOI samples. Leveraging these synthesized 4D HOI
samples, we train DAVID, our generative 4D human-object
interaction model, which is composed of two key compo-
nents: (1) a human motion diffusion model (MDM) with
Low-Rank Adaptation (LoRA) module to fine-tune a pre-
trained MDM to learn the HOI motion concepts from limited
HOI motion samples, (2) a motion diffusion model for 4D
object poses conditioned by produced human interaction mo-
tions. Interestingly, DAVID can integrate newly learned HOI

motion concepts with pre-trained human motions to create
novel HOI motions, even for multiple HOI motion concepts,
demonstrating the advantage of our pipeline with LoRA in
integrating dynamic HOI concepts. Through extensive exper-
iments, we demonstrate that DAVID outperforms baselines
in synthesizing HOI motion.

1. Introduction

Humans effortlessly understand how to effectively use
objects to achieve their goals within a given environment.
This knowledge, known as affordance originally introduced
by Gibson [22], encapsulates a comprehensive understand-
ing of the inherent ways humans interact with objects.
Modeling these patterns is crucial for Al systems to as-
sist or mimic human behavior, leading to extensive re-
search in Al fields [1, 11-14, 17, 37, 40, 41, 54, 56, 58, 62—
66, 72, 73, 76, 79, 80, 86, 93, 98, 114, 122—124]. How-
ever, existing studies on affordance learning primarily focus
on static human-object interaction (HOI) patterns. For ex-
ample, some approaches address affordances by inferring
contact (or interaction) region between humans and objects
in 2D images [2, 50], 3D humans [91, 111], and 3D ob-
jects [110, 111]. Others [27, 38] represent affordances as
spatial distributions aggregated from static 3D HOI samples.
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While recent methods generate human motions including
HOI [46, 51, 52, 71, 105, 107, 108] and Human-Scene In-
teraction (HST) [101, 105, 113], they often focus on limited
actions such as standing, sitting, or picking, without focus-
ing on rich, dynamic nature of object-specific affordances in
human motion.

In this paper, we present a novel framework for learning
Dynamic Affordance across diverse and unbounded target
object categories, without the need for laborious 3D HOI
data capture. Our approach is motivated by the observation
that human-object interactions involve not only static prop-
erties (e.g., contact regions or grasping patterns) but also
object-specific characteristic movements over time. For in-
stance, as shown in Fig. 2, humans naturally push a shopping
cart and pull a suitcase while walking forward, yet rarely lift
their handles vertically. Existing studies, which mainly focus
on static affordance features, fail to capture these dynamic
interaction patterns. To address this, we present DAViD,
a generative motion model for modeling Dynamic Affor-
dance that learns the dynamic and object-specific 4D HOI
patterns. To handle the vast diversity of dynamic HOI pat-
terns, our method considers each object-specific 4D HOI
pattern as a distinct motion concept, adapting a pre-trained
motion diffusion model (MDM) [89] via Low-Rank Adap-
tation (LoRA) [32]. Once human motions are generated by
our MDM with LoRA, we further synthesize object motions
conditioned by human motion using a score-based diffu-
sion model, where we introduce a novel sampling technique,
named Temporal Guidance Sampling (TGS), for enhancing
motion consistency and fine details. Notably, our approach
not only models dynamic affordances from limited data but
also seamlessly blends newly learned HOI motion concepts
with those already learnt in the pre-trained model, enabling
zero-shot generalization, even across multiple HOI concepts.

To train DAVID, we also present a pipeline to synthet-
ically produce realistic 4D HOI samples for a target ob-
ject category, enabling effective model training without re-
quiring expensive real-world 3D data collection. Most ex-
isting dynamic HOI learning [34, 99, 117] or mimicking
approaches [109] rely on the 3D datasets captured in lab-
controlled environments [4, 19, 29, 33, 39, 87, 120]. This
significantly limits the opportunity to learn diverse and dis-
tinctive dynamic affordance patterns across a broader range
of object categories. Our key insight is that pre-trained video
generation models inherently capture dynamic patterns of
object usage. As shown in Fig. 2, these models already know
plausible dynamic interactions (e.g., pushing a shopping cart
or pulling a suitcase). Since it presents non-trivial challenges
to leverage the synthetic 2D videos for learning 4D dynamic
affordance, we propose a novel pipeline that synthesizes
plausible 4D HOI samples for a given 3D object mesh. We
achieve this by generating 2D videos aligned to the 3D ob-
ject, and aligning the uplifted 4D human motion sequences
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Figure 2. Dynamic Patterns in HOI. People show dynamic pat-
terns during HOI. Pre-trained video diffusion models have the
knowledge of the dynamic patterns.

with the object model, guided by synthetic video cues.

We validate the efficacy of our approach by learning Dy-
namic Affordance on 30 3D object categories, gathered
from multiple sources [4, 10, 33, 38, 61, 84, 106]. We
compare our DAViD with other HOI motion synthesis ap-
proaches [51, 52, 89] against public dataset [51], demonstrat-
ing that our model outperforms competitors in generating
HOI motion with plausible contact. We further demonstrate
the advantage of our pipeline, by generating results for a vari-
ous previously unexplored target objects, and also validating
its advantage in merging multiple HOI motion concepts with
known human motion from pre-trained MDM [89].

In summary, our main contributions are as follows: (1)
We present a generative motion model, DAViD, to learn Dy-
namic Affordance; (2) We present a pipeline to synthetically
generate diverse 4D HOI samples leveraging video diffu-
sion models; (3) We address generating various novel HOI
motions by fusing multiple, separately trained LoRAs with
known human motions from a pre-trained model. The results
and our source code are publicly available.

2. Related Work

Reasoning Visual Affordance. Affordance is a concept
defined by Gibson [22] as the set of possible interactions
that an agent can perform within an environment. As the
concept narrows to the primary agent (or humans) and the
specific interaction target (or objects), the area of learn-
ing affordance mainly focuses on HOI. Specifically, fol-
lowed by the intuition that the visual geometry of an object
is closely related to its functionality, many studies lever-
age visual cues to reason about object’s affordance. The
studies are subdivided into various areas, including affor-
dance classification [41, 58, 73, 80, 86, 93, 94], affordance
detection [1, 12, 17, 62, 64—66, 79], and affordance seg-
mentation [13, 37, 56, 76]. Such traditional studies infer
affordance for the given context (mostly provided as im-
ages), as a form of action labels [6, 31, 48], and contact (or
interaction) regions in 2D [2, 50] or 3D [91, 110]. Later
studies model static HOI patterns (e.g., contact) during in-
teractions [15, 27, 38], going beyond the understanding of
individual HOI situations. Recent studies synthesize human
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motion including HOI [52, 71, 101, 105, 107, 108, 113],
showing potential to learn dynamic HOI patterns, but they
focus on a text-driven approach, generating consistent hu-
man motions regardless of object categories (e.g., dragging a
chair, holding a backpack). In contrast, our method focuses
on learning rich, dynamic object-specific HOI patterns that
are observable in real-world HOIs.

Learning from Synthesized Data. Generative models such
as GANs [23] and diffusion models are used as a strategy to
address the problem of insufficient real-world data in many
fields. Starting from augmentation [3, 8, 30, 67, 90, 104],
synthetic datasets are widely used in vision area including
segmentation [59, 92, 119], classification [9, 57, 88], shape
reconstruction [69], and neural rendering [28, 118]. While
data synthesis is a powerful technique with broad applica-
tions, a key consideration when learning from generated data
is its reliability compared to real-world data. Recently, a
few studies in the HOI field [27, 38] leverage pre-trained
2D diffusion models to generate 2D HOI images, demon-
strating the reliability of synthetic data to learn affordance
knowledge. While following the approaches, we focus on
learning dynamic patterns during HOI rather than learning
static patterns.

Learning Concepts in Diffusion Models. Concept learn-
ing, also known as concept customization, is a strategy
for extending the space of the pre-trained model to under-
stand specific concepts (e.g., subjects, styles). Some studies
tune the embeddings [21, 96] corresponding to a given con-
cept in a pre-trained diffusion model, while others [44, 77]
tune both the model weights and embeddings together. Re-
cently, LoRA [32], originally used in large language models
(LLMs), shows impressive results in producing images well
aligned to the given concept [78], leading to an increase
of attempts [26, 81, 83] to use LoRA for concept learning.
Such concepts can be provided in various forms, including
images [24, 53, 55, 121], videos [26, 102], and audios [97].
However, concept learning in fields beyond images, video,
and audio is relatively less explored. We apply LoRA to
the human motion space of pre-trained MDM [89] to learn
the dynamic patterns displayed in HOI as a single concept,
extending the original human motion space in terms of HOL.

3. Method

Our approach aims to learn the Dynamic Affordance of a
target object from synthetically generated 2D videos, which
are produced by a video diffusion model [42]. In the first
stage, we generate diverse 4D HOI samples interacting with
a given 3D object mesh by leveraging pre-trained video mod-
els (Sec. 3.1). Then, our method models the collected 4D
HOI samples into our DAViD, which consists of (1) a mo-
tion diffusion model along with LoRA, and (2) an object
pose diffusion model. The first module synthesizes feasible
human motions for the target object, and the second module

synthesizes object motions paired with previously generated
human motion, using our novel sampling technique, Tempo-
ral Guidance Sampling (TGS) (Sec 3.2). An overview of our
method is shown in Fig. 3.

3.1. 4D HOI Sample Generation

Our pipeline begins with a 3D object mesh input, and
produces diverse 2D HOI videos showing how a person
interacts with (or uses) the target object.
2D HOI Video Synthesis. Given an input 3D object mesh,
we produce multiple 2D HOI videos capturing human-object
interactions with the object. We first render the object from
cameras with multiple viewpoints. The intrinsic parameter
is fixed to match the same perspective camera model and
parameters of the world-grounded human mesh recovery
method (GVHMR [82]) used in our later 3D lifting pro-
cess, ensuring a consistent camera setup. For the extrinsic
parameters, we consider diverse viewpoints based on the
object’s type, either ground-placed or portable objects. For
relatively stationary objects (e.g., cart), we consider horizon-
tal viewpoint variations centered on the object, while for the
portable objects (e.g., trumpet) we sample viewpoints within
a specified range from all view angles. The object type is
automatically inferred via a vision-language model [68], by
querying with the rendered image with a prompt: “Is the
object plausibly on the ground while being used?”.

Once the object is rendered from each view, we synthe-
size a realistic human naturally interacting with it using an
off-the-shelf pre-trained 2D image diffusion model [45]. Un-
like the previous similar approaches [38, 43, 112] that use
inpainting by providing a mask region to a model, we use
ControlNet [116] to synthesize the entire image, including
the human and the plausible background, by using edge cues
of rendered object [7] as the condition. Our primary objec-
tive is to synthesize both plausible human-object interaction
for the given object viewpoint and a realistic background,
which is important for estimating dynamic cues and camera
poses in a global coordinate. After synthesizing HOI images
from several views, we refine the results by filtering out low-
quality or undesirable images. The filtering process can be
performed efficiently with minimal human effort, requiring
only about three minutes per category.

Finally, we synthesize corresponding 2D HOI videos
{Va} | from each 2D HOI images {Z,}}_, by using a
pre-trained image-to-video generation model [42] with the
same text prompt used for generating images'. Notably,
our synthesized 2D HOI videos have key advantages over
in-the-wild 2D real videos in learning dynamic affordance:
(1) our HOI videos contain diverse views and interaction
scenarios for the input 3D object, (2) we have precise camera
parameters and 3D object pose information for the initial

TAs we synthesize several images at each camera view, the number of
videos N is not necessary the same as camera view number, C.
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Figure 3. Overview. Our method consists of two parts: (1) Generating 4D HOI Samples and (2) Learning Dynamic Affordance from
Generated 4D HOI Samples. First, we create 2D HOI videos, and generate 4D HOI samples with our uplifting pipeline. Then, the generated
4D HOI samples are used to train DAViD, learning the patterns of human motion and object pose.

frame of each video. These are important factors for reliable
4D HOI sample generations.
Uplifting for 4D HOI Sample Generations. For each 2D
HOI video V ?, we uplift 3D human motions and 3D object
movements to generate 4D HOI samples. Our key strategy
is to uplift each component (human, object) by finding each
motion relative to each camera, and co-locate them in the
common camera coordinate shared by both components.
For the object side, we use the Perspective-n-Points
(PnP) [20, 49] algorithm to find the relative camera pose
with respect to the given 3D object mesh. Specifically, we
aim to compute the extrinsic camera poses { R/, tg:}ff:l,
where the one for the first frame f = 1 is already known.
We first identify visible object mesh vertices {V, }yis via
raycasting [75] for the first frame f = 1, where V,, € R? is
an object vertex. The 2D projections of the visible vertices

at the first frame is denoted as {v]='},i, where v/ =! € R2.

By applying an off-the-shelf 2D video tracker [35, 36], we
obtain the corresponding 2D points v/ in the remaining
frames f > 1. As we have the correspondences between 3D
object vertices and matched 2D points for every frame, we
apply PnP [20, 49] to compute the camera poses at frame f
with respect to the object mesh in its canonical space:

(R, t]) = PP ({v] }is, { Vi uis) - (1

For the human side, we leverage world-grounded human

2we drop the video index d for simplicity.

motion recovery models, denoted as Fyman to uplift human
motions and corresponding camera motions into 3D from the
synthesized 2D HOI videos. We use GVHMR [82], except
in the cases where human translation occurs without walking
motions (e.g., riding a motorcycle). In such cases, we use
TRAM [100], as GVHMR [82] typically fails to predict
plausible camera motion under these conditions. Therefore,

Fruman(V) = {07,870/ 77 R E)}_,, @

where 8/ € R21%3 3/ ¢ R0, ¢f € SO@M3), 7/ € R?
are the predicted SMPL-X [70] parameters of human pose,
shape, root joint’s rotation, and translation for f-th frame,
respectively. The R} € SO(3), t] € R are the extrinsic
parameters of estimated camera poses. Note that all of the
parameters are defined in a world coordinate for the human
mesh space, which is different from object mesh space.
Intuitively, the human and object at time f are observed
from the same camera, and thus we can simply co-locate
them in the same space, by transferring each component to
its camera coordinate, where the camera becomes the origin:

V) =RIV] +t], 3)
T =RIV/ +t], )

where Vhf € R? is a human 3D vertex in its global coordi-

nate after applying all SMPL parameters, and f/;f and Vhf
are the human and object 3D vertices in the shared camera
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coordinate. To this end, we align the object-side cameras
to the human-side cameras, bringing cameras, humans, and
objects into a unified coordinate system of human side.
Resolving Depth-Scale Ambiguity. Although we uplift
and place human and object movements in a common 3D
space, there still exists the depth-scale ambiguity, since each
components are defined in arbitrary object scales, as shown
in depth-scale optimization part in Fig. 3. To resolve the
ambiguity, we optimize the scale of the human (s;, € R)
and object (s, € R) in the camera coordinate at the first
frame, using (1) a weak depth cue from the depth map, and
(2) a contact cue from the object movement assumption. The
objective function is defined as follows:

£tolal = )\hﬁh + Aoﬁo + )\HOIACHOI + )\colﬁcollisiona (5)

where As denote the weighting factors. The £, and £, are
the depth consistency loss for human and object, defined as:

2

Ly = Z HSth,i — Py, (6)
1EVisy
) 2
D A )
JEVis,

where Vhl and VM are the i-th human and object ver-
tices in the camera coordinate at the first frame respectively,
and P, 3p, P, 3p are the corresponding 3D points by back-
projecting 2D metric depths (computed by metric depth
model [5]) into the camera coordinate. Note that the in-
dices 7, 7 are from the set of visible vertex indices of the
human and object at the first frame.

Additionally, the loss term of the weak HOI contact cue
is defined as follows:

Laor = Do ({5 Vi, {50 Vos}) - ®)

where D, is the function to compute the average distance
of the n closest points between two points sets. Intuitively,
the cost term encourages contact between the human and
object, assuming they are in contact at the first frame. Note
that n is a hyperparameter that varies across categories. We
apply the collision term to avoid undesired penetration using
COAP [60]. The object vertices are used as query points,
reducing the collision between human and object in Leojiision-

3.2. Learning Dynamic Affordance

Based on the diverse dynamic 4D HOI samples we syn-
thesized for a target 3D object, we build a generative HOI
motion model, DAViD, to model dynamic affordance. Our
DAVID consists of two key components: (1) a generative hu-
man motion model by fine-tuning a pre-trained MDM [89]
with object-specific LoORA [32] module, and (2) a score-
based diffusion model for estimating object poses condi-

tioned by generated human poses. For the score-based diffu-
sion model, we introduce a novel inference-time sampling
technique, TGS to enhance overall quality of motion.
Human Motion Synthesis with LoRA for MDM. To cap-
ture human motion patterns interacting with a specific object,
we insert a LoRA [32] layer into a pre-trained MDM [89]
model and train it for each object category. By leveraging
LoRA [32], our model can learn previously unseen human
motion patterns with a limited amount of training samples,
keeping the original motion synthesis quality of the pre-
trained model. Interestingly, we find that merging LoRA [32]
layers trained across different object categories enables our
model to generate human motion interacting with multiple
objects in a zero-shot manner (see Fig. 5 (¢)).

For training, we extract only the human motion from our
4D HOI samples, excluding object motions. We preprocess
the motion data following HumanML3D [25], and obtain the
training data of human joints denoted as j € R¥*22%3_ The
LoRA [32] layer is then added into the multi-head attention
layer of the transformer encoder block in text-conditioned
MDM [89] as shown in Fig. 3. Our model is trained with the
following joint recovery loss function.

L(A¢) = Ej, 4lldo — Mesag(Get, 03, (9

where ¢ is the original weight of pre-trained MDM [89]
denoted as M, c is the encoded text prompt using CLIP
encoder [74], and A¢ is the weight of our LoRA [32] module
we want to obtain. For the training text prompt, we use the
category name and annotate the additional hand index (left or
right) for categories with hand-object interactions to improve
controllability. See Supp. Mat. for more details.

Object Motion Synthesis from Human Motion. After
generating plausible human motion for a given 3D object,
we synthesize a corresponding 3D object motion conditioned
on the human motion. To achieve it, we design our object
motion module with two key parts: (1) a score-based dif-
fusion model for modeling the distribution of object pose
conditioned on the corresponding 3D human pose in HOI,
(2) an inference method to estimate the final motion trajec-
tory across a sequence of frames, with a novel sampling
technique, named Temporal Guidance Sampling (TGS), for
enhancing motion consistency and fine contact details.

To train the score-based diffusion model, we first normal-
ize each frame of the generated 4D HOI sample by adjusting
the translation so that the pelvis joint aligns with the ori-
gin, and rotate the root orientation to align with z-axis of
the world coordinate. The transformations are applied to
both the human and the object. A pair of the SMPL-X [70]
body pose parameters @ € R?!1*3 and the normalized object
pose p € R? (consists of 6D rotation and 3D translation)
are used for training our diffusion model. Using the pre-
processed data samples, we train our score-based diffusion
model ¥ to output the score of the conditional object pose
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Figure 4. Qualitative Results. DAViD models the dynamic patterns of both a human and an object for various object categories. We
visualize HOI motions for various objects generated by our DAViD, where frames are visualized in temporal order.

(py) distribution for all timestep ¢:

V(p,t|0) = Vyplogp(p:]0). (10)

As demonstrated in Pascal et al. [95], the objective can be
achieved by minimizing the following loss function.

2

L =By s \O)Ep: | W(py,110) = 2 PEN (11
a(t)? |,
t
dﬂ:m{5“>, (12)
O min

where opin = 0.1, omax = 50 are hyperparameters about
noise perturbation. For the detailed structure of our score
model, we follow the architecture of GenPose [115].

Based on our conditional object pose diffusion model,
we present an inference method to estimate the entire object
motion sequence, rather than sampling object poses inde-
pendently per frame. This process is further enhanced by
our Temporal Guidance Sampling (TGS) technique, which
encourages temporal consistency and human-object contact
during inference. Specifically, we estimate the object pose
sequence over F frames p™¥" € RF*?, conditioned on the
corresponding body motion sequence 81 € RF*21%3 -
stead of relying solely on the estimated score from the model,
we introduce additional guidance term into the Probability
Flow ODE [85] as follows:

dpl:F ) )
i = —U(t)é’(t)\ll(pl'F,t‘el‘F) + VphFACTGS' (13)

The V ,1:r L1gs is the gradient of the object pose at time step

t on the following TGS loss, L1gs:

ETGS (PI:F) = )\sﬁsmooth + Acﬁcontacn (14)

. . 1112
Esmooth(pllF) = szF - pl.F 1||27 (15)
‘Ccomact(pltF) = Dchamfer (Vh7 Vo(ple)) ) (16)

where Lmootn €ncourages temporal consistency between con-
secutive frames. The Lonwer €ncourages proximity between
human and object vertices, measured by the Chamfer Dis-
tance Depamfer between the human vertices V), and object
vertices V, positioned by the current pose p':¥'. In practice,
we use a certain threshold to focus on nearby points only
when computing the Chamfer Distance. We utilize RK45
ODE solver [18] to solve the ODE trajectory.

4. Experiments

In this section, we conduct experiments to evaluate our
method. In Section 4.3, we show 4D HOI motions generated
by DAVID for various objects, demonstrating the efficacy of
DAVID in learning dynamic HOI patterns. In Section 4.4,
we conduct a quantitative comparison with other baselines
and a quantitative ablation study on our design choices.

4.1. Datasets

For qualitative evaluation, we consider 30 input 3D object
meshes from various sources, obtained from BEHAVE [4],
InterCap [33], ShapeNet [10, 61], SAPIEN [106], FullBody-
Manipulation Dataset [51], and SketchFab [84]. For quantita-
tive evaluation, we use FullBodyManipulation Dataset [51],
which consists of the motion of both humans and objects.
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4.2. Baselines and Metric

Even though our goal is to learn dynamic HOI patterns for
various objects, which is slightly different from typical text-
driven HOI motion synthesis [16, 71, 103, 107, 108, 113],
we conduct quantitative comparisons on existing datasets
for evaluation. Specifically, we compare DAViD against
OMOMO [51] and CHOIS [52] on FullBodyManipulation
Dataset [51], which provide available code and evaluate the
quality of HOI, unlike other stuides [16, 71, 103] that focus
on evaluating human quality solely. However, OMOMO [51]
and CHOIS [52] generate human motion conditioned on
object motion (or waypoints), making a direct comparison
with ours challenging. To address this, we compare the
HOI motion generated by baselines using object motion (or
waypoints) condition with the HOI motion generated by
DAViD using human motion condition. Each condition is
extracted from the test dataset of FullBodyManipulation [51],
enabling a comparison with the ground truth. Due to the
different conditions, we compare only the quality of HOI
for the fairness, specifically the precision, recall, and F1
score of the contact, following baselines [51, 52]. As DAViD
performs modeling of object poses during interaction, we
evaluate by cropping each test dataset sequence from the
start of the interaction (contact start) to the end (contact end).
Additionally, to assess the human motion quality, we report
the Foot Sliding (FS) and foot height (in centimeters) of
the human motion generated from DAViD and the baselines,
both trained on FullBodyManipulation Dataset [51].

4.3. Qualitative Results

4D HOI Generation for Various Objects. Different from
previous studies, we leverage the pre-trained video diffusion
model, which allows to learn dynamic patterns of HOI for
unbounded object categories. Fig. 4 visualizes the HOI mo-
tion for various objects generated by DAViD. The frames
are visualized in temporal order. The results show that our
method effectively models the dynamic patterns in HOISs.
In Fig. 4 (a), Fig. 4 (b), Fig. 4 (c) we observe that the hu-
man motion and the relative position of the object are well
modeled in relatively static scenarios. In cases with more
dynamic human motion, we find that various interaction
patterns, including pulling—Fig. 4 (d), pushing—Fig. 4 (h),
lifting—Fig. 4 (g), and holding—Fig. 4 (f) are well aligned
with the typical use of objects of humans. Also, we can
observe that our method can effectively capture complex hu-
man motions and their corresponding object motions, such
as back and forth movement, as shown in Fig. 4 (e) and
Fig. 4 (j). Importantly, unlike previous studies where motion
translation typically resulted from walking, we observe that
our model effectively captures cases of translation changes
without foot movement, as shown in Fig. 4 (i).

Combining Multiple HOI Concepts. As we model dy-
namic patterns of human motion using LoRA [32] on a pre-
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Figure 6. Ablation on Temporal Guidance Sampling. Our guid-

ance during the inference stage reduces object jitter and non-contact
interactions, enabling the generation of plausible HOI motion.

Magnified Region

trained MDM [89], the existing knowledge of MDM [89]
can be combined with the newly learned concepts of HOI.
Fig. 5 (a) and Fig. 5 (b) show the novel HOI motion gener-
ated by combining the pre-trained MDM’s previously known
jumping and walking concepts with the newly learned HOI
concept; umbrella, and coffee. By simply adding LoRA
tags along with the text prompt, we can combine the newly
learned HOI concept with the existing motions known by
pre-trained MDM to create a novel human motion. The
corresponding object motion is then generated based on the
human motion, forming the novel HOI motion.

This approach goes beyond combining a single HOI mo-
tion concept as shown in Fig. 5 (c), and allows to combine
multiple HOI motion concepts which share a similar body
structure. We merge two separately trained LoRA (suitcase,
umbrella) parameters into the original network by a weighted
summation, combining the two concepts into a single net-
work. The object motions are then generated similarly based
on the human motion.

Ablation on Temporal Guidance Sampling. To verify the
efficacy of our TGS, we conduct an ablation study. Fig. 6
shows six continuous frames of HOI motion with a suit-
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Methods Cpree T Cre T FlScoret FS|  Hged
CHOIS [52] 0.760  0.221 0.330 0472  3.47
DAViDuw/o contact guidance ~ 0.848  0.389 0.524

DAViDgu 0.850 0.517 0.634 0.234 230
OMOMO [51] 0.830 0.434 0.552 0.255 2.58
DAViDyo contact guidance ~~ 0.891  0.350 0.490

DAViDgyy 0.867  0.488 0.616 0.247  2.35
MDM [89] N/A N/A N/A 0260 2.48

Table 1. Quantitative Results. We evaluate the quality of gener-
ated HOI motion against FullBodyManipulation Dataset.

Methods Jitter — Methods FID |  Diversity —
DAViD 30.9 DAViD 1.30 8.90
DAViD\o smoothness guidance ~ 2-95 X 103 DAViDy/o LorA 2.93 8.59
FullBodyManip DB [51] 10.7 Real [25] 0.00160 9.48

Table 2. Quantitative Ablation. Our smoothness guidance reduces
the jitter level of the object motion (left), and our LORA module
better preserves the pre-trained MDM knowledge (right).

case, along with an overlay of objects in the subsequent two
frames and a magnified view of the hand-object interaction.
Without smoothness guidance, object poses are indepen-
dently sampled for the human pose, causing motion jitters
between adjacent frames and reducing the plausibility of the
motion. Additionally, without contact guidance, fine details
such as hand contact are lacking, resulting in floating objects.
This shows the importance of TGS as it finds a path that
continuously connects plausible object poses for each frame,
creating a motion that is frame-wise plausible, temporally
smooth, and contacted during interaction.

4.4. Quantitative Results

Comparison with Baselines. To verify the efficacy of
our model, we compare DAViD against OMOMO [51] and
CHOIS [52] on the FullBodyManipulation Dataset [51].
Specifically, we measure the performance of DAViID on
each of the test datasets of the FullBodyManipulation [51],
selected from baselines. For the metrics about HOI qual-
ity, hand contact is considered when the average distance
between the 25 hand joints of SMPL-X [70] and the ob-
ject vertices is smaller than a threshold, 0.05. As shown
in Tab. 1, DAVID outperforms the baselines for all contact
metrics. This shows that DAViD generates plausible HOI mo-
tion, demonstrating the efficacy of our approach in modeling
the object pose distribution from the human pose, and sam-
pling object motion using TGS. Additionally, we report FS
and foot height of the human motions generated by DAViD,
where we generate the same number of samples as in the test
dataset. We demonstrate that DAViD generates more natural
human motions compared to the baselines, with lower FS
and foot height, as shown in Tab. 1.

Ablation Study. We conduct a quantitative ablation study
on our key design choices, TGS and LoRA [32]. As shown
in Tab. 1, we find that our contact guidance in TGS is cru-

cial for expressing detailed hand contact in HOI motions.
Note that this is not obvious, as contact guidance automat-
ically detects potential contact region and guides them to
get closer, and not provide information on where the contact
should occur. The result shows that the contact guidance
in TGS performs fine refinement of object motion within a
learned distribution. We also perform an ablation study on
our smoothness guidance in TGS by generating object mo-
tion using human motion from FullBodyManipulation [51]
and measure the jitter. We define jitter following MocapEv-
ery [47] and compute it for object translation. As shown in
Tab. 2 (left), our smoothness guidance in TGS significantly
reduces the object jitter that occurs when sampling object
poses frame-wise, bringing it to a level similar to the jitter
found in real-world capture data.

We conduct an ablation study on LoRA to verify its abil-
ity to maintain the pre-trained model’s knowledge while
extending the model’s space. We train both models for 1000
epochs on the FullBodyManipulation dataset [51] and com-
pare the FID and diversity on HumanML3D dataset [25]
(which MDM is trained on) for text-conditioned motion gen-
eration. As shown in Tab. 2 (right), LORA enables the model
to learn new concepts without significantly altering the mo-
tion distribution of the pre-trained model. We demonstrate
that our design, which adds LoRA to MDM is important
to preserve the knowledge of pre-trained model, allowing
to combine various HOI concepts with pre-trained human
motion.

5. Discussion

In this paper, we present DAViD, a method to learn Dy-
namic Affordance, addressing both static patterns (e.g., con-
tact, spatial relation) and dynamic motion patterns in HOIs.
While obtaining a 4D HOI dataset including diverse objects
is challenging, we observe that the video diffusion model
has prior knowledge of the dynamic patterns for general
objects. Compared to learning affordance from videos gen-
erated from text-to-video models, our pipeline, which first
renders the 3D object to generate HOI images and then
uses an image-to-video model, has the advantage of lifting
affordances in video into 3D space. Using the 4D HOI sam-
ples generated through our lifting pipeline, we train DAViD,
which consists of (1) the LoORA module of MDM for learn-
ing human motion patterns and (2) an object pose diffusion
model with human pose condition. We qualitatively show
that the 4D HOI samples generated by DAViD effectively
model the dynamic pattern of human pose and corresponding
object pose during HOIs. Quantitative results show that our
DAViD models human motion and interactions that are more
similar to real-world HOI than the baseline. In addition, we
demonstrate the advantage of using LoRA to model the dy-
namic patterns of using specific objects by generating HOI
motion that includes multi-object interactions.
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