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Figure 1. DrUM personalizes synthesis results on popular foundation T2I models without fine-tuning by incorporating open-source text
encoders. It integrates key preference information such as style, texture within the latent space, effectively satisfying individual demands.
(a) Conceptual illustration of our methodology. (b) Personalized results using multiple prompts on Stable Diffusion V3.

Abstract

Personalized generation in T2I diffusion models aims to
naturally incorporate individual user preferences into the
generation process with minimal user intervention. How-
ever, existing studies primarily rely on prompt-level mod-
eling with large-scale models, often leading to inaccurate
personalization due to the limited input token capacity of
T21 diffusion models. To address these limitations, we pro-
pose DrUM, a novel method that integrates user profiling
with a transformer-based adapter to enable personalized
generation through condition-level modeling in the latent
space. DrUM demonstrates strong performance on large-
scale datasets and seamlessly integrates with open-source
text encoders, making it compatible with widely used foun-
dation T2I models without requiring additional fine-tuning.

1. Introduction

Recently, various techniques in text-to-image (T2I) diffu-
sion models, such as fine-tuning, additional conditioning,
editing, and guidance, have been developed. These ap-
proaches enable users to exert more direct control over
the generation process beyond prompt engineering, allow-
ing for greater alignment with their intended outcomes [9].
However, they often require substantial computational re-
sources and iterative refinements before achieving results
that accurately reflect user preferences [22, 28].
Personalized generation presents a promising solution to
these limitations by directly integrating individual prefer-
ences into the generation process [4, 22, 25, 28, 31]. In
this context, many studies have employed large language
models (LLMs) and multimodal models to generate person-
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alized inputs for T2I models [4, 22, 25, 31]. However, these
approaches primarily rely on prompt-level modeling, which
is restricted by the limited input length and the constrained
references imposed by the token capacity of text encoders.
Furthermore, the dependence on large-scale models results
in significant computational costs. To enable personalized
generation with minimal user intervention while effectively
addressing individual needs, the following challenges must
be addressed: (i) accurately identifying individual prefer-
ences, (ii) overcoming the constraints of prompt-level mod-
eling, and (iii) precisely incorporating user preferences into
the generation process.

To address these challenges, we propose DrUM (Draw
Your Mind), a novel approach to achieve all the core re-
quirements for personalized generation. The DrUM first
constructs a user profile by applying coreset sampling (Sec-
tion 4.2) to extract key information from the user’s history.
It then employs a transformer-based adapter for condition-
level modeling (Section 4.3), enabling the integration of
diverse user preferences into a personalized T2I model in-
put within the latent space. Additionally, DrUM leverages
a guidance mechanism (Section 4.4) within the adapter to
precisely capture detailed user profiles while maintaining
minimal structural complexity, offering flexible control over
preference intensity and personalization degree. Notably,
it seamlessly incorporates with open-source text encoders,
such as OpenCLIP [5] and Google T5 [17], making it com-
patible with widely used foundation T2I models, includ-
ing Stable Diffusion V1/V2/XL/V3 [7, 16, 19] and FLUX,
without requiring additional fine-tuning.

The main contributions of this study are as follows:

e We introduce DrUM, the first de facto approach to per-
sonalized generation via condition-level modeling in T2I
diffusion models.

* DrUM effectively integrates individual preferences into
high-quality personalized synthesis results by consider-
ing both preference intensity and personalization degree,
overcoming the limitations of prompt-level modeling.

e DrUM achieves superior performance while preserving
creativity and diversity across various foundation T2I
models, all without requiring additional fine-tuning.

2. Related works

We review existing studies on T2I diffusion models and per-
sonalized generation.

2.1. Text-to-image diffusion models

T2I diffusion models primarily generate realistic images
by using text prompts as input. GLIDE [14] was the first
study to produce high-dimensional pixel-level images from
text by employing classifier-free guidance [8]. DALL-E 2
[18] adopted the OpenCLIP text encoder to generate im-
ages that accurately reflect user inputs. Imagen [21] uti-

lized a hierarchical structure and the Google TS5 encoder
to create high-quality images that fully capture textual se-
mantics. Stable Diffusion [19] introduced the latent diffu-
sion model (LDM), a standard T2I architecture that lever-
ages the OpenCLIP text encoder to perform diffusion in a
lower-dimensional latent space. The most widely adopted
T2I diffusion architectures are based on LDM with open-
source text encoders to achieve precise generative capabil-
ities. These models have significantly enhanced users’ cre-
ative activities, and various methods have been explored to
meet the increasing and diverse demands of users.

Fine-tuning methods like DreamBooth [20] effectively
reflect input images as a special token within personalized
diffusion models. However, they still require substantial re-
sources for additional training and rely on well-designed
prompts to achieve satisfactory results. Additional condi-
tion methods like ControlNet [34] allows users to directly
control desired composition through additional inputs, but
they struggle to fully capture semantic information such as
style and texture. Editing methods like InstructPix2Pix [2]
enable precise edits but often demand additional inputs or
manual adjustments to produce the desired outcomes. Guid-
ance methods like StyleDiffusion [29] generate results em-
phasizing specific attributes but require expert user inter-
vention for fine adjustments. In general, when users aim
for precise results with T2I diffusion models, a higher level
of expertise and significant time investment are required.
Moreover, the process may require additional input data or
high-performance hardware [9].

2.2. Personalized generation

Personalized generation aims to naturally incorporate in-
dividual user preferences into the generative process, pro-
viding highly satisfactory results with minimal user inter-
vention. This approach has demonstrated its effectiveness
across various domains, including fashion [30, 33], music
[6, 15], modeling [3, 13], and advertising [27, 32], and re-
cent attempts have extended to diffusion models.

Fabric [28] utilizes attention-level guidance during the
self-attention process of Stable Diffusion V1/V2 to reflect
key image-level features, but it can only consider a single
positive/negative image pair. Tailored Visions (TV) [4] uses
ChatGPT 3.5 to rewrite prompts by retrieving three histor-
ical prompts similar to the input using OpenCLIP ViT-L.
However, considering more than three prompts degrades
generation quality, and necessitates additional resources for
API calls and retrieval. ViPer [22] employs the multi-modal
model IDEFICS2-8b [12] to construct a single like/dislike
prompt pair for virtual users’ visual preferences and uses
simple contrastive guidance to transform this prompt pair
into personalized input on Stable Diffusion V1/XL. How-
ever, it relies only on a single pair within a limited input
length and requires at least 8—20 images with detailed com-
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ments for user profiling. PMG [25] employs LLaMA2-7B
[26] to reconstruct inputs using keywords extracted from
users’ preferred products, but it integrates only limited pref-
erence information and is restricted to specific domains
such as movie posters and stickers. Additionally, it intro-
duces soft preference embedding to complement keyword
modeling, but this focuses on considering the next preferred
product rather than reflecting the user’s overall preferences.
Pigeon [31] fine-tunes the multi-modal generative model
LaVIT [10] for personalized generation using both histor-
ical prompts and images. However, it relies on LaVIT’s
built-in LDM and remains limited to specific domains such
as movie posters and stickers. Additionally, it requires ref-
erence images for personalized generation, but maintaining
large amounts of these images incurs significant costs, mak-
ing scalability a challenge.

3. Preliminaries

This section describes preliminaries on T2I conditioning
and personalized generation in T2I diffusion models.

3.1. Text encoder-based T2I conditioning

T2I conditioning is the process that text encoders trans-
form prompts into conditions for T2I generation [9]. Re-
cent trends have shifted the focus from smaller encoders
like OpenCLIP ViT-L to more powerful architectures such
as OpenCLIP ViT-bigG and Google T5. These larger-scale
encoders with optimized combinations have been shown to
enhance the quality of T2I conditioning, leading to more
semantically accurate outputs [7, 16].

Notably, the T2I condition y directly influences the vari-
ation in generated results, as modeled in the reverse diffu-
sion process with the following formula:

p@(xt—llxtay) :N<mt—l;/’(‘9(xtat7y)7Ze(xtatay)) (1)

Here, the conditional probability pg(z:—1|x¢,y) models the
transition from the current state x; to the previous state x;_1
under the T2I condition y, with mean 19 and covariance ¥y
parameterizing the Gaussian distribution to guide denoising
for semantically faithful image generation.

Despite the effectiveness of this approach, the unique
combinations of various text encoders in each T2I model
make it challenging to establish a unified method for con-
sistently improving all models.

3.2. Personalized generation in T2I diffusion models

As introduced in the previous section, personalized gener-
ation identifies user preferences as a profile and integrates
this profile into the generation process to provide personal-
ized content. However, existing studies on three key steps
of personalized generation have several limitations:

» User profiling: Identifying individual preferences is a
crucial step in personalized generation [22], but it only
leverages a limited number of historical entries [4, 25, 31]
or relies on detailed user feedback [22, 28].

* Personalized T2I input: Existing methods primarily
model T2I inputs at the prompt-level, which limits ex-
pressiveness due to restricted input token length [4, 22,
25]. Additionally, incorporating more preference infor-
mation often degrades performance [4, 25].

* Integrating user preference: Precise personalization re-
quires fine-grained user profile integration during the gen-
eration process. However, most studies rely only on large-
scale models, even for detailed information (i.e., prefer-
ence intensity and personalization degree) [4, 22, 25, 31].

In summary, achieving personalized generation that accu-

rately reflects individual preferences with minimal user in-

tervention is crucial. This requires a design that ensures
both creativity and diversity for a wide range of users while
addressing these limitations.

4. Methodology

This section introduces DrUM, a method designed to sam-
ple key user preferences and generate precise synthesis re-
sults accordingly.

4.1. Overview

Figure 2 illustrates the overall structure of DrUM for per-
sonalized generation in T2I diffusion models. DrUM cus-
tomizes the T2I conditioning process using a transformer-
based adapter to integrate historical prompts and the target
prompt, enabling the synthesis of personalized outputs.

First, we identify the user profile from historical prompts
and preference intensities (e.g., ratings) using a coreset sam-
pling method (Section 4.2). This method effectively cap-
tures user preferences while reducing the number of ref-
erences required for personalized conditioning. Next, to
combine diverse user preferences into a personalized con-
dition for T2I generation, we propose the Personalized
Conditioning Adapter (PeCA), a transformer composed of
only a few cross-attention layers for condition-level model-
ing (Section 4.3). PeCA effectively integrates rich prefer-
ence information with the target prompt in the latent space,
overcoming constraints imposed by prompt-level limita-
tions. Finally, we introduce a guidance mechanism (Sec-
tion 4.4), which enables fine-grained control over prefer-
ence intensity and personalization degree, ensuring highly
refined personalized synthesis results.

These components are designed as adapter modules for
open-source text encoders, making them applicable to pop-
ular foundation T2I models. Detailed explanations of these
components are provided in the following sections.
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Figure 2. Overview of methodology. || denotes concatenation.

4.2. Coreset sampling

To effectively identify user profile, we sample key informa-
tion from historical prompts. However, simple methods like
random sampling may lead to information loss, and make it
difficult to effectively utilize details such as preference in-
tensity. Therefore, we employ the coreset sampling to ex-
clude unnecessary references, reducing computational over-
head while enhancing personalization.

Coreset sampling is a technique that selects a subset
that effectively approximates the entire set [1]. We per-
form sampling by measuring the CLIP similarity between
historical prompts using the minimum enclosing ball tech-
nique. However, since precisely measuring distances be-
tween samples is NP-Hard [11], we adopt an iterative
greedy approximation [23] to reduce computational cost.

Our user profiling is summarized in Algorithm 1. Ini-
tially, we randomly select k from [V samples to approximate
the average score across entire embeddings £ = (el-)ij\;1 to
reduce computational complexity. Subsequently, we sample
core prompts incorporating the CLIP similarity Simcy p (*)
(See Equation (3)) and preference intensities P = (pl)fil
to enable more refined user profiling.

Algorithm 1 Coreset sampling

1: Input: CLIP embeddings F, preference intensities P,
sample size n, approximate size k
: Output: Coreset indices Z
: Initialize 7 < @
. Select subset E), C F where |Ey| = k
. Define operator Sim(e, E) = (Simcpp (e, e;,p:)) Y,
: Distances D « ¢ > Sim(e, E)
repeat
s < argmax; D
I+ TU{s}
D <+ min (D, Sim(eq, F))
Dy +— —0
cuntil [Z| =n

ecEy

— = =
M e

4.3. Condition-level modeling

This section proposes a condition-level modeling approach
that effectively integrates sufficient reference prompts in the
latent space to overcome prompt-level limitations. How-
ever, it presents several challenges that must be addressed.
First, there is no standard dataset or training method for
constructing personalization based on condition embed-
dings. In T2I diffusion models, mapping users’ historical
data to the corresponding personalized data for training is
a complex task. Moreover, personalized conditions must
preserve the original embedding distribution to prevent per-
formance degradation of foundation T2I models. Second,
the positions and distributions of special or valid tokens can
vary depending on the prompts. This difference affects class
embeddings in text encoders like OpenCLIP, making token-
level modeling more difficult. Finally, a generalizable so-
lution is required, as different T2I models integrate text en-
coders into T2I conditioning in varying ways.

To achieve this, we propose PeCA, a transformer-based
adapter attached with text encoders such as OpenCLIP and
Google T5. PeCA generates personalized conditions by re-
fining them using conditions tailored to each T2I model.
PeCA is trained to reconstruct the target condition y, which
helps the model learn reproducibility from the given condi-
tions. This enables PeCA to effectively capture meaningful
information at the token-level and reproduce it using cross-
attention layers, where y serves as both the key and value.
We use cosine similarity as a training objective to keep the
distribution of the reconstructed condition similar to that of
the original text encoder while maintaining generative ca-
pability. From a technical perspective, y is obtained from
the embeddings before applying normalization; and PeCA
on Google T5 add a single linear layer both before and after
the adapter to handle the large embedding dimension.

4.4. Conditioning guidance

PeCA effectively combines input conditions by concatenat-
ing them at the condition-level. However, since softmax is
applied only once along the token axis, this limits its abil-

17174



Text Encoders
OpenCLIP Google
ViT-L ViT-H ViT-bigG T5
Stable Diffusion V1 v

T2I Models

Stable Diffusion V2 v

Stable Diffusion XL v v

Stable Diffusion V3 v v v
Flux v v

Table 1. Text encoders used in popular foundation T2I models.

ity to capture individual preferences precisely. Therefore,
DrUM employs a guidance mechanism that enables detailed
control over both preference intensity and personalization.
This ensures that the generated outputs reflect user profiles
accurately. To achieve this, the computation of attention
scores for multiple reference conditions {y;};_, and the
target condition ¥y, is decoupled within the multi-head
cross-attention module. Next, softmax is applied indepen-
dently to each condition, and then overall personalization is
modulated by a weighting parameter . Formally, the guid-
ance formula is as follows:
{(1 — a) - Softmax(s;), ifi € target,
w; = (@)

o Softmax(s;)-p;

S Sofimax(s,) 7 if ¢ € references.

Here, w; is the final attention weight for the index ¢, and
s; is calculated from the scaled dot product of the query
and the key embeddings. Note that this mechanism also
effectively accommodates cases that require separate class
embedding (e.g., OpenCLIP).

Additionally, inspired by classifier-free guidance [8], our
method uses unconditional text embeddings as a input query
to establish the central distribution of text encoders. This
approach ensures consistent and precise personalization by
applying weight-based adjustments to each condition.

5. Experiments

This section describes the training settings for DrUM, out-
lines the evaluation setup and the baselines, and demon-
strates effectiveness through various observations.

5.1. Training

We train DrUM using the Conceptual Captions 3M (CC3M)
dataset [24]. CC3M consists of 3.3 million images with cap-
tions covering diverse concepts (e.g., nature, animals, and
objects). Since our personalized generation does not require
images, we utilize only the set of prompts from CC3M.

We also focused on four encoders associated with pop-
ular foundation T2I models, as listed in Table 1, despite
DrUM’s ability to integrate with most open-source text en-
coders. Using the same text encoders in the T2I models
allows DrUM to scale seamlessly without training costs.

For training DrUM, we use 10 cross-attention layers on a
single Nvidia RTX 6000 Ada GPU with a batch size of 256,
initialized the learning rate at 5 x 10~#, and employed the
AdamW optimizer with a cosine annealing schedule over
approximately 23K steps. For Google TS5, we applied an
encoding ratio of 4 to a linear layer both before and af-
ter PeCA. Note that we deliberately excluded the prefer-
ence intensities P and personalization degree «, encour-
aging DrUM to precisely reconstruct the target condition
while aligning with the original text encoder distribution.

5.2. Evaluation setup

We conduct both quantitative and qualitative evaluations on
two datasets introduced in previous studies [4, 25]: (i) Per-
sonalized Image Prompt' (PIP): A large-scale dataset con-
taining 3,115 users, each having 18 to ~4,700 historical
prompts, along with images generated by Stable Diffusion
V1. (ii) MovieLens Latest Small” (ML): A dataset contain-
ing movie-watching records from 610 users, each having
20 to ~2,600 interactions/ratings. We convert each movie
information (e.g., title, genre, keyword, and description)
into prompts using TMDB? API. Notably, we use only the
prompts for our evaluation, as the dataset images are not di-
rectly associated with the results generated by various T2I
models from the given prompts, Additionally, we select the
two most recent historical entries for each user, following
the process in [4].

For quantitative evaluation, we measure the CLIP score
and text alignment (Text align) between the personalized re-
sults and prompts by using the CLIP similarity Simcy p(*):

Simcvip (€, 1, pi) = | “Di 3)
where e is a CLIP embedding, r; is the CLIP embedding
for index ¢, and p; is the corresponding preference intensity.
The CLIP score and Text align are set by defining e as a
personalized generated image and a personalized T2I con-
dition, respectively. Both metrics are averaged over target
and historical text prompts {r; }.

For foundation T2I models, we use Stable Diffusion
V1/V2/XL/V3 for quantitative evaluation, while qualitative
case studies are conducted with Stable Diffusion V3 and
FLUX. In terms of Text align, we employ only OpenCLIP
text encoders ViT-L/H/bigG as they contain class tokens.
Notably, the sampling ratio for user profiles was set to 10%.
The personalization degree o was set to 0.3 in PIP and 0.1 in
ML for ensuring the target’s originality, and the preference
intensities (ratings) in ML were only applied as weights in
the guidance mechanism and metrics.

Uhttps://github.com/zzjchen/Tailored- Visions/
Zhttps://grouplens.org/datasets/movielens/
3https://www.themoviedb.org/
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CLIP score 1 PIP ML

Target History Imp Target History Imp
- 20.52  10.89 - 3127 1227 -
Stable FABRIC 2433 1585 (432.04% 3080 12.13 -1.35%

Diffusion TV 2262 14.65 +2240% 30.02 1195 -331%
Vi PMG - - - 27.03 1221  -7.03%
DrUM 2513 16.03 (+34.83% 29.49 13.07 +0.38%

- 2120 1171 - 3332 11.30 -
Stable FABRIC 23.67 1633 (42561% 25.64 1027 -16.05%
Diffusion TV 23.38 1550 +21.34% 31.58 11.28 -2.68%

V2 PMG - - - 27.81 11.15 -8.93%
DrUM  25.82 1727 (+34.68% 3225 1196 +1.34%

- 2326 13.64 - 33.80  8.92 -

Stable ~FABRIC - - - - - -
Diffusion TV 2544  17.19 +17.71% 32.04 8.69 -3.97%
XL PMG - - - 2863 924  -595%
DIUM 2677 18.16 +24.13% 29.12 1093  +4.26%

- 2260 12.75 - 3769 9.76 -

Stable ~FABRIC - - - - - -
Diffusion TV 2385 1542 +1324% 3583 937  -447%
V3 PMG - - - 3248 967  -1.39%
DrUM 2514 1587 +17.86% 30.17 10.61  -5.60%

(a) CLIP score
Text align 1 PIP ML

Target History Imp Target History Imp

- 100.00  52.60 - 100.00 34.16 -
OpenCLIP TV 68.50 44.65 -23.32% 86.14 3041 -12.42%
VIT.L  PMG - - - 67.75 29.00 -23.67%
DrUM 9642 6124 +642% 9948 3648 +3.13%

- 100.00  42.10 - 100.00  36.05 -

OpenCLIP TV 6479 37.86 -22.63% 8588 3393 -10.01%
ViT-H PMG - - - 6472 2994 -26.12%
DrUM 9591 50.81 +830% 99.56 3821 +2.77%

- 100.00  47.56 - 100.00  32.90 -

OpenCLIP TV 68.03 41.69 -22.15% 86.82 30.21  -10.68%
ViT-bigG PMG - - - 69.66  29.07 -21.00%
DrUM 96.41 5585 +6.92% 99.58 3491 +2.84%

(b) Text align

Table 2. Overall performance of DrUM compared to baselines.
Imp means the average performance improvement rate compared
to original models, and bold indicates the highest performance.

5.3. Baselines

As mentioned in Section 2.2 and 3.2, personalized gener-
ation should effectively consider individual preferences to
provide both creativity and diversity with minimal user in-
tervention. However, ViPer [22] requires detailed user com-
ments, while Pigeon [31] relies on LaViT’s built-in LDM
with reference images, complicating its general evaluation
on PIP and ML. Therefore, we selected FABRIC [28], TV
[4], and PMG [25] as baselines for evaluating various foun-
dation T2I models. FABRIC’s reference pairs were de-
termined based on preference intensity, when unavailable,
the latest image was used as a positive. TV implemented
ChatGPT 4o instead of 3.5 due to version issue to rewrite
prompts with more advanced insight.

PIP ML

61.50 36.50
61.00 36.44
g
2 60.50 36.38 4
==
60.00 - 3632
59.50 . 36.26 .
10’ 10! 10 10° 10 10?

Sampling ratio Sampling ratio

[—0— Random sampling ~ —@— Uniform sampling ~ —@— Coreset sampnng]

Figure 3. Sampling performance of personalization on Text align
for different methods using OpenCLIP ViT-L. Random selects ran-
domly and uniform choices evenly.

CLIP score 1 PIP ML

Target History Imp Target History Imp
- 2052 10.89 - 3127 1227 -

DrUM 25.13 16.03 +34.83% 2949  13.07 +0.38%
wlo S 2549 1585 +34.88%  29.56  13.06  +0.46%
wlo G 19.04 1746  +26.55% 2274  14.49 -4.64%

wlo S & G 18.13  18.85  +30.71% 2123 1544 -3.15%

Table 3. Ablation study on the effect of removing sampling .S and
guidance mechanism G on CLIP score using Stable Diffusion V1
and OpenCLIP ViT-L.

5.4. Quantitative analysis

Effectiveness comparison. Table 2 presents the person-
alized generation performance across various T2I models
compared to baselines. In particular, ML consists of com-
plex and diverse product information, leading to lower per-
formance compared to PIP. Overall, DrUM demonstrates
superior performance. However, with Stable Diffusion V3
on ML, the CLIP score and Text align intersect. This can
be semantically attributed to the accumulation of complex
product information within the limited canvas of the im-
age, as text alignment increases with enhanced generative
capability. Moreover, since the ML dataset contains di-
verse movie information, even small adjustments can signif-
icantly impact the target performance across all baselines.
Notably, the enhanced Text align indicates that DrUM effec-
tively generates content that aligns with both the target and
historical preferences, even when the CLIP score is similar.
Impact of sampling method. Figure 3 represents how
different sampling methods affect personalization perfor-
mance as the sampling ratio changes. Coreset sampling
consistently achieves excellent performance across all ra-
tios. At a 10% sampling ratio, it shows superior overall
performance, so we select it for user profiling. As a result,
our coreset sampling method effectively and efficiently in-
tegrates more of each user’s history into their profile.

Ablation study. Table 3 presents an ablation study on
the effect of removing modules from DrUM. When only
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User 50396 User 51447 User 71263 User 75 User 327 User 410
Grove, Fox princess, Elegant art, Anime, Photorealism, Mystery, Thriller, Love, Stand-up Horror, Murder,
Lycoris Radiata, ... Cinematic feel, ... Fantasy, Cuisine, ... Horror, Journalist, ... comedy, War, ... Mystery, Silent film, ...

Goodbye to All Cats ' SR

¥

Target

TV

Unavailable Unavailable Unavailable

PMG

Ours

L

The fox princess is ... red wavy hair ...

A movie poster of

... mouse in clothes A movie poster of A movie poster of 'Into
anthropomorphic ... cinematic feel ... holding a metal fork ... 'Waldmeister” ... 'Goodbye to All Cats’ ... the Grizzly Maze’ ...
PIP using Flux ML using Stable Diffusion V3

Figure 4. Qualitative comparison using multiple prompts with baselines. Key keywords extracted from historical user prompts.

Waterfall in
Astronaut in space Smiling fox Adorable cats the mountain A beach at night Town

Target

User’s interest

User 1
Dark, Sharpie, High-
contrast, ...

User 2
Cartoon, Comic,
Naive art, ...

User 3
Minimalist,
Abstract, ...

Figure 5. Prompt-based style transfer using a single style prompt on Stable Diffusion V3. User’s interest illustrates the results from single
style prompts.
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G is removed, a significant drop in the target score is ob-
served, highlighting the essential role of guidance mecha-
nism in balancing between target and history. When both .S
and G are removed, DrUM shows a convergence of perfor-
mance between target and history. This is likely due to an
overabundance of historical information, which causing the
results to lose a clear separation. Although removing only
S leads to slight performance changes, sampling is crucial
in reducing computational costs and prioritizing the most
relevant user information. Thus, DrUM not only enhances
efficiency but also better preserves the balance between per-
sonalization and target fidelity.

5.5. Case study

Qualitative comparison. Figure 4 compares personalized
content on Stable Diffusion V3 and Flux with the baselines.
TV is a general approach but struggles to incorporate user
preferences, and often distorts original content in ML. PMG
captures key user preferences better than TV, but relies on
keyword-centered modeling in ML, which lacks detail. In
contrast, DrUM effectively preserves the originality while
precisely reflecting user preferences. As shown in the quan-
titative results, it is visually demonstrated that higher Text
align provides more effective personalization, even when
the CLIP score is similar. Furthermore, for user 71263, Flux
fails to generate ’clothes’, whereas DrUM successfully sat-
isfies this requirement while aligning with user preferences.
This indicates that personalized generation not only reflects
individual preferences but also enhances originality.
Real-world scenarios. We introduce two additional sce-
narios for real-world users. Figure 5 shows prompt-based
style transfer. Rather than constraining users to write de-
tailed prompts within a limited token length, we recom-
mend separating prompts into target and visual attributes.
This approach enables a more comprehensive representa-
tion of target prompts without requiring detailed informa-
tion such as style, texture. Figure 6 illustrates prompt-based
multi-subject transfer. DrUM effectively captures both sin-
gle and multiple subjects, while preserving their charac-
teristics. Similar to the previous scenario, this is easily
achieved by separating subject attributes in the prompt.
Personalization degree. DrUM enables flexible adjust-
ment of personalization degree at the latent-level. Figure 7
shows how personalized results change between two differ-
ent prompts on the given degree. In Figure 7(a), the back-
ground and season are semantically interpolated, while in
Figure 7(b), the occupation and age are blended. Even sim-
ple adjustments yield effective personalized results.

5.6. Discussion

In our experiments, DrUM showed a slight decrease in ML,
likely due to the complexity of product information. Over-
incorporating rich details can inadvertently compromise the

Single subject Multi subjects

i
Target Only romance | Romance + Sci-fi Romance + Horror

Only horror Only sci-fi Horror + Sci-fi All

Figure 6. Prompt-based subject transfer using multiple prompts on
Flux.

a=10.00 a=025 a=0.50 a=0.75 a=1.00

... pastel lagoon
with glowing waters

... asnowy

(a) Stable Diffusion V3 >
mountain stream

An elderly artist
painting a landscape...

A boy sitting (b) Flux
under a tree...

Figure 7. Impact of personalization degree « on different prompts.

output. In contrast, as shown in PIP, DrUM achieves very
high performance with natural prompts commonly used by
real-world users. This indicates that personalization should
be applied cautiously to products or similarly complex de-
scriptions. We also note that adjusting the number of refer-
ences or refining token-level information may be beneficial,
though this remains to be explored further.

On the other hand, our architecture employs only a small
number of cross-attention layers, which may not fully cap-
ture all patterns. Our objective was to showcase the poten-
tial of direct modeling without relying on large-scale mod-
els and to assess the reproducibility of the embeddings de-
rived through transformers. While our approach provides
promising results, a more in-depth exploration with deeper
architectures remains a subject for future research.

6. Conclusion

We propose DrUM, a novel method for personalized gener-
ation via condition-level modeling to precisely integrate in-
dividual user preferences into T2I diffusion models. Exper-
iments demonstrate that DrUM’s modules effectively gen-
erate high-quality personalized synthesis results, while en-
suring creativity and diversity across various foundation
T2I models, without additional fine-tuning. Future work
will explore more optimized architectures and modeling ap-
proaches for complex inputs like product information.
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