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Abstract

Text-to-Image (T21) diffusion models have made significant
progress in generating diverse high-quality images from
textual prompts. However, these models still face chal-
lenges in suppressing content that is strongly entangled with
specific words. For example, when generating an image
of “Charlie Chaplin”, a “mustache” consistently appears
even if explicitly instructed not to include it, as the concept
of “mustache” is strongly entangled with “Charlie Chap-
lin”. To address this issue, we propose a novel approach
to directly suppress such entangled content within the text
embedding space of diffusion models. Our method intro-
duces a delta vector that modifies the text embedding to
weaken the influence of undesired content in the generated
image, and we further demonstrate that this delta vector
can be easily obtained through a zero-shot approach. Fur-
thermore, we propose a Selective Suppression with Delta
Vector (SSDV) method to adapt delta vector into the cross-
attention mechanism, enabling more effective suppression
of unwanted content in regions where it would otherwise be
generated. Additionally, we enabled more precise suppres-
sion in personalized T2I models by optimizing delta vector,
which previous baselines were unable to achieve. Exten-
sive experimental results demonstrate that our approach
significantly outperforms existing methods, both in terms
of quantitative and qualitative metrics. Codes are available
at https:/github.com/eunso999/SSDV

1. Introduction

Recent advancements in diffusion models [9] have demon-
strated remarkable capabilities across various generative
tasks, such as Text-to-Image (T2I) synthesis [24, 25, 28].
However, diffusion models still face limitations in handling
complex prompts. For instance, they struggle with generat-
ing a specified number of objects [10, 21] or objects with
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Figure 1. (a) When generating “A photo of Charlie Chaplin” with
Stable diffusion, the cross-attention map for the word “Charlie
Chaplin” (green border) shows strong activation in the mustache
region entangled with Charlie Chaplin. (b) Previous methods [1, 6,
15] do not directly suppress the mustache from the embedding of
“Charlie Chaplin”, which is strongly entangled with the mustache
and leads to the mustache still being present. (c) Our method
successfully suppresses the mustache by directly modifying the
embedding of “Charlie Chaplin”.

particular attributes [16] as described in the prompt. These
limitations highlight the limited expressiveness of diffusion
models, which become especially apparent when trying to
remove elements. For example, when given a prompt such
as “a night sky without stars”, the model frequently focuses
on the word “stars”, failing to exclude them from the gen-
erated image. We refer to these undesired elements (e.g.
“star”’) as negative content. Due to this inherent character-
istic of diffusion models, effectively suppressing negative
content remains a challenging task, making it difficult to
exclude undesirable content such as copyright-infringing or
malicious outputs.

To address the aforementioned problems, several works

15365


https:/github.com/eunso999/SSDV

have focused on developing methods to suppress the gen-
eration of negative content. During the image generation
process, suppression methods either control the direction of
content generation [1, 6], update the weights of diffusion
model [4, 11, 36], or use an in-painting image to train a
model to erase content via textual instructions [34]. Also,
recent work [15] proposes soft-weighted regularization to
redundant negative content information from [EOT] token
embedding and text embedding optimization.

Such suppression methods can effectively reduce unde-
sired content during image generation; however, they strug-
gle when negative content is strongly entangled with specific
keywords in the input prompt. For example, given the in-
put prompt “A photo of Charlie Chaplin” while attempting
to suppress negative content “mustache”, the model almost
always generates negative content (‘“mustache”) due to its
strong entanglement with keywords (“Charlie Chaplin”). As
illustrated in Fig. 1.(a), the “Charlie Chaplin” token strongly
attends to the mustache region, indicating a high tendency
to generate a mustache, thus making suppression challeng-
ing. Consequently, previous methods that weaken attention
to negative content tokens [6, 15] or reduce their influence
at the noise level [1] fail to adequately suppress mustache
generation associated with the “Charlie Chaplin” token, as
shown in Fig. 1.(b).

To address this issue, we take inspiration from the insight
that adding or subtracting a specific vector from a word
embedding can strengthen or weaken certain attributes in
generated images. We call this adjustable vector the delta
vector. Specifically, delta vector, defined in the text embed-
ding space, is projected into the image feature space through
the diffusion model’s projection layers, allowing direct con-
trol over the image. We define a delta vector as the embed-
ding of negative content, enabling it to modulate whether
the negative content appears in the image. By subtracting
this vector from the original word embedding, we can ef-
fectively suppress negative content, as shown in Fig. 1.(c).
Unlike previous methods, where content strongly entangled
with keywords in the input prompt hinder suppression, our
method explicitly reduces the influence of these entangled
content, resulting in more effective suppression. To the best
of our knowledge, our work is the first to address suppressing
strongly entangled content in Text-to-Image generation.

Furthermore, we propose Selective Suppression with
Delta Vector (SSDV), a method that adaptively utilizes the
delta vector within cross-attention to selectively suppress
negative content while minimizing unintended effects on
other image regions. First, we identify regions associated
with negative content by adding delta vector to the word
embeddings of key features, thus intensifying attention to-
wards these regions. Subsequently, we subtract the delta
vector from the word embeddings of value features, effec-
tively reducing negative content within these targeted re-

gions. Through quantitative and qualitative experiments,

we demonstrate that our approach outperforms the baseline

methods, achieving more effective suppression of strongly
entangled content.

Moreover, we show that our method effectively sup-
presses strongly entangled content on personalized mod-
els [12, 26], which existing methods fail to achieve. Addi-
tionally, to further enhance the performance on personalized
models, we propose an optimization-based approach to ob-
tain a more precise delta vector.

In summary, our work has the following contributions:

* We introduce a novel suppression method, called Se-
lective Suppression with Delta Vector (SSDV), to ef-
fectively suppress strongly entangled negative content in
cross-attention operation by using delta vector.

* We extend our approach to personalized T2I models by
introducing an optimization-based method, enabling more
precise suppression of strongly entangled content, which
existing methods could not achieve.

» Through extensive evaluations, we demonstrate that our
method achieves state-of-the-art performance in both
quantitative and qualitative evaluations of strongly entan-
gled negative content suppression.

2. Related Work

2.1. Text-to-Image Diffusion models

The diffusion-based model [9, 31] is a class of deep gener-
ative models based on the stochastic diffusion process. In
diffusion models, a sample from the data distribution is grad-
ually noised by the forward process, and the model learns the
reverse process of gradually denoising the sample. Recently,
a diffusion-based generation model guided by text prompt
has shown remarkable results in Text-to-Image (T2I) gener-
ation [24, 25, 33]. Our work is based on these T2I models,
leveraging the cross-attention mechanism to suppress the
generation of negative content.

2.2. Diffusion-Based Content Suppression

Due to the remarkable generation performance of the T2I
diffusion models, several diffusion-based methods that gen-
erate or edit images with text conditions have recently been
proposed [4, 6, 15, 29, 34]. P2P [6] proposes direct con-
trol attributes in the synthesized image by various manip-
ulations of the prompt. DragDiff [29] utilizes the feature
correspondence for fine-grained image editing. With the re-
cent development of such editing methods, content erasing
is becoming increasingly important and popular in the pro-
cess of controlling images. ESD [4] is a fine-tuning-based
method that utilizes negative guidance, Inst-Inpaint [34]
trains the diffusion model using both the source image and
the inpainted target image with instructional text prompts.
SuppressEOT [15] proposes soft-weight regularization that
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suppresses negative content information on both negative
content tokens and [EOT] tokens. Nonetheless, these ap-
proaches still have limitations in suppressing strongly en-
tangled concept. In this paper, we address this issue by
effectively modifying the text embedding to suppress entan-
gled content.

3. Preliminary

3.1. Cross-Attention in Latent Diffusion Models

Latent Diffusion Models (LDM) [25] use a U-Net architec-
ture with iterative self-attention [32] and cross-attention lay-
ers. Through cross-attention, LDM can incorporate various
conditions, such as text and layout, enabling the synthesis of
images that match the given conditions. For our work, we
use Stable Diffusion (SD) [25] conditioned on a text prompt
P. In SD, a given text prompt P is split into multiple tokens
through a tokenizer 7. Here, a single word may correspond
to one or more tokens, and each token is mapped to a token
embedding via the text encoder & [23]. The text embedding
¢ € RM*4 for a prompt P is then represented as follows:

é=leq,er,er, - ,epm] =E(T(P)), )]

where M denotes the number of tokens in P and eq.12,..m
represent the embeddings corresponding to each token, with
d denoting the dimension of the text embedding. Conse-
quently, the cross-attention mechanism of SD is formulated
with é as follows:

0= fo(¢(z1), K= fk(e),

Attention(Q, K, V) = softmax (

V= (o),
0 KT) v @
)

di

where Q, K, V, dy, and f(-) denote query, key, value, dimen-
sion of the key, and projection layer, respectively. Similarly,
Z and ¢ denote the latent variable and intermediate repre-
sentation within the UNet of Stable Diffusion, respectively.
As discussed in previous studies [6, 14], K identifies re-
gions within Q where the textual condition is expected to
appear, while V provides the visual features representing this
condition in the generated image.

3.2. Personalized T2I model

Personalized methods [3, 12, 13, 26, 27, 35] fine-tune pre-
trained T2I models to generate customized images of spe-
cific subjects or styles. DreamBooth [26] fine-tunes SD
with a small set of subject images, enabling the genera-
tion of subject-specific images using a unique identifier to-
ken. CustomDiffusion [12] fine-tunes the key and value
weights of the cross-attention layer with a unique identi-
fier token to enhance personalization capabilities. However,
when fine-tuned for specific subjects or styles, both methods
tend to forget the prior knowledge encoded in the original

T2I model. Although they incorporate reconstruction-based
loss functions to preserve this information, they still strug-
gle to retain the original priors effectively. This weakening
of prior knowledge also distorts the information associated
with the content to be suppressed, making it difficult to ac-
curately identify, thereby making the suppression process
more challenging.

4. Methodology

4.1. Overview

Our primary goal is to suppress negative content that is
strongly entangled with specific keywords in the input
prompt during text-to-image generation. To this end, we
introduce the delta vector, a displacement vector in the word
embedding space designed to facilitate effective suppres-
sion. Next, we propose Selective Suppression with Delta
Vector (SSDV), where the delta vector is applied to the
replication tokens to create competing embeddings, enabling
precise spatial suppression through softmax normalization.
Furthermore, for personalized models [12, 26], we explore
optimizing the delta vector for more precise control.

4.2. Applying Delta Vector to Text Embedding

In the text embedding space of T2I models such as Stable
Diffusion, the embedding for the same word can vary de-
pending on the context. For instance, the embedding of
the word “apple” differs depending on its context, such as
between ‘“a photo of a green apple” and “a photo of a red
apple.” We can use the difference between these embeddings
to alter the characteristics of a specific word. If there is a
vector that can suppress certain content, adding this vector
to the embedding of a specific word can effectively reduce
the presence of that content. Motivated by this observation,
we propose to suppress entangled content by introducing an
embedding displacement vector, delta 6.

Let P be a text prompt (e.g. in Figure 2, “a photo of Steve
Jobs”), where we aim for the diffusion model to generate an
output that excludes a negative content C (e.g. “glasses”).
We denote the word of interest in P as w (e.g. “Steve
Jobs”), and its corresponding word embedding as e,,. Our
approach modifies the embedding e,, using the delta vector
o as follows:

e, = ey +ad, 3)

where e], is the translated word embedding with a mod-
ification coefficient « € R. We construct the delta vec-
tor § € R™X7% by replicating a single-length vector
8o € R'¥7%8 to match the length n,, of the word w, thus
applied to the word embedding e,, € R <768,

According to Equation 3, the delta vector’s influence on
the word embedding increases when @ > 0 and decreases
when o < 0. Since our goal is to control the influence of
negative content C within the word embedding e,,, the delta
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Figure 2. Our proposed method overview. We introduce two methods for obtaining delta: a zero-shot approach that obtains delta without
any additional training (top-left corner) and an optimization approach that yields a more precise delta (right side). In the bottom-left corner,
we illustrate the Selective Suppression with Delta Vector, showing how the obtained delta vector is applied to the text embedding for content

suppression and how it operates within the cross-attention layer.

vector § should be oriented toward the direction representing
this content.

4.3. Suppression on Stable Diffusion

We propose an efficient zero-shot method for obtaining the
delta and demonstrate its effective application within the
cross-attention mechanism of Stable Diffusion.

4.3.1. Zero-Shot Approach for Delta Vector

We aim to obtain a delta vector in text embedding space that
reduces the influence of negative content C on the generated
image. For this purpose, we analyze the impact of the delta
vector on the image generation process. In Stable Diffusion,
the prompt P is encoded into a text embedding é which is
then projected into key and value features of cross-attention
through fx and fyy. When the delta vector is applied to
the word embedding e,, € é, as fy is a linear function, the
values feature can be expressed as follows:

fv(ew +@,6) = fv(ew) +ay fv (6), “4)

where @, is the modification coefficient that is applied to
the value feature. Since the value feature provides condi-
tions for the generated image, the image can be modified
by controlling the delta vector. Specifically, when «, is set
to a negative value, the influence of the feature fy (d) is
weakened in the generated image. By defining delta as the
embedding of negative content C, it can effectively suppress
the features responsible for generating the negative content.
For instance, in Figure 2, when the delta is defined as the
embedding of “glasses”, it is projected into the diffusion

feature space, acting as a feature that weakens Steve Jobs’
glasses (the actual attention map is shown in Suppl.6.3). In
this example, the delta is represented as follows:

sem] = é((glasses))

6= €glasses -

e = [eOa"' > €glassess " *

®)

For cases where negative content C consists of multiple
tokens, we aggregate these tokens into a single vector using
mean-pooling, which then serves as the delta vector. This
approach enables the acquisition of a delta vector in a zero-
shot manner without requiring additional training.

Additionally, when delta is applied to the key feature, it
can be interpreted as follows:

Q- (fx(ew+ard)" Q- (frlew))”
Vi R
02 (fK<6>)T’
N

where a; represents the modification coefficient applied to
the key feature. The dot product between the query and
key fk (6) serves as an attention map, indicating the region
where the condition will be generated. Thus, if the delta is
the content embedding, applying it can identify the region
where the content is generated in the resulting image.

(6)

4.3.2. Selective Suppression with Delta Vector

We next describe a method to adapt the delta vector to the
cross-attention mechanism for selective suppression. We
concatenate an additional token to the target token w, whose
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embedding is modified by the delta to become ej,. Specif-
ically, depending on whether the embedding is projected as
a key or a value, the delta is applied in the opposite direc-
tion. We will denote the text embeddings used to construct
K and V as é; and é,,, respectively, and refer to the modified
embeddings as e and e;,. This approach leverages the nor-
malization effect of the softmax function: e; competes with
the target embedding e,,, precisely locating where the neg-
ative content would appear. Then e}, suppresses the visual
feature of the content corresponding to those regions. Our
method not only suppresses negative content within the tar-
get regions, but also prevents tokens entangled with negative
content from inadvertently generating it.

To selectively control the suppression of potential nega-
tive content regions for C, we define modified embeddings
e, and ej. First, we formulate the updated key K* and
embedding e; as follows:

(ax > 0),

where é; = [e0,~-~ ,ew,ez,-“ ,eM]

e = ey + o,

K* = fx(éx), ,
(N
where delta is added to word embedding e, , it produces ez,
which emphasizes the content C. Thus, the attention map of
the embedding e will strongly attend to the regions where
negative content C is expected to be generated. Once such
regions are identified to prevent C from appearing in these
regions, we provide a feature that suppresses C within the
attended regions of ez. Therefore, we formulate a new value
V* and the modified embedding e}, as follows:

(ay <0),

where é, = [eo, e

* —
e, =ey +a,0,

V* = fy(é,), €y €yttt ,eM],
)
where subtracting the delta from e,, yields e}, which weak-
ens the content C. This approach effectively suppresses the
generation of negative content C in the image.

Finally, the cross-attention of our method can be defined

as follows:

*T

Attention(Q, K*, V*) = softmax (Q ) Vi 9

dy
By operating directly at the embedding level, the proposed
competitive token mechanism enables precise and localized
suppression, effectively addressing the challenge of entan-
gled content.

4.4. Suppression on Personalized T2I Model

Suppression becomes challenging in models fine-tuned with
personalized techniques [12, 26] due to weakened prior
knowledge and strong overfitting to specific subjects. For
instance, when a personalized T2I model is fine-tuned to
generate “S* dog” (a specific dog wearing glasses, depicted
on the right side of Figure 2), the model tends to learn to

generate the glasses as part of the subject’s identity. Since
personalized T2I models generally aim to preserve the iden-
tity of “S*”, they overfit the subject appearance, making it
challenging to suppress “glasses.” Moreover, as mentioned
in Section 3.2, the personalized T2I model struggles to re-
tain prior information during the fine-tuning process. As a
result, the prior information about “glasses” becomes weak-
ened, making it even more difficult to identify and suppress
them effectively. Thus, our SSDV method with a zero-shot
delta inaccurately suppresses “glasses”, when the prompt “a
photo of S* dog” is given. To address this issue, we pro-
pose an optimization-based approach to obtain a delta that
accurately captures the negative content entangled with S*,
enabling effective suppression in personalized T2I models.

4.4.1. Optimization Approach for Delta Vector

Our optimization approach to obtain the delta requires the
subject image I and the mask M, indicating the negative
content region in /. To align the delta 6 with the negative
content, we define the modified embedding as follows:

(ax > 0),
(ay > 0),

e% =e, +aid, (10)

e, =ey+a,0,
where ¢ and e}, are computed following the procedure de-
scribed in Equation (7) and (8), respectively. During train-
ing, ay and a,, are set to a positive value to optimize the delta
to capture negative content well within the image. The train-
ing process is guided by the following objective function:

T ; .
2=t 2w Muow 12 = Ze-1|nw

Zh,w Mh,w

-Elatent(é) = s (11)

zit“_"1 is the inverted latent on timestep ¢ — 1 obtained by
inverting image / with DDIM inversion [30]. Z,_ is the
predicted latent of each timestep # — 1 obtained during the
reverse process, as shown in the following equation:

.1 1-—a 12

-1 = N 2y vl_—mfe(zt’t) ) (12)
where a; and @; defined as ]—[’T:] a, are the parameters for
DDIM scheduling. By training delta using the objective
function Lyarens, the negative content generated by e; and
e}, aligns with the negative content in the image /, allowing
delta to accurately capture the negative content.

Additionally, to ensure that the e, effectively attends to

the region of negative content, we train a delta vector using
the following objective function:

T

Larn(6) = ) IM = My, (13)

t=1

where M,_; is the attention map from cross-attention corre-
sponding with e . This attention map M, is derived from
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the first up-sampling block, which is known to effectively
capture the semantic mask [17, 18, 20]. This Lg s pro-
vides that e;_correctly attends to the negative content region
in cross-attention. Therefore, the overall objective function
can be defined as follows:

-Eoptim = Liarent + darnLattns (14)
where A,y 1s the weighting coefficient for £;;;,.

4.5. Local Blending for Preserving Original

Meanwhile, controlling the image by modifying only the
text embeddings often struggles to preserve the structure
of the original image. To address this issue, we propose
blending at the attention feature level. Specifically, we gen-
erate a threshold-based binary mask from the difference be-
tween Attention(Q, K*,V*) and Attention(Q, K, V), selec-
tively combining only significant differences.

Furthermore, inspired by the methods proposed in [1, 6],
we design latent-level blending by combining the attention-
map-based binary mask [6] and the binary mask derived
from differences [1] before and after suppression, thus
achieving more precise suppression. For further details,
refer to Suppl.3.

5. Experiments

5.1. Experimental Details

Datasets To evaluate our method for entangled content
suppression assessment, we developed the Strongly Entan-
gled Prompts Benchmark (SEP-Benchmark). To construct
the benchmark, we collected cases where specific prompts
consistently generate entangled content in Stable Diffusion,
regardless of seed. For instance, the prompt “A photo of
a bed” almost always generates an image with a “pillow”.
Similar to recent related works [4, 15, 19, 22], which used
approximately 1000 images for evaluation, we collected 10
prompt-content pairs and generated 100 images for each
prompt using different random seeds. We validate the strong
entanglement observed in the prompt pairs of the SEP-
benchmark by measuring their entanglement. The details
of this are provided in Suppl.5. To further evaluate our pro-
posed method on models fine-tuned with personalized tech-
niques [12, 26], we selected unique subjects with strongly
entangled content from DreamBooth [26] and VICO [5].
For each subject, we generated 1000 images using different
random seeds.

Metrics To evaluate content suppression effectiveness, we
use CLIP [7] where lower cosine similarity between CLIP
features of the image and the negative prompt indicates
successful suppression. Additionally, Fréchet Inception
Distance (FID) [8] was used to measure the differences be-
tween image distributions before and after suppression, with
a higher FID indicating stronger suppression (referred to as

IFID) [15]. We also employed DetScore which is based
on MMDetection [2], an open-vocabulary object detection
network. Suppression was considered successful when dec-
tector failed to detect the negative target. Furthermore, we
conducted a user study with 50 participants, evaluating their
Preference (referred to as Prefer) for suppressed images.
The details of our user study are in Suppl.9.

5.2. Experimental Results

We compare our methods with the following baselines: Neg-
ative Prompt, Prompt-to-Prompt [6], SuppressEOT [15],
SEGA [1], and Inst-Inpaint [34]. We conducted experi-
ments using the default settings provided in the official code
of each baseline. Inbaselines such as P2P and SuppressEOT,
the negative content word must be explicitly included in the
prompt, typically formatted as “... without (negative con-
tent)”. To evaluate the suppression performance on SD,
we examined the results of our SSDV using the zero-shot
approach. Additionally, we conducted experiments on per-
sonalized models to demonstrate the performance of both
zero-shot and optimization-based delta approaches. We
used DreamBooth [26] as the personalized technique, with
additional results using CustomDiffusion [12] provided in
Suppl.7.

5.2.1. Suppression in SD

As reported in Table 1, our method outperformed all base-
lines for suppression. Although NP achieve the second-best
scores, the suppression by NP is incomplete, as shown in
Figure 3 (third column, top). In the case of Inst-Inpaint
which achieves the third-best scores, as observed in Fig-
ure 3 (second row, seventh column), not only is the lens
suppressed, but the related item, the camera, is also re-
moved. Other methods, such as SEGA, SuppressEOT and
P2P failed to suppress the content and, in some cases, also
altered the identity of the original image. In contrast, our
method achieves complete suppression of strongly entan-
gled content, as shown in Figure 3 (second column, top).
Furthermore, as demonstrated in Table | preference result,
the user study indicates a strong preference for our method
over other baselines in terms of suppression performance.

5.2.2. Suppression in Personalized T2I Model

Zero-shot approach In Table 1, the “‘S* bowl - berry’ en-
try represents the suppression of “berry” from the prompt
“a photo of S* bowl” (same for ‘S* figure - cape’ and ‘S*
toy duck - yellow’). The originally generated result for
“S* bowl” is shown in the first column of the fourth row
in Figure 3, where it is evident that the content “berry” is
strongly entangled with “S* bowl”. As shown in the second
column of the fourth row in Figure 3, our method success-
fully suppresses the berries, while the remaining columns
indicate that the baselines fail to do so. Additionally, as
presented in Table 1, our method outperforms all baselines
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Suppression in SD Suppression in DreamBooth-based model

Method SEP-Benchmark S* bowl — berry S* figure — cape S* toy duck — yellow
CLIP| IFIDT DetScore|l Prefert CLIP, IFIDT Preferf CLIP| IFIDT Preferf CLIP| IFIDT Preferf

SD (Generated image)  17.60 0.0 0.314 - 24.32 0.0 - 17.04 0.0 - 17.20 0.0 -
Negative prompt 1646 40.34 0.265 4.54 20.15  41.81 2.27 17.00  37.73 0.75 16.58  17.67 3.03
P2P [6] 1834  9.65 0.392 2.15 16.09  183.51 1.51 17.07 2538 3.03 16.96 5.12 0.75
SuppressEOT [15] 18.41 4589 0.389 1.36 18.70  212.05  2.27 18.14  89.27 1.15 16.84  44.26 0.0
SEGA [1] 17.16  15.34 0.298 3.52 21.53 3593 1.51 16.30  14.03 0.75 17.04  12.89 0.0
Inst-Inpaint [34] 17.14  47.50 0.220 1.93 2254 2217 8.63 17.03  29.23 3.03 12.22 279.61  0.75
Ours 1592 87.34 0.113 86.47 1414 221.50 90.15 15.65 11824 9090 1425 11826 9545

Table 1. Comparison with other previous methods. The best results are in bold, and the second best results are underlined.

SD Ours NP

Shirt
( - button )

Camera
(-lens)

Bed
(- pillow )

P2p SupEOT SEGA
%

O

Inst-Inpaint

S* bowl
(- berry)

S* figure
(-cape)

S* toy duck
(- yellow )

Figure 3. Qualitative results with other methods: (Top) Stable Diffusion, (Bottom) DreamBooth-based. We can suppress the content (which
is in the leftmost parentheses) when the input prompt (located above parentheses) is given.

in terms of CLIP and IFID scores for both ‘S* bowl - berry’
and ‘S* figure - cape’, except for ‘S* toy duck - yellow’,
where Inst-Inpaint achieves the best performance. How-
ever, as demonstrated in the last column of the last row in
Figure 3, this occurs because Inst-Inpaint suppresses not
only the negative content “yellow” but also the subject “S*
toy duck”, resulting in better CLIP and IFID scores. In
contrast, our method (second column of the last row in Fig-

ure 3) effectively suppresses only the yellow color while
preserving the toy duck, demonstrating better suppression
performance. This is further supported by the human pref-
erence scores, where Inst-Inpaint received 0.75%, whereas
our method achieved 95.45%.

Optimization approach We conducted qualitative com-
parisons and a user study to evaluate whether the delta op-
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timization approach more accurately captures content than
the zero-shot approach. In the first row of Figure 4, ap-
plying the optimized delta vector (Figure 4.(b)), effectively
suppresses “glasses” while maintaining the identity of the
original subject S*. In contrast, Figure 4.(a) uses a zero-shot
delta, which also suppresses “glasses”, but is less effective
in preserving identity. These results indicate that optimiz-
ing the delta vector enables the model to more accurately
capture the content to be suppressed in DreamBooth-tuned
models. Additionally, the user study in Table 2 shows that
73.2% of participants preferred the optimization-based delta
approach for better identity preservation and more effective
content suppression.

Original §* (a) with zero-shot delta (b) with optimized delta

o— 8-
: 3
i P

Figure 4. Suppression results on the model fine-tuned for specific
subject $* using DreamBooth: (a) using zero-shot delta, and (b)
using optimized delta.

Method
Preference (%) 1 | 26.8 73.2 +46.4

‘ Zero-shot Delta  Optimized Delta  Difference (%)

Table 2. Human preference in the comparison between zero-shot
delta and optimized delta.

5.3. Ablation Study

We conducted an ablation study to understand the impact
of applying the delta vector to key and value features in the
SSDV method. The results of the ablation study are shown
in Table 3 and Figure 5. Figure 5.(a) shows the result when
the delta is applied only to the key feature in a positive di-
rection. In this case, the region of the negative content is
strongly attended in the attention map of e}, which prevents
the region from being attended by e,, that is strongly en-
tangled with the content. In contrast, when the delta was
not applied to the key feature, as shown in Figure 5.(b), the
region of negative content was attended in the attention map
of e,,. This demonstrates that applying the delta to the key
feature effectively prevents other tokens entangled with con-
tent from attending to content regions. However, as shown
in the output image of Figure 5.(a), the content is still gen-
erated because e}, contains the content information in the
value feature. When the delta was applied in the negative
direction to the value, Figure 5.(c) shows that the content
is successfully suppressed. This demonstrates that applying

ap>0.
a,=0"

(@)

a, =0,
® a, <0°

a >0,
a, <0’

©

“A photo of Bill Gates” — (“glasses”)

Figure 5. Ablation results for our SSDV. The leftmost values
represent ay and a,,, while the figures on the right show the output
images and the attention maps of the embeddings for each case.

ar a, | CLIP) IFID7 OwlViT|
+ 00| 17.53 27.49 0.049
00 - 17.08 23.01 0.037
+ - 16.17 72.63 0.012

Table 3. Quantitative results from the ablation study comparing
each case of applying the delta to key and value features.

the delta in the negative direction to the value feature effec-
tively suppresses the content in the image. In Figure 5.(b),
applying the delta only to the value feature results in ineffec-
tive suppression, indicating that applying the delta to both
the key and value (in positive and negative directions, re-
spectively) is necessary for successful content suppression.
Although the attention map of e}, in Figure 5.(c) may ap-
pear unclear, this is simply because it was visualized during
the suppression process. In conclusion, applying the delta
to both key and value features is crucial for effective con-
tent suppression, as also evidenced by the best performance
results presented in Table 3.

5.4. Additional Results

In our supplementary material, we present additional quali-
tative results from SEP-Benchmark. Moreover, we demon-
strate the application of our method across various tasks and
provide in-depth analyses of our SSDV method, offering
insights into its behavior and performance.

6. Conclusion

We propose a zero-shot method to suppress the content
strongly entangled with the prompt by obtaining the delta
vector that modifies text embeddings. Additionally, we in-
troduce SSDV for selective region suppression and extend
our method to personalized T2I models through optimiza-
tion. Our extensive evaluations demonstrate that our ap-
proach outperforms existing methods both quantitatively and
qualitatively.
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