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Abstract

Articulated objects are an important type of interactable
objects in everyday environments. In this paper, we pro-
pose PhysNAP, a novel diffusion model-based approach for
generating articulated objects that aligns them with par-
tial point clouds and improves their physical plausibility.
The model represents part shapes by signed distance func-
tions (SDFs). We guide the reverse diffusion process using
a point cloud alignment loss computed using the predicted
SDFs. Additionally, we impose non-penetration and mo-
bility constraints based on the part SDFs for guiding the
model to generate more physically plausible objects. We
also make our diffusion approach category-aware to fur-
ther improve point cloud alignment if category information
is available. We evaluate the generative ability and con-
straint consistency of samples generated with PhysNAP us-
ing the PartNet-Mobility dataset. We also compare it with
an unguided baseline diffusion model and demonstrate that
PhysNAP can improve constraint consistency and provides
a tradeoff with generative ability.

1. Introduction

Many man-made objects in everyday environments such as
drawers, appliances, or laptops are articulated. Generating
and reconstructing digital twins of such articulated objects
is an important problem in virtual reality applications and
robotics.

In this paper, we propose PhysNAP, a novel diffusion
model-based approach that generates articulated objects
that align with partial point cloud views by loss-guided sam-
pling. We include guidance loss terms which improve phys-
ical plausibility of the generated objects by reducing part
penetrations in the initial state (zero articulation) and in
varying articulation states. Additionally, we condition the
diffusion model on object categories which also improves
point cloud alignment, since with category information the
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Figure 1. Method overview of PhysNAP: We propose to guide a
pretrained diffusion model (NAP [10]) for articulated object gen-
eration with point cloud alignment and physical plausibility losses.
The latter measure part penetration in the initial state (penetration)
and in varying articulation states (mobility). All generated prop-
erties can potentially be adjusted to follow the losses, including
node and edge existence, shape and articulation joint properties.
We also augment NAP to condition on the object category.

model is more likely to generate well-matching objects. An
overview of our method is shown in Figure 1. Our approach
extends NAP [10], an unconditional and unguided diffusion
model which generates articulation graphs, part shapes, and
joint parameters. We propose novel approaches to calculate
point distance and shape penetration based on the predicted
graph representation and signed distance function (SDF)
part shapes. The losses are differentiable by all generated
properties, which allows for multiple ways of minimizing
them, such as adjusting the relative location of objects or
altering their shape or articulation properties. To the best
of our knowledge, PhysNAP is the first category-aware dif-
fusion model which can generate articulated objects with
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point cloud alignment and physical plausibility guidance

without prior knowledge of the articulation graph structure,

i.e. number of existing parts and connectivity by joints.

We evaluate PhysNAP on the PartNet-Mobility
dataset [l, 17, 23] and demonstrate that it improves
point cloud alignment and physical plausibility over an
unconditional, unguided baseline approach. We provide
ablations to assess the benefit of our design choices and
analyze tradeoffs between guidance loss compliance,
category-awareness, and generative ability.

In summary, we make the following contributions:

* We propose PhysNAP, a novel diffusion model-based ap-
proach that generates articulated objects by extending
NAP to condition on object categories and training-free
guidance by 3D measurements and physical plausibility.

* We guide the reverse diffusion process with point cloud
alignment and physical plausibility constraints that are
determined from the predicted articulation graph and SDF
part shapes. Physical plausibility is measured by penetra-
tion of parts in the initial and varying articulation states.

* We assess the performance of PhysNAP in terms of gen-
erative ability, point cloud alignment, and physical plau-
sibility. Our approach improves on the latter two while
providing a tradeoff with generative ability.

2. Related work

Generating articulated objects and reconstructing them
from measurements such as images and point clouds is an
important step for creating digital twins for virtual reality
applications and robotics. The approaches can be classified
by output representations for articulation and shapes, infer-
ence methods, and conditioning information.

Output representation. The methods in [7, 11, 18]
learn part shapes and parameters of a single joint from point
cloud or image observations. Recently, methods have been
proposed such as [2, 4, 22] which predict multi-joint artic-
ulation graphs with joint parameters and part shapes. Ar-
ticulateAnything [8] predicts this information in URDF for-
mat. Real2Code [16] predicts code descriptions of articu-
lated objects. While [11] represents part shapes as neural ra-
diance fields (NeRFs), the approaches in [9, 10, 15, 18, 22]
yield part shapes as latent embeddings of signed distance
functions (SDFs) and Real2Code [16] infers part shapes
as occupancy grids from which meshes can be extracted.
The methods in [2, 4, 8, 12, 13] output meshes for the part
shapes. Our approach predicts part shapes as latent embed-
ding vectors which are decoded into SDFs as in NAP [10].
By this, shape can be continuously varied by the latent vec-
tor during the reverse diffusion process. PhysPart [15] uses
a latent 3D feature grid for representing SDF shape, while
we use more compact latent feature vectors.

Inference method. Several methods use supervised
learning to regress articulation models of objects. Ditto [7]

uses a PointNet-based network architecture. PARIS [11]
uses deep learning to optimize NeRF representations and
joint parameters of the articulated object from multiple im-
ages. Both methods only support articulated objects con-
sisting of two parts and a single joint. The approaches
in [4, 22] use transformer-based architectures to regress
articulation graphs with multiple joints. URDFormer [2]
transforms rendered images from simulated objects to real-
istic images using a text-conditional image diffusion model.
This way, paired image and articulated object descriptions
(URDFs with joint parameters) are obtained which are used
for supervised training of deep regression models. Some
recent works [8, 16] use vision and language foundation
models (LLMs, VLMs) to regress articulated object mod-
els from images. Differently, our approach leverages a dif-
fusion model as generative prior of articulated objects. In-
ference from point measurements is performed by training-
free guidance. A-SDF [18] learns a generative auto-decoder
model which parameterizes the articulated object with a sin-
gle joint angle and the shape latent codes for two parts. In-
ference is performed by optimizing shape latent and joint
angle to minimize the SDF of an input point cloud. Several
previous methods have been proposed that learn diffusion
models of articulated objects such as [9, 10, 12, 13, 15].
Our approach belongs to the latter category. We extend
NAP [10] to guide the reverse diffusion process by point
cloud alignment and physical plausibility constraints.

Conditioning information. Some methods such as [4,
10] generate articulated objects without conditioning infor-
mation. Ditto [7] regresses the articulation model from two
point cloud observations. PARIS [11] requires multiple im-
age views as input for NeRF optimization. ArtFormer [22]
conditions the transformer model on text instructions. A-
SDF [18] uses an input point cloud for optimization-based
inference. The approaches in [2, 8, 16] take single images
of the articulated object as input. CAGE [12] conditions a
diffusion model on object category and, differently to our
approach, requires the articulation graph structure as input.
In SINGAPO [13] the model is extended to condition on
RGB image features. The connectivity graph is regressed
using a vision-language foundation model (VLM). Like
our approach, the diffusion model approach MIDGaRD [9]
does not require the articulation graph as input. Also differ-
ently to our approach, it generates articulation graph struc-
ture and shapes in subsequent stages which prevents loss
guidance for the graph through the predicted shape.

Closely related to our approach is PhysPart [15]. The
approach assumes that a full point cloud of an incomplete
object base is available as input and generates physically
plausible part completions and joint parameters by condi-
tioning the diffusion model on point cloud features. Sim-
ilar to our approach, PhysPart also applies loss guidance
using part penetration and mobility constraints determined
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from SDF shape representations of the parts. Differently,
our approach is more general, as we do not assume the ar-
ticulation graph structure given and use partial point clouds
for training-free guidance. PhysPart requires a full point
cloud of the object base for conditioning. Moreover, Phys-
Part only penalizes collisions between the base object and a
single generated part connected to it (SDF). Our approach
determines penetration losses between all parts and mobil-
ity losses between connected parts.

3. Method

We propose PhysNAP, a novel approach for generating
physically plausible articulated objects given a partial point
cloud view of the object. We extend NAP [10] which uses
a Denoising Diffusion Probabilistic Model (DDPM) [6] by
conditioning it on object class information. In addition, the
reverse diffusion process is guided to align the parts of the
articulated object with the partial input point cloud. We also
guide the reverse diffusion to avoid penetrations between
parts in the initial state of the object and when being actu-
ated. In the following we will detail our method.

3.1. Denoising Diffusion Probabilistic Models

Denoising diffusion probabilistic models (DDPM, [6])
model the diffusion of a data sample xy by a latent vari-
able x; in successive time steps ¢. For the forward diffusion
process, DDPM assumes that

q(xy | ko) = N (@ Varxo, (1 — ay)I) (D
is a Gaussian distribution conditional on the data sample
where &; is a factor as defined in [6]. This allows to write
i (xo, €) = /Ao + /1 — ayge for e ~ N(0,I) in terms
of ¢y and € = e(x, o) [6]. By successive diffusion, the
latent variable tends to 7 ~ N(0,I) for T — oo.

It can be shown (see [60]) that this diffusion process can
be reverted by iteratively sampling a latent variable for the
previous time step according to

1 1-— it

where z ~ N(O, I), o; is a noise scale parameter, and oy
is a factor as defined in [6]. To this end, the noise €(x¢, o)
of the forward diffusion process is approximated by a neural
network eg(x;, t) with parameters @ which is trained to pre-
dict the forward diffusion process noise from x; and ¢. The
reverse diffusion process is initialized with a sample 1 ~
N (0, I) at time step 7. Note that eg (4, t) is closely related
to the score of p; () = [ q(@; | 2o)p(o)dao and it holds
Ve, logpi(xy) =~ 7\/1%76“60(:Bt, t) since Vg, logq(x: |

@0) = ~ iy (%0 — Vo) = — i e(@, o).

Ty = 60(3%715)) +oiz (2
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3.2. Loss-Guided Diffusion

Now to make the denoising process conditional on measure-
ments y, one replaces V, log p;(x:) by

Va, logpi(x: | y) = Va, logpi(@:) + Va, logpi(y | z¢)
3)
as a result of Bayes rule [3]. However, p;(y | ;) is in-
tractable to compute [3], while we can determine p:(y |
xy) ~ p(y | &o). We approximate the posterior mean
&g := Elzg | ] by &g = = (:ct -1 O_[teg(wt,t)).
Following loss-guided diffusion [20], we -calculate
p(yl&o) = £ exp(—Ly(&o)), where £y (&) is a loss func-
tion for &y given measurement y and Z is the partition
function which marginalizes over &, and, hence, is inde-
pendent of the specific y. This allows to approximate
vm,, Ingt(y | mt) ~ me, Ingt(y | "%0) = 7vmt£y(:ﬁ0)~
To implement the guidance, we follow DPS [3] and add
—Va,ly(20) to ;1 in the denoising step.

3.3. Guided Articulation Graph Diffusion

We base our approach on NAP [10] which generates articu-
lation graphs with a maximum number of K nodes (K = 8
in our experiments). Each node represents a part of the
articulated object. The edges in the graph represent po-
tential articulations between pairs of parts. The attributes
of a node are an existence indicator o; € {0,1}, a pose
T,; € SE(3) for the part’s initial configuration in the global
frame, bounding box edge lengths b; € R?, and a shape la-
tent code s; € RF with F = 128 in our experiments. A
pretrained neural signed distance function (SDF) for parts
with latent shape embedding [10, 19] is used for represent-
ing shapes. For the diffusion model, the node attributes are
represented as real vectors v; € RP» with existence indica-
tor o; represented continuously as 0; € R. Note that NAP
assumes that for each object, an initial state with zero articu-
lation exists in which all parts are in a canonical orientation
throughout the dataset (for example, all drawers facing the
same direction). Therefore, the initial rotation of parts is
assumed zero and the model only predicts 3D translations.

Edge attributes are existence indicator ¢; ; € {—1,0,1}
that also controls the direction of the edge, 6-dimensional
Pliicker coordinates p; ; (lij,m, ;) with I;; €
S%,m; ; € R3 that describe the articulation and joint state
ranges p; ; € R?*2. The edge attributes are represented as
e;; € RP<. The edge existence is represented as a real 3D
vector ¢; ; which is set to the one-hot representation of c; ;
to embed the edge. The Pliicker coordinates and joint state
ranges are embedded as real vectors.

Since the chirality of the edges is modeled by an at-
tribute, the graph consists of K nodes and K (K — 1)/2
edges which can be represented as a real vector. The dif-
fusion model learns to predict noise on this representation
using an attentional graph neural network (AGNN). Gener-



ated samples of the graph representation are projected back
to a manifold where the graph is properly defined. This
includes projecting the values of the embedded Pliicker co-
ordinates in R to its constraints. The existence values for
nodes are thresholded to determine which nodes should ac-
tually exist and the edge existence values are used to extract
the minimum spanning tree. Meshes are extracted from the
part SDFs using marching cubes [14]. NAP centers and
rescales the extracted meshes to match the statistics of the
training set. We do not perform this post-processing step, as
it would require differentiable mesh extraction and lookups
of SDF values at shifted locations. Lastly, NAP supports re-
trieving the most similar mesh for the predicted SDF shape
in the training set.

3.4. Category-Aware Generation

We augment NAP to additionally condition on specific ob-
ject categories for the case that such a category is assumed
known. We add a learnable category embedding to the noise
prediction network architecture, which is added to the node
and edge embeddings in the AGNN. We then retrain NAP,
providing it with the ground-truth categories of the object it
is denoising.

3.5. Guidance

We design a loss function for guiding the NAP reverse diffu-
sion process to minimize inter-part penetrations in the initial
pose and when moving joints, as well as to align the gen-
erated object shape with a partial point cloud view. In the
following, we will detail the individual loss terms for inter-
part penetrations ({pen (20 )), mobility (€mob(20)), and point
cloud alignment (¢,c(2o, P)) for point cloud P. The loss
terms are combined by

EP(QEO) = wpcgpc (-'%07 P) + wpengpen (-’f}O) + wmobémob(ﬁ:o)v

4
where Wpe, Wpen, Wmob are weight factors which we deter-
mine in a parameter study (see Sec. 4).

3.5.1. Point Cloud Alignment Loss

We measure the alignment of the predicted articulated ob-
ject in the initial state to a partial point cloud P € R"»*3,
We evaluate the distance of the points to a part shape us-
ing the predicted SDF representations. We determine the
SDF value of point P; for part 7 by transforming the point
into the local coordinate frame of part ¢ using the predicted
translation of node ¢; and querying the neural SDF at the
transformed point. The distance is scaled by the extents of
the bounding box b; of the part. If the transformed point
does not lie within the bounding box, we approximate the
SDF by the distance to the closest point on the bounding
box plus the SDF value at this closest point. The proba-
bilistic point measurement model for part ¢ is a Gaussian
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in the signed distance with zero mean and a fixed variance
(subsumed in the weight wp.).

Since the association of the points to parts is unknown,
we estimate the association using the measurement model
similar to expectation-maximization. We compute a soft
correspondence likelihood of the j-th point to each part ¢
based on the respective distance and existence:

exp (—7' d(P;,i)* ] (6; + 6))
Yopexp (=7 d(Pj,k)? [ (0k +€))’

where d(P;, 1) is the signed distance of point P; to part i, €
is a small value for numerical stability and 7 is an inverse
temperature parameter. Note that this formulation makes
the loss differentiable w.r.t. to the existence of nodes, so the-
oretically, a non-existing part could be introduced to match
the points more closely. In our experiments, we use a rela-
tively low temperature of 7 = 1000. Finally, we compute

bpe(Z0, P) = 32, 37, i jd(Py,0)*.
3.5.2. Penetration Loss

®)

Qg =

We determine a penetration loss by measuring penetrations
between all possible pairs of parts. First, we calculate the
intersection volume of the part bounding boxes using the
predicted bounding box extents b; and poses Ty;. We sam-
ple a 3D grid of points in the intersection cuboid bjy,, and
evaluate the penetration using the predicted SDF shapes.

We impose two requirements on the 3D grid sample
points: The number of samples should be limited and ide-
ally constant to bound the computational effort. We aim
at N* = 1000 samples in our experiments. Also, we aim at
sampling points with similar density in each dimension.

We determine the intersection volume V' = H2:1 bincer, &
and Iy VvV as the edge length of a cube with
identical volume. The number of points per dimension
is ng = LmaX(W binter,/lv,1)| and the total number
of points N = Hi:l ng. Without the clamping and round-
ing, the number of points would be exactly N*, but could
result in less than one point per dimension. With the pro-
posed approach, the N can also be higher than N* for thin
shapes.

For each sample g; in our grid, we evaluate the SDF
values d(qj,¢) and d(g;,4") for the pair of parts ¢ and ¢/
as described in the previous section. We then calculate the
SDF penetration error as in [15, 21]

Ulay 1) = 5 min (0, (d(gy, 1) + d(g;, 1)) ©

See Figure 2a for an example of the effect of guidance with
penetration loss.
The penetration loss becomes

N
Va) > > w(gyii)oion  (7)

i i g=1

Lpen(20)






out replacement. Additionally, we sample a random camera
pose for each object. The elevation ranges from 30° to 80°
and the azimuth from 120° to 240°, ensuring that objects
are well observed from at least two sides. For the cam-
era distance, we use minimum and maximum ranges from
1 to 6. The scaling of meshes is unchanged from PartNet-
Mobility. We reject a sampled camera pose if the bounding
box in pixels spans less than 50% horizontally and verti-
cally. Poses are also rejected if the object cuts the edges
of the image. We randomly sample M = 1000 points
within the object segmentation mask based on the render-
ing pipeline of GAPartNet [5]. We assume knowledge of
the object pose and transform the observed point cloud into
object coordinates.

For guided generative sampling, we add our guidance
terms for the last n, steps. We determine n, in a hyperpa-
rameter study (see Sec. 4.1.2).

4.1.1. Evaluation Metrics

Guidance Metrics. To measure the alignment of a gener-
ated object sample to the guidance point cloud, we com-
pute the squared SDF value of each part with existence in-
dicator value > 0.5 at each point. We take the minimum
over these parts at each point, yielding the error of the clos-
est respective ]yfart, and determine the mean squared error
Ep L =1 MiNg.5,50.5 d(pj,i)?. We also extract a

mesh froj\ril the part SDFs using marching cubes [14] and
compute the mean distance D, of the points to the mesh.

To measure penetration and mobility, we measure part
penetrations as for our guidance losses. We do not weight
for node or edge existence, but instead only evaluate pene-
trations between parts with existence larger than 0.5. For the
mobility evaluation, we also do not sample random articu-
lation states, but compute the loss for 5 equally-spaced ar-
ticulation states between the minimum and maximum joint
limits. We call the respective error metrics Fpen and Epyop.

Generative Metrics. We adopt the generative metrics
minimum matching distance (MMD) and 1-nearest neigh-
bor accuracy (1-NNA) used in NAP [10]. Details on the
base metrics can be found in [24]. NAP adapts the met-
rics for the articulated case by searching the minimum of
each metric over sampled articulation states. We use these
variants of the metrics. To compute the base metrics in a
particular articulated state, the Chamfer distance between
2048 points sampled randomly on the generated and ex-
tracted meshes is determined. Since our focus lies on the
meshes extracted from the SDFs, we report metrics on those
meshes. Further implementation details on the metrics can
be found in the supplementary material.

4.1.2. Hyperparameter Study

We perform a hyperparameter study to find an empirical set-
ting of the number of guidance steps ny and the weights w,
for the guidance losses. We conduct a parameter sweep

3211

mean Fpen MMD

L0 _ 0.045 -
10-2 4 \ 0.040
N M /’ 4

1 4 N~ . — 7

0 A 0035 - :
T T T T

10-1 10! 10-1 10!
— ng =0 ng = 100 ng = 500
ng = 50 ng = 200 ng = 1000

Figure 3. Hyperparameter sweep over guidance steps n4 and guid-
ance weight wpen (X-axis) for generation with the penetration guid-
ance loss only, without category conditioning. Black line: NAP
baseline. We choose ny = 500 and wWpenpase = 2 (dashed line).

for each of the guidance losses independently. In Figure 3,
we show results for the penetration guidance loss for which
we compare with the unmodified, unguided NAP baseline.
Similar to NAP, we generate a number of samples equal to
the size of the validation split to calculate the generative
metrics for this evaluation. We observe that with stronger
guidance, the guidance metric decreases, but the generative
metric gets worse. Additional plots are shown in the sup-
plementary material. We find that hyperparameter search
results for ny = 500 and ngy = 1000 are very similar, espe-
cially for point cloud guidance. Presumably, in early steps,
the latent variable describes coarse properties of articula-
tion structure and shape and can still adapt to the guid-
ance losses. Due to the lower computational effort, we
choose ngy = 500 for all of our models and select the base
weights Wpc,base = 45awpen,base = 2, Wmobase = 2- When
combining several loss terms, we divide the base weights
by the number of used terms to determine the weights
Wpcy Wpens Wmob-

4.2. Results

Quantitative Results. We compare the results of PhysNAP
with ablations in Table 1. All guidance metrics report the
median over 450 generated samples. The generative met-
rics are calculated for 15 samples per point cloud and the
median is taken over 30 point clouds. As reference, we also
evaluate an unconditional baseline (corresponding to NAP
if not category-aware) that has no guidance term. Compared
to it, all variants of PhysNAP with point cloud loss guidance
(pc) achieve better point cloud alignment and all variants
with penetration (pen) and/or mobility loss guidance (mob)
achieve better physical plausibility measures. Addressing
question (1), overall we observe, that adding the guidance
terms reduces the respective errors.

We further see that solely using the pc yields the low-
est Eyc and Dp.. Adding penetration and/or mobility losses
yields worse alignment to points, but lower penetration and
mobility errors and also slightly better generative metrics.



cat variant Epe Dy Epen  Emoy MMD  1-NNA
no pc+pen+mob 0.0024 0.0705 0.0000 0.0003 0.1435 0.9547

no pc+pen 0.0014 0.0616 0.0001 0.0004 0.1523 0.9580
no pc+mob 0.0014 0.0603 0.0002 0.0004 0.1525 0.9612
no pc 0.0006 0.0435 0.0018 0.0031 0.1540 0.9666

no uncond [10] 0.0564 0.2063 0.0035 0.0033 0.0915 0.9440
yes pc+pen+mob 0.0012 0.0483 0.0000 0.0003 0.1970 0.9774

yes pc+pen 0.0008 0.0396 0.0001 0.0005 0.1995 0.9774
yes pc+mob 0.0008 0.0388 0.0003 0.0006 0.2096 0.9784
yes pc 0.0004 0.0301 0.0079 0.0059 0.2162 0.9817
yes uncond 0.0076 0.0974 0.0019 0.0027 0.1687 0.9709

Table 1. Results of PhysNAP (pc+pen+mob) and ablations (pc:
point cloud loss guidance, pen: penetration loss guidance, mob:
mobility loss guidance, uncond: no guidance, cat: category con-
ditioning). Lower is better for all metrics. Adding pc improves
point cloud alignment compared to the baseline. Adding pen+mob
reduces point cloud alignment, but improves penetration and mo-
bility losses, constituting a tradeoff. The category-aware model
generally yields better point cloud-aligned objects, but at a loss of
diversity (higher 1-NNA). Best results marked as bold.

However, compared to the baseline, all variants suffer a loss
in generative metrics. Note that this can be expected since
the variety of generated objects is restricted to better corre-
spond to the point cloud. Concluding and addressing ques-
tion (2), there is indeed a tradeoff, both between achieving
different guidance targets and between a single guidance
target and generative performance as measured by MMD
and 1-NNA. The category-aware model variants outperform
their unaware counterparts in point cloud alignment and
perform similarly with respect to physical plausibility. They
do, however, have worse generative metrics. The higher 1-
NNA value is expected, since the category implies a loss in
diversity of generated samples. So regarding question (3),
conditioning on a category improves point cloud alignment
but at a loss of diversity.

With all of our proposed losses included, the generation
process takes slightly less than 2 minutes per sample on av-
erage on an Nvidia A40. Further run time evaluation can be
found in the supplementary material.

Qualitative Results. We also evaluate PhysNAP quali-
tatively. In Figure 4, we show examples of articulated ob-
jects generated from the model for given point clouds. We
sort the samples by Dp,. and report the 3 best as well as 50%
and 100% (worst) quantiles. We can observe that D), coin-
cides with intuitive quality: The best 3 results mostly have
clear identifiable shapes and articulations. The shape of the
worst cases can hardly be identified for most of them and the
articulation does not appear meaningful. The model without
category awareness generates different classes of objects to
match the observed shape. The category-aware model con-
sequently exhibits less diversity, but is able to match the
point cloud better in most cases. This is especially well vis-

ible for the last row example, where the category-unaware
model generates many shapes that are wider than the point
cloud, while the category-aware model matches it visibly
better. In the supplementary material, we also show exam-
ples of generated objects with retrieved part meshes.

To obtain a visual interpretation of the effect of the pen-
etration and mobility losses, we choose two settings respec-
tively from our hyperparameter study with only ng, = 100
steps. Incorporating guidance that late in the reverse diffu-
sion process has the effect that the generated sample shape
stays similar to the sample shape without guidance, if the
reverse diffusion starts from same initial value and uses the
same random seed for the noise z. In Figure 2a, we com-
pare two unguided and penalty loss-guided samples. Simi-
larly, in Figure 2b, we compare two unguided and mobility
loss-guided samples. We can see that in both cases part pen-
etrations are reduced for the guided samples.

5. Conclusions

In this paper, we propose PhysNAP, a novel generative mod-
eling approach for articulated objects that aligns the gener-
ated objects with partial point cloud views and improves
their physical plausibility. We measure physical plausibil-
ity in terms of penetration between parts in the initial state
of the object and in varying articulation states. We make
the diffusion model category-aware which further improves
point cloud alignment for settings in which the category is
known. PhysNAP inherits the property of its baseline NAP
that the diffusion model does not require prior knowledge
of the articulation graph structure.

We demonstrate on the PartNet-Mobility dataset that
PhysNAP can improve point cloud alignment and physical
plausibility for generated objects. We also provide abla-
tions to assess the impact of our design choices and ana-
lyze the tradeoffs for our loss guidance terms and category-
awareness between guidance metrics and generative ability.

We regard our approach as an important step toward per-
ception of articulated objects for AR and robotics. Gen-
erated objects could be used in physics simulations, which
would require disabling remaining collisions between parts.
Directly generating objects without any collisions is a po-
tential topic for future research. Currently, our approach
assumes that the sensor pose w.r.t. the canonical articu-
lated object frame is known. This could be alleviated in
future work, for instance, by devising a learning-based ap-
proach that predicts the relative pose of the articulated ob-
ject from measurements. Also, the quality of the generated
part shapes is limited by the SDF decoder, which could be
addressed in future work. Methods such as DDIM could
be explored to improve the run time of our approach. We
also plan to incorporate image information into PhysNAP
to improve object reconstruction.
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not category-aware

category-aware

observed pc top 1. top 2. top 3. 50% 100% top 1. top 2. top 3. 50% 100%
% Dy. =0.0254 0.0329 0.0347 0.0501 0.1472 0.0219 0.0264 0.0353 0.0503 0.0851
: Epen = 0.0 0.0 0.015 0.0 0.0 0.0023 0.0044 0.0012 0.0021 0.0
Emob = 0.0 0.0001 0.0075 0.0021 0.0 0.0022 0.1071 0.0272 0.0151 0.0
‘/
Dy,. =0.0175 0.0206 0.023 0.0522 0.1305 0.0136 0.0141 0.0153 0.0292 0.0802
Epen = 0.0012 0.0003 0.0007 0.0015 0.0005 0.0 0.0 0.0 0.0 0.0004
Emob = 0.0191 0.0118 0.0005 0.001 0.0003 0.0 0.0 0.0 0.0 0.0
Dy =0.0197 0.0212 0.0256 0.0634 0.1209 0.0106 0.0145 0.0145 0.0239 0.5456
Epen =0.0 0.0 0.0041 0.0004 0.0005 0.0003 0.0024 0.0 0.0 0.0
Emob = 0.0 0.0003 0.0026 0.0027 0.0001 0.0006 0.0008 0.0 0.0 0.0
Dy, =0.0219 0.0399 0.0429 0.0567 0.1152 0.0256 0.0275 0.0359 0.0462 0.0806
Epen =0.0 0.0 0.0006 0.0 0.0 0.0 0.0 0.0 0.0023 0.0002
Emob = 0.0 0.0 0.0003 0.0 0.0 0.0 0.0 0.0 0.003 0.0009

Figure 4. Articulated objects generated for the observed point clouds on the left. We sort the samples by D, and report the 3 best as well
as 50% and 100% (worst) quantiles. Dy is indicative of quality: The top results mostly have clear identifiable shapes and articulations in
contrast to the worst samples. The worst sample for point cloud 3 from the category-aware model failed mesh extraction (no point with
negative SDF has been sampled). A limitation of the category-unaware model can be seen especially for point cloud 4, where many of the
generated shapes are wider than the point cloud. The category-aware model improves on that.
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