This ICCV paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;
the final published version of the proceedings is available on IEEE Xplore.

DeSPITE: Exploring Contrastive Deep Skeleton-Pointcloud-IMU-Text
Embeddings for Advanced Point Cloud Human Activity Understanding

Thomas Kreutz!

Max Miihlhduser!

Alejandro Sanchez Guinea!

! Telekooperation Lab, Technical University Darmstadt
{kreutz@tk, max@informatik, sanchez@tk} .tu-darmstadt.de

Abstract

Despite LiDAR (Light Detection and Ranging) being an ef-
fective privacy-preserving alternative to RGB cameras to
perceive human activities, it remains largely underexplored
in the context of multi-modal contrastive pre-training for
human activity understanding tasks, such as human activ-
ity recognition (HAR), retrieval, or person re-identification
(RE-ID). To close this gap, our work explores learning the
correspondence between LiDAR point clouds, human skele-
ton poses, IMU data, and text in a joint embedding space.
More specifically, we present DeSPITE, a Deep Skeleton-
Pointcloud-IMU-Text Embedding model, which effectively
learns a joint embedding space across these four modal-
ities. At the heart of our empirical exploration, we have
combined the existing LIPD and Babel datasets, which en-
abled us to synchronize data of all four modalities, allowing
us to explore the learning of a new joint embedding space.
Our experiments demonstrate novel human activity under-
standing tasks for point cloud sequences enabled through
DeSPITE, including Skeleton<>Pointcloud<>IMU match-
ing, retrieval, and temporal moment retrieval. Furthermore,
we show that DeSPITE is an effective pre-training strategy
for point cloud HAR through experiments in MSR-Action3D
and HMPEAR. Code and models are publicly available at
https://github.com/thkreutz/despite.

1. Introduction

A key challenge in multi-modal human activity under-
standing tasks, such as human activity recognition (HAR),
human pose estimation (HPE), retrieval, or person re-
identification (RE-ID) “in the wild” is obtaining paired sen-
sor data for each individual in a multi-person scene (e.g.,
IMU with RGB videos or point clouds). Prior work stud-
ied RGB-IMU matching for identity-aware tracking/RE-
ID [1, 2], RGB-IMU matching for video retrieval [3], and
IMU-Skeleton Pose matching [4] to correct IMU drift in
multi-modal HPE. However, existing methods primarily fo-

cus on RGB-centric modalities, limiting applicability to
privacy-sensitive scenarios like healthcare and surveillance,
where RGB cameras often can not be deployed.

To address privacy concerns, silhouette masks [5, 6]
or skeletons [7] have been proposed to anonymize de-
tected individuals from RGB video. While effective, these
anonymization techniques still come with the limitation that
they require post-processing and short-term storage of the
raw RGB data. In contrast, LiDAR is a privacy-preserving
alternative, with proven capabilities for multi-modal HAR
(e.g., [8, 9]) and HPE (e.g., [10, 11]). However, matching
skeleton or IMU signals to LiDAR-based point cloud se-
quences is underexplored.

Beyond matching, recent advances in multi-modal con-
trastive learning, such as ImageBind [12], IMU2CLIP [3],
BabelTower [13], MotionCLIP [14], or LAVIMO [15] have
demonstrated the power and benefits of cross-modal align-
ment for human activity understanding. These models learn
a shared embedding space, enabling cross-modality match-
ing, retrieval, and effective neural network pre-training for
downstream tasks. Despite their success, they mainly use
RGB data as a visual modality to bind the learned repre-
sentations. Extending this line of research, our paper asks
the important but underexplored research question: What
happens if we only depend on LiDAR point clouds in multi-
modal contrastive learning as the main visual modality?

To answer this question, we present DeSPITE, a
Deep Skeleton-Pointcloud-IMU-Text Embedding model,
which is illustrated in Figure 1. Inspired by CLIP [16],
ImageBind [12], and IMU2CLIP [3], DeSPITE Ilearns
a shared embedding space with a contrastive loss
based on InfoNCE [17] between paired sequences of
point cloud<sskeleton<>IMU<>text data.  Unlike prior
works leveraging, e.g., text or RGB data embeddings
from pre-trained encoders as binding modalities (e.g.,
IMU2CLIP [3], MotionCLIP [14], LAVIMO [15]), our pri-
mary goal is not to demonstrate modality alignment to text.
Instead, we present novel applications for point cloud-based
human activity sequences that were not possible before, en-
abled by unifying these modalities into a joint embedding
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Figure 1. DeSPITE links different data modalities that represent human activities and, therefore, have a natural correspondence into a joint
embedding space. As a result, DeSPITE enables tasks that depend on this correspondence that were not possible before.

space. Furthermore, while our primary focus is on en-
abling novel cross-modal retrieval and matching tasks, we
find that DeSPITE also serves as an effective pre-training
method for HAR, demonstrating improvements over uni-
modal baselines. Finally, to understand the contribution of
each modality to the joint embedding space, we train several
DeSPITE variants (e.g., DeSPIE without text, DeSPE with-
out text+IMU, etc.). These variants serve as ablations to
evaluate individual impact of cross-modal training between
different modalities on cross-modal matching, retrieval, and
HAR performance.

As described in Figure 1, after successful alignment
in a shared embedding space, DeSPITE and its variants
(e.g., DeSPIE) allow novel and very useful applications
between point cloud, IMU, and skeleton data: (a) Person
Re-ID by matching a snippet of, e.g., IMU data to the
correct point cloud snippet, or a skeleton snippet to point
cloud sequences, (b) Temporal moment retrieval/search in
a video with skeletons, IMU, or a point cloud as query,
(c) pre-training modality specific encoders for human activ-
ity recognition, and (d) retrieval of each modality through
each modality from a large motion database.

To train and evaluate DeSPITE, we construct LIPD-
Babel, a dataset aligning point clouds, IMU, skeletons, and
text by integrating the LIPD dataset [11] with the text an-
notations from Babel [18]. LIPD-Babel enables two key
evaluations: (1) LIPD-Babel-v1 for cross-modal matching
and retrieval, demonstrating DeSPITE and DeSPIE’s abil-
ity to align point clouds, skeletons, and IMU signals, and
(2) LIPD-Babel-v2 for contrastive pre-training, where De-
SPITE and DeSPIE improve single-modality HAR, surpass-
ing SOTA on HMPEAR [9] and MSR-Action3D [19].

Our contributions are as follows. (i) DeSPITE: A Deep
Skeleton-Pointcloud-IMU-Text Embedding model that en-
ables cross-modal matching and retrieval tasks between
point clouds, IMU, and skeletons, unlocking applications
that were previously impossible, and we will release the

resulting pre-trained encoders, code, and data for future
research. (ii) We show that DeSPITE is an effective
contrastive pre-training strategy for single-modality HAR,
demonstrating new state-of-the-art performance. (iii) LIPD-
Babel, a new dataset for privacy-preserving multi-modal
learning, with versions LIPD-Babel-v1 tailored for match-
ing, retrieval tasks, and LIPD-Babel-v2 tailored for HAR.

2. Related Work

2.1. Multi-Modal Contrastive Learning for Human
Activity Understanding

Recent works have explored unified embedding spaces
across sensor modalities. ImageBind [12] binds six modal-
ities using image-text pairs, while IMU2CLIP [3] and Mo-
tionCLIP [14] align IMU and skeleton data with CLIP’s
image-text space. LAVIMO [15] improves skeleton-video-
text retrieval, and BabelTower [13] incrementally aligns six
sensing modalities, reducing reliance on RGB. Unlike these
works, we focus exclusively on privacy-preserving modali-
ties, introducing LiDAR into a joint embedding space with
IMU and skeletons. This enables novel retrieval tasks
(LiDAR+IMU, LiDAR<+>Skeleton) and serves as an effec-
tive pre-training strategy for point cloud-based HAR.

2.2, Pre-Training for Point Cloud Human Activity
Recognition

While countless general purpose embedding models and
foundation models have emerged in the last years for
RGB images/videos, natural language, or audio (e.g, Im-
ageBind [12], DinoV2 [20], SAM2 [21], CLIP [l6],
BERT [22]), pre-trained general-purpose models for (Li-
DAR) point cloud HAR do not exist yet due to a lack of the
same amount of data. To this day, pre-training mainly hap-
pens through self-supervision on a small number of datasets
or the same dataset before fine-tuning for point cloud HAR.
Self-supervision includes temporal order prediction from
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shuffling in [23, 24], contrastive learning on masked se-
quences [25, 26], temporal structure prediction [27], or
knowledge distillation [28]. All these methods have been
shown to improve the performance after fine-tuning for
HAR compared to training from scratch. Different from
these works, we show that multi-modal contrastive learning
between point clouds and other closely related modalities
(i.e., skeleton pose and IMU data) leads to improved HAR
performance after fine-tuning, showing new possibilities for
future research in point cloud HAR.

2.3. Cross-Modal Matching and Retrieval between
Modalities

Cross-modal matching assigns a data point from one modal-
ity to its correct counterpart in another. Key applications in-
clude audio-visual association [29, 30], IMU-based match-
ing to human pose, RGB, or silhouette masks [3—5], or text-
to-motion retrieval [15, 31]. Person Re-ID via IMU sig-
nals has been explored in RGB videos [2, 32], silhouette
masks [5, 6], and skeletons [4, 7]. Retrieval tasks also exist
between skeletons and text [31], skeletons and RGB [15],
and IMU and RGB [3], with prior works exploring tempo-
ral moment retrieval and database retrieval.

However, LiDAR-based cross-modal retrieval remains
largely unexplored. Our work extends these approaches by
aligning LiDAR, IMU, and skeleton data, enabling novel re-
trieval tasks such as LiDAR <+ Skeleton and LiDAR+IMU.
We further extend IMU interpretability via RGB video re-
trieval [3] to point cloud and skeleton retrieval, unlocking a
new effective way to interpret IMU signals.

2.4. Datasets for LIDAR Point Cloud Human Activ-
ity Recognition

Early point cloud HAR datasets, like MSR-Action3D [19]
and NTU-RGB+D [33, 34] are derived from depth maps and
have been foundational in advancing state-of-the-art meth-
ods in the field. Datasets with real LiDAR point clouds
of human activities are rare. One of the only datasets for
human activity recognition are HuCenLife [8], and the re-
cent HMPEAR [9] and MM-Fi [35] datasets. Motivated by
multi-modal LiDAR and IMU-based HPE, several datasets
have been proposed recently, such as LidarCap [10] and
LIPD [11]. In particular, LIPD is a large-scale dataset with
human motions of LiDAR point clouds, human skeletons,
and IMU data, but without activity annotations. It is a mix
of synthetic and real data, where a big part comes from
AMASS [36], a large-scale human motion capture dataset.
On top of AMASS, Babel [18] and HumanML3D [37]
added natural language annotations. For our study, we com-
bine LIPD with its corresponding subset in AMASS to a
new dataset, LIPD-Babel, which enriches LIPD through
partial human activity annotations. This leads to a large
pre-training data resource between human skeletons, IMU,

LiDAR point clouds, and text, which we can leverage to
explore contrastive learning between these modalities.

3. Method
3.1. Problem Statement

The goal of this work is to learn a joint embedding
space that aligns human motion observed through differ-
ent privacy-preserving modalities. More specifically, we
present DeSPITE, a Deep Skeleton-Pointcloud-IMU-Text
Embedding model, which effectively learns a joint embed-
ding space across these four respective modalities through
a contrastive loss based on InfoNCE [17].

We train several versions of DeSPITE, where we vary
the number of modalities (DeSIE, DeSPE, DePIE, DePITE,
...). When all modalities are used, the text embeddings of
CLIP serve as a binding modality, which has been shown
to be effective in several recent related works for modalities
that capture human motion, such as IMU data and human
skeletons [3, 7, 12, 14, 15, 38].

We want to emphasize that the primary goal of DeSPITE
is not to show that we can bind skeleton, point cloud, or
IMU data to CLIP text embeddings (this has been demon-
strated before with, e.g., ImageBind [12], IMU2CLIP [3],
MotionCLIP [14], or BabelTower [13]). Instead, our main
goal is to present several novel unexplored applications for
human activity point cloud sequences that emerge when we
unify these modalities into a joint embedding space.

3.2. Learning Deep Skeleton-Pointcloud-IMU-Text
Embeddings (DeSPITE)

Human motions represented through LiDAR point clouds,
IMU time series, and human pose skeleton data have an in-
herent correspondence. We leverage this property to learn
a joint embedding space where similar sequences of human
motions are close and different sequences are far apart.

Given a point cloud sequence X,. := {pci1,...,pcr},
with pc; € RN*3 an IMU sequence X, :=
{imuy, ..., imur}, with imu; € R, and a human pose
sequence Xpose = {posei,...,poser}, with pose; €
R?4%3 representing 3D positions of 24 skeletal joints, we
aim to train neural networks to encode X,., X;m,, and
Xpose into a shared embedding space. We denote these neu-
ral networks as encoders

fpc . RTXNX3 N Re7

fimu : RTXC - Rev

fpose . RT><24><3 — R¢

which map the input
dings Zpec = pr(XpC)’ Zimu = fz'mu (Ximu)a and
Zpose — fpose (Xpose)’ where Zpcs Zimuy “pose € Re.

Furthermore, we work with the setting where a natural lan-
guage description Xy, is not provided for each respective

sequences to embed-
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(Xpes Xposes Xima) triple. For this reason, the loss for text
descriptions is only computed on the subset of the elements
in each batch where we have a corresponding quadruple
(Xpes Xposes Ximu, Xtewt, tm), where tm € B represents
a boolean mask if there exists a text description Xe,¢. In
this way, we can effectively ignore the respective elements
in the batch B that do not have text descriptions when
computing our alignment loss.

Following previous works like CLIP [16], Image-
Bind [12], MotionCLIP [14], and IMU2CLIP [3], we
optimize our encoders using a contrastive objective
based on InfoNCE [17]. For a batch of B paired
samples, we obtain a boolean mask and embeddings

i > Zoms pose,ztemnhn')i3 |» Where 2%, .4 is obtained
from a frozen CLIP text encoder. For batch elements ¢ with-
out text pairings, we set tm’ to 0 and use a dummy em-
bedding, tm! is set to 1 otherwise. The similarity between
embeddings is defined using the cosine similarity:

" Zb

IIZaHIIZbII

)

sim(zq, 2p) =

where zq, 25 € {Zpc, Zimus Zposes Ztext ;- The contrastive
loss for each pair (i, j) in the batch is defined as follows:

exp(sim(z%, 21)/7)
B . -
> =1 exp(sim(2%, 27)/7)
where a,b € {pc,imu,pose,text} and 7 > 0 is a
(learnable) temperature hyperparameter. Symmetrically, we

compute the loss in both directions by swapping the roles of
the modalities, i.e., £ _,, and L} _, . which leads to:

Ly = —log )

i 1
ab = 5( s+ Lhla) (€))

As our main goal is to align zp¢, Zimau, Zpose, W€ employ
two different losses. First, we bind the subset of paired
Zpes Zimus Zpose With the respective text embeddings x4,

Licar = Ztm L et )

a€eM

where tm' serves as a mask to ignore the ele-
ments in the batch without text pairings for this
loss.  Second, each individual sensing modality pair
M* := {(pc, imu), (pc, pose), (imu, pose)} is optimized
to be close to each other:

EM—Z > L )

=1 (a,b)eM*

In both L.+ and L, we do not weight each modality
individually. Finally, we combine both losses to enforce
aligning embeddings from the corresponding point cloud,
IMU, and pose sequences while constraining them to take

small steps toward the text embedding space of CLIP. With
M := {pc, imu, skeleton} being the set of modalities to
align and M™ their respective desired pairings, we optimize
the following final loss function for each batch:

£total = aEtea:t + BEM (6)

where a = 0.5, 8 = 0.5 equally weight both loss terms.

In our experiments, we train models of all possi-
ble modality combinations, which requires an accord-
ing change to the modality set M and the respective
pairings M* (e.g., training only DeSPE, then M :=
{skeleton, pointcloud}). Finally, when training a model
like DeSPE without text pairings, the overall loss simplifies
to Equation 5, so that £!_, ., = L.

4. Experiments

We evaluate the effectiveness of DeSPITE and its variants
on the following tasks: Modality matching, temporal mo-
ment retrieval using a different modality as a query, pre-
training for point cloud human activity recognition, and sev-
eral qualitative evaluations.

4.1. Datasets

We train our method on a merged version of LIPD [11]
and Babel [18] (denoted as Babel+LIPD), where we map
the text annotations from Babel to the AMASS [36] sub-
sets present in LIPD. In this way, we are able to construct a
large-scale dataset of real and synthetic LIDAR point cloud,
IMU, and skeleton data with text annotations. To be more
specific, we construct two versions of LIPD-Babel. First
LIPD-Babel-vl, where we use the official train-test split
of LIPD', including DIP [39] and TotalCapture (TC) [40].
Second LIPD-Babel-v2, where we use the train-val split of
Babel for the AMASS subsets, and add all the remaining
data of LIPD to the training set. As LIPD is provided in 10
FPS, we downsample the Babel annotations to 10 FPS. Af-
ter preprocessing the whole dataset with sliding windows of
length 24, we obtain 502,958 / 85,551 training/testing win-
dows for LIPD-Babel-v1, from which 85,551 training win-
dows have text annotations, and 403,430 / 58,802 train/test
windows for LIPD-Babel-v2, with 135,699 text training
windows and 58,802 test annotations.

Regarding downstream task performance for HAR,
we evaluate our approach on HMPEAR [9], MSR-
Action3D [19], and our LIPD-Babel-v2 train/test split that
only includes Babel sequences. Both HMPEAR and MSR-
Action3D include domain shifts, where HMPEAR uses a
different kind of LiDAR sensor, and MSR-Action3D has
very dense point clouds derived from depth maps.

'We exclude LidarCap [10] since the data is not available in the official
LIPD data repository. More details about LIPD-Babel in Appendix 6.
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4.2. Experimental Design and Metrics

We use the following tasks to evaluate the performance of
DeSPITE (and its variants) and enable future research to
compare against our baselines. Throughout all models in
our experiments, all hyperparameters are kept the same.

Task 1. Matching between Modalities

In multi-person scenes, matching IMU data to detected in-
dividuals in point cloud sequences is a challenging up-
stream task, which has not been explored before. This
task can be generalized to an any-to-any modality match-
ing problem, which we even further evaluate with this
task. We evaluate all modality combinations IMU<PC,
IMU<Skeleton, and PC<«Skeleton. For each test set
(LIPD-Test, TC, DIP), we generate 1000 artificial multi-
person scenes (following designs in prior works [5, 41]).
This is achieved by randomly sampling n sequences from
the test set first and then sampling a respective subse-
quence, leading to n artificial subjects carrying out an ac-
tivity simultaneously. The number of subjects per scene
varies n € (2,4,8,12,16,20, 24,28, 32), simulating dif-
ferent real-world scenarios. Given n subjects, we report
matching accuracy through argmax on the cosine similar-
ities per row between all candidates.

Task 2. Temporal Moment Retrieval between Modalities

Given a short snippet in one modality, the goal is to retrieve
the corresponding temporal moment in the sequence ob-
served with another modality. This task has been explored
for, e.g., IMU-RGB [3] and skeleton-text [31], but not yet
for LiDAR point clouds, IMU, and skeletons. We evaluate
this on the three held-out test sets of LIPD (LIPD-Test, TC,
DIP) using Recall@k (k = 1,10, 20,50) shots across all
modality combinations. Performance is measured by com-
puting the cosine similarity scores for all possible query-
target pairs in all individual test set sequences and returning
the top-k similar frame indices. For each query, we com-
pute the difference between all top-k returned time points
against the ground truth. A retrieval is considered to be cor-
rect if it is within 10 frames (~ 1.5sec) of the ground truth.
As the final score, the mean over all recall@k scores of all
sequences for a dataset is reported.

Task 3. Pre-Training for Human Activity Recognition

We evaluate cross-modal pre-training for point clouds,
IMUs, and skeletons via linear/non-linear probing and fine-
tuning. HAR pre-training/testing is done on LIPD-Babel-
v2, with additional point cloud testing on HMEPAR and
MSR-Action3D. Results follow standard metrics: clip seg-
ment accuracy for MSR-Action3D, segment accuracy for
HMEPAR and LIPD-Babel-v2 (excluding transition labels).
We do not evaluate with additional skeleton/IMU datasets,
since transfer learning is strongly limited by serious dataset-
specific variations in joints and different IMU channel

counts for these modalities.

Task 4. Retrieval between Modalities from Database

We qualitatively evaluate retrieval from a “large database”,
such as LIPD or AMASS between Point Cloud+IMU,
IMU<»Skeleton, and Point Cloud<+Skeleton. This enables
motion analysis across representations, aiding interpretabil-
ity (e.g., skeletons or point clouds simplify IMU visualiza-
tion).

4.3. Implementation Details

For point clouds, we use the PST-Transformer [42] with
a SimCLR-based projection head [43]. IMU is encoded
with a 2-layer LSTM [44], skeletons with the ACTOR en-
coder [45], and text with a frozen CLIP text encoder [16].
All models are pre-trained for 145 epochs with 512-d em-
beddings, Adam optimizer [46], Ir=1e-4, batch size 1024.
We subsample 256-points using farthest point downsam-
pling (FPD) on each frame and use 24-frame windows as
input to all models. Augmentations (random translation,
scaling, Gaussian noise) are employed during training to
prevent overfitting. For a fair comparison, we only use
the weights from epoch 145 across all models. HAR fine-
tuning roughly follows [42], with batch size 24, 35 epochs
(SGD [47], warmup to Ir=0.01, 0.1 decay at epochs 20, 30).
In HMPEAR, we subsample 1024 points using FPD and use
24-frame windows. In MSR-Action3D, we follow the stan-
dard 2048-point, 24-frame window setting.

4.4. Results: Multi-Person LiDAR-IMU Matching

Figure 2 shows our results for matching between IMU<PC,
IMU<»Skeleton, and PC<>Skeleton across all trained
model variants (all specific numbers in Appendix 7). The
subjects are varied on the x-axis, and matching accuracy is
reported on the y-axis. Each row corresponds to the respec-
tive test set (TC, DIP, LIPD). First, our experiments reveal
that models trained with text (i.e., DeSPITE, DePITE, De-
SITE, DeSPTE) in almost all scenarios perform worse than
models trained solely on the modalities alone (i.e., DeSPE,
DePIE, DeSIE, DESPIE), showing that this task does not
benefit from text embeddings. Second, we find that match-
ing between IMU, point clouds, and skeletons can be effec-
tively learned, showing up to perfect matching scores for a
smaller number of subjects. In comparison, a larger number
of subjects, as expected, becomes more challenging.

4.5. Results: Temporal Moment Retrieval

Figure 3 shows our results for temporal moment re-
trieval between IMU<Pointcloud, IMU<Skeleton, and
Pointcloud<+Skeleton across all trained model variants (all
specific numbers in Appendix 7). The k retrieval shots are
varied on the x-axis, and the respective recall @k is reported
on the y-axis. Each row shows the results for each respec-
tive test set (TC, DIP, LIPD). First, we observe the same
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Figure 2. Matching performance between all modality pairs
IMU<Pointcloud, IMU<Skeleton, Pointcloud<Skeleton, re-
porting mean accuracy for n € (2,4,8,12,16,20, 24,28, 32)
subjects across 1000 artificial scenes.

result for temporal moment retrieval as for matching in Fig-
ure 2: All models trained with text perform worse than
models trained solely on the modalities alone. Second, our
evaluation demonstrates that temporal moment retrieval can
be solved the best between IMU<Skeleton, where DeSIE
demonstrates that training between both modalities alone
is very effective. The runner-up is Pointcloud<>Skeleton
where DeSPIE and DeSPE achieve almost identical perfor-
mance. Finally, our experiments reveal that the most chal-
lenging problem is IMU<-Point cloud matching, allowing
future work to propose more effective solutions.

4.6. Results: 3D Point Cloud HAR

The pre-trained embeddings of all versions of DeSPITE can
be fine-tuned for HAR. We compare our approach against
the recent state-of-the-art on MSR-Action3D, HMPEAR,
and perform ablations on the LIPD-Babel-v2 split.
MSR-Action3D: Table | shows that fine-tuning De-
SPITE, DeSPIE, or DePITE embeddings surpasses all cur-
rent state-of-the-art point cloud HAR pre-training meth-
ods, despite encountering a domain shift from 256
to 2048 points. Our approach, combined with PST-
Transformer, even outperforms PvNext [48] (94.77<95.47)
and MAMBAA4D [49] (93.38<95.47) and nearly matches
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Figure 3. Temporal moment retrieval performance across all
modalities. Recall is reported for top-1, 10, 20, and 50 retrievals,
considering a match correct if within 10 frames of the ground truth
(~half the window size).

KAN-HyperpointNet [50] (95.59>95.47).

HMPEAR: As shown in Table 2, we achieve new
SOTA on HMPEAR, outperforming all prior point cloud,
RGB, and multi-modal approaches. While our setup uses
twice the frames of previous methods, pretraining PST-
Transformer in the same setup with DeSPITE, DeSPIE, or
DePITE improves its performance by nearly 4%, demon-
strating the effectiveness for HAR pre-training.

LIPD-Babel-v2: Table 3 shows that all models outper-
form baselines (PST-Transformer, LSTM, ACTOR) when
trained from scratch on LIPD-Babel-v2. We explore freez-
ing strategies, as well as linear/non-linear probing and pro-
jection heads, with detailed ablations in the supplementary
material (Tables 6,7,8). In Table 3, only the best results of
DePITE, DeSPIE, and DeSPITE are reported, which consis-
tently achieve strong performance across all three datasets.

Notably, across MSR-Action3D and HMPEAR, De-
SPITE, DeSPIE, and DePITE consistently achieve the best
performance, underlining the advantage of pre-training with
more modalities. Furthermore, different from the results for
matching and temporal moment retrieval, we find that train-
ing with text benefits the fine-tuning performance for HAR.
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Methods Video Acc@1 (1)

Supervised Learning Only

MeteorNet [51] 88.50
PSTNet [52] 91.20
P4Transformer [53] 90.94
Kinet [54] 93.27
PPTr [55] 92.33
PSTNet++ [56] 92.68
Leaf [57] 93.84
PST-Transformer [42] 93.73
PST-Transformer! [42] 92.33
MAMBA4D [49] 93.38
PvNext [48] 94.77
KAN-HyperpointNet [50] 95.59

Uni-Modal Pre-Training + Transfer Learning

PSTNet + PointCPSC [24] 92.68 (+1.48)
PSTNet + PointCMP [25] 93.27 (+2.07)
PST-Transformer + MaST-Pre [27] 94.08 (+0.35)
PPTr + C2P [28] 94.76 (+2.43)
)
)

P4Transformer + M2PSC [26] 93.03 (+2.09
PST-Transformer + M2PSC [26] 94.84 (+1.11

Multi-Modal Pre-Training + Transfer Learning
PST-Transformer + DePITE (Ours) ~ 95.12 (+1.39 | + 2.797)

PST-Transformer + DeSPIE (Ours) 9547 (+1.74 | + 3.147)
PST-Transformer + DeSPITE (Ours) 9547 (+1.74 | + 3.14F)

Table 1. 24-frame classification results on the MSR-Action3D
dataset, clip-level accuracy (Acc) is reported.

Method Modality | Acc(Seg)t
Uni-Modal Supervised Learning Only
PSTNet [52] PC 64.3
P4-Transformer [53] PC 63.9
PST-Transformer' [42] PC 65.94
13D [58] RGB 55.5
SlowFast [59] RGB 62.2
TimeSformer [60] RGB 56.3
Uniformer [61] RGB 61.6
Multi-Modal Supervised Learning Only
AR-Proj [9] RGB+PC 60.6
PEAR-Proj (BestPE) [9] RGB+PC 64.1
PEAR-Proj (BestAR) [9] RGB+PC 66.0
Multi-Modal Pre-Training + Transfer Learning
PST-Transformer + DeSPITE (ours) PC 69.18 (+3.24)
PST-Transformer + DeSPIE (ours) PC 70.26 (+4.32)
PST-Transformer + DePITE (ours) PC 70.65 (+4.71)

Table 2. HAR classification results on the HMPEAR action recog-
nition dataset, segment-level accuracy Acc(Seg) is reported.

4.7. Qualitative Results: Embedding Space

Using TSNE [62], we analyze the learned embedding space
of DeSPITE and DeSPIE. Figure 4 (a, b) shows embed-
dings of the same 50-frame sequence per modality (skele-
tons e, point clouds x, IMU %), where both models exhibit
strong cross-modal alignment, although DeSPIE demon-
strates tighter associations. Figure 4 (c, d) extends this to
20 sequences, revealing distinct clusters that indicate se-
mantic motion encoding. However, DeSPIE’s embeddings
are more distinct, qualitatively supporting our retrieval find-
ings and confirming that text embeddings negatively affect
matching and temporal moment retrieval performance.

Method Modality ‘ Acc(Seg)T
Uni-Modal Supervised Baselines
PST-Transformer’ [42] PC 67.38
LSTM' [44]  IMU 65.62
ACTOR' [45] Skeleton 68.23
w/ Zero Shot
PST-Transformer PC 30.42
LSTM + DeSPITE (ours) MU 29.88
ACTOR Skeleton 34.89
w/ Linear Probing
PST-Transformer PC 67.06
LST™M + DeSPIE (ours) IMU 58.29
ACTOR Skeleton 61.76
PST-Transformer PC 67.06
LST™M + DeSPITE (ours) IMU 62.06
ACTOR Skeleton 67.20
w/ Finetuning
PST-Transformer PC 67.51
LST™M + DeSPIE (ours) IMU 69.21 (+3.59)
ACTOR Skeleton 68.31
PST-Transformer PC 69.00 (+1.62)
LSTM + DeSPITE (ours) IMU 68.40
ACTOR Skeleton | 70.64 (+2.41)

Table 3. HAR classification results on the LIPD-Babel-v2-CLS
action recognition dataset, segment-level accuracy Acc(Seg) is re-
ported.

4.8. Qualitative Results: Retrieval from AMASS
and LIPD Database

Figure 5 shows that we can interpret IMU signals using our
method by querying a large motion database like AMASS
or LIPD. We show retrievals of skeletons from AMASS and
point clouds from LIPD using IMU (top) as a query, also
showing the ground truth. The retrievals semantically cap-
ture the motion performed by the IMU signal, allowing us
to understand that the IMU signal corresponds to walking
while turning (left), doing a lunge (middle), and forward
stretch (right), respectively. Extending IMU2CLIP [3], our
method can help interpret IMU signals with skeletons and
point cloud sequences.

Figure 6 shows the corresponding retrievals between
skeleton and point clouds. On the left, a pedestrian per-
forms a “lunge” motion, captured effectively by the re-
trieved skeletons from the AMASS database. On the right,
a pedestrian performs a t-pose and then moves his arm into
a normal standing position. The retrieved point clouds from
the LIPD database follow these motions, showing a learned
correspondence of motion between both modalities. We
can see that different motion sequences are retrieved with
different point cloud densities. To better assess the effec-
tiveness of DeSPITE for cross-modal retrieval, we provide
animated videos in the supplementary material.

4.9. Qualitative Results: Temporal Moment Re-
trieval

Figure 7 illustrates how effectively an encoded IMU query
can retrieve relevant moments in a point cloud video. We
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Figure 4. Using TSNE, we visualize the joint embedding space
between skeletons (e), point clouds (x), and IMU (%) on 1 (a,b)
and 20 (c,d) randomly sampled sequences with 50 consecutive se-
quences of both DeSPIE (left) and DeSPITE (right). Each point is
colored by its time index with a colormap to emphasize the simi-
larity among each of the modalities over time.

Figure 5. IMU— Skeleton and IMU—Point cloud Retrieval from
AMASS and LIPD database, respectively.

visualize cosine similarity across a 1400-frame sequence
containing diverse activities, with peaks aligning precisely
with the ground truth timestamps. Despite no explicit train-
ing for this, in Query 2, our approach identifies repeated
instances of a person standing still, highlighting the abil-
ity of DeSPITE to encode semantic meaning for certain ac-

Figure 6. Point cloud—Skeleton and Skeleton—Point cloud Re-
trieval from AMASS and LIPD database, respectively.
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Figure 7. We show two random IMU queries to localize the re-
spective moment in a 1400 frame-long point cloud sequence from
the unseen LIPD test.

tivities within the embedding space. We provide an ani-
mated video of this in the supplementary material (“tempo-
ral_moment_retrieval/temporal_retrieval .imu.gif”’).

5. Conclusion

We introduce DeSPITE, a Deep Skeleton-Pointcloud-IMU-
Text Embedding model, enabling novel cross-modal tasks
such as matching for re-identification, temporal moment
retrieval, and retrieval across modalities. Unlike prior
RGB-centric approaches, DeSPITE leverages LiDAR point
clouds as the primary visual modality for contrastive learn-
ing. On the constructed LIPD-Babel dataset, we establish
strong baselines for these tasks, providing a foundation for
future comparisons. Additionally, we demonstrate that con-
trastive pre-training for HAR with DeSPITE achieves new
state-of-the-art performance on MSR-Action3D and HM-
PEAR. Our findings highlight that text-enhanced embed-
dings benefit HAR but slightly limit retrieval performance
compared to text-free variants. This work paves the way
for general-purpose LiDAR-based video encoders for hu-
man activity understanding.
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