
Efficient Concertormer for Image Deblurring and Beyond

Pin-Hung Kuo1 Jinshan Pan2 Shao-Yi Chien1 Ming-Hsuan Yang3

1National Taiwan University 2Nanjing University of Science and Technology
3University of California, Merced

Abstract

The Transformer architecture has excelled in NLP and vi-
sion tasks, but its self-attention complexity grows quadrati-
cally with image size, making high-resolution tasks compu-
tationally expensive. We introduce Concertormer, featuring
Concerto Self-Attention (CSA) for image deblurring. CSA
splits self-attention into global and local components while
retaining partial information in additional dimensions,
achieving linear complexity. A Cross-Dimensional Commu-
nication module enhances expressiveness by linearly com-
bining attention maps. Additionally, our gated-dconv MLP
merges the two-staged Transformer design into a single
stage. Extensive evaluations show our method performs
favorably against state-of-the-art works in deblurring, de-
raining, and JPEG artifact removal. Code and models are
available at https://github.com/setsunil/Concertormer.

1. Introduction

In recent years, deep learning has driven significant ad-
vances in image restoration, with deep convolutional neural
networks (CNNs) becoming widely used for image deblur-
ring. The core operation in CNNs, i.e., convolution, is ef-
fective for extracting local features but limited in capturing
non-local features, which are essential for deblurring.

The self-attention (SA) mechanism, on the other hand,
excels at capturing non-local information and has shown
promising results in image deblurring [5]. However, the
high computational costs make it challenging to apply, par-
ticularly to high-resolution images.

Window-based multi-head self-attention (W-MSA) [30,
58] mitigates computational costs by limiting the calcula-
tion area. However, this approach suffers from limited re-
ceptive fields, making it less effective for capturing global
relationships. As illustrated in Fig. 2(c), W-MSA processes
each block in the input feature map independently. Al-
though the shifted window technique communicates atten-
tion between neighboring blocks, it requires a sufficient
number of blocks to model global relationships effectively.

Transposed SA is an alternative approach, as used in

Figure 1. PSNR vs FLOPs on the HIDE [48] dataset. Our models
are marked in blue and magenta text. The area of each circle is
proportional to the number of parameters.

Restormer [68], which calculates self-attention along the
channel dimension instead of the spatial dimension. How-
ever, this approach underestimates the importance of lo-
cal connectivity. As shown in Fig. 2(d), transposed self-
attention loses spatial connectivity during matrix multipli-
cation: random column permutations in Q and K do not
affect the result, meaning that transposed SA scarcely re-
tains spatial connectivity information.

To address the aforementioned problems, we propose an
efficient Transformer of Concerto Self-Attention, i.e., Con-
certormer, specifically for image deblurring. This model
simultaneously captures both local and global connectivity
with a lower computational cost. By dividing feature maps
into grids and a specific number of heads, Concerto Self-
Attention introduces an additional dimension compared to
the typical multi-head self-attention mechanism. To utilize
this additional dimension along with the attention heads, we
introduce a learnable linear projection mechanism, termed
Cross-Dimensional Communication, which enables aggre-
gation across independent attention maps.

The CSA is an efficient framework for self-attention cal-
culation, which is adaptable to existing methods, such as
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transposed SA for image restoration. Notably, the compu-
tational complexity of this self-attention mechanism scales
linearly with image size (Section 4.1).

Another key component of Transformer models is the
feed-forward network (FFN), which functions as a key-
value memory mechanism [16] and is essential for contextu-
alization [24]. This has led to the widespread use of a two-
stage architecture, i.e., self-attention followed by an FFN,
in NLP applications. Although the FFN’s role in enhancing
feature representation is well-established in NLP, its effec-
tiveness in vision tasks remains uncertain. Moreover, the
conventional two-stage Transformer architecture limits de-
sign flexibility. To address this, we introduce the gated-
dconv MLP (gdMLP), an adaptation of the gated MLP [33]
with depth-wise convolution and without layer normaliza-
tion, condensing the two-stage structure into a single stage
and reducing model complexity.

The main contributions of this work are as follows:
• We propose Concerto Self-Attention to effectively

model both global and local features across spatial and
channel domains with linear complexity.

• Leveraging the additional dimensions provided by
Concerto Self-Attention, we introduce a Cross-
Dimensional Communication module that linearly
combines independent attention maps, enhancing fea-
ture exploration for improved image restoration.

• We develop a streamlined gdMLP module, which sim-
plifies the FFN in Transformers, thereby enhancing ar-
chitectural flexibility and expressive ability.

We evaluate the proposed method on image deblurring
datasets, demonstrating its favorable performance against
state-of-the-art approaches. Additionally, we show that it
is versatile, effectively extending to other image restoration
tasks like deraining and deblurring with JPEG artifacts.

2. Related Work

Image Deblurring. Traditionally, blind image deblurring
has relied on developing image priors. Inspired by dehaz-
ing methods [19], the dark channel prior proved effective
for deblurring [42]. Since then, various priors have been
proposed, including the hyper-Laplacian prior [41], extreme
channels prior [62], graph-based image prior [3], local max-
imum gradient prior [6], and sparsity-based methods [7].
Recently, CNNs [2, 27, 66, 73, 74] have outperformed con-
ventional priors in image restoration tasks. Multi-scale de-
sign became popular in computer vision [18, 21, 27, 28,
43, 63] and was soon adopted for deblurring. Nah et al.
[39] introduced a multi-scale model with residual blocks
[20]. Following U-Net’s success in segmentation [46], re-
searchers adopted this architecture for deblurring, utilizing
its hierarchical structure to explore cross-scale relationships
[1, 9, 10, 26, 52, 67, 69, 72]. Tao et al. [52] refined this

multi-scale design by integrating U-Nets with LSTMs as
latent layers, while Zhang et al. [69] proposed a multi-
patch network where each U-Net processes differently sized
patches, inspiring further work [67].

Rather than using cascaded U-Nets for different resolu-
tions or patches, Cho et al. [10] integrate multi-scale de-
sign into a single U-Net architecture, and, to the best of our
knowledge, are the first to apply a frequency-domain loss
function for deblurring. Instead of modifying the structure
of U-Net, Chen et al. [9] introduce a building unit based on
a gated architecture [12] and a squeeze-and-excitation block
[22], resulting in an efficient and effective U-Net.

Vision Transformers. Recognizing the importance of
global dependencies in high-level vision tasks, numerous
vision Transformers (ViTs) have been developed for ap-
plications such as recognition [13, 53, 65], video and im-
age classification [34, 35, 57], object detection [4, 71, 76],
and semantic segmentation [50, 61, 75]. In low-level vi-
sion tasks, the high-resolution inputs make typical self-
attention computationally costly. To address this, efficient
variants such as W-MSA [30, 58], transposed self-attention
[68], stripe and anchored stripe attention [29, 54], and
frequency-based attention [25] have been developed. While
these approaches reduce complexity from quadratic to lin-
ear, they often sacrifice key characteristics of standard self-
attention. For example, W-MSA and stripe attention re-
strict the self-attention region, weakening global contextual
representation, and frequency-based attention is mathemat-
ically closer to convolution than self-attention. In contrast
to these methods, we introduce Concerto Self-Attention, a
mechanism designed to capture both local and global rela-
tionships with linear complexity. Our approach achieves the
highest PSNR and SSIM scores with relatively low FLOPs
among deblurring Transformers.

3. Revisiting Self-Attention
To better motivate our work, we begin by revisiting typical
self-attention, W-MSA, and transposed self-attention. For
typical self-attention, it first constructs query Q, key K and
value V from the normalized tensor X ∈ Rh×w×d as:

Q = Wq
p(X),K = Wk

p(X), V = Wv
p(X), (1)

where Q,K, V ∈ Rhw×d, Wq
p, Wk

p and Wv
p are linear

projection operations, and p denotes a pixel-wise operation.
Then the self-attention is

SA(X) = softmax(QK⊤/
√
d)V, (2)

where the softmax(·) performs to the last dimension and d
is the vector length of inner product.

Although the exhaustive calculation of self-attention
yields satisfying results, the complexity is too high to be
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(a) Input (c) W-MSA (d) Transposed SA(b) Typical SA
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Figure 2. Self-attention methods. (a) Input tensor. (b) Typical self-attention. (c) Window multi-head self-attention [34, 35], where
n = hw/k2 is the number of blocks. (d) Transposed self-attention [68] and a random column permutation. Column permutations do not
affect the resulting attention map.

used for high-resolution images. W-MSA is proposed as an
efficient substitute based on an intuitive assumption: Most
large attention values are concentrated on the diagonal of an
attention map because neighbor pixels are supposed to be
highly correlated. W-MSA firstly divides the Q,K, V into
k × k non-overlapping blocks: Qi,Ki, Vi ∈ Rk2×d, where
1 ≤ i ≤ hw

k2 = n , and only calculates the self-attention
within each block:

W-MSA(X)i = softmax(QiK
⊤
i /

√
d)Vi. (3)

As shown in Fig. 2(c), the self-attention between blocks
(i.e., along the n axis) is overlooked. Fig. 4(b) provides
another view of the resulting attention maps, where the at-
tention outside the diagonal is omitted. W-MSA leaves out
the relationships between blocks for efficiency.

Another way to reduce computational cost is to use
the transposed operation [68], i.e., softmax(Q⊤K)V ⊤,
to reduce the computational complexity from O(h2w2)
to O(hw). However, transposed self-attention lacks spa-
tial awareness: random column permutations, or position
swaps, do not make a difference to the resulting attention
map, as shown in Fig. 2(d).

To overcome the problems mentioned above, we propose
the Concerto Self-Attention (Section 4.1).

4. Proposed Method
In this section, we describe the design methodology of the
proposed Concertormer, whose building block is composed
of a Concerto Self-Attention module and a gated-dconv
MLP. We first give an overview (see Fig. 3), and then thor-
oughly describe the CSA module in Section 4.1, the gdMLP
in Section 4.2, and implementation details in Section 4.3.
Overall Architecture. Fig. 3 shows the overall architec-
ture on the left. We initially reduce its resolution by half
using bilinear down-sampling to obtain I1 ∈ Rh

2 ×
w
2 ×3, and

similarly for I2 ∈ Rh
4 ×

w
4 ×3 and I3 ∈ Rh

8 ×
w
8 ×3.

The original blurry image I0 and its down-sampled ver-
sions I1 − I3 pass through a 3 × 3 convolution layer to in-
crease channel dimensions to 1×, 2×, 3×, and 4× the base
width, respectively, before being fed to the encoders. In the

decoders, a 3 × 3 convolution layer with a skip connection
to each input I0−I3 produces the output images of different
scales, used in the loss function (Section 5.1). We replace
traditional summation or concatenation between encoders
and decoders with cross-attention (XA) on skip connections
(see Section 4.3), and lower-resolution inputs are similarly
fed to the encoders via XA. Within the encoders, the resolu-
tion is halved and channels are doubled using 2× 2 convo-
lutions with stride 2, while in the decoders, resolution dou-
bles, and channels halve using 1× 1 convolutions followed
by pixel-shuffle [49]. Following [25, 68], block numbers
increase from top to bottom in both encoders and decoders,
with additional blocks allocated to the topmost decoder to
refine the features before the final output.

4.1. Concerto Self-Attention

We propose a Concerto Self-Attention mechanism (see the
right of Fig. 3) to reduce the time and space complexity of
typical self-attention. The CSA prototype is defined as:

CSA(X)i = (Ci +R)Vi, (4a)

Ci = softmax
(
(QiK

⊤
i −QiK⊤

i )/α
)
, (4b)

R = softmax(QiK⊤
i /β), (4c)

where QiK⊤
i =

∑n
i=1 QiK

⊤
i /n, α and β are learnable

scalars. The Ripieno component R is applied to all Vi’s,
computing the average attention across blocks to capture
general spatial relationships, as shown in (4c). The Con-
certino component Ci, specific to each Vi, represents the
difference from the average and gathers local information.
We borrow the term “concerto” from music, where it refers
to a composition featuring soloists (concertino) performing
in dialogue with an accompanying orchestra (ripieno).

To compute the CSA (4) efficiently, we divide the tensors
into 2 parts, one for Concertino and one for Ripieno: we
take Qc

i , Q
r
i ,K

c
i ,K

r
i , V

c
i , V

r
i ∈ Rk2×ds/2 from Qi,Ki, Vi,
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Figure 3. Network architecture. The overall network is shown on the left, and the sub-modules are on the right. XA: cross-attention, SA:
self-attention. We use XA for the first blocks of L2 − L7, and SA for the remaining blocks.

and compute the Concertino and Ripieno components as:

CSA(X) =
[
CV c RV r

]
, (5a)

C = diag(C1, . . . , Cn), (5b)
R = diag(R, . . . , R), (5c)

Ci = softmax
(
(Qc

iK
c⊤
i −Qc

iK
c⊤
i )/α

)
, (5d)

R = softmax(
∑
i

Qr
iK

r⊤
i /β), (5e)

where V c =
[
V c⊤
1 . . . V c⊤

n

]⊤
, V r =

[
V r⊤
1 . . . V r⊤

n

]⊤
and

diag(·) denotes a block diagonal matrix. Since a linear pro-
jection layer generally follows the self-attention module, we
assume that the addition in (4a) can be absorbed into the
projection layer and thus replaced with a concatenation op-
eration in (5a), see Section 6.2 for further analysis. Addi-
tionally, by integrating the denominator n into the learnable
β, we use summation in (5e) instead of average in (4c).

Note that (5e) can be expressed as follows:

∑
i

Qr
iK

r⊤
i =

[
Qr

1 . . . Qr
n

] K
r⊤
1
...

Kr⊤
n

 = QrKr⊤, (6)

where Qr,Kr ∈ Rk2× dsn
2 . Thus, (5e) can also be repre-

sented as a multiplication of two matrices.
Since the diagonal of (5b) can be regarded as a new

dimension of the tensor, we express C in a tensor Cs ∈
Rn×k2×k2

. To make the number of dimensions match, we
choose ds

2 as the number of additional heads in (6). Thus,
we have the tensor version of R as Rs ∈ R

ds
2 ×k2×k2

. Then
(5b) and (5e) can be expressed as

Cs = softmax
(
Qcs ×Kcs⊤ −Qcs ×Kcs⊤

)
, (7a)

Rs = softmax
(
Qrs ×Krs⊤

)
, (7b)

where Qcs ,Kcs ∈ Rt×n×k2× ds
2 , Qrs ,Krs ∈

Rt× ds
2 ×k2×n, t denotes the number of heads and ×

the matrix multiplication of the last two dimensions. For
simplicity, we omit the learnable scalars α and β here and
in the remaining parts of this paper. Fig. 4 illustrates the
difference between CSA and typical SA and W-MSA in
terms of attention maps.
Cross-Dimensional Communication. In our CSA module,
we have one more dimension, i.e., n in (7a) and ds

2 in (7b),
than the typical multi-head SA. Because the inner product
is performed separately, we assume that building a connec-
tion between attention maps helps [47]. Thus, we propose
the Cross-Dimensional Communication (CDC) to utilize the
information across dimensions.

For Ripieno tensor Rs, the t× ds

2 dimensions to be dealt
with are constants, thus we use a t × ds

2 to t × ds

2 linear
projection layer Wrs

p ; As for the Concertino tensor Cs, the
dimension n = hw

k2 is varying according to the input size,
thus a convolution substitutes for linear projection: we re-
shape the logits in (7a) to the size of t× h

k × w
k × k4, which

is followed by a 3 × 3 × 1 convolutional layer Wcs , then
reshape it back to the original shape. The Concerto Self-
Attention with CDC can be expressed as

Cs = softmax
(
Wcs(Qcs ×Kcs⊤)

)
, (8a)

Rs = softmax
(
Wrs

p (Qrs ×Krs⊤)
)
, (8b)

where Cs ∈ Rt×n×k2×k2

, Qcs ,Kcs ∈ Rt×n×k2× ds
2 ,

Rs ∈ Rt× ds
2 ×k2×k2

and Qrs ,Krs ∈ Rt× ds
2 ×k2×n. In

(8a), we omit the mean Qc
iK

c⊤
i as it is a linear combination

of Qc
iK

c⊤
i and can be incorporated into Wcs . Addition-

ally, via a convolutional layer, the global mean Qc
iK

c⊤
i is

replaced by a local mean
∑

j⊂N (i) Q
c
jK

c⊤
j /|N (i)|, where

N (i) denotes the blocks covered by the convolutional ker-
nel centered at i. Since Ripieno Rs already aggregates
global information, the Concertino Cs can focus on local
details, making the use of a local mean over N (i) appropri-
ate. See Section 6.2 for further analysis.
Channel CSA. Although the transposed self-attention [68]
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(a) Typical SA (b) W-MSA
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Figure 4. Attention maps. (a) Typical self-attention. The lighter
color represents a smaller attention value. (b) Window multi-head
self-attention. (c) Concerto Self-Attention, where each block on
the diagonal shares the same Ripieno and has its own Concertino
component.

is computationally efficient, it does not model the spatial
information well as shown in Section 3. To take advantage
of complexity while ensuring that it can model spatial in-
formation well, we introduce the Concerto Self-Attention
to the channel: taking Qc

i , Q
r
i ,K

c
i ,K

r
i , V

c
i , V

r
i ∈ Rdc/2×k2

from Qi,Ki, Vi, we have similar results to (5), (6) and (8),
except for Qr,Kr ∈ R

dc
2 ×k2n, where we choose k2 as the

number of additional heads. The channel Concerto Self-
Attention can be obtained by:

Cc = softmax
(
Wcc(Qcc ×Kcc⊤)

)
, (9a)

Rc = softmax
(
Wrc

p (Qrc ×Krc⊤)
)
, (9b)

where Cc ∈ Rt×n× dc
2 × dc

2 and Rc ∈ Rt×k2× dc
2 × dc

2 . Since
the position is separately recorded in the n dimension of
Cc and k2 of Rc, our channel Concerto Self-Attention can
sense spatial information.

Mixing Projection. Applying the Concerto Self-Attention
to both spatial and channel dimension, we have XA =
C(Cs×Vcs ,Rs×Vrs ,Cc×Vcc ,Rc×Vrc), where Vcs ∈
Rt×n×k2× ds

2 , Vrs ∈ Rt× ds
2 ×k2×n, Vcc ∈ Rt×n× dc

2 ×k2

and Vrc ∈ Rt×k2× dc
2 ×n, and C(·) reshapes then concate-

nates tensors to Rh×w×d.
Although these four attentions compute the spatial and

channel relationships exhaustively, they are operated inde-
pendently. Thus, we also use simplified channel attention
(SCA) [9] to balance their importance, which is defined as

SCA(XA) = W2
p(W

1
p(AvgPool(XA))⊙c X

A), (10)

where ⊙c denotes the channel-wise multiplication [22],
AvgPool the global average pooling operation [31], and
W1

p and W2
p are the functions of 1× 1 convolution. (10) is

the final output of the Concerto Self-Attention module.

4.2. Gated-Dconv MLP

To reduce the complexity of the original Transformer FFN
and enhance feature representation for image restoration,
we propose the gated-dconv MLP, which works with the
self-attention module within a single block (see the middle

box of Fig. 3). The gdMLP can be expressed as

gdMLP (X) = Wg
p(U⊙ Z), (11a)

U = Wu
d (W

u
p (X)), (11b)

Z = Wz
pX, (11c)

where ⊙ denotes the element-wise product, and Wu
d is the

weight matrix of 3 × 3 dconv; Wu
p , Wz

p and Wg
p are the

weight matrices of 1 × 1 convolution, respectively. To re-
place FFN, gdMLP has to incorporate the expansion-and-
compression operation, so Wz

p and Wu
p double the chan-

nels and Wg
p half the channels.

Unlike the gated MLP [33], we omit layer normalization
and replace the spatial projection (a large linear layer for
deblurring) with depth-wise convolution. This adjustment
makes the module fully convolutional, which is efficiently
suited for image restoration tasks.

To cooperate with the Concerto Self-Attention, as shown
in Fig. 3, we modify (11a) as:

gdMLP (X) = Wg
p((SCA(XA) +U)⊙ Z). (12)

With the depth-wisely convolved tensor U, the discontin-
uous border of non-overlapping blocks would be compen-
sated.

4.3. Implementation Details
We choose the channel size ds = dc = d

2t , and block size
k = 8. In the whole model, i.e., the left of Fig. 3, we ap-
ply the cross-attention mechanism to the first block in each
level except for the topmost encoder. For the cross-attention
blocks, whose K and V in (1) would be K = Wk

p(Y) and
V = Wv

p(Y), where Y is the input other than X. As shown
in Fig. 3, the Y of encoders comes from down-scaled inputs
followed by a 3×3 convolution; for decoders, Y is the out-
put of the encoder of the corresponding level.

We adopt multi-head attention in our models, where the
number of heads increases with the channel number: the
top encoder and decoder have a single head, and the layers
beneath have double the heads of the above level.

Concertormer and Concertormer-lite both have channel
width 48, which is the output channel size of the top left
3 × 3 convolution on the left of Fig. 3, and the expan-
sion factor of gdMLP is set as 2, i.e., the channel numbers
of Wz

p,W
u
p in (11) and Wq

p,W
k
p ,W

v
p in (1) double the

channels. The L1 to L7, i.e., the block numbers shown in
Fig. 3, of Concertormer-lite are [4, 4, 12, 2, 12, 4, 4] and the
full Concertormer [6, 8, 24, 2, 24, 8, 8].

5. Experimental Results
In this section, we first describe the datasets and training
settings and compare our method with state-of-the-art ones
in image deblurring. In addition, we show that our method
can be applied to image deraining and real image denoising.
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Table 1. Results on the GOPRO [39] and HIDE [48] dataset, where
our two models achieve the best and the second-best results.

Method GOPRO HIDE
PSNR SSIM PSNR SSIM

DeblurGAN-v2 [26] 29.55 0.934 26.61 0.875
SRN [52] 30.26 0.934 28.36 0.904

DMPHN [69] 31.20 0.945 29.09 0.924
SAPHN [51] 31.85 0.948 29.98 0.930

MIMO-UNet+ [10] 32.45 0.957 29.99 0.930
MPRNet [67] 32.66 0.959 30.96 0.939

DeepRFT+ [37] 32.23 0.963 31.42 0.944
Restormer [68] 32.92 0.961 31.22 0.942

Uformer [58] 33.06 0.967 30.90 0.953
Stripformer [54] 33.08 0.962 31.03 0.940

MPRNet-local [11] 33.31 0.964 31.19 0.942
Restormer-local [11] 33.57 0.966 31.49 0.945

NAFNet [9] 33.71 0.967 31.32 0.943
GRL [29] 33.93 0.968 31.65 0.947

FFTformer [25] 34.21 0.969 31.62 0.946
DiffIR [59] 33.31 0.964 31.50 0.946

MLWNet [15] 33.86 0.968 31.36 0.945
MISCFilter [32] 34.10 0.969 31.66 0.946

Concertormer-lite 34.18 0.970 31.82 0.949
Concertormer 34.42 0.971 32.12 0.951

5.1. Datasets and Training Details
Similarly to existing methods [10, 39, 67], we train our
Concertormer on the GOPRO dataset, and evaluate it on
GOPRO [39] and HIDE [48] for fairness. We also evalu-
ate our method on the real-world deblurring datasets, i.e.,
REALBLUR-R and REALBLUR-J by [45]. We use the
model trained on GOPRO and fine-tune it using [45].

For simplicity, we illustrate the training process for im-
age deblurring on GOPRO; other tasks are detailed in the
supplementary materials. We use ℓ1 loss in the spatial do-
main and frequency domain as [10], where the ground-truth
and its 3 down-sampled duplicates are used to calculate the
loss between outputs O0−O3 in Fig. 3. As for training set-
tings, we use AdamW [36] with β1 = β2 = 0.9, and weight
decay of 10−3. Progressive training begins with 128× 128
patches and a batch size of 64, then scales to 256 × 256
with batch size 16, and 320 × 320 with batch size 8, each
for 200,000 iterations. The learning rate starts at 10−3, de-
caying to 10−7 via Cosine Annealing. The training patches
are randomly cropped from 512 × 512 overlapped patches
and augmented by random flips and 90◦ rotations.

In addition to regular inference, we apply Test-time Lo-
cal Converter (TLC) [11] during inference. The better re-
sults among the TLC inference and the regular inference
are shown in this section.

5.2. Comparisons with State-of-the-Arts
Evaluations on Synthetic Datasets. Table 1 shows com-
parisons on the synthetic datasets GOPRO [39] and HIDE
[48]. Our models achieve the best and second-best results
on these datasets. Compared to the FFTformer [25], our
Concertormer further boosts the performance by 0.21 dB

1These numbers are different from those reported in their paper, while
we have confirmed these are correct with the authors.

Table 2. Results on the REALBLUR dataset [45].

Method REALBLUR-R REALBLUR-J
PSNR SSIM PSNR SSIM

DeblurGAN-v2 [26] 35.11 0.935 28.69 0.866
SRN [52] 38.65 0.965 31.38 0.909

MIMO-UNet+ [10] - - 31.92 0.919
MAXIM-3S [56] 39.45 0.962 32.84 0.935

BANet [55] 39.55 0.971 32.00 0.923
DeepRFT+ [37] 39.70 0.971 32.18 0.928
Stripformer [54] 39.84 0.974 32.48 0.929

FMIMO-UNet+ [38] 39.98 0.973 32.56 0.932
FFTformer [25] 40.11 0.973 32.62 0.933

GRL [29] 40.20 0.974 32.82 0.932
MLWNet [15] 40.69 0.976 33.84 0.941

MISCFilter [32] 40.611 0.9751 33.88 0.938

Concertormer 40.78 0.977 33.51 0.945

Table 3. Image deblurring with JPEG artifacts.

Dataset Metrics MPRNet HINet MAXIM NAFNet Concertormer[67] [8] [56] [9]

REDS-val-300 PSNR 28.79 28.83 28.93 29.09 29.33
[40] SSIM 0.811 0.862 0.865 0.867 0.872

Table 4. Image deraining results. We test on TEST100 [70],
RAIN100H [64], RAIN100L [64], TEST2800 [14].

TEST100 RAIN100H RAIN100L TEST2800 AverageMethod PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM PSNR SSIM

DerainNet 22.77 0.810 14.92 0.592 27.03 0.884 24.31 0.861 22.26 0.787
SEMI 22.35 0.788 16.56 0.486 25.03 0.842 24.43 0.782 22.09 0.725

DIDMDN 22.56 0.818 17.35 0.524 25.23 0.741 28.13 0.867 23.32 0.738
UMRL 24.41 0.829 26.01 0.832 29.18 0.923 29.97 0.905 27.39 0.872

RESCAN 25.00 0.835 26.36 0.786 29.80 0.881 31.29 0.904 28.11 0.852
PreNet 24.81 0.851 26.77 0.858 32.44 0.950 31.75 0.916 28.94 0.894

MSPFN 27.50 0.876 28.66 0.860 32.40 0.933 32.82 0.930 30.35 0.900
MPRNet 30.27 0.897 30.41 0.890 36.40 0.965 33.64 0.938 32.68 0.923

SPAIR 30.35 0.909 30.95 0.892 36.93 0.969 33.34 0.936 32.89 0.927
Restormer 32.00 0.923 31.46 0.904 38.99 0.978 34.18 0.944 34.16 0.937

Concertormer 32.19 0.926 32.71 0.921 39.36 0.978 34.21 0.946 34.62 0.943

in terms of PSNR. Our lite model uses 16% fewer FLOPs
while maintaining competitive performance, demonstrating
the efficiency and effectiveness of Concertormer (Fig. 1).

Fig. 5 shows the visual comparisons on GOPRO: our
model generates the fewest artifacts and the sharpest char-
acters among these methods. We demonstrate the qualita-
tive evaluation on HIDE in Fig. 6, where only our approach
restores the eyes.
Evaluations on Real-World Datasets. Table 2 shows the
deblurring results on the REALBLUR dataset. We compare
our method to models trained or fine-tuned on REALBLUR,
where our methods generate the highest PSNR and SSIM.
5.3. More Applications
We further show that our method can be applied to other
related image restoration problems.
Image Deblurring with JPEG Artifacts. We train the
model on REDS [40] and test on REDS-VAL-300 [8, 56].
Table 3 shows that Concertormer further boosts the perfor-
mance by more than 0.2 dB in PSNR.
Image Deraining. Similar to [68], we train our model
on RAIN13K [67] and test it on RAIN100H [60] and
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(a) Blurry Input

(b) MPRNet (c) Restormer (d) Uformer (e) Stripformer (f) NAFNet

(g) GRL (h) FFTformer (i) DiffIR (j) Concertormer (k) GT
Figure 5. Single-image motion deblurring on the GOPRO [39] dataset.

(a) Blurry Input

(b) MPRNet (c) Restormer (d) Uformer (e) Stripformer (f) NAFNet

(g) GRL (h) FFTformer (i) DiffIR (j) Concertormer (k) GT
Figure 6. Single-image motion deblurring on the HIDE [48] dataset.

RAIN100L [60], TEST100 [70], and TEST2800 [14]. Fol-
lowing [23, 44, 67, 68], we compute evaluation metrics with
Y channel of the YCbCr color space. Table 4 shows that our
method performs better on image deraining. Fig. 7 shows
that Concertormer restores the images with better textures.

6. Analysis and Discussion

We have shown the effectiveness and efficiency of our
method. This section analyzes the main components of
Concertormer and the Concerto Self-Attention. The models
in this section are constructed according to Concertormer-
lite model.Patches of 256 × 256 pixels of GOPRO dataset
and batch size 8 are used for 200,000 iterations, and the
learning rate decreases from 10−3 to 10−6 by Cosine An-
nealing. FLOPs are computed via a 256× 256 input image.
The other settings follow the formal Concertormer models
described in Section 5.1.

6.1. Ablation Study
To show the effect of each component in Table 5, we modify
the building blocks to examine the proposed method. These
models are numbered for easier and clearer discussion: The
study starts from a typical MLP (model 0); the Baseline
(model 1) is the vanilla gdMLP without self-attention, and
then we gradually add Concerto Self-Attention to gdMLP:
the model 2 contains the self-attention mechanism of (8a)
without Wrs ; the model 3 contains (8) without W’s; the
model 4 uses (9a) without Wrc and model 5 uses (9) with-
out W’s; model 6 uses the full CSA mechanism. Model 7
tests the effect of SCA (10), model 8 for multi-head atten-
tion, and model 9 is the complete Concertormer.

The gdMLP architecture improves PSNR by over 6 dB
while reducing FLOPs and parameters by more than 22%
compared to the MLP. From model 2 to model 3, spatial

Table 5. Ablation study on the GOPRO dataset. gdMLP: gated-
dconv MLP, FFN: Feed-Forward Network, SCA: simplified chan-
nel attention, MH: multi-head, CDC: Cross-Dimensional Commu-
nication, Rs: spatial Ripieno Cs: spatial Concertino, Rc: chan-
nel Ripieno, Cc: channel Concertino. The FLOPs are presented
in Giga, and the parameters in Mega.

Architecture Concerto SA Model Size Metrics
Model FFN gdMLP Cs Rs Cc Rc SCA MH CDC FLOPs Param PSNR SSIM

0 ✓ 52.87 11.0 26.28 0.851
1 ✓ 41.22 8.5 32.35 0.951

2 ✓ ✓ 32.58 0.953
3 ✓ ✓ ✓

119.34 33.11 0.958

4 ✓ ✓ 155.38 32.65 0.953
5 ✓ ✓ ✓ 130.01 33.00 0.956
6 ✓ ✓ ✓ ✓ ✓ 118.33

21.2

33.20 0.958

7 ✓ ✓ ✓ ✓ ✓ ✓ 118.57 26.3 33.31 0.959
8 ✓ ✓ ✓ ✓ ✓ ✓ 114.98 33.35 0.960

9 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 116.79 28.9 33.53 0.961
10 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ 116.81 29.2 31.90 0.945

CSA increases PSNR by over 0.5 dB, while channel CSA
shows a 0.35 dB improvement (model 4 to model 5). For
model 6, combining spatial and channel CSA boosts PSNR
by about 0.85 dB over the Baseline. Model 7’s SCA adds
0.11 dB PSNR with simply 0.2% additional FLOPs. Fi-
nally, CDC enhances PSNR by 0.18 dB from model 8 to
model 9, with a cost of 1.57% FLOPs and 9.89% parame-
ters. It is worth noting that dividing channels for multiple
self-attention mechanisms reduces FLOPs since the vector
lengths for inner products are shortened, thereby the FLOPs
decrease from model 4 to model 6, and the same trend can
also be observed with multi-head attention, i.e., model 7 to
model 8. This further reduces the computational complexity
of CSA.

To validate the effectiveness of the single-stage gdMLP
architecture, we train a two-staged model combining Con-
certo Self-Attention and an FFN (model 10 in Table 5).
With an adjusted FFN expansion factor to match the FLOPs
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(a) Rainy Input

(b) DerainNet (c) SEMI (d) DIDMDN (e) UMRL (f) RESCAN

(g) PreNet (h) MPRNet (i) Restormer (j) Concertormer (k) GT
Figure 7. Deraining on the TEST100 [70] dataset.

(a) (b) (c) (d) (e) (f) (g)
Figure 8. Comparison of local attribution maps [17]. (a) Ground
truth and target patch. (b) - (g) Contribution areas of spatial Con-
certino without and with shifted windows, Prototype, Concerto
Self-Attention, and CDC with and without global mean, respec-
tively.

and parameters of Concertormer, our method achieves
higher PSNR by more than 1.6 dB.

6.2. Analysis of Concerto Self-Attention
We have presented the derivation of our method in Sec-
tion 4.1. Here, we analyze how each step contributes to
the satisfactory results compared to state-of-the-art works.
The diffusion index (DI) in Table 6 and the local attribution
maps (LAMs) in Fig. 8 are used to quantify and visualize
the receptive field [17], respectively.

In Table 6, we analyze the models from (4) to (9). Com-
paring the Prototype to the spatial Concertino (model 2 of
able 5), although the PSNR and SSIM slightly decrease,
the DI increases for about 32%. This suggests that the av-
erage operation in (4) significantly expands the receptive
field with negligibly additional computations, and achieves
higher DI than spatial Concertino with shifted windows.
Fig. 8(b)-(d) show that the Prototype model extends self-
attention to distant and correlated regions, such as the top-
left corner. Using concatenation in (5) (Concerto) instead of
addition in (4) (Prototype) results in higher PSNR, SSIM,
and DI, supporting the assumption that linear projection
can replace addition. The bottom row of Table 6 shows
the effect of the proposed CDC, which has the highest
PSNR, SSIM, and DI at the cost of simply 0.36% more
FLOPs and 6.13% more parameters. The largest recep-
tive field in Fig. 8(g) also demonstrates the effect of the
proposed CDC. We specifically validate our assumption
in (8a), which allows us to omit the global mean. The
“CDC w/ mean” model includes the global mean, denoted
as Cs = softmax

(
Wcs(Qcs ×Kcs⊤ −Qcs ×Kcs⊤)

)
.

We can note that the PSNR, SSIM, and DI are all getting
lower with the global mean, and Fig. 8(f) demonstrates a
smaller contribution area than Fig. 8(g).

Table 6. Influence of Concerto Self-Attention. We analyze the
model size and metrics from spatial Concertino Cs to our method
step by step.

Metrics Model Size
PSNR SSIM DI FLOPs(G) Param(M)

Spatial Concertino Cs 32.58 0.953 20.51

119.34 21.2Cs w/ Shifted Windows 32.84 0.950 24.61
Prototype 32.50 0.952 27.08
Concerto 33.16 0.958 36.90

CDC w/ mean 33.23 0.959 34.62 119.77 22.5CDC 33.30 0.960 39.15

Table 7. Analysis of Concerto Self-Attention. The Restormer-CSA
model uses the CSA instead of transposed self-attention.

Method GOPRO [39] HIDE [48] Model Size
PSNR SSIM PSNR SSIM FLOPs(G) Param(M)

Restormer [68] 32.92 0.961 31.22 0.942 140.99 26.1
Restormer-CSA 33.32 0.964 31.42 0.945 140.29 31.0

To evaluate the robustness and performance of our ap-
proach, we adopt the representative Restormer as the back-
bone and replace its transposed self-attention with our pro-
posed CSA, denoted as Restormer-CSA in Table 7. Follow-
ing the same training procedures and model configurations
as the original Restormer, Restormer-CSA achieves a PSNR
improvement of 0.4 dB on GOPRO and 0.2 dB on HIDE,
while reducing FLOPs by 0.5%.

7. Conclusion
We introduce an efficient Concertormer that addresses a
primary limitation in previous vision Transformers (ViTs):
the trade-off between global contextual representation and
computational complexity. The proposed Concerto Self-
Attention mechanism captures both local and global con-
nectivity across spatial and channel domains with lin-
ear complexity. Additionally, we propose a gated-dconv
MLP, which consolidates the traditional two-stage Trans-
former architecture into a single stage. Experimental results
demonstrate that the gdMLP with CSA performs favorably
compared to the two-staged design at lower FLOPs. By re-
placing the transposed self-attention with CSA, our method
achieves higher PSNR at lower FLOPs compared to the
canonical Restormer. Beyond single-image motion deblur-
ring, Concertormer also performs favorably in deblurring
with JPEG artifacts and deraining.
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