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Figure 1. Granular Concept Circuits. (Top) Circuits obtained by merging all captured 20 circuits conditioned on the query image in
ResNet50. (Bottom) Examples of individual concept circuits. Edge thickness represents the connectivity between neurons computed with
the proposed Neuron Sensitivity Score. More examples are depicted in Fig. 3.

Abstract

Deep vision models have achieved remarkable classifica-
tion performance by leveraging a hierarchical architecture
in which human-interpretable concepts emerge through the
composition of individual neurons across layers. Given
the distributed nature of representations, pinpointing where
specific visual concepts are encoded within a model remains
a crucial yet challenging task. In this paper, we intro-
duce an effective circuit discovery method, called Granu-
lar Concept Circuit (GCC)*, in which each circuit repre-
sents a concept relevant to a given query. To construct each
circuit, our method iteratively assesses inter-neuron con-
nectivity, focusing on both functional dependencies and se-
mantic alignment. By automatically discovering multiple
circuits, each capturing specific concepts within that query,

*Equal contribution.
TCorresponding author.
*Code is available at https://github.com/daheekwon/GCC
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our approach offers a profound, concept-wise interpretation
of models and is the first to identify circuits tied to specific
visual concepts at a fine-grained level. We validate the ver-
satility and effectiveness of GCCs across various deep im-
age classification models.

1. Introduction

In deep image classification models, representations evolve
hierarchically—from low-level features like points and
edges in early layers, to mid-level patterns such as contours
and textures, and finally to high-level semantic representa-
tions of objects and scenes [3, 4, 10, 26]. Throughout this
hierarchy, concepts, defined as meaningful representations
comprehensible to humans, emerge through the composi-
tion of individual neurons, with each neuron contributing to
progressively abstract representations [17, 18].

However, much of the existing research in deep learning
interpretation has focused on associating individual neurons



| CRP | VCC | ADVC | GCC
Circuit | 6 | | |
Neuron-based | | 6 | |
Concept Specificity | - | 6 | 6 |
# of Input | 1 |class | few | versatile
#of Output Circuit | - | 1 | 1 | 1

Table 1. Comparative Analysis of CRP [1], ADVC [29],
VCC [22], and GCC (Ours).

with specific concepts [3, 4, 16, 20]. These studies typically
interpret neurons in isolation without explicitly considering
relational structures among them. While this single-neuron
approach provides valuable insights into isolated concept
representations, it inherently overlooks the distributed na-
ture of neural encoding, where concepts are inherently rep-
resented across multiple neurons and layers. Indeed, this
form of distributed representation closely resembles how
the human brain stores and recalls information [15, 31, 39],
leading to extensive studies on the mechanisms underlying
these neural connections [5, 19, 30, 32]. Building upon
these neuroscience-inspired insights and the previously dis-
cussed neuron interpretability methods, recent research has
begun to trace how visual concepts are represented across
multiple neurons and layers.

For example, VCC [22] represents layer-wise concepts
using Concept Activation Vectors (CAVS) and analyzes
their connectivity; however, its misalignment with the net-
work structure makes it difficult to localize where specific
concepts emerge precisely. Rajaram et al. [29], hereafter
referred to as ADVC, extend the connectivity-based meth-
ods of Olah et al. [26] by iteratively computing and refining
the connectivity strength between adjacent layers. Never-
theless, these methods remain constrained by their focus on
class-relevant relationships, limiting deeper understanding
and interpretation of the models. To analyze models more
comprehensively, it is essential to capture concepts beyond
class-specific ones with finer granularity and identify where
and how each concept is encoded. Importantly, existing ap-
proaches do not aim to subdivide these concept representa-
tions or analyze them in a fine-grained manner, fundamen-
tally differing from our objective.

Building on this, we introduce Granular Concept Cir-
cuits (GCC), an effective method for discovering visual
concept circuits that leverage the distributed nature of repre-
sentations to capture concepts relevant to a given query. To
form a concept circuit, we assess inter-neuron connectivity
by examining both their dependencies and semantic align-
ment, quantified using two scores: Neuron Sensitivity Score
(Sns) and Semantic Flow Score (Ssg). By iteratively iden-
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tifying strongly connected neurons that represent coherent
concepts, our method automatically constructs a visual con-
cept circuit for each query. This results in multiple circuits,
each encoding a distinct concept relevant to the query. The
proposed circuit discovery method can be applied to various
scenarios: from a single query to multiple queries, and from
exploring commaon concepts to identifying unique concepts
among them. For convenience, we refer to both the pro-
posed method and the resulting circuit as Granular Concept
Circuit (GCC). Our main contributions are summarized as
follows:

We propose a method to automatically discover Granular
Concept Circuits, where each circuit encodes a distinct
concept relevant to the given query.

We iteratively identify connected neurons based on two
proposed scores, Sns and Ssg, to construct circuits rep-
resenting coherent concepts.

Our method enables flexible circuit construction based on
the number of queries, concept types, and user-defined
objectives.

2. Related work
2.1. Concept-based Interpretability

Analyzing visual concepts learned by deep neural networks
has become essential for understanding and interpreting
their decision-making processes. Previous methods can be
broadly categorized based on whether they analyze con-
cepts individually or explicitly examine relationships be-
tween multiple concepts.

Single-concept approaches can be divided by how con-
cepts are represented: neuron-based and vector-based ap-
proaches. Neuron-based methods—such as NetDissect [3],
CLIP-Dissect [25], RDR [6], FALCON [20], and MI-
LAN [16]—aim to identify the semantic meanings asso-
ciated with individual or small groups of neurons. These
methods offer intuitive interpretations but are often insuf-
ficient for explaining complex model decisions that in-
volve interactions among multiple concepts. In contrast,
vector-based methods—such as Concept Activation Vectors
(CAVs) [13, 21]—represent concepts as activation direc-
tions spanning multiple neurons, enabling more abstract and
generalizable representations. However, they often depend
on manually labeled concept examples and struggle with
capturing fine-grained semantics.

To address this limitation, relation-based approaches
have emerged, explicitly capturing interactions between
multiple concepts. For example, HINT [36] identifies col-
laborative neurons within a single layer to represent specific
concepts using CAV, but the detailed mechanisms underly-
ing their interactions across layers to form hierarchical rep-
resentations remain uncertain. CRAFT [11] leverages non-
negative matrix factorization to trace and decompose con-
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Figure 2. Illustration of Neuron Sensitivity Score (Sns) and Semantic Flow Score (Ssg). () Sns is computed by masking the source
neuron and evaluating its connections (Eg. (2)). (b) Sse quantifies semantic alignment across layers, with stronger alignment (orange)
indicating stable concept interpretability (Eqg. (3)). (c) Score distribution and corresponding neuron connections, with highly activated

samples shown for selected neurons. Legend: (purple) low Sns, low Ssg; (

cepts across multiple layers, but because it starts from the
final classifier layer, it is limited to extracting concepts di-
rectly used for classification. CRP [1] computes neuron rel-
evance scores based on conditional dependencies between
adjacent layers, but its focus on pairwise layer-wise rele-
vance limits its ability to capture circuit dynamics.

2.2. Visual Circuit Discovery

As interest in understanding relationships between concepts
grows, researchers are increasingly exploring ways to iden-
tify these relationships across multiple layers with connec-
tion weightings, forming as a visual circuit. VCC [22] visu-
alizes inter-layer connectivity by progressively decompos-
ing concept vectors from a single class into finer compo-
nents while measuring their relationships. Though it re-
veals concept structures across layers, it does not fully ad-
dress how specific model components map to the learned
concepts. The approach of interpreting a model through its
components, known as mechanistic interpretability, offers
insights into decision-making processes, key model com-
ponents for specific tasks, and the origins of undesired be-
haviors. While extensively studied in LLMs [7, 23, 24, 37],
its application in the vision domain remains limited. Early
approaches primarily relied on manual analysis of model
weights or neuron activations to extract meaningful repre-
sentations [26], but scalability challenges make them im-
practical for large-scale models.

There has been an effort to discover visual circuits in
partially automated way, (ADVC) [29], where a circuit is
identified to represent visual concepts from a few given ex-
amples. This method iteratively refines connectivity using
cross-layer attribution, computed by multiplying activation
values with gradients to capture neuron-to-neuron interac-
tions in the model’s final decision. Since it constructs a sin-
gle visual circuit, the resulting circuit unifies common con-

2358

) high Snis, low Ss; ( ) high Swis, high Ss.

cepts across queries. While intuitive, a deeper understand-
ing of the model would benefit from a more granular de-
composition of circuits according to each learning concept
and an extension beyond class-related concepts to capture a
wider range of attributes within an image. In this regard, our
method advances visual circuit discovery by identifying cir-
cuits at the level of granular concept units. The comparison
with other methods is organized in Table 1.

3. Method

Our objective in this paper is to identify Granular Concept
Circuit—a set of neurons across multiple layers within a
model that encodes a concept relevant to a given query. In-
stead of analyzing individual neurons, we focus on circuits
that better capture the distributed nature of deep representa-
tions. This circuit-level view facilitates the identification of
concepts, which are generally encoded through interactions
among multiple components rather than within single units.
While our method naturally extends to multiple queries, we
describe it in the context of a single query for clarity. The
extension to multiple samples is covered in Section 4.

3.1. Neuron Connectivity Identification

A well-constructed circuit must exhibit meaningful connec-
tions among its components and consistently represent a
common piece of information [37, 41]. Based on these
properties, we aim to assess the degree of connectivity be-
tween neurons' that constitute a circuit.

Let F denote the deep learning model under analysis,
which can be expressed in a layer-wise manner: F

TIn this paper, we define a neuron as the smallest unit encoding spa-
tial information, corresponding to a channel in CNN-based models and a
hidden dimension in Transformer models.



fL f! 0. The activation at layer | of given query
Xq is given by F0(x,) = a'.

Here, given a source neuron a!, c-th neuron of layer |,
we seek to determine the corresponding neuron in the next
layer that should be connected to form a coherent concept
circuit. To establish meaningful connections, we propose
a Neuron Sensitivity Score Sns, which quantifies the in-
fluence of a source neuron on a target neuron built on an
intervention-based approach by measuring the change in the
target’s activation when the source neuron is muted—i.e.,
set to zero [8, 40, 42]. This operation captures both direct
and indirect dependencies, reflecting how much the target
neuron relies on the source. A high Sy s indicates that the
target neuron is strongly dependent on the information en-
coded in the source neuron, which we interpret as a func-
tionally meaningful connection. To ensure we focus only
on positively correlated relationships, we clip any negative
score values to zero. While evaluating all combinations of
source neurons would provide a more comprehensive causal
attribution, the exponential complexity O(2INJ) renders it
intractable. Hence, here, we focus on a first-order approxi-
mation by measuring each node’s effect.

Snse =max 0;f*@)  f*ical) (1)
S
Sns = PYS 2
NS

where &L denotes layer | activations with zero-masked ¢ th
node. Despite a high Sy s, the non-linearity of £ may still
lead to spurious connections between semantically unre-
lated nodes (see Figure 2). Such connections are not only
uninterpretable but also risk misrepresenting the actual node
relationships. To address this, we introduce an additional
constraint, Semantic Flow Score Ssg, to ensure semantic
alignment of the encoded information between neurons as
well as its strong dependency. This score is motivated by
the idea that a neuron’s encoded information is reflected in
the set of samples where it is highly activated. We extract
the top-k highly activated samples for both the source and
target neurons, and compute their overlap to quantify shared
activation patterns.

©)

where Sg. denotes the set of highly activated samples for
the source node, and Sy represents the corresponding set
for the target node.

Thus, we consider a source and target neuron to be
connected—forming a building block of a concept cir-
cuit—when two criteria are met: (1) the target neuron ex-
hibits strong functional dependency on the source, as indi-
cated by a Neuron Sensitivity Score (Sns > ns), and (2)
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Algorithm 1 Finding a Single Circuit

Require: Query Xq, root node r = (I; ¢), model F, thresh-

olds ns, sk
Ensure: A concept circuit circuit

1: circuit . Initialize empty circuit
22 Ng  frg . Initialize start nodes
3: while Ng & ; do
4 ns  Ns:pop()

n - Compute scores for next-layer node i
5 N¢ (ns:l +1;i) Sns(ns;Xq; )i NS

~NSse(ns; )i sk
. Update circuit and search frontier

6: circuit  circuit [ f(ns;ne) j ne 2 Ng
7. Ns Ns [N
8: end while
9: return circuit

it sufficiently preserves the information flowing from the
source, as measured by a Semantic Flow Score (Ssg >

SF).

3.2. Granular Concept Circuit discovery

By extending the connectivity described in Sec. 3.1 across
multiple layers, we aim to uncover cross-layer connections
that encode coherent concepts hierarchically. Here, a circuit
is a directed acyclic graph (DAG), where each node n repre-
sents a neuron, and each edge (ns; n¢) denotes connectivity
between adjacent layers. Discovering all concept circuits
for a query involves four steps: (1) extracting root nodes
R = fn¢,; 55 ne g from a trained model F given a query
Xq, (2) identifying connections from each root node to the
next layer using the proposed scores, (3) iteratively track-
ing connectivity until no further connections exist, forming
a Granular Concept Circuit, and (4) repeating this for all
root nodes to construct the complete set of circuits.

The first step involves extracting a set of root nodes R.
To begin, given a query Xq, we selectively explore only the
nodes whose activations are sufficiently large comparable to
other input samples. The idea that highly activated neurons
carry significant information about the input query is well-
supported by prior studies [1, 3, 20]. In practice, we use
nodes with activations’ rank within the top 1% across all
samples as root nodes.

In the second step, for each root node, we identify its
connections to nodes in the next layer using the Neuron
Sensitivity Score (Sns) and Semantic Flow Score (Ssg),
as described in Sec. 3.1. After computing Sns for each
candidate node in the adjacent layer, we extract those with
sufficiently strong connectivity to the root node by apply-
ing a threshold nNs. To automate this process and avoid
manual threshold tuning, we apply the Peak-over-Threshold



Figure 3. Qualitative results of GCC on ResNet50. For two given queries labeled as scoreboard and window screen, three distinct GCCs
among all captured circuits are visualized for each query. Red solid outlines highlight the activated query regions corresponding to each

circuit’s root node.

(POT) method [9, 14, 28], a statistical approach from ex-
treme value theory. POT estimates an appropriate threshold
by modeling the tail of the Sy distribution, providing a
simple yet principled way to select highly responsive con-
nections. See Appendix A.3 for details. Following this, we
again filter out nodes that are less semantically aligned with
root node, using the Semantic Flow Score Ssg . Our guide-
line for gE isto use average score of all nodes, which guar-
antees the connected nodes at least has shared information
with root note more than others on average. After filtering
the neurons based on both conditions, the selected nodes
are added to the circuit, with connections between neurons
weighted by the Sy s value.

Next, to explore further connections across layers, the
newly added nodes serve as new starting points, and the
process is iteratively repeated until no further connections
remain. This results in a Granular Concept Circuit—a
concept-specific circuit that originates from a root node.
The full procedure is illustrated in Algorithm 1.
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Finally, in the last step, we systematically apply the itera-
tive discovery process to all root nodes, generating a diverse
set of concept-specific circuits that collectively represent
the model’s response to the input query. To enhance compu-
tational efficiency and prevent duplicated circuit evaluation,
we reuse previously computed source node connections and
employ recursive techniques to minimize redundant calcu-
lations.

4. Experiments

Settings. This section evaluates whether the proposed
method can effectively capture GCC, where each circuit
corresponds to a distinct query-related concept. We select
five base models—VGG19, ResNet50, ResNet101, Mo-
bileNetV3, and ViT—all pretrained on ImageNet1K. De-
tailed descriptions of the hyperparameter settings are pro-
vided in Appendix A.



Figure 4. GCC exemplars on various datasets and models. Each node is visualized with its index and 4 highly activated cropped images.

Visualization Method. To illustrate the discovered cir-
cuits, we use Sankey diagrams [33], where link thickness
represents the connection strength, computed as described
in Section 3.1. Each GCC represents a concept-specific cir-
cuit for a given query image, with individual nodes denoting
neurons. The concept associated with a neuron is inferred
from its highly activated samples, with four representative
images per node selected from the top 10 highly activated
samples in the validation set. To enhance interpretability,
we apply threshold-based masking to supporess weak acti-
vations, generates a binary mask, and crop high-activation
regions. Low activation regions appear in a darker shade to
improve visual clarity. See Appendix A.4 for details.

4.1. Qualitative Results

Exploring diverse concepts encoded in the model. By
identifying GCCs for each root node and merging them,
we construct a comprehensive unified circuit representing
all concepts related to the query. Figure 3 presents exem-
plary results for a scoreboard query image, visualizing three
of the 17 extracted GCCs, each corresponding to concepts
such as the sky background, flags, and clock. To aid inter-
pretation, we also provide manual textual descriptions. Red
solid outlines highlight the highly activated regions in the
query image with respect to each circuit’s root node. These
results highlight our method’s ability to disentangle and rep-
resent multiple query-related concepts. Notably, this is the
first study to construct circuits that capture fine-grained and
diverse concepts within a query.

Applying GCC to Different Models and Datasets. The
proposed algorithm effectively captures hierarchical con-
cept flows across diverse models and datasets, as illustrated
in Figure 4. In ResNet50, the identified circuit for a peacock
image shows a decorative blue tone concept. The initial
layer (Layer 1.0) captures broader blue tones, which then
refine in subsequent layers (Layer 1.1 and 1.2) to more spe-
cific patterns like blue scales and textured blue surfaces, and
by Layer 2.0, the concept further specializes into distinctive
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blue patterns found on decorative objects. For a cauliflower
image, ViT-B/32 instead identifies a circuit rooted in a cir-
cular shape, transitioning from patterns in a ball, flower, and
hot air balloon to tructured forms, such as a turtle shell, and
circular objects like cherry tomatoes. Despite architectural
differences, both models exhibit a consistent hierarchical
progression of concepts, demonstrating GCC’s robustness
in capturing meaningful conceptual transformations.

Additionally, the algorithm generalizes well to the CUB-
200-2011 dataset [35], which includes 200 bird species.
The identified circuit traces the evolution of a “red and or-
ange color” feature, initially linked to a part of the bird but
gradually expanding to encompass the entire bird. This re-
sult highlights GCC’s ability to capture fine-grained con-
cept evolution while preserving consistent concept flow
across datasets. These findings reinforce GCC’s potential
as a versatile tool for concept circuit discovery, improving
model interpretability and demonstrating its applicability
across diverse architectures and datasets.

4.2. Quantitative Results

In this section, we quantitatively evaluate whether the pro-
posed Granular Concept Circuits effectively find concepts
in the query. Previous circuit discovery approaches, partic-
ularly in the language domain, evaluate circuits based on the
key criteria: faithfulness and completeness [37, 41]. Faith-
fulness refers to a circuit’s ability to perform the task in-
dependently, while completeness ensures that all nodes in
the circuit are necessary for the task. They assess the faith-
fulness and completeness of circuits by measuring output
corruption after masking the circuit and its complement,
respectively. A truly faithful and complete circuit should
cause significant corruption when masked, whereas mask-
ing its complement should have minimal impact.

Building on this approach, we first evaluate the effec-
tiveness of granular concept circuits by ablating all neurons
within each identified circuit and measuring the resulting
change in logit outputs. A substantial drop indicates that the



Figure 5. User study results of evaluating GCCs on various aspects: (a) Whether the GCC is relevant to the given query. (b) Whether
each GCC represents the diverse concepts present in the query. (c) Whether the GCC represents the given multiple queries. (d) Whether
users can easily agree with the captured inter-node and query-node connections. () Whether our method represents diverse concepts more

effectively compared to VCC [22].

circuits faithfully encode query-relevant information. To as-
sess completeness, we ablate the same number of neurons
from the complement set (i.e., outside the circuits) and com-
pare the effects. As a baseline, we also include randomly
pruned models, ensuring that all pruning conditions involve
the same number of ablated neurons for fair comparison.
We report average logits across 100 randomly selected Im-
ageNetlk queries. As shown in Table 2, pruning neurons
within granular concept circuits leads to a substantial logit
drop (8.67%;, in ResNets), whereas pruning outside the cir-
cuits results in a smaller decrease (1.74%y), even less than
random pruning (2.35%p,). These results confirm that our
method effectively identifies circuits that are both complete
and faithful. The corresponding experimental results for
transformer-based models are provided in Appendix B.

To further evaluate the fidelity of edges captured by
GCC, we conduct rank-based edge ablation and insertion
experiments, following the protocol of Petsiuk et al. [27].
Edges are removed or inserted in descending order of their
Sns scores.  All experiments are performed on the last
block of ResNet-50. As in Figure 6, removing top-ranked
edges consistently degrades performance, whereas adding
them yields clear gains. Although AVCD [29]—a gradient-
based, single-circuit discovery method—shows slightly
steeper curves, our method constructs fine-grained circuits
for individual concepts rather than a single unified circuit
tied to class labels. This enables it to extract richer infor-
mation from the model, resulting in the larger performance
drop observed in Fig. 6-(a).

4.3. User Study

In addition to the quantitative results, we conducted a user
study with 33 participants, evaluating whether the circuits
captured by our method are well-structured and perceptu-
ally meaningful to humans. We evaluated the Granular
Concept Circuit across three criteria: query relativeness,
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| R50 | R101 | V19 | M3 |
Original | 17.17 | 17.46 | 20.94 | 17.34 |
Random | 15.66 | 13.80 | 19.03 | 15.01 | (€2.35)
Ours | 6.41 | 6.18 | 1293 | 12.95 | (€8.60)

Avg

Ours® | 16.12 | 14.58 | 19.93 | 15.88 | (€1.74)

Table 2. Comparison on average logit drop after ablating neurons
with random selection (Random), found circuits (Ours), and non-
relevant neurons (Oursc). We abbreviate ResNet50, ResNet101,
VGG19 and MobileNetV3.

Figure 6. Deletion and Insertion Curves based on Sns and Ssg

diversity, and prototypicality. As shown in Figure 5 (a)-
(c), the average scores for each criterion were 3.65, 4.0,
and 4.45 out of 5, respectively. While all scores indicate
that the GCC meets the three criteria, the query relative-
ness score was slightly lower. This may be because our
method captures not only the main part of the query but
also background elements and other attributes, resulting in
a broader representation beyond the direct focus. In Fig-
ure 5-(d), we assessed the appropriateness of the node-to-
node and query-node connections generated by our method
by comparing them to human judgment. Furthermore, we
compared the GCC with VCC [22], and 70% of users agreed
that our method captures more meaningful and diverse con-



Figure 7. Auditing Misclassification with GCC. The top bar plots
show logit gain when GCC constructed on the last residual block
of ResNet50, derived from a misclassified ”Schipperke” as ”Soc-
cer ball” example, are either inhibited (zeroed out) or stimulated
(amplified). The bottom panel visualizes the corresponding most
influential GCC, highlighting concepts related to both the correct
(soccer ball) and misclassified (black objects) concepts.

cepts than VCC. More than 90% of users found these con-
nections to be appropriate. The detailed results and experi-
mental settings can be found in Appendix C.

4.4, Use Cases

Audit of Misclassified Query. In instances where the
model misclassifies a query, the Granular Concept Circuit
can be employed to identify and audit the error. As illus-
trated in Figure 7, the example shows that although the
true class of the query image is schipperke, the model er-
roneously predicts it as a soccer ball. We first extract the
GCC associated with the query from the last residual block
of ResNet50. Then, we inhibit (zero out) and amplify (by
two times) each neuron within the GCC to analyze its influ-
ence on the logit for the true class. As seen in the Bottom
left panel of Figure 7, the concepts displayed by the most
influential GCC are visually consistent with those typically
found in images of the soccer ball class. This visual evi-
dence supports the high logit gain observed when inhibit-
ing this soccer ball-related GCC, indicating their strong in-
fluence on the misclassification. In contrast, the GCC lo-
cated in the Bottom right panel, which encompass schip-
perke-related concepts, show the largest logit gain when
stimulated, thereby contributing to the misclassification au-
dit. Overall, this auditing procedure—by first extracting the
query-related GCC and then analyzing the logit gain to the
true class—facilitates a clear understanding of how the erro-
neous prediction is associated with specific conceptual rep-
resentations. Consequently, this approach enhances the reli-
ability of the input and aids in reducing errors in the model’s
decision-making process.

Finding Common Concepts Among Multiple Queries.
Identifying concepts shared across queries from different
classes is a challenging task for existing circuit-discovery
approaches, particularly methods relying on gradient-based
attribution or initial class logits. In contrast, our ap-
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Figure 8. GCC in ResNet50, each capturing shared concepts
across multiple queries from different classes.

proach discovers granular concept circuits by propagating
forward from conceptually meaningful root neurons, en-
abling the effective identification of shared patterns and re-
lationships. As demonstrated in Figure 8, our method iden-
tifies a shared “radiant” pattern across fundamentally dis-
tinct classes (e.g., daisy and peacock) and similarly cap-
tures a common “wheel” concept among various vehicles
(tanks, minibuses, moving vans). These results highlight the
unique capability of out framework to detect abstract, class-
transcending features, providing valuable insights for model
interpretability and debugging that may not be achievable
by conventional backward circuit discovery approaches.

5. Conclusion

In this paper, we introduce Granular Concept Circuit
(GCC), a novel and effective method for discovering vi-
sual circuits that represent specific concepts related to a
given query. In spite of its novelty, our approach has cer-
tain limitations. As connectivity is evaluated in a model-
centric manner, some strongly associated connections may
remain difficult to interpret. Moreover, due to the complex-
ity of deep neural networks, a single concept may be dis-
tributed across multiple circuit pathways, especially under
strict connectivity thresholds. Despite these challenges, we
believe our work—Dbeing the first to enable fine-grained vi-
sual concept circuit discovery—makes a meaningful contri-
bution to Al interpretability research.
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