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(a) Motion-Blurred Image Acquisition

(b) Estimated Camera Motion Trajectory

(¢) Rendered Images

Figure 1. We propose CoMoGaussian, a novel framework for reconstructing 3D scenes from camera motion-blurred images. (a) Camera
motion-blurred images are generated by the continuous movement of the camera during the exposure time. (b) The top image represents the
camera poses obtained through CoMoGaussian, showing a continuous trajectory indicated by gradual change of colors. The bottom images
are the rendering outputs from each camera pose. (¢) By aggregating the rendered images obtained in step (b), we get the motion-blurred
output image shown at the top, while the sharp output image is rendered from the given calibrated camera pose.

Abstract

3D Gaussian Splatting (3DGS) has gained significant at-
tention due to its high-quality novel view rendering, moti-
vating research to address real-world challenges. A critical
issue is the camera motion blur caused by movement during
exposure, which hinders accurate 3D scene reconstruction.
In this study, we propose CoMoGaussian, a Continuous
Motion-Aware Gaussian Splatting that reconstructs precise
3D scenes from motion-blurred images while maintaining
real-time rendering speed. Considering the complex motion
patterns inherent in real-world camera movements, we pre-
dict continuous camera trajectories using neural ordinary
differential equations (ODEs). To ensure accurate model-
ing, we employ rigid body transformations, preserving the
shape and size of the object but rely on the discrete inte-
gration of sampled frames. To better approximate the con-
tinuous nature of motion blur, we introduce a continuous

motion refinement (CMR) transformation that refines rigid
transformations by incorporating additional learnable pa-
rameters. By revisiting fundamental camera theory and
leveraging advanced neural ODE techniques, we achieve
precise modeling of continuous camera trajectories, lead-
ing to improved reconstruction accuracy. Extensive experi-
ments demonstrate state-of-the-art performance both quan-
titatively and qualitatively on benchmark datasets, which
include a wide range of motion blur scenarios, from moder-
ate to extreme blur. Project page is available at https://Jho-
Yonsei.github.io/CoMoGaussian.

1. Introduction

Novel view synthesis has recently garnered significant at-
tention, with neural radiance fields (NeRF) [22] making
considerable advancements in photo-realistic neural render-
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ing. NeRF takes sharp 2D images from multiple views as
input to reconstruct precise 3D scenes, which are crucial
for applications such as augmented reality (AR) and vir-
tual reality (VR). However, inefficient memory usage of
NeRF’s volume rendering process poses challenges for real-
time applications. To address this, 3D Gaussian Splatting
(3DGS) [12] has recently emerged, offering an alternative
by explicitly representing 3D scenes and enabling real-time
rendering through a differentiable splatting method.

However, for precise 3D scene representation in real-
world scenarios, it is essential to address various forms of
image quality degradation, such as camera motion blur and
defocus blur. Current methods like NeRF and 3DGS rely
on sharp images as input, which assumes highly ideal con-
ditions. Obtaining sharp images requires a large depth of
field (DoF), necessitating a very small aperture setting [10].
However, a smaller aperture limits light intake, leading to
longer exposure times. With longer exposure, even slight
camera movement introduces complex motion blur in the
images. Therefore, developing techniques that can handle
motion blur in input images is crucial for accurate 3D scene
reconstruction. Our research tackles this challenge by fo-
cusing on reconstructing precise 3D scenes from motion-
blurred images, thus broadening the applicability of neural
rendering in more realistic conditions.

Recently, several methods have been proposed to achieve
sharp novel view rendering from camera motion-blurred
images. Inspired by traditional blind image deblurring tech-
niques, Deblur-NeRF [20] firstly introduces a method for
deblurring 3D scenes. This approach designs a learnable
kernel that intentionally blurs images during training, and
during rendering, excludes the learned blurring kernel to
render sharp novel view images. Following this approach,
various methods targeting camera motion blur [14, 15, 27,
28, 34, 42] have emerged, aiming to improve blurring ker-
nel estimation accuracy. However, all of these methods pre-
dict the camera trajectory without enforcing continuity of
camera motion throughout the exposure time (e.g., simple
spline functions [34, 42]). This oversight is critical because
motion blur arises from the continuous integration of scene
radiance over the camera’s actual movement during the ex-
posure interval. When continuity is not properly accounted
for, the predicted motion can exhibit abrupt or piecewise
transitions that deviate from physically plausible camera
trajectories, resulting in inaccurate blur approximation and
suboptimal deblurring performance. While these methods
can model simpler motion blur scenarios, they fail to cap-
ture complex, smoothly varying camera motion due to their
lack of a temporally coherent representation.

In this paper, we propose a Continuous Motion-Aware
Gaussian Splatting, namly CoMoGaussian, a novel ap-
proach with three key contributions. First, we apply neural
ordinary differential equations (ODEs) [5] to model con-

tinuous camera movement during exposure time, as illus-
trated in Fig. 1. By continuously modeling the camera tra-
jectory in 3D space, we introduce a model that is funda-
mentally different from existing methods [15, 20, 27, 34].
Second, we continuously model rigid body transformation
over time to accurately capture the shape and size of the
static subject throughout the camera movement. By lever-
aging a continuous representation of rigid motion, our ap-
proach better accounts for subtle variations in trajectory,
leading to more precise reconstruction of static structures.
Third, we introduce a continuous motion refinement (CMR)
transformation, which enhances rigid motion modeling by
incorporating learnable transformations, enabling more ac-
curate approximation of motion blur trajectories. To inte-
grate these components into a high-quality real-time ren-
dering framework, we adopt Mip-Splatting [41], a differen-
tiable rasterization-based approach built on 3DGS [12]. We
evaluate and compare our approach on Deblur-NeRF [20]
and ExbluRF [16] datasets, achieving state-of-the-art results
across the benchmarks. To demonstrate the effectiveness of
CoMoGaussian, we conduct various ablative experiments
on the proposed contributions.

2. Related Work
2.1. Neural Rendering

Neural rendering has seen explode in the fields of com-
puter graphics and vision area thanks to the emergence
of ray tracing-based neural radiance fields (NeRF) [22],
which provide realistic rendering quality from 3D scenes.
NeRF has led to a wide range of studies, including Ten-
soRF [4], Plenoxel [9], and Plenoctree [40], which have
aimed at overcoming slow rendering speed. Among these
advancements, the recent emergence of 3D Gaussian splat-
ting (3DGS) [12], which offers remarkable performance
along with fast training and rendering speed, has further
accelerated research in the neural rendering. Addition-
ally, there has been active research focusing on the non-
ideal conditions of given images, such as sparse-view im-
ages [24, 33, 38], and the absence of camera parameters [2,
35]. Moreover, there has been significant research attention
on non-ideal conditions inherent to the images themselves,
such as low-light [23, 26], blur [15, 17, 20, 27, 28, 34, 42].
Recently, neural rendering from blurry images has attracted
attention due to its practical applicability.

2.2. Neural Rendering from Blurry Images

Deblur-NeRF [20] firstly introduced the deblurred neural
radiance fields by importing the blind-deblurring mecha-
nism into the NeRF framework. They introduce specific
blur kernel in front of the NeRF framework imitating the
blind deblurring in 2D image deblurring area. After the
emergence of [20], several attempts have been proposed to
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model the precise blur kernel with various types of neural
rendering baseline, such as TensoRF [4], and 3DGS [12].
DP-NeRF [15] proposes rigid blur kernel that predict the
camera motion during image acquisition process as 3D
rigid body motion to preserve the geometric consistency
across the scene. BAD-NeRF [34] and BAD-Gaussians [42]
similarly predict blur kernel as camera motions based on
NeRF [22] and 3DGS [12], which assume the simple cam-
era motion and interpolate them between predicted initial
and final poses and design simple spline-based methods.
Deblurring 3DGS [14] adjusts Gaussian parameters like ro-
tation and scaling to generate blurry images during train-
ing, and BAGS [28] proposes CNN-based multi-scale blur-
agonostic degradation kernel with blur masking that indi-
cates the blurred areas. In this paper, we implement the con-
tinuous motion trajectory that forms camera motion blur in
3D using a neural ODE, which fundamentally differentiates
our approach from existing methods.

3. Preliminary
3.1. 3D Scene Blind Deblurring

For conventional image blind deblurring [3, 32, 36], the
blurring kernel is estimated without any supervision. The
process to acquire blurry images is achieved by convolv-
ing the kernel with sharp images, which takes a fixed grid
of size around the pixel location p. Deblur-NeRF [20] ap-
plies this algorithm to NeRF [22], modeling an adaptive
sparse kernel for 3D scene representation from blurry im-
ages. Deblur-NeRF acquires the blurry pixel color ¢y by
warping the original input ray into multiple rays that con-
stitute the blur, then determining the pixel color from the
colors obtained from these rays:

N N
Colur = g w,c,, w.r.t. E w, =1, (1)
i=0

1=0

where IV and ¢ respectively denote the number of warped
rays for convolution and the correspoding index; w,, is the
corresponding weight at each ray’s location, and c,, repre-
sents the pixel color of sharp image. In this paper, instead
of warping rays, we propose a method to obtain blurry im-
ages by applying Eq. (1) to rendered images on estimated
camera trajectory.

3.2. 3D Gaussian Splatting

Unlike ray tracing-based methods [1, 4, 22], 3DGS [12] is
built on a rasterization-based approach with differentiable
3D Gaussians. These 3D Gaussians are initialized from
a sparse point cloud obtained via a Structure-from-Motion
(SfM) [30, 31] algorithm and are defined as follows:

G(x) = e 20c=m) 27 () )

where x € R is a point on the Gaussian G centered at the
mean vector 1 € R3 with an covariance matrix X € R3*3,
The 3D covariance matrix 3 is derived from a learnable
scaling vector s € R? and rotation quaternion q € R%,
from which the scaling matrix S € R3*3 and rotation ma-
trix R € R3*3 are obtained and represented as follows:
X =RSS'R'.

For differentiable splatting [39], the Gaussians in the 3D
world coordinate system are projected into the 2D camera
coordinate system. This projection uses the viewing trans-
formation W € R3*3 and the Jacobian J € R?*3 of the
affined approximation of the projective transformation to
derive the 2D covariance: X?° = JWEZW JT

Each Gaussian includes a set of spherical harmonics
(SH) coefficients and an opacity value « to represent view-
dependent color c. The pixel color ¢, is then obtained by
applying alpha blending to N ordered Gaussians:

i—1
cp:Zc,-oz,»H(l—ozj). 3)
ieN j=1
In this paper, we continuously model camera poses to
project Gaussians G onto the 2D camera coordinate system
over the exposure time and obtain the final blurry image
through a rasterization process with the obtained poses.

3.3. Neural Ordinary Differential Equations

Neural ODEs [5] are first proposed as an approach that in-
terprets neural networks as the derivatives of a ODE sys-
tems, where ODEs represent the dynamics inherent to the
hidden states. Specifically, neural ODE:s are utilized to rep-
resent parameterized, time-continuous dynamics in the la-
tent space, providing a unique solution given an initial value
and numerical differential equation solvers [18].

Neural ODEs model a continuous and differentiable la-
tent state z(7). Within an infinitesimally small step limit e
in the latent space, the local continuous dynamics are mod-
eled as z(7 +¢) = z(7) + € - dzd(:).
the latent state, dz(:), is represented by a neural network
f(z(1), 7; ¢) parameterized by learnable parameters ¢. The
latent state at any arbitrary time 7 is obtained by solving the
ODE from the initial time 7:

2(r) =2 (m) + | ") medn. @

The derivative of

The derivative f modeled by the neural network is ex-
pressed as a uniformly Lipschitz continuous non-linear
function in z and 7 [11]. Therefore, the solution obtained
through the solver for any given integration interval (7;, ;)
is always unique in the integration of the continuous dy-
namics. The simplest method to solve ODE is the Euler
method [8], which is a fixed-step-size first-order solver. Ad-
ditionally, the Runge-Kutta [13] methods are preferred as a
higher-order solvers as they offer enhanced stability.
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Figure 2. Pipeline of CoMoGaussian. (a) The given image index is embedded and passed through the encoders &, and &, to obtain latent
features for the rigid body transformation and the CMR transformation. (b) CoMoGaussian solves the ODEs using the latent features
and the neural derivatives fy and gy, and obtains N transformed camera poses via Eq. (5). (c¢) Then, N images are rendered through
Mip-Splatting [41], and the output motion-blurred image is obtained through the pixel-wise weighted-sum and scalar pixel mask (Sec. 4.4)

We model the 3D camera trajectory as time-continuous
using neural ODE:s in the latent space for a continuous rep-
resentation. In our experiments, we adopt the fourth-order
Runge-Kutta solver for all experiments, following [5].

4. Method

4.1. CoMoGaussian Framework

Our goal is to reconstruct a sharp 3D scene using only
camera motion-blurred images as input, thereby obtaining
deblurred novel view images. Inspired by image blind
deblurring methods, we follow the approach of Deblur-
NeRF [20], learning a kernel that intentionally blurs im-
ages and excluding this kernel during rendering to produce
sharp images. Since sharp image supervision is not avail-
able during training, we adhere to the fundamental princi-
ple of accurately simulating motion-blurred images. In this
framework, learning to reconstruct blurry images inherently
drives the model to capture the underlying sharp image rep-
resentation. As illustrated in Fig. 1, our blurring process
consists of camera poses along the camera motion trajec-
tory, generated continuously in time order through neural
ODE:s [5]. Each pose is composed of a rigid body transfor-
mation T, = [R,JE,] (Sec. 4.2), which maintains the shape
and size of the subject, and a continuous motion refinement
(CMR) transformation T, = [I~{C|EC] (Sec. 4.3), which
compensates for the limitations of approximating continu-

ous motion using a discrete sum of rigid transformations by
introducing learnable adjustments. Note that R € R3*3 and
t € R? represent rotation matrix and translation vector, and
R € R¥3 and t € R? stand for multiplicative offsets of
change of the rotation matrix and translation vector, respec-
tively. Given the two transformation matrices T, = [R..|t,]
and T, = [R.|t.], the subsequent pose T™(0 < s < N)
in the camera motion is derived as follows:
} )

®)
where T™ (M = N/2) denotes given calibrated camera
pose. We assume that calibrated camera pose is located
at the midpoint of the camera motion trajectory, as it rep-
resents an averaged position influenced by the integration
of motion blur over the exposure time. By rendering N
images from the obtained N camera poses and computing
their pixel-wise weighted sum (Sec. 4.4), we obtain the final
blurred image. Our framework is shown in Fig. 2.

R t

T7 = T™T7T7, where T = [R|t] = [ 0 1

4.2. Continuous Rigid Body Motion

To design the camera motion trajectory within the exposure
time, we apply rigid body transformation in that the shape
and size of the object remain unchanged. Rigid body trans-
formation requires three components for the unit screw axis
S = (@, v): the unit rotation axis & € R?, the rotation an-
gle 6 about the axis, and the translation component v € R?
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for translation. Considering that the direction and extent of
blur vary for each image in a single scene, we embed the
image index of the scene to obtain different embedded fea-
tures for each image as shown in Fig. 2. These features are
then passed through an encoder £, with a single-layer MLP,
transforming them into the latent features z,.(7g), which po-
tentially represent for @, 6, and v of S. Then, we model
the continuous latent space for the screw axis using a neu-
ral ODEs [5] to assign the latent continuity to the screw
axis in camera motion trajectory. The neural derivative
f of the latent features for the screw axis is expressed as
dzc';iq(f) = f(z.(7),7; ¢), and the latent features at an arbi-
trary time 75 can be obtained by ODE solver, numerically
integrating f from 7 to 7:

Zr(Ts):Zr(TM)+/Sf(ZT(T),T;QS)dT. (6)

To obtain N poses along the camera trajectory, we uni-
formly sample N time points within the fixed exposure time
and get N latent features by applying the Eq. (6) to them.
We then transform the latent features obtained by the ODE
solver into the unit screw axis S using a single-layer MLP
decoder D,.. In Nerfies [25] and DP-NeRF [15], the angu-
lar velocity w = @ is modeled and then decomposed into
the unit rotation axis @ and the rotation angle 6, making the
two elements dependent on each other. However, since 6
represents the rotation amount about the axis, these two el-
ements should be independent. Therefore, we model w with
normalization and 6 independently through the decoder D,.:

Dy (z0(1)) = (07,607,07), where ||[07]| =1.  (7)
According to [19], the screw axis ™ = (&7, v") is a nor-
malized twist, so the infinitesimal transformation matrix
[ST] € R**4 is represented as follows:

@) o

s1=[ B ] s ®

where [07] € s0(3) is a 3 x 3 skew-symmetric matrix of
vector w7 . To derive the infinitesimal transformation matrix
[ST]0™ € se(3) on the Lie Algebra to the transformation
matrix T € SE(3) in the Lie Group, we use the matrix
exponential 6[87]97, whose rotation matrix and translation
vector are RT = el®"197 and t7 = G(07)v", respectively.
These matrices are expressed as follows using Rodrigues’
formula [29] through Taylor expansion:

@107 — T4sin 0707+ (1 —cos 07)[WT)? € SO(3), (9)

GO) = I0™+(1—cos 07 [ ]+ (67 —sin 07)[>7]%. (10)

Through the whole process, we obtain N continuous rigid
body transformation matrices T, = e[1?, and by multiply-
ing these with the input pose as in Eq. (5), we obtain the

transformed poses. We show whole derivation process of
Egs. (9) and (10) in the appendix, referring [19].

4.3. Continuous Motion Refinement

We predict the continuous camera trajectory using only
rigid body transformations; however, according to Eq. (1),
the computation of blurry pixels through numerical integra-
tion is inherently discrete. In other words, while a blurry
pixel should ideally be formed by continuous integration
over time, we approximate it using only N discrete sam-
ples. Consequently, rigid body transformations alone are
insufficient to accurately represent the continuous motion
of the camera under discretized numerical integration. To
address this limitation, we introduce the CMR Transforma-
tion. This transformation has higher degrees of freedom
from a learning perspective and is simple to implement. The
CMR transformation optimizes the transformation matrix
close to SE(3) without explicitly enforcing its constraints.
Unlike traditional rigid body transformations that strictly
adhere to SE(3) by parameterizing motion through a screw
axis representation (w, v), the CMR transformation learns
a transformation matrix RC and a translation vector t. in
an unconstrained space. This process begins by encoding
the image index into the latent state z.(7s) of R, and t.
using the encoder &, with a single-layer MLP, similar to
Sec. 4.2. The latent state z.(75) at any arbitrary time 75 is
obtained using the neural derivative g parameterized by
and a solver:

2(r) = 2e(rar) + | U @) ) dr. AD

™

The latent features are then decoded into rotation matrix
component A7 and translation vector t7 through a single-
layer MLP decoder D.:

R t]

Dulan(r) = (ALE) - T2 = |

cr e

] ;o 312)

where R7 = A7 + 1 and I is the identity matrix to initialize
RZ to identity transformation. Since the CMR transforma-
tion is intended to refine the rigid body transformation, it
should not significantly affect the rigid body transformation
during the initial stages of training. Therefore, we initialize
the weights of the decoder to approximate A to zero ma-
trix using a uniform distribution ¢/(—1075,107°), which
means that RZ is initialized close to identity matrix. To en-
sure that f{c remains close to a vaild rotation matrix, we
apply explicit regularization, allowing for greater flexibility
while maintaining consistency with rigid motion. The pro-
posed loss is £,, which ensures the orthogonality condition
of rotation matrix: £, = |R/ R, — I||2. Finally, we apply
Eq. (1) using TZ and ’i‘,f obtained from Sec. 4.2 to get the
refined transformed camera pose T7.
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4.4. Optimization

Pixel-wise Weight and Mask. Once the NV images along
the camera motion trajectory are rendered from the N cam-
era poses, we apply a pixel-wise weighted sum to create
the blurry image Zp;,,-, following previous research [15,
17, 20, 27]. To satisfy Eq. (1), we use a shallow CNN F
and a softmax function to compute the pixel-wise weights
P € RVXHXWX3 for the resulting images, as follows:

N
Totur = ZI” - P", where P = softmax(F(Z)), (13)
i=1

where Z7¢ is the i-th image along the camera motion, and
P7 is the pixel-wise weight of i-th image. Additionally, we
adopt per-pixel scalar mask [28] M € R¥XWx3 (o gen-
erate final output blurry image Z,,; by blending the sharp
image Z™ at camera pose T7 and the blurry image Zy;,,
acquired by pixel-wise weight:

Tout = (1= M) -IT™ + M Ty (14)

The scalar mask aims to decide whether each pixel is blurry
or not, and a small sparsity constraint is applied to the mask
to assign a larger weight on Z™ , namely mask sparsity loss
L a1, which is a mean value of the scalar mask. This method
allows us to obtain the final precise blurry image, which is
then optimized against the ground truth blurry image.

Objective. We optimize the learning process using the £;
loss and D-SSIM between the generated output blurry im-
age Z,,; and the ground truth blurry image, similar to 3D-
GS [12]. The £, loss ensures pixel-wise accuracy, while D-
SSIM captures perceptual differences. Additionally, we ap-
ply the regularization loss £, to regularize the CMR trans-
formation and mask sparsity loss L. The final objective
L is defined as follows:

£ = (1 - )\c)ﬁl + AC'CDfSSIM + )\o'co + >\M‘CM) (15)

where )\ is a factor for balancing £1 and Lp_gsiv, and A,
and A are factors for £, and £ o4, respectively.

5. Experiments

Datasets. CoMoGaussian is evaluated using three
datasets: the Deblur-NeRF [20] synthetic dataset, the
Deblur-NeRF real-world dataset, and the ExbluRF [16]
real-world dataset. The Deblur-NeRF synthetic dataset
consists of 5 scenes generated using Blender [7], where
the images are combined in linear RGB space to create
the final blurred images. The Deblur-NeRF real-world
dataset includes 10 scenes captured with a CANON EOS
RP camera, where the exposure time is manually set to
produce blurry images. The ExbluRF real-world dataset

Table 1. Comparisons on Deblur-NeRF synthetic and real-world
scene dataset. “*” denotes the results obtained by reproducing
the released code. The orange and yellow cells respectively
indicate the highest and second-highest value.

. > - >
Methods H Synthetic Scene [20] ‘ Real-World Scene [20]

|| PSNR? | SSIM? | LPIPS . | PSNRT | SSIM? | LPIPS|
Naive NeRF [22] 2378 |0.6807 | 0.3362 | 22.69 | 0.6347 | 0.3687
Mip-Splatting [41] 2328 | 0.6765 | 0.2822 | 21.87 | 0.6270 | 0.3066
Deblur-NeRF [20] 28.77 |0.8593 | 0.1400 | 25.63 | 0.7645 | 0.1820
DP-NeRF [15] 29.23 | 0.8674 | 0.1184 | 25.91 | 0.7751 | 0.1602
BAD-Gaussians* [42] || 22.01 |0.6377 0.1001 | 21.69 |0.6471 | 0.1262
Deblurring 3DGS [14] || 28.24 | 0.8580 | 0.1051 | 26.61 |0.8224 | 0.1096
BAGS [28] 2734 |0.8353 | 0.1116 | 26.70 | 0.8237 | 0.0956
CoMoGaussian || 31.02 [0.9167 0.0492 | 27.85 |0.8431 | 0.0822

Table 2. Comparisons on ExbluRF real-world scene dataset.

Methods H ExbluRF Real-World Scene [37]
|| PSNRT | SSIMT | LPIPS|

Mip-Splatting [41] || 2452 | 0.5662 | 0.6003
ExbluRF [16] 2345 | 05495 | 0.3805

BAD-Gaussians [42] 26.83 0.6625 0.3221
Deblurring 3DGS [14] 27.36 0.6795 0.3989
BAGS [28] 24.70 0.5843 0.5278
CoMoGaussian [| 3015 | 07559 | 03107

consists of 8 scenes with challenging camera motion. We
obtain the camera poses for each image and the initial point
clouds by applying COLMAP [30, 31].

5.1. Novel View Synthesis Results

For quantitative results, we evaluate CoMoGaussian using
three metrics: peak signal-to-noise ratio (PSNR), structural
similarity index measure (SSIM), and learned perceptual
image patch similarity (LPIPS). We compare our method
with both ray-based [15, 20, 22] and rasterization meth-
ods [14, 28, 41, 42]. The overall results for all datasets
are shown in Tabs. 1 and 2, demonstrating that our method
achieves superior performance compared to all other meth-
ods. Additionally, benefiting from using Mip-Splatting [41]
as our backbone, our proposed method ensures fast train-
ing and rendering speeds. Although BAD-Gaussians [42]
achieves relatively good LPIPS scores on ExbluRF dataset,
their PSNR and SSIM scores are lower, indicating that their
camera poses are not properly optimized.

To qualitatively evaluate the results, we visualize render-
ing results of several scenes and compare to other methods
as shown in Fig. 3. Our method shows superior qualitative
results compared to the state-of-the-art rasterization-based
methods such as BAD-Gaussians [42], BAGS [28], and De-
blurring 3DGS [14]. The bottom two rows of Fig. 3 stand
for visualizations of ExbluRF [16] STONE LANTERN and
SUNFLOWERS scenes, where our CoMoGaussian best pre-
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Figure 3. Qualitative comparison on the Deblur-NeRF [20] synthetic and real-world scenes, and ExbluRF [16] real-world scenes.

Table 3. Ablation study on our main components.

Rigid Motion CMR  Orth. Loss ‘ PSNRT SSIM{T LPIPS)

21.87
27.19
27.74
v 27.85

0.6270
0.8249
0.8402
0.8431

0.3066
0.1005
0.0878

4
4
4 0.0822

ANAN

serves the edge details of the ground truth, even when given
input images with extreme motion blur.

5.2. Ablation Study

To thoroughly demonstrate the effectiveness of rigid body
and CMR transformations, we conduct ablation experi-
ments as shown in Tab. 3. Additionally, we perform further
ablation studies for our continuous modeling, presented in
Tab. 4. All the experiments for Tabs. 3 and 4 are conducted
on Deblur-NeRF [20] real-world scenes. Additional abla-
tion experiments are provided in the appendix.

Ablation on Transformations. We analyze the impact of
the main components of CoMoGaussian: the rigid body
transformation and the CMR transformation. The base-

line in Tab. 3 is Mip-Splatting [41], and when pixel-wise
weights are not applied, the IV rendered images are aver-
aged to produce a blurry image. We observe that incorpo-
rating the rigid body transformation alone into the base-
line results in significantly improved performance across
all metrics compared to the baseline. Furthermore, adding
the CMR transformation to the rigid body motion, which
compensates for the discretized integration, consistently en-
hances performance across all metrics. Finally, applying the
orthogonality loss £,, a component of the CMR transforma-
tion, leads to further improvements in LPIPS.

Ablation on Neural ODE. To validate the effectiveness
of implementing rigid body and CMR transformations con-
tinuously in latent space, we conduct ablation studies using
various approaches, as shown in Tab. 4. For linear interpola-
tion and cubic B-spline, we adopt the implementations from
BAD-Gaussians [42]. Since these methods operate in 3D
physical space rather than latent space, they exhibit lower
performance compared to other latent space-based methods.

For latent space-based methods, we test MLP and
GRU [6] as alternatives to neural ODEs. MLP-based
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Table 4. Ablation study on the type of camera motion estimator.

Methods | Physical Space Latent Space | PSNRT SSIM{ LPIPS|

v ‘2097 0.6085 0.1461

Linear Interpolation [42]

Cubic B-Spline [42] v 21.69 0.6471 0.1262
MLP v 2743 0.8295 0.1010
GRU v 27.40 0.8302 0.0988
Neural ODE v 27.85 0.8435 0.0822

method replaces the neural ODE by extracting N latent fea-
tures from the latent feature of 7, using a two-layer MLP.
GRU-based method replaces the neural ODE with GRU
cells to generate latent features. Our neural ODE-based ap-
proach consistently outperforms both methods. Notably, in
our neural ODE framework, we extract features for all time
points by propagating forward (7p; — 7n) and backward
(tar — 7o) from the midpoint 7, of the exposure time.
Since all these processes share the same neural derivative,
they remain within the same function space. However, in
the GRU-based approach, forward and backward time fea-
tures require separate GRU cells, making it theoretically
less suitable than our neural ODE-based method.

Table 5. Experimental results on NeRF-LLFF [21, 22] dataset.

Methods | PSNRT  SSIM?  LPIPS|
Mip-Splatting [41] | 2771 0.8685 0.0494
Deblurring 3DGS [14] 17.42 0.5075 0.3187
BAGS [28] 26.35 0.8490  0.0528
CoMoGaussian 27.56 0.8669 0.0457

Experiments on Sharp Images. To evaluate the gener-
alization capability of CoMoGaussian, we conduct experi-
ments on the NeRF-LLFF [21, 22] dataset, a forward-facing
scenes consisting of sharp images, with the results pre-
sented in Tab. 5. CoMoGaussian performs comparably to
Mip-Splatting [41], demonstrating that our method is not
limited to motion-blurred images. Additionally, we evaluate
the performance of other methods, Deblurring 3DGS [14]
and BAGS [28]. They struggle to optimize certain scenes
and fall short of CoMoGaussian in quantitative perfor-
mance. This highlights the superior generalization ability
of our approach compared to existing methods.

5.3. Camera Trajectory Visualization

We visualize the continuous camera trajectories for the
HERON (left) and STAIR (right) scenes from the Deblur-
NeRF real-world dataset, as shown in Fig. 4. The camera
trajectory for a single motion-blurred image is represented
by colored cones, with the cone’s color gradually transi-
tioning from red to light purple as time progresses from
to to ty. The visualized trajectories confirm that the cam-
era paths generated by CoMoGaussian are smoothly con-
tinuous, validating that the continuous transformations de-
scribed in Secs. 4.2 and 4.3 function as intended. Addition-
ally, the output blurry images in Fig. 4 align with the visual-

to 4 -1ty

Figure 4. Camera Trajectory Visualization. Red cones stand for
camera poses, and the images below are the output blurry images.

ized camera poses, accurately reflecting both the positions
and directions of the camera. Specifically, even though the
camera path in the HERON scene on the left is nonlinear,
CoMoGaussian accurately predicts this path and generates
a precise blurry image. Visualizations of camera motion for
various types of motion blur, including extreme and moder-
ate motion blur, are provided in the appendix.

6. Limitation and Future Work

While our CoMoGaussian achieves both high speed and
high-quality results, it lacks the ability to distinguish be-
tween moderate and severe blur. In other words, moderate
blur can be effectively modeled with fewer warped camera
poses, whereas severe blur benefits from a greater number
of warped poses for more accurate representation. There-
fore, adaptively determining the number of warped poses
based on the degree of blur could improve training effi-
ciency and mitigate potential overfitting issues.

7. Conclusion

We propose CoMoGaussian, a novel method for recon-
structing sharp 3D scenes from blurry images caused by
camera motion. We apply a rigid body transformation and
further enhance it with CMR transformation to compen-
sate discretized numerical integration. These transforma-
tions are continuously modeled using neural ODEs, captur-
ing continuous camera motion trajectories. Drawing inspi-
ration from prior 3D scene deblurring research, we incor-
porate a pixel-wise weighting strategy with a lightweight
CNN. CoMoGaussian surpasses state-of-the-art methods in
3D scene deblurring, with extensive experiments validating
the effectiveness of each component.
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