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Abstract

Latest diffusion models have shown promising results in
category-level 6D object pose estimation by modeling the
conditional pose distribution with depth image input. The
existing methods, however, suffer from slow convergence
during training, learning its encoder with the diffusion de-
noising network in end-to-end fashion, and require an ad-
ditional network that evaluates sampled pose hypotheses
to filter out low-quality pose candidates. In this paper,
we propose a novel pipeline that tackles these limitations
by two key components. First, the proposed method pre-
trains the encoder with the direct pose regression head, and
jointly learns the networks via the regression head and the
denoising diffusion head, significantly accelerating train-
ing convergence while achieving higher accuracy. Second,
sampling guidance via time-dependent score scaling is pro-
posed s.t. the exploration-exploitation trade-off is effec-
tively taken, eliminating the need for the additional eval-
uation network. The sampling guidance maintains multi-
modal characteristics of symmetric objects at early denois-
ing steps while ensuring high-quality pose generation at fi-
nal steps. Extensive experiments on multiple benchmarks
including REAL275, HouseCat6D, and ROPE, demonstrate
that the proposed method, simple yet effective, achieves
state-of-the-art accuracies even with single-pose inference,
while being more efficient in both training and inference.

1. Introduction

6D object pose estimation aims to predict the 3D rotation
and translation of objects from RGB or depth images. It
is crucial for a wide range of real-world applications, in-
cluding robotics [10, 19, 23, 36, 53], augmented reality
[35, 38, 52], and 3D scene understanding [9, 39, 67]. While
previous methods achieved promising results in instance-
level object pose estimation [3, 27,42, 47, 56], their reliance
on CAD models of target object instances limits its applica-
tions in practical scenarios. On the other hand, category-
level pose estimation [45, 57] has emerged as a valuable al-
ternative, since it does not require instance-level CAD mod-
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els. This approach has gained considerable attention with
its capability to handle novel instances within known cate-
gories, making it highly suitable for real-world situations.

Recent advances in diffusion models have brought no-
table progresses to category-level 6D pose estimation [21,
69, 70]. GenPose [69] reframed conventional regression-
based pose estimation as a generative task, effectively ad-
dressing the multi-hypothesis issue—a challenging scenario
where multiple pose candidates can be equally valid due to
object symmetries or partial observations [34]. With an en-
coder network of depth images as partial point clouds and a
pose diffusion model conditioned on the encoder represen-
tation, it effectively captures the underlying pose distribu-
tion without requiring any symmetry-aware designs [1 1, 28]
or shape priors [29, 30, 71] that were common in previ-
ous approaches. This pipeline is shown to be effective by
handling pose ambiguity arising from shape variations and
symmetric objects within categories.

Despite its SOTA performance, diffusion-based pose es-
timation framework exhibits a significant bottleneck: slow
training convergence. This limitation extends beyond Gen-
Pose to various approaches that model different pose rep-
resentation spaces through diffusion processes [60, 61, 64].
The challenge primarily stems from the necessity of track-
ing extensive forward and reverse diffusion trajectories
across multiple time steps [15, 68], while the encoder net-
work is learnt at various noise levels in an end-to-end fash-
ion. In contrast to large volume of work based on Latent
Diffusion Models (LDMs) which benefit from pre-trained
and fixed encoders [2, 12, 14, 44, 54], pose diffusion mod-
els typically optimize both feature extraction and denois-
ing processes concurrently. This learning process through
score-matching objectives substantially increases computa-
tional complexity and learning epochs.

Another challenge in diffusion-based pose estimation
frameworks lies in their tendency to generate outliers that
deviate from the conditional distribution during the stochas-
tic sampling process. When generating multiple pose hy-
potheses, these frameworks inevitably produce some outlier
poses that do not align with the true distribution. How to ef-
fectively filter these outliers and aggregate the remaining



valid poses into a single, accurate estimate remains an open
research question across various works [20, 46, 69, 70]. In
the context of 6D pose estimation, GenPose addresses this
limitation by adopting an additional network to rank and
filter out these low-density sampled poses. However, the
reliance on an extra network beyond the pose generation
model increases the overall pipeline complexity. Further-
more, using mean-pooling to aggregate the pose candidates
can lead to mode-averaging issues, especially for objects
with discrete symmetries.

In this paper, we introduce two key components that ad-
dress the aforementioned limitations. First, we pre-train the
encoder with direct pose regression objectives before jointly
training it with the diffusion head. This provides com-
plementary supervision signals—the score matching loss
guides the encoder to learn consistent features under noise,
while the regression loss offers direct guidance for precise
pose estimation. The combined effect of these losses en-
ables the encoder to learn robust and accurate feature rep-
resentations, significantly accelerating convergence while
improving the final accuracy. Second, a time-dependent
score-scaling diffusion sampling is adopted, eliminating the
need for post-processing outlier removal. Simply scaling
the score in a time-dependent manner, the diffusion sam-
ples are strongly guided toward high-density regions under
the partial point cloud condition. This simple yet effective
approach enables reliable pose estimation even with a single
pose sampling, thus avoiding both the computational over-
head of additional likelihood estimation networks and the
mean-mode issues that arise during multi-pose aggregation.

In summary, our key contributions are as follows:

We propose a novel training strategy combining direct
pose regression and diffusion score-matching objectives.
By leveraging complementary supervision signals, this
strategy significantly accelerates training convergence
while improving pose estimation accuracy.

We introduce a time-dependent score-scaling diffusion
sampling method that effectively guides samples toward
high-density regions, enabling reliable single-sample
pose estimation without requiring additional networks or
complex post-processing steps.

Through extensive experiments on multiple benchmarks,
we demonstrate that our method achieves state-of-the-art
performance while significantly reducing training time
and computational overhead compared to previous rele-
vant approaches.

2. Related Works

Regression-based approaches. Category-level 6D pose es-
timation [6, 7, 30, 33, 45, 57] addresses the challenging task
of predicting poses for unseen instances within known cat-
egories. Most existing methods rely on regression-based
approaches to tackle this problem. NOCS [57] introduced
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a canonical representation called normalized object coordi-
nate space (NOCS), shared across object instances within
the category. Object pose is estimated by regressing the
NOCS coordinates of observed points and then applying the
pose alignment algorithm. SPD [51] and CR-Net [59] en-
hanced this regression framework by learning the deforma-
tion of category-level shape priors to reconstruct an accurate
canonical model. Another line of regression-based meth-
ods directly estimates pose in an end-to-end manner: Dual-
PoseNet [29] simultaneously regresses the pose parameters
and reconstructs the point cloud in its canonical pose, while
SSP-pose [72] incorporates shape priors into a direct pose
regression network. Despite promising results, regression-
based approaches are limited by single-pose supervision,
making it difficult to handle multiple valid pose hypothe-
ses in symmetry or partial observations.

Generative approaches. Recent studies have reformulated
category-level pose estimation as a generative modeling
task to address the aforementioned pose ambiguity problem.
DiffusionNOCS [21] leverages diffusion models to estimate
dense canonical maps from multi-modal image inputs, fa-
cilitating object pose and partial geometry recovery. Gen-
Pose [69] and GenPose++ [70] directly model the condi-
tional pose distribution using score-based diffusion models,
with GenPose++ further incorporating semantic RGB fea-
tures along with depth image input. Both methods employ
an additional energy-based network to filter low-quality
pose samples by estimating their likelihood. Despite its
state-of-the-art performance, GenPose faces slow training
convergence due to end-to-end learning with the diffusion
network and the encoder, and requires an additional net-
work for pose candidate evaluation, which increases com-
plexity and computational overhead. Moreover, existing ap-
proaches have yet to explore the potential integration of di-
rect pose regression with diffusion-based generation, indi-
cating opportunities to enhance both training efficiency and
accuracy.

Guidance in Diffusion Models. Guidance in diffusion
models has become essential for enhancing generation qual-
ity, with Classifier-Free Guidance (CFG) [17] being the
most widely adopted approach. CFG guides the diffusion
sampling process by extrapolating between the conditional
and unconditional denoising results, effectively increasing
the conditional probability to improve fidelity at the cost
of diversity. Recent works have improved upon this by in-
troducing dynamic guidance strategies. For example, lin-
early increasing the guidance weight during sampling po-
tentially increases diversity [1, 5]. Another approach in-
volves applying guidance selectively within specific noise
intervals [26]. These strategies respond to observations
that CFG influences noise levels differently—having neg-
ative effects in early (high-noise) steps but beneficial im-
pacts in middle steps. Moving beyond the conditional-
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Figure 1. (a) Joint learning phase: The encoder £ and regression head R are first pre-trained on target data, then jointly trained with
the diffusion head Dy. (b) Inference phase: Single pose sampling using score scaling guidance w; to update scores at each timestep. (c)
Sampling results on symmetric objects: showing that our score scaling guidance prevents outlier poses while preserving the symmetric

distribution, compared to sampling without guidance.

unconditional paradigm, Karras ef al. [25] propose using an
inferior version of the conditional model as guidance, show-
ing that guiding away from an under-trained yet compatible
model can improve sample quality while preserving diver-
sity compared to traditional CFG. However, existing meth-
ods mostly follow the CFG framework of combining two
denoising results, whereas our approach scales the output
score directly. Although naive score lengthening has previ-
ously been observed to cause over-smoothing and reduced
image diversity [25], we demonstrate that, with appropriate
scaling scheduling, this straightforward yet effective strat-
egy not only improves pose accuracy but also preserves the
distribution of multiple valid poses that can occur with sym-
metric and partially observed objects.

Pre-training 3D Point cloud Encoders. Recent 3D point
cloud understanding has advanced through supervised ap-
proaches using datasets such as ShapeNet [4], ShapeNet-
Part [65] and ModelNet40 [62] as well as self-supervised
methods. Wang er al. [58] and Xie et al. [63] have im-
plemented self-supervised learning by contrasting different
views and completing occluded regions. Pang et al. [40] and
Yu et al. [66] further demonstrated effective representation
learning by adapting masked autoencoders to point clouds.
However, these pre-training approaches have shown limited
transferability to 6D pose estimation, where precise object
localization requires specialized techniques beyond general
representation learning.

3. Preliminary

Denoising Diffusion. Denoising diffusion models [18,
49, 50] is a class of generative models that can transform
noise into samples from the target data distribution through
an iterative denoising process. The key idea is to gradually
corrupt data samples with Gaussian noise through a forward
process and then learn the model to reverse this corruption.
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Formally, let p(x(t)) denote a perturbed data distribution ob-
tained by convolving the data distribution pgq..(x) with a
Gaussian kernel NV (x; 0, 071), where o, represents the noise
level at time ¢. For a large enough o7, p(x(T")) closely ap-
proximates N (x; 0, o%1), from which we can easily sample
a data by drawing from a gaussian noise. The sample is then
gradually transformed to lower noise levels by following a
probability flow ODE [24, 50] :

dx = —0:6¢Vx log p(x(t))dt (1)

where the dot represents a time derivative. In practice,
Equation 1 is solved numerically by taking steps along the
trajectory [50]. The score function Vy log p(x;0¢) is a vec-
tor field pointing toward regions of higher data density at
a given noise level [24], and it can be approximated by a
neural network sy (x(t),t) trained via the Denoising Score
Matching objective [55]:

2

Here, X is a weighting function, ¢ ~ #(0,T), x(0)~
Pdata(x) and x(t) ~ N (x(t); x(0), 01). Minimizing the ob-
jective in Equation 2 ensures that the optimal score network
satisfies so(x(t),t) = Vxlogp(x(t)) , as shown in [24, 55].

x(t) = x(0) ||”
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GenPose. GenPose is the first framework to successfully
adapt the denoising diffusion process for category-level 6D
pose estimation using depth images. Given a partially ob-
served point cloud O, it aims to model the conditional distri-
bution p(p|O) of object poses, where p € SFE(3) represents
the 6D pose of the object. To achieve this, GenPose first
extracts a global feature of the point cloud using a Point-
Net++ [43] encoder. Combining this feature with the noisy
pose and time step t as input, the diffusion model learns
a score function following Equation 2. The encoder is not



pre-trained and learnt with the denoising model in end-to-
end, taking slow training convergence. Once the model
converges, 6D pose can be sampled from pure white noise
by solving Equation 1. In GenPose, K pose candidates
are sampled given the same observed point cloud condition.
However, some poses may be outliers with low likelihood,
falling outside the expected distribution. To address this,
GenPose employs an energy-based model, another diffusion
model, to estimate the likelihood of each pose candidate.
Low-scoring candidates are filtered out based on these en-
ergy scores, and the top §% of remaining poses are then
aggregated through mean-pooling to produce the final pose.

4. Proposed method
4.1. Overview

The overall framework of our proposed approach is illus-
trated in Figure 1. Following GenPose; we consider the
category level 6D pose estimation task, where the goal
is to estimate the SE(3) pose of arbitrary object instances
within the same category from partial observations. Specif-
ically, given a point cloud O € R'*?**3 obtained by back-
projecting the segmented depth data, we aim to model the
conditional pose distribution p(p|O). Our framework first
extracts point cloud features using PointNet++ [43]. The
noisy pose p(t) and time step ¢ are also embedded through
MLPs. These embedded values are then combined with the
point cloud features and fed into the denoising diffusion
head Dy to learn the score function. Simultaneously, the
same point cloud features are passed to a regression head
Ry, which directly computes the loss with ground truth
poses. These two heads are trained end-to-end in a com-
bined manner. During inference, we utilize only the dif-
fusion head. Starting from a single initial noise, we esti-
mate the score function at each time step t to sample the 6D
pose. By appropriately scaling the magnitude of the score
at each time step, we can effectively push the samples to-
ward high-density regions of the conditional distribution,
preventing the generation of out-of-distribution poses with-
out the need of an additional pose evaluation network. Later
in the experiments (Section 5), we show that this simple
joint learning strategy accelerates model convergence and
enhances performance. Furthermore, our score scaling ap-
proach achieves superior performance with a single guided
pose compared to previous methods that require multiple
pose sampling and aggregation.

4.2. Joint learning phase

We propose a two-stage learning strategy that combines
pose regression and denoising diffusion objectives to lever-
age both direct pose supervision and multi-modal pose dis-
tribution learning. The learning process consists of pre-
training and joint training stages.
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Pre-training. We first pre-train the encoder with direct
pose regression to establish a strong prior for capturing
6D pose information from point clouds (see the Supple-
mentary for more discussions). The encoder extracts a
1024-dimensional feature vector from the input point cloud,
which is then processed through a two-layer regression head
to predict 6D pose parameters consisting of a 6D rotation
representation [r1|re] € R and a translation vector ¢ € R3,
For rotation optimization, we use the geodesic distance loss
where the rotation output is first mapped to R € SO(3) via
Gram-Schmidt-like orthogonalization [74]. The loss for ro-
tation is as follows:

tr(RRL) — 1
2

where R is the predicted rotation matrix obtained by map-
ping the 6D representation to SO(3), and R, is the ground
truth rotation matrix. While it is possible to directly com-
pute the L2 loss between rotation matrices instead of the
geodesic loss, both [13] and our experimental results show
that the geodesic loss achieves better performance (Details
about loss choice can be found in the supplementary).

For translation, L2 loss is used to measure the distance

between the predicted translation # and the ground truth
translation #;:

lr(f:i, R,.) = arccos ( 3)

L(t tge) = I = tgell3 S
The overall loss to be optimised is:
Ls=1+1 )

As shown in Figure 4(a), while other pre-training objec-
tives such as classification and reconstruction do not much
help compared to learning from scratch as in GenPose, the
direct regression offers better initial weight parameters of
the encoder, accelerating the convergence of end-to-end
learning with diffusion.

Joint Training. After the pre-training, we initialize the
encoder and regression head with the pre-trained weights
and jointly train them alongside the denoising diffusion
head. During this stage, the regression head continues
to be optimized with the Ly, while the diffusion head is
trained with the denoising score matching objective defined

in Equation 2:
(0)

where now x(0) represents the ground truth 6D pose, x(t) is
the noisy pose at time ¢, and s¢(x(t), ¢|O) is the score func-
tion conditioned on the observed point cloud O. This joint

so(x(),H0) + w ’

Ly = Et{)\(t)]Ex(O),x(t) {

2



training allows the encoder to receive simultaneous super-
vision from the direct pose regression and score-matching
loss through backpropagation as

Liotar = Ly + Lo.

(7

Figure 2. Visualization of sampled poses for a symmetric object
under different scaling strategies. Rotation distribution is visual-
ized using Mollweide projection inspired by [37], where yaw and
pitch rotations are mapped to longitude-latitude coordinates, with
roll as color. The center of the circle represents the ground truth
pose.

4.3. Score Scaling Guidance

Given a point cloud condition O, the score estimated by our
diffusion head represents a vector field that points toward
regions of high conditional probability density at each noise
level. Specifically, for a noisy pose z(t) at time ¢, the pre-
dicted score s¢(x(¢), t|O) provides the direction and magni-
tude to guide the sample toward higher-density regions of
the pose distribution. A straightforward approach to guide
a sample toward high-density regions preventing outliers
from being sampled would be to uniformly scale the pre-
dicted score by a constant factor w > 1 across all time steps.

However, applying such constant scaling throughout the
sampling trajectory strongly pushes samples toward the
highest density at all noise levels, leading to mode collapse.
In other words, this causes samples to quickly converge
to a single mode rather than capturing the full symmetric
distribution for objects possessing continuous symmetries
(Figure 2 (top)). To preserve the symmetric pose distribu-
tion while still improving sample quality, we thus propose a
time-dependent score scaling strategy:

scaled __

Sp wy - 8p(x(t),t|0) (8)

The scaling weight w; increases exponentially as ¢ ap-
proaches 0, following the schedule:

€))

where wmin and wma. are hyperparameters which denote
the minimum and maximum scaling weights respectively. ¢

Wi = Win + (wma$ - wmzn) exp(f5t)
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Figure 3. Rotation (left) and translation (right) errors along sam-
pling trajectories from T to 0, comparing our score scaling guid-
ance (green) with baseline (blue). 50 initial noises were sampled.
Solid lines and shaded regions indicate mean and standard devia-
tion, respectively.

represents the diffusion time. It applies minimal guidance
at early time steps, allowing thorough exploration of the
pose space while gradually increasing the scaling weight as
t ~ 0 to ensure high-quality samples. This simple schedul-
ing successfully captures the symmetric pose distribution
while maintaining pose quality, effectively balancing explo-
ration and exploitation during sampling (Figure 2 (bottom)).

Also, Figure 3 demonstrates the effectiveness of our
score scaling guidance in preventing outliers during sam-
pling. The guided samples (green) show consistently de-
creasing errors and tighter variance as ¢ approaches 0, while
samples without guidance (blue) exhibit larger variance and
higher mean errors. This empirically validates that our
time-dependent score scaling successfully guides samples
toward high-density regions.

5. Experiments

5.1. Implementation

We use instance masks generated by MaskRCNN [16] for
a fair comparison with previous methods during inference.
Following GenPose [69], our network takes 1024 points as
input and is trained with a batch size of 192. We employ the
Adam optimizer with a warm-up strategy and exponential
learning rate decay scheduling. The same training configu-
ration is applied to both the pre-training and joint training
phases. All experiments are conducted on a single NVIDIA
RTX 4090 GPU, and our implementation is based on Py-
Torch [41].

5.2. Evaluation

Datasets. To demonstrate the effectiveness of our
approach, we conduct comprehensive evaluations on
three category-level 6D pose estimation benchmarks:
NOCS [57], HouseCat6D [22], and Omni6éDPose [70].

* NOCS comprises two datasets: REAL275, a real-world
dataset with 4.3K training images and 2.75K testing im-
ages across 6 categories (bottle, bowl, camera, can, lap-
top, and mug). CAMERA2S is a synthetic dataset with
275K training images and 25K testing images in the same
categories. Following NOCS, we use both REAL275 and
CAMERAZ25 train datasets to optimize our model.
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Figure 4. (a) compares various pre-training strategies alongside joint learning, and (b) shows from-scratch vs. joint learning performance
with or without 6D pose regression pre-training. (c) illustrates the regression head performance during the pre-training and joint learning
phases, and (d) compares performance under different sampling steps. All results are on REAL275, where shaded regions in (a), (b) and

(d) indicate min/max over 3 evaluations.

HouseCat6D is a real-world dataset featuring photometri-
cally challenging objects, such as glassware and cutlery,
with broad viewpoint coverage and complex occlusions.
The dataset is divided into 34 training scenes with 20K
images, 5 test scenes with 3K images, and 2 validation
scenes with 1.4K images. Each training scene includes
an average of 6 objects from various categories, while test
scenes feature 10 unseen objects per scene.

Omni6DPose provides the largest benchmark with two
training and test datasets: SOPE and ROPE. SOPE com-
prises 475K synthetic images with SM annotations across
4,162 instances in 149 categories, while ROPE contains
332K real images with 1.5M annotations across 581 in-
stances in the same categories.

Metrics. For the REAL275 and HouseCat6D datasets, we
report the mean Average Precision (mAP) at three thresh-
olds: 5°2cm, 10°2cm, and 10°5cm where n°mcm indi-
cates a rotation error within n degrees and a translation
error within m centimeters. For ROPE dataset, following
[70], we use the proposed Volume Under Surface (VUS)
metric which evaluates pose accuracy across continuous er-
ror ranges from 0° to n°® for rotation and Ocm to mcm
for translation. We report VUS@5°2, VUS@10°2cm and
VUS@10°5cm.

Method Total Training time
From Scratch 11 days
Ours (Full convergence) 7.5 days
Ours (To baseline best at 10°5cm) 0.5 days

Table 1. Comparison of Training Time on NOCS dataset between
baseline (From Scratch) and Joint Learning.

5.3. Comparison with Baseline

Efficiency of Joint learning in model convergence. We
first evaluate the efficiency of our joint learning strategy
against the baseline approach of training from scratch. All
experiments are conducted on a single NVIDIA RTX 4090
GPU with identical hyperparameter settings. As shown in
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Table 1, the model converges in 7.5 days with our Joint
learning method, representing a 1.5x speedup compared
to the baseline. Figure 4(b) further demonstrates this effi-
ciency gain, showing that our approach (blue line) reaches
and surpasses the baseline’s best performance (dashed green
line) within approximately 100 epochs (about 0.5 days) in
10°5cm mAP threshold, while the baseline method (red
line) requires significantly more training time to achieve
comparable results. Figure 5 extends these findings to
HouseCat6D and ROPE datasets, where joint learning con-
sistently achieves faster convergence and better perfor-
mance.

mAP
mAP

Joint learnin 9
From Scratch

(a) HouseCat6D

(b) ROPE

Figure 5. Comparison between training from scratch and joint
learning on HouseCat6D and ROPE datasets on 10°5cm.

Inference efficiency. Table 2 compares the inference time
(FPS) between our method and GenPose. K indicates
the number of sampled pose candidates, and “Ranker” de-
notes whether the additional EnergyNet [69] is used for
outlier filtering. When “Ranker” is not used, poses are
randomly selected with 6 = 60% for mean pooling. If
K =1, the single sampled pose is taken as the final pre-
diction. In single-frame estimation, reducing pose candi-
dates K from 50 to 1 improves speed from 6.20 to 8.21
FPS, with moderate gains due to batch-wise parallel sam-
pling on GPU. In a more practical pose tracking scenario,
following GenPose [69] where well-initialized values from
previous frames are leveraged, we achieve a more substan-
tial speedup (20.6—36.1 FPS), as our single-pose inference
eliminates both the need for 50 candidates sampling and an
additional ranking network for pose verification. By remov-
ing this ranking network, the needed number of paramaters
is halved over GenPose (4.4—2.2M).



Method K Ranker 5°2cm 1 10°2cm t+  Speed(FPS)t  Params(M)J
GenPose' 1 X 13.5/29.7 21.5/404  8.25/36.8 2.2
GenPose? 20 X 479/59.0 66.6/70.6 7.67/31.8 22
GenPose® 50 X 49.4/609 685/78.2  697/257 2.2
GenPose* 20 v 50.8/62.8 71.3/80.3  7.04/27.2 4.4
GenPose® 50 v 52.1/63.5 724/81.4 6.20/20.6 44
Ours (J) 50 X 50.8/61.6 69.7/79.5  7.03/25.6 2.2
Ours (G) 1 X 522/63.1 722/81.6 8.21/36.1 2.2
Ours (J+G) | 1 X 52.6/64.6 73.4/822  8.23/364 2.2

Table 2. Comparison of baseline and our methods (J: joint learn-
ing, G: score scaling guidance) with different numbers of sampled
pose candidates K on REAL275 dataset. The left and right sides
of ‘/” respectively indicate single frame pose estimation and pose
tracking results.

Accuracy. Table 2 also presents a comprehensive eval-
uation of our proposed methods with GenPose on the
REAL275 dataset, demonstrating substantial improvements
in performance. Following the baseline’s setteing but ex-
cluding “Ranker”, our joint learning approach (J) consis-
tently outperforms the diffusion-only training strategy of
GenPose?, highlighting the effectiveness of simultaneously
training both regression and diffusion heads. Furthermore,
by incorporating score scaling guidance, Ours (G) enables
reliable single pose estimation while significantly reduc-
ing computational cost - achieving higher accuracy than
GenPose! without requiring its 50 pose samples and addi-
tional filtering network. This is particularly notable given
that the single pose sampling attempt in GenPose! suf-
fers from frequent outliers. Our combined approach (G+J)
achieved the best performance.

Figure 6. Qualitative results of score scaling guidance on ‘Glass’
category object from HouseCat6D dataset.

5.4. Comparison with State-of-the-Art

Table 3a and Table 3b show quantitative comparisons with
other state-of-the-art methods on the REAL275 dataset
and CAMERAZ2S dataset respectively. Among depth-only
methods, our method with both joint learning and score
scaling guidance achieves superior performance across all
metrics even with single sample inference, while maintain-
ing the lowest parameters compared to others.

While SecondPose [8] achieves competitive results, it re-
lies on both RGB and depth modalities as well as semantic
priors from DINOv2. In contrast, our method demonstrates
strong performance using only depth input, without addi-
tional priors. As a generative approach, it further benefits
from the potential ability to capture multi-modal distribu-
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tions for ambiguous objects, such as symmetric or partially
occluded instances, where multiple valid poses may exist.
This ability makes our method more robust in real-world
scenarios with common pose ambiguities while still achiev-
ing competitive performance compared to other methods.
More results are found in the supplementary.

5.5. Robustness of Score Scaling Guidance

We further validate the robustness and generalizability of
our score scaling guidance through experiments on chal-
lenging real-world scenarios.

As shown in Table 4, our depth-only method achieves
a performance comparable to the RGB-D-based methods
on the HouseCat6D dataset, which contains numerous chal-
lenging cases such as transparent objects shown in Figure
6. Moreover, Table 4 shows that our guidance strategy ef-
fectively generalizes to multi-modal frameworks - when in-
tegrated into GenPose++ [70] which utilizes both RGB and
depth inputs on the ROPE dataset. These results demon-
strate that our Score Scaling Guidance offers a robust so-
lution with significant potential to enhance diffusion-based
pose estimation across various real-world scenarios and in-
put modalities.

Figure 4(d) illustrates the robustness of our method,
where we replaced the adaptive-step PF-ODE solver with
a DDIM sampler [48] to enable explicit sampling step con-
trol. Our method maintains consistent performance even
with drastically reduced sampling steps, while the baseline
performance decreases significantly at 10 steps. This vali-
dates that our score scaling method effectively accelerates
convergence to the target conditional distribution. Addi-
tional experiments with the DDIM sampler can be found
in the supplementary material.

Figure 7. Feature visualization.

5.6. Ablation Studies

Effectiveness of Pre-training Regression head. Figure
4(b) demonstrates the advantage of pre-training the encoder
and the regression head before joint learning. The pre-
trained model (blue line) performs better than training from
scratch (yellow line) throughout the training. This improve-
ment stems from the reduced optimization complexity of
the encoder, as pre-training establishes effective 6d pose es-
timation features before addressing the joint learning objec-
tive. This is further supported by Figure 7, which reveals



Table 3. Quantitative comparison on REAL275 and CAMERA25. TResults based on probabilistic method.

(a) REAL275 dataset.

METHOD Input  Prior K 5°2cmt  10°2cm 1 Params(M))
NOCS [57] RGB-D  x 1 72 13.8 -
DualPoseNet [29] | RGB-D X 1 29.3 50.0 67.9
VI-Net [31] RGB-D  x 1 50.0 70.8 273
AG-Pose [32] RGB-D  x 1 54.7 74.7 207.6
SPD [51] RGB-D v 1 19.3 432 18.3
CR-Net [59] RGB-D v 1 27.8 472 -
SecondPose [8] RGB-D v 1 56.2 74.7 33.6
GPV-Pose [11] D x 1 32,0 50.0

SSP-Pose [72] D v 1 347 -

RBP-Pose [71] D v 1 38.2 63.1 -
HS-Pose [73] D x 1 46.5 68.6 6.1
GenPose' [69] D x 50 52.1 724 22
GenPose' [69] D x 1 13.5 21.5 22
Ours™ (G) D x 1 522 72.2 22
Ours’ (J) D x 50 50.8 69.7 4.4
Ours' (G+J) D x 1 52.6 734 22

consistent feature distribution patterns between pre-training
and joint learning phases. Without pre-training, the encoder
optimize for both regression and diffusion loss from scratch,
making the learning process more challenging. Moreover,
Figure 4(c) shows that joint learning not only benefits the
diffusion head but also boosts the regression head’s perfor-
mance. Upon transitioning to joint learning(orange line),
the regression head shows a significant performance im-
provement compared to pre-training alone. This suggests a
mutually beneficial interaction between the regression and
diffusion objectives during joint optimization.

Linear scaling
Constant scaling
Exponential scaling

Linear scaling

Constant scaling

—— Exponential scaling

Translation error

Rotation error

Figure 8. Comparison of rotation (left) and translation (right) er-
rors for symmetric objects under different scaling strategies (lin-
ear, constant, and exponential).

Guidance in Symmetric Objects We analyze sampling
trajectories and final pose distributions across different scal-
ing schedules to examine how our time-dependent score
scaling affects symmetric objects. As shown in Figure 8§,
applying stronger guidance in early steps (constant >linear
>exponential) accelerates convergence toward ground truth
poses, with all approaches ultimately achieving comparable
accuracy (approximately 1° rotation and 0.5cm translation
error). However, Figure 9 unveils a crucial trade-off in this
process: although constant scaling yields low error metrics,
it prematurely forces samples to converge to a single sym-
metric configuration, resulting in mode collapse and failing
to capture the inherent multi-modal distribution of symmet-
ric objects. In contrast, exponential scaling not only main-
tains the diverse range of valid pose modes but also achieves
similar accuracy, thereby offering an optimal balance be-
tween precise pose estimation and faithful representation of
the underlying distribution.

(b) CAMERAZ25 dataset.
METHOD Input  Prior K 5°2cm?t  10°2cmt  Params(M))
NOCS [57] RGB-D  x 1 323 482 -
DualPoseNet [29] | RGB-D  x 1 64.7 772 67.9
VI-Net [31] RGB-D  x 1 74.1 79.3 273
AG-Pose [32] RGB-D  x 1 71.8 85.5 207.6
SPD[51] RGB-D v 1 543 73.3 18.3
CR-Net [59] RGB-D v 1 72.0 81.0 -
GPV-Pose [11] D x 1 72.1 -
SSP-Pose [72] D v 1 64.7 - -
RBP-Pose [71] D v 1 73.5 82.1 -
HS-Pose [73] D x 1 733 80.4 6.1
GenPose' [69] D x 50 79.9 84.6 22
GenPose! [69] D x 1 32.8 359 2.2
Ours' (G) D x 1 80.0 84.8 2.2
Ours' (J) D x 50| 787 84.2 4.4
Ours' (G+J) D x 1 80.4 85.1 22

(c) Exponential scaling

(a) Constant scaling (b) Linear scaling

Figure 9. Effect of score scaling weight schedules.

HouseCat6D Input Prior K 5°2cm 1 10°2cm 1 Params(M),
VI-Net [31] RGB-D  x 1 8.4 20.5 273
SecondPose [8] | RGB-D v 1 11.0 25.3 33.6
FS-Net [7] D x 1 3.3 17.1 412
GPV-Pose [11] D X 1 3.5 17.8 -
GenPose! [69] D X 50 8.5 253 44
GenPose' [69] D x 1 0.3 1.7 2.2
Ours’ (G) D X 1 8.9 26.2 22
ROPE Input  Prior K | VUS@5°2cm(t) VUS@10°2cm(1)  Params(M))
SGPA [6] RGB-D v 1 43 9.3 -
NOCS [57] RGB-D  x 1 0.0 0.0 -
IST-Net [33] RGB-D  x 1 2.0 53 21
GenPose++' [70] | RGB-D x50 10.0 19.5 44
GenPose++! [70] | RGB-D  x 1 1.9 3.9 2.2
Ours' (G) RGB-D  «x 1 10.9 20.8 2.2

Table 4. Quantitative comparison between our Score Scaling
Guidance and other baselines on HouseCat6D and ROPE dataset.
TResults based on probabilistic method.

6. Conclusion

In this paper, we tackle key challenges in framing category-
level 6D pose estimation as a generative modeling task. Our
approach enhances both training efficiency and pose accu-
racy by introducing a joint learning strategy that combines
direct pose regression with diffusion score matching ob-
jectives. Moreover, we propose exponential score scaling
guidance that effectively eliminates outlier samples while
preserving multi-modal characteristics of symmetric ob-
jects, removing the need for additional evaluation networks.
Through extensive experiments on existing benchmarks, we
demonstrate that our simple yet powerful method achieves
state-of-the-art performance even with single-sample infer-
ence, making it both efficient and practical for real-world
applications.
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