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Goal: Verify the equation and @ 1
properties of the V-shaped graph.
Checklist Items

Does the response correctly identify
V] the graph as an absolute value
function with equation y = x/? (Turn 1)

() Does the assistant correctly explain
= 3 (& the vertcarstreten anstormation of
/ the altered equation? (Turn 2)
- I've been analyzing this graph and think it might represent an
3 absolute value function. Can you help confirm the equation and
F properties of it?

Absolutely! Based on the shape and properties of the V-shaped graph,
itis indicative of an absolute value function. The standard form of an
absolute value function is \(y = alx - h| + k \), where \(h, K)\) is the
vertex of the graph and \(a\) determines the slope of the lines.

In this graph, the vertex appears to be at the origin \((0, O)\), making
\(h = 0\) and \(k = O\). The lines seem to have equal slopes forming
the V shape, which is typical of the absolute value function when \(a =
1V). Therefore, the equation of this graph would likely be \(y = [x] \).

The properties of this function include:

1. Vertex: \((0, O\).

2. Axis of symmetry: The y-axis, or \(x = O\).

3. Range: \(y \geq OV).

4. The function is piecewise linear, with each piece having a slope of
+land-1.

-
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If you require a deeper analysis or adjustments, just let me know!

That's great! When reflecting on the behavior of these types of
functions, what would happen if the function’s equation was altered
to\(y=2Jx-3\)?

J

o)

Let's examine the transformation when the equation is modified to
\(y=2x-3V).

This transformation involves:

1. Vertical Stretch: The coefficient 2 in front of the absolute value
signifies a vertical stretch. This means both arms of the V will be
steeper compared to the original \(y = [x| \). The slope of each linear
segment becomes 2 and -2, respectively.

2. Vertical Shift: The "-3" at the end of the equation indicates a
downward vertical shift by 3 units. Therefore, the vertex, originally at
\((0, 0)V), will move to \(©, -3)\).
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Goal: Identify the squirrel
species and learn interesting
behaviors.
Checklist Items

Does the response include factual
&

@

information about the Eastern Fox
Squirrel? (Turn 1)

Does the assistant mention intriguing
behaviors or characteristics of Eastern
Fox Squirrels that enhance the user’s
photo essay? (Turn 2)

From your description and the image, the squirrel appears to be an
Eastern Fox Squirrel, scientifically known as Sciurus niger. These
squirrels are the largest species of tree squirrels native to North
America. You can distinguish them by their reddish-grey coloring and
bushy tails, which help them balance while navigating through trees.
They're commonly found in urban environments, where they thrive
due to a mix of open spaces and tree coverage.

Certainly! Eastern Fox Squirrels are known for their remarkable
memory and problem-solving skills. One intriguing behavior is their
practice of burying nuts—a process called "scatter hoarding.” They
strategically place nuts in various locations and rely on spatial
memory cues to retrieve them later. This behavior not only aids their
survival through harsh conditions but also benefits the environment
asit to forest i they possess
flexible social structures and have a range of vocalizations and body
signals for ing an intriguing ity in
their interactions.

Adaptation to urban settings for Eastern Fox Squirrels involves
several and hey take
advantage of human-altered environments by exploiting food sources
like bird feeders, garbage, and gardens, showing their adaptability
and resilience. However, urban life presents challenges such as

J habitat fragmentation and increased predation risks from domestic

animals and vehicles. Yet, these squirrels are remarkably adept at
navigating these challenges, ...

Figure 1. An overview of MULTIVERSE, a multi-turn conversation benchmark designed to evaluate VLMs across eight main tasks (e.g.
Reasoning, Mathematics, Knowledge) comprising 484 tasks, nine main interaction goals (e.g. Verification, Exploration) with 484 distinct
interaction goals, and 25 diverse image domains (e.g. Charts and Graphs, Nature). MULTIVERSE provides instance-specific checklist
evaluation items for each turn and is the first multi-turn conversation benchmark encompassing diverse and challenging tasks.

Abstract

Vision-and-Language Models (VLMs) have shown impres-
sive capabilities on single-turn benchmarks, yet real-world
applications often demand more intricate multi-turn dia-
logues. Existing multi-turn datasets (e.g. MMDU, Con-
vBench) only partially capture the breadth and depth of
conversational scenarios encountered by users. In this
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work, we introduce MULTIVERSE, a novel multi-turn con-
versation benchmark featuring 647 dialogues—each aver-
aging four turns—derived from a diverse set of 12 popular
VLM evaluation benchmarks. With 484 tasks and 484 inter-
action goals, MULTIVERSE covers a wide range of topics,
from factual knowledge and perception to advanced reason-
ing tasks such as mathematics and coding. To facilitate ro-
bust assessment, we propose a checklist-based evaluation



method that leverages GPT-40 as the automated evalua-
tor, measuring performance across 37 key aspects, includ-
ing perceptual accuracy, linguistic clarity, and factual cor-
rectness. We evaluate 18 VLMs on MULTIVERSE, reveal-
ing that even the strongest models (e.g., GPT-40) achieve
only a 50% success rate in complex multi-turn conversa-
tions, highlighting the dataset’s challenging nature. No-
tably, we find that providing full dialogue context signifi-
cantly enhances performance for smaller or weaker models,
emphasizing the importance of in-context learning. We be-
lieve MULTIVERSE is a landscape of evaluating multi-turn
interaction abilities for VLMs. We make our source code
and dataset publicly available. '

1. Introduction

Vision-and-Language Models (VLMs) [3, 5, 18] have re-
cently demonstrated remarkable performance on various
evaluation benchmarks [12, 14, 37, 50, 71-74]. These
benchmarks primarily assess the perception and reason-
ing capabilities of VLMs through simple binary, multiple-
choice questions, or short free-form responses in single-
turn interactions. However, real-world usage often in-
volves users engaging in continuous, multi-turn conversa-
tions with models to solve problems iteratively. While
multi-turn evaluation benchmarks have introduced for eval-
uating LLMs [4, 17, 26, 41, 59, 66, 78], comparatively few
benchmarks (i.e. MMDU [47], ConvBench [45]) address
VLMs’ abilities in multi-turn conversation. This gap raises
the critical question: Can VLMs that excel in single-turn
benchmarks also meet user needs in more interactive,
multi-turn scenarios?

Despite recent efforts to address this issue, existing
benchmarks still exhibit significant shortcomings and do not
adequately cover VLMs’ capabilities in multi-turn interac-
tions, particularly across diverse tasks (breadth) and reason-
ing requirements (depth). As shown in Figure 2, primarily
features knowledge-oriented images (e.g. landscapes, ani-
mals, art) derived from WIT [60], placing substantial em-
phasis on knowledge-specific reasoning tasks (e.g. “De-
scribe the object in the image”). Hence, MMDU offers a
relatively narrow set of fewer than 15 tasks and a limited
range of question styles with low lexical diversity. In con-
trast, ConvBench encompasses three main task categories
(i.e. perception, reasoning, creation) and covers 219 sub-
tasks derived from VisITBench [6]. This design signifi-
cantly broadens its task coverage. However, it lacks more
advanced tasks, such as equation verification in Figure 1.
Furthermore, code- and mathematics-related responses re-
main sparse, and users’ queries are comparatively simple
in their linguistic structure. These shortcomings underscore

'https://multiverse.github.io/
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Figure 2. Examples of multi-turn conversations from MMDU [47]
and ConvBench [45], along with their limitations. The graph be-
low compares MMDU, ConvBench, and MULTIVERSE in terms
of query lexical diversity, the number of code/math tasks in re-
sponses, and the total number of tasks.

the need for a more comprehensive and holistic multi-turn
conversation benchmark over more diverse and challenging
tasks (breadth "' & depth ).

In this paper, we introduce MULTIVERSE, a novel multi-
turn conversation benchmark designed to evaluate VLMs
on more diverse and advanced user tasks. MULTIVERSE
comprises 647 conversations, each averaging around four
turns, spanning 484 tasks (e.g. reasoning, mathematics) and
484 interaction goals (e.g. verification, analysis). We first
collect source images from 12 widely used VLM eval-
uation benchmarks (e.g. MegaBench [8], CharXiv [67],
MMMU [73]), covering a broad range of domains such
as nature, science, and mathematics. After selecting high-
quality seed images, we adopt a personal background-to-
conversation approach [19, 23, 34], which ensures high lex-
ical diversity-based multi-turn dialogues. Finally, we metic-
ulously remove any unsuitable samples through manual re-
view, focusing on natural conversation flow, factual correct-
ness, and blindness criteria [15, 37]. Therefore, as shown
in Figure 2, MULTIVERSE encompasses a diverse range
of tasks, enabling the handling of more advanced reason-
ing capabilities (e.g. mathematics, coding) to address in-
creasingly complex user queries with higher lexical diver-


https://multiverse.github.io/

Figure 3. An overview of MULTIVERSE construction pipeline, consisting of five steps: (1) Source Image Collection, gathering images
from various benchmarks; (2) Personal Background Generation, creating user personas with specific goals; (3) Multi-Turn Conversation
Generation, where an Al assistant analyzes model performance based on evaluation tables; (4) Manual Reviewing, assessing response
correctness and relevance; and (5) Checklist Generation, ensuring quality and coherence in Al responses.

sity. For the automatic evaluation of MULTIVERSE, we
adopt a checklist-based evaluation metric inspired by prior
works [33, 41], which utilize checklist items to assess open-
ended generation tasks. Specifically, we employ GPT-40
as the evaluator VLM to measure response quality. Each
checklist consists of multiple binary questions covering 37
key aspects, including perceptual understanding and factual
correctness, as illustrated in Figure 1.

We evaluate 18 VLMs, including both open-source and
proprietary models, on MULTIVERSE. Our findings re-
veal that most VLMs struggle with multi-turn interactions,
with even the strongest model, GPT-40, achieving less
than 50% performance. This highlights a fundamental
challenge in sustained dialogue reasoning. Interestingly,
providing ground-truth dialogue history significantly en-
hances reasoning capabilities, even for smaller or weaker
VLMs—demonstrating a clear in-context learning effect
that enables models to adapt and refine their responses over
time. Additionally, scaling up model size consistently im-
proves multi-turn interactivity, reinforcing the importance
of model capacity in complex conversational tasks. Finally,
we verify that our evaluation metrics remain robust against
verbosity bias, ensuring reliable and fair assessment across
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models. These insights shed light on the limitations of cur-
rent VLMs and underscore the necessity of improving con-
textual understanding in long-form interactions.

2. MULTIVERSE

In this section, we will describe how we construct MULTI-
VERSE, with an overview shown in Figure 3.

2.1. Dataset Construction

Step 1: Source Image Collection. We began by col-
lecting source images spanning diverse topics (e.g. sci-
ence, mathematics, and natural scenes) from 12 existing
evaluation benchmarks: MMDU [47], GroundUI-1K [79],
MMMU [73], MMMU-Pro [74], NaturalBench [37], VisIT-
Bench [6], MathVista [50], MM-Vet [71], MM-Vet v2 [72],
CharXiv [67], MMBench (Eng) [46], and MegaBench [8].
In total, 49,700 images were obtained from the test sets of
these benchmarks. We then applied a rigorous three-step
data refinement process to ensure high-quality selections:
(1) Deduplication: We used pHash to detect and remove
duplicate images, resulting in 13,998 images (29.1%) being
discarded; (2) Image Quality Scoring: We employed GPT-
40-2024-11-20 to rate each image on a 1-5 scale in terms of



Figure 4. Detailed distribution of (a) Task, (b) Interaction Goal, and (c) Image Domain in MULTIVERSE.

clarity, resolution, and real-world plausibility. Images scor-
ing below 5 in any category were removed (21,808 images,
64.77%). See the Appendix for examples of excluded low-
quality images; (3) Image Category Classification: We
next asked GPT-4o to classify the category of each image,
resulting in 57 categories obtained. The most common cat-
egories were Charts and Graphs (22.92%) and Diagrams
and Schematics (11.17%). Categories with fewer than 50
images were excluded (213 images, 1.80%); (4) Weighted
Image Category Sampling: To ensure our benchmark re-
mains compact and accessible for other researchers to eval-
uate without excessive computational burden, we main-
tained a relatively small scale. Accordingly, we performed
a weighted random sampling of images from each category,
proportional to the overall category distribution, while cap-
ping the total number of selected images at 1K.

Step 2: Personal Background Generation. To construct
more plausible and realistic multi-turn conversations, we
draw inspiration from real-world scenarios. Most peo-
ple typically engage in dialogue with a specific goal in
mind—such as resolving a problem by providing an im-
age alongside a relevant query—and these problems often
relate to the user’s situational context and personal back-
ground (e.g. age, profession, hobbies). Hence, before gener-
ating the multi-turn conversation based solely on the image,
we first create a fictional character and scenario context
to represent a multi-turn exchange between this character
and an Al assistant, along with a goal tied to the scenario,
using GPT-40.> Leveraging the personal background-to-
conversation approach [19, 23, 34] enables the construction
of multi-turn conversation datasets with LLMs, leading to
richer, more diverse, and higher-quality dialogues.

2In pilot experiments, we observed that generating multi-turn conversa-
tions solely from an image led to less diverse and lower-quality outcomes.
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Step 3: Multi-turn Conversations Generation. Build-

ing on the fictional character, scenario context, and defined

goal, we use GPT-40 to generate multi-turn conversations
between the character and the Al assistant. These conversa-
tions follow four key principles:

* Detailed & Informative Responses: The assistant’s
responses must be detailed, specific, expert-level, and
highly informative.

* Increasing Complexity: Each subsequent user query
becomes progressively more challenging, creative, and
complex, as motivated by prior work [45].

* Diverse Linguistic Styles: To emulate realistic human
interactions, user utterances vary in linguistic style in-
stead of relying on task-specific prompts commonly seen
in existing benchmarks [47] (e.g. “describe,” “what is,”
“where is”).

* Conversation Length: Each conversation consists of
four turns, yielding a total of eight utterances (four from
the user and four from the assistant).

In total, we obtained 839 multi-turn conversations after re-

moving 161 samples due to degeneracy issues with GPT-4o,

such as parsing failures or insufficient turn length (<6).

Step 4: Manual Reviewing. To build a realistic and rig-

orous multi-turn conversation benchmark, we manually re-

view the generated conversations according to three primary
criteria:

* Naturalness & Realism: We remove any conversation
that does not flow realistically or contains user queries
that are implausible given the image. For example, if the
image is a complex scatter plot with vibrant color dots,
yet the user’s query solely focuses on the color rather than
the actual content of the plot, we deem it unrealistic and
remove the sample.

» Correctness: We conservatively remove conversations if
the Al assistant’s response is clearly incorrect or provides
misleading information.



Statistic Number
Total Conversations 647
Unique number of images 647
Avg./Max. number of turns 3.91/4
Interaction goal/sub-goal classes 8/484
Image main/sub classes 25/384
Task main/sub classes 9/484
Avg./Max. question length 30.53/70
Avg./Max. answer length 221.51/742

Avg./Max. question diversity 111.97/235.48

Avg./Max. answer diversity 117.96/230.48
Unique number of checklist items 21995
Unique number of main/sub key aspect 37/10115

Table 1. Statistics of MULTIVERSE. Lexical diversity of questions
and answers is measured using MTLD [52], while question and
answer length is computed with the LLaMA-3.1-8B tokenizer.

e Blindness: Inspired by prior works [12, 37] addressing
the “blind” issue, we remove conversations in which the
Al assistant can sufficiently solve the user’s query without
referencing the provided image.

Following this process, we retained 647 conversations and

removed 192. Specifically, 48 were removed for unnatu-

ral flow, 65 for incorrect responses, and 104 for blindness-
related issues, with some overlap across these criteria.

2.2. Analysis of MULTIVERSE

Basic Statistics. As shown in Table 1, MULTIVERSE con-
sists of 647 conversations, averaging 3.91 turns per conver-
sation. It spans 8 primary interaction goals and 484 sub-
interaction goals, allowing for a comprehensive evaluation
of VLMs’ ability to handle diverse and realistic user interac-
tions. Additionally, MULTIVERSE covers nine main tasks
with 484 corresponding sub-tasks. MULTIVERSE exhibits
high lexical diversity in both queries and responses, sug-
gesting that it necessitates advanced reasoning to effectively
address complex user queries.

Detailed Distributions. Figure 4 presents the detailed
distribution of (a) tasks, (b) interaction goals, and (c) im-
age domains in MULTIVERSE. (a) MULTIVERSE exhibits a
high proportion of reasoning tasks, followed by knowledge-
related tasks. Compared to MMDU and ConvBench, MUL-
TIVERSE includes more advanced reasoning tasks (e.g.,
mathematics, charts and diagrams, coding). (b) MULTI-
VERSE highlights the diversity of interaction goals in MUL-
TIVERSE, where “Analysis” is the primary motivation for
multi-turn interactions in MULTIVERSE, followed by “Ver-
ification”, both of which reflect realistic and practical in-
teraction scenarios. (¢) MULTIVERSE contains a substan-
tial number of image domains, with “Charts and Graphs”
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Figure 5. Correlation between the checklist completion ratio and
quality assessment. The red line represents the best-fit linear re-
gression, indicating a strong positive correlation (R? = 0:44) be-
tween the two metrics.

being the most predominant, followed by “Diagrams and
Schematics”. These distributions demonstrate MULTI-
VERSE’s capacity to comprehensively evaluate VLM capa-
bilities across diverse and challenging tasks, realistic inter-
action goals, and a broad spectrum of image types.

2.3. Automatic Evaluation Process

Recently, the use of powerful LLMs/VLMs (e.g., GPT-40)
as evaluators has become a standard approach for assess-
ing response quality in open-ended tasks [24, 25, 32, 78].
This is typically done by assigning an integer score be-
tween 1 and 10 to measure response quality. While this
method is both straightforward and effective, recent stud-
ies [33, 41] have raised concerns about its robustness.
Therefore, checklist-based evaluation methods have been
introduced to improve reliability and interpretability. In this
work, we adopt an instance-specific, checklist-based eval-
uation approach to provide more interpretable and robust
evaluation results. Specifically, we generate a unique check-
list for each user query at every turn in a multi-turn conver-
sation. Each checklist consists of multiple binary questions,
with each question focusing on a specific key aspect (e.g.
perception, factual correctness). To ensure quality, we gen-
erate these checklists using GPT-40 and Claude-3.5-Sonnet,
followed by a manual review conducted by the authors to
validate their accuracy and reliability.

Evaluation Metrics. We employ GPT-40-2024-11-20 as
the evaluator VLM, prompting it to assess the quality of
generated responses at every turn in a multi-turn conversa-
tion based on a checklist and a reference answer °. The

3Existing studies have demonstrated that providing a reference answer
improves the correlation between human and model judgments. Therefore,
we incorporate a reference answer in our evaluation.



Models Turnl Turn2 Turn3  Turn 4 ‘ Avg. ‘ r

InternVL2.5-1B 1393 2136 2351 26.08 | 21.22 | 3.86
InternVL2.5-2B 17.79 2896  30.80 3432 | 27.97 | 5.14
InternVL2.5-4B 27.14 3724 3879 3946 | 35.66 | 3.85
Qwen2.5-VL-3B 3280 3741 3855 44.05 | 38.20 | 3.49
LLaVA-1.5-7B 9.10 2643 29.14 31.81 | 24.12 | 7.08
LLaVA-NeXT-7B 13.59 2825 2994 33.07 | 26.21 | 6.01
LLaVA-OneVision-7B 24.83 3447 3772 37.81 | 3371 | 422
Qwen2-VL-7B 3593 3799 3935 43.10 | 39.09 | 2.29
Qwen2.5-VL-7B 4513  47.60 4931 50.58 | 48.15 | 1.81
InternVL2-8B 3209 3937 3898 38.88 | 37.33 | 2.00
InternVL2.5-8B 2290 37.85 38.89 42.15 | 3545 | 5.88
LLaMA-3.2-11B-Vision | 14.38  20.02 2541 26.63 | 21.61 | 421
Qwen2.5-VL-72B 52.05 4772 4582  46.19 | 4795 | -1.95
LLaMA-3.2-90B-Vision | 24.92  37.63 3899 41.58 | 35.78 | 5.13
Gemini-2.0-Flash 42.03 4937 51.23 4841 | 4776 | 2.10
Claude-3.5-Sonnet 46.60 47.16 4830 45.00 | 46.76 | -0.37
Claude-3.7-Sonnet 4338 4439 4477 43770 | 44.06 | 0.13
GPT-40 4856 5028 50.54  49.12 | 49.63 | 0.19

Table 2. Average performance of 18 VLMs across multiple turns
in MULTIVERSE under the Orac l e setting. r represents the slope
of the performance increase as interactions progress.

prompt template used for evaluation is provided in the Ap-

pendix. Intuitively, we posit that a high-quality response

should successfully satisfy the checklist items while achiev-
ing a higher integer score on a 1 to 10 scale. Based on this
premise, our metric consists of two sub-metrics:

¢ Checklist Completion Ratio: This measures how well
the generated response addresses the given checklist
items by calculating the ratio of “Yes”.

* Quality Assessment: This assigns an integer score be-
tween 1 and 10 to evaluate the overall quality of the re-
sponse. The score is then scaled up from 1-10 to 10-100
for better interpretability.

As shown in Figure 5, Checklist Completion Ratio and

Quality Assessment exhibit a strong positive correlation, in-

dicating that responses meeting more checklist items tend to

receive higher quality scores. Based on this, our final score
is computed as their product.

3. Experiments

3.1. Experimental Setup

Evaluated Models. We evaluate in total 18 VLMs, cat-
egorized into: (i) Proprietary models: GPT-40-2024-
11-20 [18], Claude-3.5-Sonnet-2024-10-22 [3], Claude-
3.7-Sonnet-2025-02-19 [2], Gemini-2.0-Flash-001 [16];
(i) Open-source models: LLaVA-1.5-7B [43], LLaVA-
NeXT-7B [42], LLaVA-OneVision-7B [38], Qwen2-VL-
7B [64], Qwen2.5-VL-f3, 7, 72¢gB-Instruct [5], LLaMA-
3.2-F11, 90gB-Vision-Instruct [53], InternVL2-8B [10],
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Figure 6. Average performance of 18 VLMs under two different
evaluation settings: Oracle and Self-Prediction.

Figure 7. Comparison performance across 19 different VLMs be-
tween Oracle and Self-Prediction settings.

InternVL2.5-f1,2,4,8gB [11].

Evaluation Settings. Since MULTIVERSE is a multi-
turn conversational benchmark, the dialogue history signif-
icantly impacts response quality. To ensure a fair compari-
son of different VLMs, we adopt the ground-truth dialogue
history provided by MULTIVERSE as the default evaluation
setting, Oracle. This approach is widely used in existing
multi-turn conversation benchmarks [4, 45]. However, rely-
ing solely on ground-truth dialogue history may introduce
biases, as variations in linguistic style and model capacity
can disproportionately affect performance across different
VLMs. Therefore, we additionally assess VLMs under the
Self-Prediction setting, in which the model gener-
ates its own dialogue history.

3.2. Experimental Results and Analysis

Powerful VLMs still struggle with multi-turn interac-
tions. As shown in Table 2, all VLMs exhibit relatively
low performance (< 50%), indicating that multi-turn in-
teractions in MULTIVERSE remain challenging, even for
high-performing VLMs in the Oracle setting. GPT-4o
achieves the highest average performance. Overall, pro-
prietary VLMs generally outperform open-source VLMs,
with the exception of the Qwen2.5-VL series, which no-
tably surpasses Claude-3.5-Sonnet, Claude-3.7-Sonnet, and
Gemini-2.0-Flash. Additionally, Claude-3.7-Sonnet scores
2.7% lower than Claude-3.5-Sonnet. Among open-source



models, LLaMA-3.2-11B-Vision achieves the lowest per-
formance, performing even worse than LLaVA-1.5-7B.

As interaction progresses, providing ground-truth di-
alogue context unlocks the reasoning capabilities. As
shown in Figure 6, overall performance steadily improves
across multiple turns in the Oracle setting. This re-
sult suggests that incorporating the golden dialogue history
helps VLMs better understand contextual nuances, serv-
ing as a guiding mechanism for resolving user queries in
long-term conversations. By leveraging the golden dia-
logue, even smaller or weaker VLMs can adapt to similar
linguistic styles and phrases from context, leading to im-
proved performance. Further analysis in Table 2 presents
the performance improvement of each model across multi-
turn interactions by measuring the slope (r). Overall, most
VLMs benefit from extended interactions, demonstrating
the effects of in-context learning. Interestingly, smaller or
weaker VLMs experience the most significant gains, in-
dicating that the ground-truth dialogue history in MULTI-
VERSE helps unlock their reasoning capabilities by pro-
viding strong contextual guidance. However, Qwen2.5-
VL-72B and Claude-3.5-Sonnet do not show improvement
when using the ground-truth dialogue history. This negative
slope may be attributed to linguistic differences between
these models and GPT-40, which serves as the reference di-
alogue in MULTIVERSE.

Oracle vs. Self-Prediction. Figure 7 compares
the performance of VLMs under Oracle and
Self-Prediction. Overall, models exhibit sig-

nificantly improved responses in the Oracle setting
compared to Self-Prediction that relies on self-
generated dialogue history, leading to a substantial
performance gap (with a maximum drop of -44.64%
observed in Qwen2.5-VL-72B). These findings indicate
that providing ground-truth dialogue history serves as a
form of in-context learning, effectively guiding models to
generate responses that are more closely aligned with ref-
erence answers. Interestingly, Qwen2.5-VL-Series models
(7B and 72B) demonstrate a notably larger performance
gap compared to other VLMs (-30.44 for 7B, -44.64 for
72B). This suggests that the backbone language models of
Qwen2.5-VL and GPT-40 may exhibit distinct linguistic
styles or response patterns. These results underscore the
critical role of supplying precise and coherent dialogue
context to enhance overall model performance.

VLMs demonstrate selective interactivity capabilities.
As shown in Table 3, most VLMs exhibit strong perfor-
mance in analysis (;fi) and understanding (§). However,
their performance in optimization (@) and research (%)
tasks—typically demanding innovative thinking—remains
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Models ‘ B ail CY @ B 9 E »

InternVL2.5-1B 20.37 2455 2398 1506 1695 22.03 1836 2234
InternVL2.5-2B 26.67 3148 2482 2274 2623 2870 2651 2738
InternVL2.5-4B 3443 3856 32.14 3156 3446 4090 29.65 35.17
Qwen2.5-VL-3B 36.08 43.19 3456 29.43 37.61 4346 3221 3591
LLaVA-1.5-7B 20.34  26.58 2627 19.57 14.11 2332 2870 27.59
LLaVA-NeXT-7B 21.78 3036 28.62 21.75 1426 2541 29.06 29.16
LLaVA-OneVision-7B 30.55 3629 31.58 2797 31.84 3727 3173 36.14
Qwen2-VL-7B 36.28 43.66 3595 31.62 3577 4354 3579 37.13
Qwen2.5-VL-7B 46.14 5423 4423 40.64 4486 5471 39.73 4445
InternVL2-8B 3485 4206 33.00 2876 33.74 41.76 33.19 37.96
InternVL2.5-8B 33.55 3839 3295 29.92 3445 39.58 30.64 36.98
LLaMA-3.2-11B-Vision | 17.94 2330 2043 18.84 16.51 2248 2341 26.03
Qwen2.5-VL-72B 4558 52.10 42.86 4259 47.15 5540 4332 39.82
LLaMA-3.2-90B-Vision | 33.96 38.19 3341 32.17 3468 39.03 3257 3584
Gemini-2.0-Flash 43.68 5225 40.73 4446 4892 5448 4258 4217
Claude-3.5-Sonnet 46.15 50.94 43.80 4043 47.72 5395 3799 41.08
Claude-3.7-Sonnet 4258 4743 43.18 38.83 4533 5122 3856 34.65
GPT-40 46.80 53.67 4270 4636 50.54 5641 4350 44.51

Table 3. Performance of 18 VLMs in MULTIVERSE for 8 differ-
ent interaction goals—verification (f8,), analysis (gjj), exploration
(®,), optimization (@), calculation ([g), understanding (&), re-
search (£), and creation (*)—under Orac le setting.

comparatively weak. Among these, the Qwen2.5-VL se-
ries demonstrates relatively stronger interactivity across all
interaction goals. On the other hand, weaker or smaller
VLMs with lower performance, such as LLaVA-1.5-7B
and LLaVA-NeXT-7B, struggle particularly with verifiable
tasks, including optimization (@) and calculation ().

Effect of Model Scaling. Figure 8 presents performance
comparisons across varying model sizes in three differ-
ent VLM groups: InternVL2.5, LLaMA-3.2-Vision, and
Qwen2.5-VL. In general, larger models exhibit higher
overall performance on most tasks. However, within
the Qwen2.5-VL series, increasing the model size does
not always guarantee improvements, and its impact ap-
pears task-dependent. For instance, Qwen2.5-VL-72B
achieves stronger reasoning on verifiable tasks (e.g. math-
ematics, coding, and interpreting charts & diagrams), while
Qwen2.5-VL-7B shows advantages in creative thinking.
These findings suggest that larger models generally offer
enhanced interactivity capabilities, although the benefit may
vary based on the specific task.

Does automatic evaluation metric possess verbosity
bias? We explore whether our evaluation metric favors
longer answers across multi-turns. As shown in Figure 9,
the linear correlation (R?) between length of response and
performance from GPT-40 is weaken as interaction in-
creases (until turn 3). As interaction progress until turn
3, the p-value increases and R-value decreases, which sug-
gests that our evaluation metric could reduce verbosity bias
and length dependency.



Figure 8. Performance comparison across different model sizes in three model families: InternVL2.5, LLaMA-3.2-Vision, and Qwen2.5-
VL. The radar charts show that larger models generally perform better across tasks, but scaling effects vary. Notably, Qwen2.5-VL-72B
excels in structured reasoning tasks (e.g., mathematics, coding), while Qwen2.5-VL-7B shows stronger creative abilities, highlighting

task-dependent scaling impacts.

Figure 9. Linear correlation (R?) between response length and performance from GPT-4o.

4. Related Work

Single-Turn Evaluation Benchmarks. To comprehen-
sively evaluate multiple vision-language capabilities of re-
cent powerful VLMs, many benchmarks have been intro-
duced. These benchmarks assess integrated capabilities
(i.e. perception and reasoning) [9, 14, 35, 36, 46, 56, 68,
71-74, T7], text-richness (e.g. charts, diagrams) [22, 51],
mathematical reasoning [21, 50, 76], scientific understand-
ing [49], perception-specialized tasks that are easy for hu-
mans to perceive [15, 37, 55, 57, 62, 63, 75], and web &
mobile applications [44]. Despite their breadth, most exist-
ing benchmarks rely on single-turn evaluations—typically
in the form of binary, multiple-choice, or free-form re-
sponses—thus failing to capture the effectiveness of VLMs
in multi-turn interaction. This gap highlights the need for
a new benchmark that better reflects practical, real-world
conversational scenarios.

Multi-Turn Evaluation Benchmarks. In the NLP do-
main, numerous multi-turn conversation benchmarks have
recently been introduced to assess the interactive capabili-
ties of LLMs [4, 17, 26, 41, 59, 66, 78]. By contrast, only a
few benchmarks exist for evaluating the multi-turn interac-
tion capabilities of VLMs, such as MMDU [47] and Con-
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vBench [45]. However, these existing benchmarks still fall
short of assessing VLM performance in real-world human-
Al interactions. In particular, they do not address more ad-
vanced and complex reasoning tasks (e.g. verifying equa-
tions shown in the image), and most queries can be re-
solved through straightforward statements rather than more
elaborate formats, such as code or mathematical expres-
sions. These limitations hinder a comprehensive evalua-
tion of VLMs under a wide range of scenarios, underscoring
the need for a richer, more rigorous multi-turn conversation
benchmark.

5. Conclusion

In this work, we introduce MULTIVERSE, a new multi-
turn conversation benchmark designed to evaluate VLMs.
Our dataset encompasses a diverse range of interaction
goals (e.g. verification, analysis) and tasks (e.g. reason-
ing, mathematics), providing a realistic and challenging
testbed for assessing the multi-turn interactive capabili-
ties of VLMs. Moreover, we propose an instance-specific,
checklist-based evaluation framework comprising two key
sub-metrics: checklist completion ratio and quality assess-
ment. We reveal that even recent state-of-the-art VLMs
struggle with handling multi-turn interactions effectively.
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