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Figure 1. Our model enables efficient, unbounded generation of large outdoor scene geometry. Scenes are textured with SceneTex [6].

Abstract

In this paper, we explore the task of generating expansive
outdoor scenes, ranging from castles to high-rises. Unlike
indoor scene generation, which has been a primary focus of
prior work, outdoor scene generation presents unique chal-
lenges, including wide variations in scene heights and the
need for a method capable of rapidly producing large land-
scapes. To address this, we propose an efficient approach
that encodes scene chunks as uniform vector sets, offering
better compression and performance than the spatially struc-
tured latents used in prior methods. Furthermore, we train
an explicit outpainting model for unbounded generation,
which improves coherence compared to prior resampling-
based inpainting schemes while also speeding up generation
by eliminating extra diffusion steps. To facilitate this task,
we curate NuiScene43, a small but high-quality set of scenes,
preprocessed for joint training. Notably, when trained on
scenes of varying styles, our model can blend different envi-
ronments, such as rural houses and city skyscrapers, within
the same scene, highlighting the potential of our curation
process to leverage heterogeneous scenes for joint training.

1. Introduction

Large-scale outdoor scene generation is crucial for many
applications such as enabling immersive world-building for
open-world video games, cinematic CGI environments, and

VR simulations. Traditionally, crafting these vast outdoor en-
vironments required extensive manual labor and significant
resources. Fortunately, recent advances in Al-driven con-
tent generation techniques offer the potential to significantly
enhance accessibility and efficiency for this task.
Following the trend of diffusion models in image gen-
eration—such as Stable Diffusion [37]—generative models
for creating standalone 3D objects [23, 45] are also rapidly
maturing. The success of such models is partly driven by
large-scale datasets like Objaverse [10]. However, large-
scale scene generation remains limited, with many works
focused on indoor environments [4, 17, 32, 44]. While some
methods utilize semantic car datasets [25, 26, 30] or CAD
models [29], these datasets lack high-quality geometry and
have limited scene variation and height. Compared to previ-
ous methods, we tackle a difficult task with three key chal-
lenges: 1) enabling fast and efficient generation of outdoor
scenes with varying heights, 2) generating landscapes with
varying styles into a cohesive and continuous scene, 3) cu-
rating a dataset that facilitates exploration into such methods
and supports joint training of heterogeneous scenes.
Previous works on generating unbounded indoor scenes
using 3D-Front [12] assume scenes can be divided into
equal-sized cubes, and learn spatially structured latents like
triplanes [44] or dense feature grids [32] for compression.
This approach struggles with outdoor scenes featuring build-
ings like skyscrapers with significantly different heights. As
shown in Figure 3, naively scaling these representations can
result in intensive memory usage. Rescaling the scene via
normalization will also degrade details. To address this, we
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Figure 2. A scene generated by our model, trained on multiple scenes. We texture the scene using SceneTex [6]. As shown, our model
combines elements from different scenes in the dataset such as castles and skyscrapers.
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Figure 3. To accommodate scene chunks of varying heights, vector
sets offer a compact and uniform representation, whereas prior
work relies on spatially structured latents that require scaling either
the latent resolution or the chunk itself for compatibility, resulting
in high memory usage or loss of detail.

compress scene chunks into vector sets [49], achieving bet-
ter compression than triplanes for more efficient training
and higher quality generations. Additionally, we train our
diffusion model for explicit outpainting, further improving
inference speed over methods [32, 44] utilizing resampling-
based inpainting [31]. Furthermore, prior methods focus on
uniform datasets, such as indoor or urban driving scenes. In
contrast, we aim to explore generative models that can bring
together scenes with different context such as castles and
cities as demonstrated by our model in Figure 2.

Another key limitation is the lack of openly available high
quality outdoor scenes for training. 3D-Front [12] is used
by many prior works to train unbounded indoor scene gener-
ation. However, it lacks height diversity and non-furniture
geometry. Semantic driving datasets [2, 42] and urban re-
constructions [13, 14, 36] offer limited mesh quality. Obja-
verse [10] includes many scenes that could facilitate training
for this task. However, several challenges remain. Notably,
these meshes lack a unified global scale, and feature highly
varied ground geometries—ranging from very thick to thin
planes—making it difficult to train a generative model effec-
tively as a homogeneous dataset. To address this, we curate a
small set of scenes from Objaverse, clean ground geometries
and establish a unified scale, enabling the development of

methods that handle (1) diverse scene height distributions
and (2) outdoor geometry from varied sources and styles.
We show that our dataset pipeline effectively enables joint
training of heterogeneous scenes in a unified model.

In summary, NuiScene provides the following contribu-
tions: Efficient Representation. We propose using vector
sets to encode chunks of varying sizes into a uniform rep-
resentation, enhancing both training efficiency and scene
generation quality. Outpainting Model. Unlike previous
methods relying on slow resampling-based outpainting, we
train our diffusion model to explicitly outpaint by condi-
tioning on previously generated whole chunks, leading to
faster inference time generation. Cross Scene Generation.
We demonstrate that our efficient NuiScene model, trained
on four curated scenes, can blend scenes of different styles
(e.g., medieval, city), highlighting both the model’s capabil-
ity and effectiveness of our curation process. NuiScene43. A
dataset of 43 moderate to large sized scenes from Objaverse,
with cleaned ground geometries and unified scales. This
enables joint training on heterogeneous scenes, supporting
the development of methods for unbounded scene generation
with 1) diverse scene heights, and 2) various styles.

2. Related Work

3D Scene Gen with T2I Priors. Recently, methods lever-
aging priors from text-to-image (T2I) diffusion models [37]
and monocular depth estimation methods [3, 19, 22] have
gained popularity for generating 3D scenes from text or im-
ages [8, 11, 39, 48]. These approaches use T2I models to
generate RGB images and depth prediction models to ex-
tract geometric information, which is then used to distill or
optimize 3D geometry. This enables continuous outpainting
and unbounded scene generation by shifting the camera and
synthesizing new regions. While the strong priors of T2I
models allow for open-domain scene generation, accumu-
lated errors in depth predictions lead to geometric distortions
and limitations in long-range consistency.

3D Bounded Single Exemplar Scene Gen. Several
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Figure 4. Overview of our VAE and diffusion models. For the VAE we use vecset [49] for latent compression. For the diffusion model we
train a conditional outpainting model with four different settings to allow for fast generation in a raster scan pattern during inference.

works focus on generating 3D scenes from a single exem-
plar [18, 27, 41, 43], follow a coarse-to-fine progressive
approach by capturing patch statistics across scales. Similar
to SinGAN [38], SinGRAV [41], 3INGAN [18], and Wu and
Zheng [43] adopt a pyramid of GANs, where discriminators
operate on smaller patch sizes to enforce local consistency
while allowing diverse global compositions. Li et al. [27]
introduces EM-like optimization for patch matching and
blending across different scales. Although these methods
generate scenes with varying compositions and aspect ratios,
they are limited to bounded generation, and producing an
entire scene at once is memory intensive for larger scenes.
3D Unbounded Scene Gen. One common framework for
3D unbounded scene generation starts by dividing scenes
into smaller chunks and using an autoencoder to compress
them into latent representations. A diffusion model is then
trained on the scene chunk latents. By overlapping the
current chunk with previously generated ones, these meth-
ods can enable continuous outpainting by using resampling-
based inpainting methods like RePaint [31].

Unbounded outdoor scene generation has been explored
using synthetic and real-world semantic driving datasets like
CarlaSC [42] and SemanticKITTI [2]. While these datasets
enable relatively large-scale scene generation, they lack high-
quality geometry. SemCity [26] follows the approach out-
line above and uses triplanes as the latent representation.
PDD [30] employs a pyramid discrete diffusion model on
raw semantic grids directly with a scene subdivision module
that conditions generation on overlapping regions. Unlike
PDD which conditions on overlapping regions using dense
grids, our approach conditions on entire neighboring chunks
with richer context. These methods suffer from limited geo-
metric quality, and height variation due to the dataset.

For unbounded indoor scene generation, methods typi-

cally train on 3D-Front [12] and assume cubic scene chunks.
BlockFusion [44], like SemCity, compresses scene chunks
into triplanes. It then uses another VAE to further compress
the triplanes into a lower resolution, reducing redundancy in
the representation to improve diffusion learning. LT3SD [32]
encodes TUDF chunks into multi-level dense feature grid
latent trees, organizing both its autoencoder and diffusion
models in a hierarchical manner for coarse-to-fine chunk
generation. While these representations perform well for in-
door scenes with fixed ceiling heights, they struggle to scale
to outdoor environments with significant height variations,
as shown in Figure 3. To tackle this, we use a vector set
representation which compresses chunks into a uniform size,
offering better compression and performance, and enable
faster generation with a outpainting model.

Other methods take a different approach to unbounded
outdoor generation. CityDreamer [46] and InfiniCity [29]
leverage top-down views for unbounded generation but are
limited to cityscapes with low-resolution geometry. Scene-
Dreamer [7] and Persistent Nature [5] are promising direc-
tions to generate unbounded 3D worlds from only 2D images.
However, without explicit 3D supervision, the resulting ge-
ometry lacks detail.

3. Method

We represent a large outdoor scene as a collection of local
scene chunks, where a VAE learns to compress individual
chunks into vector sets, and a diffusion model generates
neighboring chunks in a 2 x 2 grid using the VAE’s learned
representation. By combining both models, we enable con-
tinuous and unbounded outdoor scene synthesis. Our train-
ing framework (see Figure 4) follows the Latent Diffusion
Model (LDM)[37].

We outline the dataset curation process and the sampling
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Figure 5. A sample scene processed using our curation pipeline.
The occupancy is processed with marching cubes to get the mesh.

of training chunks in Sec. 3.1. To explore efficient scene gen-
eration, we experiment with triplane and vector set latents.
The VAE backbone and the process of obtaining occupancies
from these representations are described in Sec. 3.2. For fast
inference, we train an explicit outpainting diffusion model,
detailed in Sec. 3.3. Optionally, textures can be generated
using SceneTex [6] as shown in Sec. 3.4.

3.1. Dataset

Filtering and Preprocessing. We begin by filtering Ob-
javerse [10] using multi-view embeddings from Duoduo-
CLIP [24] to select 43 high-quality scenes. Next, we estab-
lish a consistent scale by labeling scenes with relative scales.
We then convert each scene into an occupancy grid with a
resolution multiplied by its labeled relative scale and gen-
erate meshes using the marching cubes algorithm for point
cloud sampling. To ensure uniform ground geometry across
scenes, we ensure a uniform thickness below the ground
level for each scene. For more details, see the supplement.
Chunk Sampling. A sample scene processed through our
curation pipeline is shown in Figure 5. The resulting oc-
cupancy grid occ has dimensions of 1059 x 478 x 1059.
To facilitate training, we divide the scene into smaller
chunks of size (50, hyox, 50) along the x,y, z axis, where
y represents the height axis. Chunks are sampled via
occ[i-25:1+25, :,k-25:k+25], where ¢ and k are
sample coordinates along the = and z axis of the scene, re-
spectively. The height of the sampled chunk A, < 478 is
determined by the tallest occupied voxel within each chunk.
For training, we sample coordinates within the chunk’s
occupancy grid as Tyox = (Zvox, Yvox, Zvox ), Where 0 <
Tyoxs Zvox < 00 and 0 < yyox < hyox along with the cor-
responding occupancy o at each coordinate. The sampled
coordinates are then normalized as: © = 2 * (Tyox/d) — 1,
where d = (d;,dy, d.) is the normalization scale for each
axis. The ground truth height of the chunk is computed as
h = 2 % (hye/50) — 1. The chunk’s point cloud is also

normalized using the same procedure with d = (50, 50, 50).

3.2. Chunk VAE
3.2.1. Encoder

Our encoder £ compresses sampled scene chunks P con-
sisting of varying heights into a uniform set of vectors. For
each chunk P;, we uniformly sample a fixed size point cloud
p € RN»*3 of N, points. Following 3DShape2 Vecset [49],
we use a cross-attention (CA) layer to aggregate the point
clouds into a compact representation, leveraging a learnable
set of fixed features with a reduced number of tokens. Next,
a fully connected (FC) layer predicts the mean and vari-
ance, from which we apply the reparameterization trick [20]
to generate embeddings for the chunks. This results in
2P = &(p) € RV*¢, where V is the number of vectors
and c is the channel size.

However, we found that this is prone to posterior col-
lapse [40], a common issue in VAEs. To address this, we
introduce an alternative regularization strategy. Specifically,
we sample another point cloud g € R™»*3 from the same
chunk P; and enforce consistency between their embeddings:
Lemb = (2P — 29)2. This prevents VAE collapse as it pre-
vents the encoder from ignoring its input and enforces similar
embeddings for point clouds sampled from the same chunk,
with minimal overhead—one extra CA and FC pass.

Furthermore, we predict the chunk’s height from its em-
bedding to prune unnecessary occupancy predictions at in-
ference time. At inference time, the embedding is gener-
ated by the diffusion model and thus we do not have access
to the ground truth height of each chunk. To account for
this, we learn a height embedding e;, € R'*¢ and use it
to query the latent representation, yielding the predicted
height h = FC(CA(2?, e;,)). The height loss is calculated
as Lneight = (ﬁ — B)Q where £ is the ground truth height.

3.2.2. Decoder

Next, we pass the embedding through L self-attention (SA)
layers in the decoder to obtain the output features fo,, =
SA®) o...0 SAM (2P), which are then passed to either the
vector set or triplane head to decode the occupancy.
Triplane. For the triplane head, fo, is reshaped into
a triplane and upsampled via deconvolutions, following
LRM [16], yielding a feature grid T € R3*hwxwuxen
Query points 7¢,; as outlined in Sec. 3.1 are normalized
with d = (50,50 * S, 50), where the scale factor S further
compresses points along the y-axis. To ensure all coordi-
nates remain within [—1, 1] for valid triplane sampling, we
apply clamping. Note that we define —1 as the left or bot-
tom bound of the triplane and 1 as the right or top bound.
Features are extracted via bilinear interpolation from the tri-
planes, concatenated, and processed by a FC layer to predict
occupancies 0.

Vector Set. The query point 7. is calculated with a nor-
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Figure 6. We show generation results for the vector set and triplane baseline trained on a single scene.

Triplane

boxes and zoomed-in renders

highlight chunk outpainting coherence, while purple boxes illustrate scene geometry (zoom in for details). Zoomed-in renders may also have
adjusted camera angles for clarity. The triplane model struggles with building details and introduces noisy artifacts, whereas the vector set
model has better fidelity. While models can generate continuous chunks with smoothly connected roads and pipes (orange box, right), they
sometimes fail to maintain coherence across chunks, leading to broken bridges (orange box, left).

malizing scale of: d = (50, 50, 50). Occupancy is predicted
via cross-attention: 6, = FC(CA(fout, PE(Twec))), Where
PE is the fourier embedding of the query points.

Loss. We supervise the occupancy with binary cross en-
tropy Lce = BCE(6,, 0,-) with the ground truth occupancy
0r. The embedding is supervised with a KL loss Ly.
See Zhang et al. [49] for more details. The total loss is
L= >\k1['k1 + )\embﬁemb + )\ce['ce + )\heightﬂheight» and As are
the loss weights. We note that, unlike the triplane method,
the vector set allows query points to have ranges beyond
[—1, 1]. This is because cross-attention and positional en-
coding can directly handle arbitrary values without requiring
them to be within a specific range for valid sampling.
Inference Time Decoding. During ir}ference, since we have
no access to the ground truth height h, we use the predicted
height hto prune unnecessary calculations. First, our model
predicts h. Then, we generate all query coordinates 7yx
within a volume of shape (50,50 * (h 4 1)/2,50), where
each query point r is normalized via 2 * (ryox/d) — 1. These
normalized coordinates query the latent representation for
occupancy predictions, and we apply marching cubes to the
occupancy volume to reconstruct the chunk’s mesh.

3.3. Diffusion

Unlike existing models [26, 32, 44] that use RePaint [31]
for outpainting, requiring extra diffusion steps, we propose
a more efficient approach. Our outpainting diffusion model
generates four chunks at once in a 2 x 2 grid, conditioning
on previously generated chunks using different patterns to
handle all scenarios as shown in Figure 4 for continuous
generation in a raster scan order.

We adopt DDPM [15] for diffusion probabilistic model-
ing. During training, we sample a quadrant of neighboring
chunk latents {2, 2%, 22, 23} arranged in a 2 x 2 grid sam-
pled from the scene and encoded by the VAE. The order

of chunks is shown in Figure 4. At each training step we
sample a Gaussian noise € ~ A/(0, I) at a randomly sampled
timestep ¢ € [1, 7] which is added to the quadrant of em-
beddings to obtain noisy latents X; = {x?, x}, x? x}} €
R*VXe where i € RY*€ is the noised i-th latent at
timestep .

Our diffusion model takes noisy latents X as input,
along with a binary mask indicating existing chunks and
corresponding conditional embeddings providing context
for outpainting. We consider four possible conditioning
configurations, each with a corresponding mask M and con-
dition embeddings Z.ng, as illustrated in Figure 4. The
mask is defined as M = {m°% m! m? m3} € R*>*VxL,
where M has four possible values: {0, 0, 0,0}, {1,0,1, 0},
{1,1,0,0} or {1,1,1,0}, with 0,1 € RV*L. The condi-
tion embeddings are constructed based on the correspond-
ing masks {0,0,0,0}, {2°,0,2% 0}, {2° 2',0,0} and
{29 21, 22,0} with 0 € RV *¢ to form Zong. The mask,
conditional embeddings and positional embeddings PE are
concatenated to obtain the condition of the diffusion model:

C:M@Zcond®PE (1)

We use a UNet-style Transformer from Craftsman [28] as
the backbone for denoising network €y. The model is then
trained to denoise latents via:

Ex cen(o),t |l€ — €((Xe ® C),1)|3] )

During diffusion model training, one of the four configu-
rations is randomly selected, along with the corresponding
mask and conditional embeddings. Please see the supple-
mental for more details on the raster scan generation.

3.4. Scene Texturing

We optionally texture generated scenes using SceneTex [6],
modifying camera settings for better coverage of our scenes
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compared to the default Spherical Camera'. Using Blender,
we manually keyframe the scene with a fixed camera tra-
jectory and speed, yielding 1.2k to 1.8k keyframes depend-
ing on scene shape and scale to use for SceneTex training.
Scenes are normalized to [—1, 1]2, and we set the camera’s
field of view to 40° with a near clipping distance of 0.01m.
Please refer to the supplement for more details.

4. Experiment
4.1. Dataset

For single-scene experiments, we use the processed scene
from Figure 5 for training. Instead of sampling indi-
vidual chunks, we sample larger quad-chunks of size
(100, hyoz, 100), which consists of a 2x2 grid of smaller
chunks (50, hyoq, 50). Sampling is done along the z and z
axes using occ [1-50:1+50, :, k=50:k+50]. We sam-
ple 100k quad-chunks in total, with 95k used for training
and 5k for validation. While these quad-chunks may overlap,
they are not identical, as they come from different z and
z coordinates. We define the batch size as the number of
quad-chunks used for training, with the quad-chunks divided
into 4 smaller chunks during VAE training (380k train/20k
val). For the diffusion model, the quad-chunks’ point clouds
are encoded using the VAE for diffusion training.

For multi-scene experiments, we add three additional
scenes in additional to the single scene for training. In total
we sample 300k quad-chunks from these scenes.

4.2. Evaluation Metrics

Reconstruction. For reconstruction metrics, we report
Chamfer Distance (CD), F-Score, and IoU following Zhang
et al. [49] by comparing ground truth and reconstructed
chunks on the validation set. CD and F-Score are computed
from 50k sampled points per chunk using a threshold of 2/50
(the voxel length of sampled chunks). For IoU, we sample
20k occupancy values, with 10k split between occupied and
unoccupied regions, along with 10k near-surface points.
Generation. We evaluate the generation quality of our diffu-
sion models using Fréchet PointNet++ [35] Distance (FPD)
and Kernel PointNet++ Distance (KPD), following Zhang
et al. [49]. We use the Pointnet++ model from Point-E [33]
following Yan et al. [47]. Specifically, we sample 10k quad-
chunks from the diffusion model, compute their surface point
clouds (2048 points), and compare them to 10k sampled
quad-chunks from the original scene.

4.3. Model and Baselines

We use triplane representations as a baseline for this task,
given their widespread use in prior work [26, 44]. Note, we
did not directly adopt BlockFusion’s triplane architecture, as

Ihttps://github . com/daveredrum/ SceneTex ? tab=

readme-ov-filef#cameras

it requires fitting triplanes for all dataset chunks, a process
that took thousands of GPU hours on 3D-Front. Instead, we
adopt an LRM [16] style VAE backbone (Sec. 3.2).

We exclude dense grid methods [30, 32] due to their high
memory demands, which scale cubically with resolution,
compared to the quadratic growth of triplanes. In our task,
the height can be up to about 8.5 times greater than the x
and z dimensions for scene chunks in Figure 5, further exac-
erbating memory usage. Additionally, LT3SD [32] requires
multi-scale training for both the autoencoder and diffusion
models, increasing training time.

VAE. For triplane baselines, we explore configurations with
V = 3 x 42, varying the normalization scale .S, and the
number of deconvolution layers, which affects output resolu-
tion (see Tab. 1). For the vector set model, compressing to
V' = 16 preserves geometric fidelity while enabling efficient
diffusion training. Both representations use a channel size
of ¢ = 64, and a sampled point cloud size of N, = 4096.
We set the output triplane channel ¢;,; = 40. The decoder
has L = 24 self-attention layers, and all models are trained
for 160 epochs. Each training iteration samples 4096 query
points per chunk for occupancy supervision.

Diffusion. For all models, we use a 25-layer UNet-like
transformer [28] for diffusion. The triplane diffusion model
operates on embeddings from the VAE with the output tri-
plane resolution of hy.; = wy-; = 64 and S = 6. We train
all models for 320 epochs and a batch size of 192. The trans-
former processes tokens of length 4 x V' as the diffusion
model generates a 2x2 grid of chunks at once.

4.4. Single Scene

In single-scene experiments, we demonstrate the effective-
ness of representing scene chunks as vector sets compared
to spatially structured latents like triplanes. VAE reconstruc-
tion results (Sec. 4.4.1) and diffusion model comparisons
(Sec. 4.4.2) show that the vector set representation achieves
better compression, leading to improved training efficiency
and superior performance over triplanes.

4.4.1. VAE Reconstruction

Tab. 3 presents the quantitative reconstruction results, show-
ing that the vector set model outperforms all triplane settings.
We also report whether occupancy queries are pruned using
the predicted height h or the ground truth height h when
computing meshes for CD and F-Score. The similar values
in both cases indicate the accuracy of our height prediction.

The triplane models are constrained by the VAE’s out-
put resolution, with performance improving as resolution
increases from 3 x 322 to 3 x 642. However, for tall scenes,
coordinate clamping during triplane sampling prevents re-
construction of tall buildings exceeding the scaling factor
of S = 6. Increasing S to 8.5 (matching the tallest chunk)
severely degrades performance due to precision loss from
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Table 1. Comparison of VAE training resources for vector
set vs triplane backbones. Training for most experiments was
run on 2 L40S GPUs, total batch size and memory across all
gpus are reported. The # Latents is the size of the latent for
the VAE backbone and Output Res indicates the triplane size
after deconvolution. Increasing the output triplane resolution to
3 x 1282 requires 4 GPUs for training.

Method BS #Latents OutputRes S Time (hr) Mem. (GB)

40 3 x 42 3x322 6 35.9 35.7
triplane 40 3 x 42 3x 642 6 58.5 55.7
40 3 x 42 3x 1282 6 86 163.2
vecset 40 16 - - 36.1 36.6

Table 2. Comparison of difffusion training resources of vector
set representation against triplanes. Training across all experi-
ments was run on 1 A6000 GPU. The # Tokens are the token
length for the transformer.

Method BS # Tokens Time (hr) Mem. (GB)
triplane 192 4 x 3 x 42 27.6 24.4
vecset 192 4 x 16 11.1 10.4

Table 3. Quantitative comparison of reconstruction across different
VAE backbones. Here h indicates that the predicted height was
used for the occupancy prediction and h the ground truth height.

Method Output Res/S 10Ut CD (i:) 1 F-Score (fz) 1+ CD(h)) F-Score (h) 1

3 x 322/6 0.734 0.168 0.508 0.168 0.508

triplane 3 x 642/8.5 0.805 0.105 0.705 0.105 0.705

3 x 642/6 0.940 0.064 0.831 0.064 0.831

vecset - 0.989 0.055 0.864 0.055 0.863
r=1 r=25

Figure 7. We compare generation results using RePaint [31] for
outpainting with resampling steps r = 1 and r = 5.

excessive compression along the y-axis. While further in-
creasing resolution to 1282 via deconvolution is possible,
it requires training on 4 L40S GPUs (Tab. 1). In contrast,
the vector set model provides better compression (V' = 16
vs V = 3 x 42) while requiring similar training time and
memory as the lowest-resolution triplane model, demonstrat-
ing its efficiency in representing scene chunks and superior
performance. See additional results in the supplement.

4.4.2. Diffusion

Quality. The FPD and KPD scores (Tab. 4) show that the vec-
tor set diffusion model outperforms the baseline triplane dif-
fusion model as well. Qualitative results for a 21x21 chunk
scene (Figure 6) demonstrate the vector set model’s ability to

Table 4. Comparison of triplane and vecset diffusion models for
generated quad-chunks. KPD scores are multiplied 10,

Method FPD| KPDJ
triplane  1.406  2.589
vecset 0.571 0.951

Table 5. We average times on a RTX 2080 Ti over 5 runs for
generating 21 x 21 chunks using RePaint with 5 resampling steps
and our explicit outpainting method with the vecset diffusion model,
and also report the triplane diffusion model’s generation time.

Method Outpaint  Scene Size Emb Gen Time (s) Occ Decode Time (s)

vecset  RePaint 21 x 21 1022.20 60.28
triplane  explicit 21 x 21 221.68 30.84
vecset  explicit 21 x 21 215.92 87.76

generate finer details, especially for buildings, whereas the
triplane model struggles with details and introduces noisy ar-
tifacts which contributes to the higher FPD and KPD scores,
likely due to compression of query points along the y axis.
Additionally, as shown in Tab. 2, the vector set model trains
about 2.5 times faster and uses half the VRAM, benefiting
from three times fewer tokens with a smaller V.

Outpainting. We compare against the inpainting method
RePaint [31], widely used in prior works [26, 32, 44] for
unbounded outpainting. Scenes are generated in the same
order and with the same overlaps as our outpainting model.
However, in RePaint, the mask and conditional embeddings
are set to zero, with existing chunk conditions incorporated
through its iterative re-sampling process. RePaint results
for resampling steps » = 1 and » = 5 are shown in Fig-
ure 7. Without resampling (r = 1), inter-chunk connections
lack coherence, and the process sometimes collapses into
broken chunks, likely due to conditioning on noisy diffusion-
generated chunks. With » = 5, coherence improves, but the
RePaint baseline produces less diverse scenes and occasional
collapses (see supplement). Furthermore, re-sampling is sig-
nificantly slower than our outpainting method (Tab. 5), as
inference time scales with the number of resampling steps,
whereas our method does not require resampling. Note our
outpainting model is parallel and can be potentially adapted
into other methods [32, 44] for faster generation.

Our outpainting method is not perfect, and some chunks
may still be poorly connected and contain noisy artifacts.
In Figure 6, the right orange box shows coherently connected
chunks for our vector set diffusion model, while the left-side
orange box highlights issues such as misaligned bridges or
non-continuous chunks with visible gaps and seams.

4.5. Multiple Scenes

In Sec. 4.4, we demonstrated the efficiency of vector sets,
allowing handling of scene chunks with varying heights. As
well as our outpainting model for fast large scale outdoor
scene generation. However, training on a single scene leads
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Trellis

Figure 8. We present results from our NuiScene model trained on multiple scenes. In Figure (a), the top-right shows the generated geometry,
while the top-left displays the textured model using SceneTex [6]. We render these models and feed them into Trellis [45] for reconstruction
on the bottom (zoom in to see details). Our method produces better geometric detail. Figure (b) presents a large scene generated by our
model, showcasing its ability to blend elements from different scenes in the dataset.

to generated sub-scenes resembling the training data, despite
the model’s ability to generate some novel compositions (see
supplement). To assess its generalization ability and validate
our curation process for NuiScene43, we extend training to
three additional scenes using the vector set backbone.

Figure 8 (b) shows a scene generated by our model, with
purple boxes indicating how it integrates elements (rural
houses, aqueduct, skyscraper) from two distinct scenes. The
results demonstrates our model’s generalization ability, as
such combinations are absent from training, and highlights
the effectiveness of our curation process which unifies di-
verse scenes into a cohesive dataset, enabling the stitching
of chunks from disjoint environments.

We further compare our approach with Trellis [45], a
state-of-the-art image-to-3D object generation method, using
TRELLIS-image-large without decimation. Figure 8 (a)
shows that compared to our model, Trellis produces coarser
geometric details, as its single latent representation for entire
scenes limits fine details in large environments. In contrast,
our model represents each chunk separately, enabling higher-
detail and unbounded scene generation. This highlights a
key limitation of current object generation methods, which
struggle to scale effectively for unbounded scene generation.
See more results in the supplement.

5. Limitations

Currently, we are constrained to training on a limited number
of scenes due to the high storage costs incurred by offline
pre-sampling of chunks. More efficient online chunk sam-
pling could enable training on our larger NuiScene43 dataset
and improve inter-chunk consistency, potentially addressing
issues where the model occasionally ignores conditions and
generates discontinuous or misaligned chunks.

Another limitation is the lack of control or condition-
ing in our generative model, as we do not have labels for
individual chunks. Leveraging foundation models [1, 21]
for semi-automatic label generation of semantic maps or
captions may be used for conditioning during training. A
related challenge, shared by prior works [26, 30, 32, 44], is
the absence of global context. The model only considers a
limited local region, hindering large-scale planning. Explor-
ing a global model capable of planning over large regions to
mimic human-like design, such as coherent city layouts and
road networks, is a promising direction for future work.

Finally, with the growing availability of 3D datasets [9],
we aim to bridge the gap between methods like Wonder-
World [48], which rely on 2D priors from T2I models for
open-domain world generation. This mirrors the progres-
sion from DreamFusion [34], which distills T2I models for
object-centric 3D generation, to models like TRELLIS that
train directly on 3D data for faster and more consistent gen-
eration. While our work also leverages 3D supervision, the
scale remains limited; as future work, we plan to expand
our dataset further by semi-automating our curation pipeline.
Nevertheless, we believe our dataset can serve as the basis
of a benchmark for unbounded outdoor scene generation.

6. Conclusion

We introduce NuiScene, a method for generating expan-
sive outdoor scenes across varied environments. Our model
tackles key challenges such as large height variations and
efficient compression of scene chunks using vector sets. In
addition, our explicit outpainting model enables fast infer-
ence and improved coherence. To support this task, we cu-
rate NuiScene43, a dataset of moderate to large-scale scenes
with varying styles, suitable for unified training.
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