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Abstract

Open Vocabulary Human-Object Interaction (HOI) de-
tection aims to detect interactions between humans and ob-
jects while generalizing to novel interaction classes beyond
the training set. Current methods often rely on Vision and
Language Models (VLMs) but face challenges due to subop-
timal image encoders, as image-level pre-training does not
align well with the fine-grained region-level interaction de-
tection required for HOI. Additionally, effectively encoding
textual descriptions of visual appearances remains difficult,
limiting the model’s ability to capture detailed HOI rela-
tionships. To address these issues, we propose INteraction-
aware Prompting with Concept Calibration (INP-CC), an
end-to-end open-vocabulary HOI detector that integrates
interaction-aware prompts and concept calibration. Specif-
ically, we propose an interaction-aware prompt generator
that dynamically generates a compact set of prompts based
on the input scene, enabling selective sharing among simi-
lar interactions. This approach directs the model’s attention
to key interaction patterns rather than generic image-level
semantics, enhancing HOI detection. Furthermore, we re-
fine HOI concept representations through language model-
guided calibration, which helps distinguish diverse HOI
concepts by investigating visual similarities across cate-
gories. A negative sampling strategy is also employed to im-
prove inter-modal similarity modeling, enabling the model
to better differentiate visually similar but semantically dis-
tinct actions. Extensive experimental results demonstrate
that INP-CC significantly outperforms state-of-the-art mod-
els on the SWIG-HOI and HICO-DET datasets. Code is
available at https://github.com/ltttpku/INP-CC.

1. Introduction
Human-Object Interaction (HOI) detection involves iden-
tifying and localizing humans and objects within an image,
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(a) Interaction-aware prompt integration.

(b) Intra- and inter-modal similarities in original CLIP space (left)
and our calibrated space (right).

Figure 1. (a) CLIP struggles with local region understanding
due to its holistic pretraining. To address this, we introduce
Interaction-Aware Prompts, enabling selective prompt sharing
among related interaction categories. Similar interactions (e.g.,
hug and pet a cat) leverage the same prompt, improving region-
level interaction detection. (b) Existing CLIP-based methods of-
ten struggle with adapting to diverse HOI concepts. For instance,
the visual embedding of the action hurling (represented by the tri-
angle) may misalign with the text embedding of pitching (repre-
sented by the orange circle). In contrast, our calibrated embed-
dings better distinguish visually similar actions, effectively cap-
turing nuanced intra- and inter-modal correlations.

while predicting their semantic relationships. Accurate HOI
localization is crucial for applications such as video analy-
sis [13, 86, 99, 100], human activity recognition [2], and
scene understanding [16, 41, 53, 72, 83]. Deep neural net-
works [62, 80, 85, 96, 97] have demonstrated strong perfor-
mance in HOI detection when provided with sufficient an-
notated training data [10, 30, 39, 44, 49, 75, 78, 92, 95, 98].
However, these models primarily rely on closed-set train-
ing data, limiting their generalization to novel classes in
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(a) Origin image. (b) Previous method. (c) Ours.

Figure 2. Qualitative comparison between previous and our
method. The previous method (CMD-SE) struggles to accurately
identify key interaction regions, leading to incorrect predictions
(such as “mending fence”). In contrast, our method specifically
focuses on the interaction between the paintbrush and the canvas,
enabling more accurate predictions of “painting canvas”.

open-world scenarios. In real-world settings, the presence
of novel classes and the high cost of acquiring large anno-
tated datasets for open-label tasks make it essential to de-
velop transferable HOI detectors that can identify interac-
tions based solely on class names in an Open Vocabulary
(OV) setting.

Earlier works [1, 20–22, 27] sought to enhance HOI de-
tection by decomposing interactions into actions and ob-
jects, using data augmentation to create new combinations
for detecting unseen interactions. However, without se-
mantic context, these methods are limited to a small set of
predefined actions and objects, restricting their generaliza-
tion ability. The development of visual-language models
(VLMs) like CLIP [58] has enabled recent research [18, 35,
47, 55, 74, 77] to incorporate natural language into HOI de-
tection, transferring knowledge from CLIP to identify pre-
viously unseen HOI concepts. Despite this progress, these
approaches face key limitations in tackling open-vocabulary
HOI detection: (1) Region vs. Image-Level Perception Mis-
alignment: HOI detection requires fine-grained reasoning
on localized image regions, whereas CLIP is trained on
holistic image understanding. This discrepancy introduces
a distribution gap, impeding the model’s detection per-
formance in complex scenes. (2) Suboptimal Text-Visual
Alignment for Fine-Grained HOI Concepts: Current meth-
ods struggle to capture the subtle intra- and inter-modal re-
lationships necessary for differentiating visually similar ac-
tions. This issue stems from the region-level misalignment
mentioned above—CLIP’s image-level pretraining fails to
establish fine-grained visual-text correspondences, leading
to the loss of critical action distinctions. For instance, words
like “hurl”, “throw”, and “pitch” have distinct meanings but
are often weakly aligned with visual cues. Similar back-
grounds or irrelevant regions further disrupt learning, mak-
ing it hard to distinguish actions like “hurling” vs. “pitch-
ing” (see Fig. 1b), limiting adaptability to novel interac-
tions.

To address the challenges mentioned, we introduce INP-
CC, a HOI generalist model with INteraction-aware Prompt
and Concept Calibration, designed for HOI detection in
open-world settings. The overall framework enables the

model to focus attention on key interaction regions, as
demonstrated in Fig. 2.

First, to mitigate the perception gap in the pretrained
image encoder, we propose interaction-aware prompts that
guide the model’s focus toward interaction-relevant regions.
Specifically, we develop an interaction-adaptive prompt
generator, which constructs a compact set of interaction-
specific prompts. These prompts consist of (1) a common
prompt, shared across all scenes to capture general HOI fea-
tures, and (2) interaction prompts, selectively shared among
semantically related interactions. Instead of assigning a
unique prompt to each interaction—which is infeasible in
an open-vocabulary setting due to the vast interaction space
and high computational cost—we enable selective sharing
of prompts among interactions with similar semantic or
functional patterns, as illustrated in Fig. 1a. For exam-
ple, interactions such as “hold cup” and “hold bottle” ex-
hibit similar hand-object contact dynamics, making a shared
prompt beneficial for efficient representation learning. To
further enhance adaptability, our approach dynamically se-
lects and refines these prompts based on input images, en-
abling better contextualization of region-level interactions.

Second, we propose calibrating HOI concept represen-
tations with guidance from large language models (LLMs).
We leverage GPT-3.5 to generate detailed visual descrip-
tions for each HOI category, covering human poses, object
attributes, and interaction contexts. However, CLIP strug-
gles with aligning region-level visual features with text, fa-
voring dominant scene elements over fine-grained interac-
tions [32, 82, 90]. Consequently, text embeddings may not
align well with the interactive components in the image.
To address this, we incorporate Instructor Embedding [60],
a T5-based discriminative language model, to refine and
reassess category similarities. This improves intra-modal
relationships, clustering related actions like “hurling” and
“throwing” more effectively, as shown in Fig. 1b. Addition-
ally, we introduce a negative sampling strategy, selecting
hard negatives from semantically similar concepts, ensur-
ing the model learns to distinguish fine-grained action dif-
ferences. As illustrated in Fig. 1b, this strategy pulls the vi-
sual embedding of “hurling” closer to its corresponding text
embedding while pushing it away from the text embedding
of “pitching”, reducing confusion between visually similar
but semantically distinct actions.

The main contributions of this paper are threefold. (1)
We introduce an interaction-adaptive prompt generator, a
novel mechanism for prompt generation and selection that
enhances the model’s adaptability to various scenes by in-
corporating interaction-specific knowledge. (2) We lever-
age large language models to capture HOI concept relation-
ships, using this information to sample negative categories
for enhancing inter-modal modeling. (3) Experiments on
SWIG-HOI [73] and HICO-DET [6] datasets demonstrate

23946



that our proposed method achieves state-of-the-art perfor-
mance in Open-Vocabulary HOI detection.

2. Related Work

2.1. HOI Detection
Based on network architecture design, prior HOI detection
methods can be categorized into two main paradigms: one-
stage [7–9, 12, 17, 24, 29, 31, 33, 37, 39, 46, 64, 69, 92,
103, 104] and two-stage [4, 14, 15, 25, 34, 42, 56, 70, 71,
76, 79, 94, 95] approaches. In the two-stage approach,
an off-the-shelf detector [5, 59] first locates and classi-
fies objects, followed by dedicated modules for associat-
ing humans with objects and recognizing their interactions.
These methods often utilize multi-stream [19, 22, 43, 49]
or graph-based [65, 84] techniques to improve interaction
understanding. In contrast, one-stage methods apply mul-
titask learning to simultaneously handle instance detection
and interaction recognition [30, 46, 61, 92]. Despite these
advancements, traditional HOI detection approaches treat
interactions as discrete labels within a fixed category space,
relying on classifiers trained on predefined categories. This
constraint limits their capacity to recognize the broader
spectrum of potential unseen interactions.

2.2. VLM-based HOI Detection
Despite substantial progress in HOI detection, most meth-
ods still treat interactions as discrete labels, often miss-
ing the richer semantic structure embedded in triplet la-
bels. Earlier research [23, 63, 102, 105] tackled this prob-
lem by integrating language-based priors, which enhanced
the model’s ability to generalize to unseen HOI triplets dur-
ing inference. With the rise of Vision-Language Models
(VLMs) like CLIP, recent studies [18, 35, 40, 47, 51, 55,
67, 68, 77, 81, 87, 89] have shifted focus toward trans-
ferring VLM knowledge to recognize novel HOI concepts.
For example, GEN-VLKT [47] and HOICLIP [55] utilize
the CLIP visual encoder to guide interaction representa-
tion learning, initializing classifiers with CLIP-generated
text embeddings. OpenCat [101] utilizes weakly super-
vised data and introduces various proxy tasks to pre-train
HOI representations with CLIP. Additionally, RLIP [105]
and DP-HOI [45] explore vision-language pretraining to de-
velop transferable HOI detectors. THID [74] introduces a
HOI sequence parser capable of identifying multiple inter-
actions simultaneously, demonstrating strong performance
on the open-vocabulary SWIG-HOI dataset [73]. MP-
HOI [87] integrates visual prompts into existing language-
guided-only HOI detectors based on large-scale training.
CMD-SE [35] further enhances HOI detection by incorpo-
rating conditional multi-level decoding along with the hu-
man body part descriptions to enrich interaction context.
However, previous VLM-based methods still fail to accu-

rately model the diversity of HOI concepts due to a mis-
match between the region-level visual representations and
the holistic, general-purpose nature of the text-based repre-
sentations.

2.3. Large Language Model
Language data has become essential in open-vocabulary
research, with Large Language Models (LLMs) offering
valuable knowledge for various NLP tasks. Works such
as [52, 57, 88] have leveraged LLMs to generate descrip-
tive labels for visual categories, enriching VLMs without
the need for additional training or labeling. Recent stud-
ies [11, 26, 28, 38, 66, 91] further utilize LLMs to generate
fine-grained descriptions for detection tasks. For instance,
[91] uses contextual LLM tokens as conditional queries for
the visual decoder, and [66] filters out unlikely HOIs us-
ing LLM semantic priors. Recent works employ genera-
tive LLMs to generate fine-grained HOI descriptions. Uni-
HOI [3] acquires HOI descriptions through knowledge re-
trieval. SICHOI [50] constructs a syntactic interaction bank
from multiple levels to provide interaction clues. CMD-
SE [35] exploits descriptions of body part states to discern
fine-grained HOIs. However, previous methods still strug-
gle to model intra- and inter-modal similarities across di-
verse HOI concepts. To address this, we propose enhancing
VLMs with discriminative LLMs to capture intra-modal re-
lationships and distinguish visually similar yet semantically
distinct actions through a hard negative sampling strategy
for inter-modal modeling.

3. Method
In this section, we propose the design of an open-vocabulary
HOI detector capable of identifying interactions from novel
classes by leveraging the generalization learned from a set
of trained classes.

3.1. Preliminary
Problem Definition. Open Vocabulary HOI Detection aims
to detect HOIs from novel classes besides the base classes
on which the detector is trained. We define an interaction as
a tuple (bo, bh, o, a), where bo, bh ∈ R4 denote the bound-
ing box of a human and object instance, respectively. o ∈ O
and a ∈ A denote the object and action category, where A
and O denote the human action and object set, respectively.
In the training stage, we have HOIs consisting of base ac-
tion classes AB and base object classes OB. In the testing
stage, there are novel HOI classes that involve either AN or
ON that need to be detected. Typically, AB ∪ AN = A and
AB ∩ AN = ∅; OB ∪ ON = O and OB ∩ ON = ∅. In
other words, the objective of open-vocabulary HOI detec-
tion entails recognizing interactions that have not been en-
countered during the training phase, encompassing unseen
objects, actions, and their various combinations.
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Figure 3. Overall architecture of our INP-CC method. Given an input image, we first extract the spatial feature map using a pre-trained
CLIP image encoder, augmented with our interaction-aware prompts. These prompts consist of a common prompt, shared across all scenes,
and individualized prompts that are tailored to specific interaction patterns. We then adaptively select and refine these prompts based on the
input image. To further enhance HOI recognition, we use embeddings calibrated via language models to model intra-modal relationships,
producing K distinct clusters. During training, we sample negative categories from the clusters that overlap with the positive categories in
the current batch, improving inter-modal similarity modeling. This approach helps create a more structured and discriminative semantic
space for HOI concepts.

Baseline Revisited. We begin by introducing a basic end-
to-end open-vocabulary HOI detector, leveraging the gener-
alization capability of CLIP [58] on classification tasks. We
frame HOI detection as an end-to-end set matching prob-
lem, similar to DETR [5], thereby eliminating the need for
handcrafted components such as anchor generation. Firstly,
for a given image I, we obtain the spatial feature map FI

using the pre-trained CLIP image encoder EV:

FI = EV(I) (1)

where FI ∈ RHW×C denotes a sequence of feature em-
beddings of I. We then utilize a transformer-based decoder
D to decode the HOIs in I. Specifically, taking the pro-
jected context feature and HOI queries Q = (q1, q2, ..., qN )
as input, where N denotes the number of HOI queries, the
output from the final layer of D serves as the representation
of interactions:

H = D(Q,FI) (2)

where Q is treated as query, and the projected context rep-
resentation is treated as key and value during the cross-
attention mechanism of the HOI decoder D. The resulting
H = (h1, h2, ..., hN ) corresponds to the decoded interac-
tion features associated with each query. Then, we feed
them to two different head networks: 1) a bounding box re-
gressor Pbbox, which predicts a confidence score c and the

bounding box of the interacting human and object (bh, bo).
2) a linear projection Pcls which maps the feature to the
joint vision-and-text space. Similar to [35, 74], we compute
its similarity with the semantic features Thoi from the CLIP
text encoder ET for interaction recognition.
Overall Architecture. The overall architecture of our
proposed INP-CC is illustrated in Fig. 3. Given an im-
age, we obtain the spatial feature map FI using the pre-
trained CLIP image encoder EV along with our proposed
interaction-aware prompt PIA, as shown in the upper part
of Fig. 3. The interaction-aware prompt generation process,
detailed in Sec. 3.2, bridges the gap between image-level
recognition and region-level interaction detection, improv-
ing the encoder’s ability to model diverse HOI scenes. Then
in Sec. 3.3, we describe the process of HOI concept calibra-
tion, including intra-modal relationship modeling and nega-
tive concept sampling strategy (illustrated in the lower part
of Fig. 3, shaded in light blue). This approach enhances the
model’s ability to discern correlations among diverse HOI
concepts, guiding the model within a more structured se-
mantic space. At last, we present loss functions used to
train our INP-CC in Sec. 3.4.

3.2. Interaction-aware Prompt Generation
To bridge the gap between image-level pre-training and the
detailed region-level interaction detection needed for HOI
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tasks, we introduce interaction-aware prompts to strengthen
the visual encoder’s ability to focus on key interaction re-
gions and represent diverse HOI scenes. In this subsection,
we present an interaction-adaptive prompt generator de-
signed to capture key attributes specific to HOIs, effectively
transferring pre-trained VLM knowledge into the HOI con-
text. These interaction prompts are then refined through an
adaptive selection mechanism to optimize their relevance
and impact.
Constructing Interaction-aware Prompts. As illustrated
in the gray shaded area in Fig. 3, our interaction adap-
tive prompt generator introduces a targeted mechanism for
generating prompts tailored to the HOI detection task. It
comprises two key components: (1) a common prompt,
which captures shared knowledge across all interaction
classes, and (2) a set of interaction-specific prompts, effi-
ciently encoded through low-rank decomposition to repre-
sent interaction-specific knowledge. To enhance both ef-
ficiency and generalizability, we constrain the number of
interaction prompts to be significantly lower than the total
number of interaction classes in the open-vocabulary set-
ting, encouraging semantically similar interactions to share
the same prompt. This enables each interaction prompt
to adaptively capture commonalities across different HOI
types.

Specifically, we define PC ∈ RL×D as the common
prompt, where L is the prompt length and D denotes the
feature embedding dimension. This common prompt cap-
tures general knowledge applicable to all classes. Addition-
ally, we construct a series of prompts tailored to specific
interactions, denoted as {P̂ i

IT }Mi=1, where M represnets the
total number of interaction patterns, and each prompt P̂ i

IT ∈
RL×D is dedicated to learning interaction-specific informa-
tion. Each interaction-specific prompt P i

IT is obtained by
combining the common prompt with the interaction-specific
prompt as follows:

P i
IT = P̂ i

IT ⊙ PC (3)

where ⊙ denotes the Hadamard product.
To enhance computational efficiency and performance,

inspired by effective low-rank methods [36], we parameter-
ize P̂ i

IT as a low-rank matrix, represented by the product
of two low-rank vectors: ui

IT ∈ RL and viIT ∈ RD. This
decomposition into rank-one subspaces facilitates the effi-
cient encoding of interaction-specific information, enabling
the model to leverage both common and interaction-specific
knowledge effectively for precise HOI detection.
Selection Mechanism. To enable adaptive learning of in-
teraction prompts, we introduce a selection mechanism that
dynamically chooses the appropriate interaction prompts
for a given input image. Specifically, each interaction
prompt is associated with a learnable key, defined as:

kiIT = g(P i
IT ) (4)

where the function g is implemented as a Multi-Layer Per-
ceptron (MLP) layer. For an input image I, we compute the
similarity between its feature embedding and each interac-
tion key:

wi = ϕ(fI, k
i
IT ) (5)

where fI is the image fingerprint extracted by the CLIP im-
age encoder EV, ϕ denotes the cosine similarity function,
and wi is a weight vector that reflects the relevance of each
prompt. We then select the top-k most relevant prompts
based on their similarity weights wi, forming a set of se-
lected keys KIT . The final interaction-aware prompt is con-
structed by combining the selected prompts weighted by
their respective similarities:

PIA =
∑

ki
IT∈KIT

wiP
i
IT (6)

By selecting prompts in an input-adaptive manner, this
mechanism balances the common and specific attributes of
the HOI classes. Consequently, it enables the model to con-
textualize interactions more effectively, enhancing the pre-
trained encoder’s ability to capture distinctive HOI charac-
teristics. Note that our design also plays a crucial role in
guiding the model to focus on interaction-relevant regions.
When multiple semantically similar interactions (e.g., “hold
cup” and “hold bottle”) share a common interaction prompt,
the model learns to emphasize key regions that are con-
sistently important across those interactions—such as the
hand-object contact area. This reinforcement improves the
model’s ability to localize fine-grained interaction-specific
details while filtering out irrelevant background noise. Ad-
ditionally, by sharing prompts among semantically related
interactions, the model benefits from richer supervision
over common interaction attributes, making it easier to gen-
eralize and refine attention to relevant interaction regions,
even in novel scenarios.

3.3. HOI Concept Calibration
To alleviate VLM’s weak adaptability to diverse HOI con-
cepts, we propose to leverage the language models to cal-
ibrate the semantic representations, enhancing the model’s
ability to recognize and cluster visually similar actions ef-
fectively. In this subsection, we first introduce the process
of intra-modal relationship modeling using language mod-
els, which enables more refined concept alignment. Addi-
tionally, we incorporate a negative sampling strategy during
training to improve the model’s capacity to differentiate be-
tween visually similar but conceptually distinct actions.
Intra-modal Relation Modeling. Based on the problem
identified in Fig. 1b, we generate visual descriptions for
each concept using GPT, establishing clearer visual distinc-
tions and enhancing concept representation. Additionally,
we leverage the instruction embedding, provided by a T5



Figure 4. Intra-modal Relationship Modeling.

model [54] , known for its robust semantic understanding, to
assess similarity relationships among these visual concepts,
thereby capturing intra-modal relationships. As illustrated
in Fig. 4, for a given HOI category (a, o)—where a ∈ A
and o ∈ O represent an action and an object, respectively,
as defined in Sec. 3.1—we begin by generating fine-grained
visual descriptors da,o by prompting GPT:

da,o = GPT(a, o, prompt) (7)

These visual descriptions are then processed by the T5
model ELM to generate visual description embeddings:

T a,o
vis = ELM(da,o) (8)

This approach constructs an open set D of visual concepts
and their corresponding embeddings Tvis. To identify vi-
sually similar concepts, we cluster the visual description
embeddings into J clusters, denoted as C = {Ci}J1 . Con-
cepts within the same cluster are considered to share sim-
ilar visual attributes. As shown in Fig. 3, these extracted
intra-modal relationships are then utilized during training
in the negative concept sampling strategy, which reinforces
the model’s ability to discern visually comparable yet se-
mantically distinct actions.
Negative Category Sampling. To improve inter-modal
similarity modeling, we propose a negative category sam-
pling strategy. In this approach, negative samples are drawn
from semantically similar concepts within the current mini-
batch during classification loss computation. This helps the

model differentiate between visually similar yet semanti-
cally distinct actions more effectively.

Specifically, to ensure the model remains focused on vi-
sually relevant distinctions, we sample negative categories
from clusters that include the ground truth categories of
each training batch, denoted as Ccur. This guarantees that
the model is exposed to visually similar yet distinct cate-
gories, forcing it to differentiate subtle differences between
related HOI concepts. As a result, by sampling negative cat-
egories from these clusters, we encourage the visual embed-
dings of HOIs to align more closely with their correspond-
ing text embeddings, while simultaneously distancing them
from the embeddings of similar, neighboring categories.
For instance, as illustrated in Fig. 1b, the visual embedding
of “hurling” is encouraged to align more closely with its
corresponding text embedding, rather than being confused
with the embedding of “pitching”. This strategy helps the
model learn finer distinctions between visually similar cate-
gories, thereby enhancing its generalization ability and im-
proving robustness.

3.4. Training and Inference
Training. We compute the box regression loss Lb, the
intersection-over-union loss Liou, and the interaction clas-
sification loss Lcls during training following previous
work [35, 47, 55]:

L = λb

∑
i∈{h,o}

Li
b + λiou

∑
i∈{h,o}

Li
iou + λclsLcls (9)

Inference. For each HOI prediction, including the bound-
ing box pair (b̂ih, b̂io), the bounding box score ĉi from the
bounding box regressor, and the interaction score ŝi from
the interaction classifier, the final score ŝi

′ is computed as:

ŝi
′ = ŝi · ĉiγ (10)

where γ is a constant used during inference to suppress
overconfident objects [93, 94].

4. Experiment
4.1. Experimental Setting
Datasets. Our experiments are mainly conducted on two
datasets, SWIG-HOI [73] and HICO-DET [6]. The SWIG-
HOI dataset encompasses more than 400 human actions and
1000 object categories. Notably, the test set of SWIG-HOI
naturally contains previously unseen combinations due to
the extensive category space of actions and objects. The
HICO-DET dataset provides 600 combinations involving
117 human actions and 80 objects. We follow [20, 74] to
simulate a zero-shot detection setting by holding out 120
rare interactions from all 600 interactions.
Evaluation Metric. We follow the settings of previous
works [6, 47, 49, 74] to use the mean Average Precision



(mAP) for evaluation. We define an HOI triplet prediction
as a true-positive example if the following criteria are met:
1) The IoU of the human bounding box and object bound-
ing box are larger than 0.5 w.r.t. the GT bounding boxes; 2)
the predicted interaction category is accurate.
Implementation Details. We employ the ViT-B/16 version
as our visual encoder following [35, 74]. We set the size
of the interaction-aware prompt to 128 and 8 for SWIG-
HOI and HICO-DET datasets, respectively. We set k in the
selection mechanism to 2. We set the cluster number J to 64
and select 10 hard negative samples during each iteration.
We train our model for 80 epochs with a batch size of 128
on 2 NVIDIA 3090 GPUs.

4.2. Comparison with Other Methods
Results on HICO-DET. We compare our method with
state-of-the-art approaches in the zero-shot setting of
HICO-DET (Tab. 1). While recent methods [47, 55] use
CLIP text embeddings for interaction classification, they
rely on DETR models pretrained on COCO [48], limiting
scalability in open-world scenarios. However, this compar-
ison is not entirely fair, as HICO-DET and COCO share
the same object labels. Open-vocabulary methods [35, 74]
overcome this constraint by avoiding detection dataset pre-
training. Our INP-CC outperforms CMD-SE by 0.77% in
mAP on the full split, setting a new state-of-the-art.
Results on SWIG-HOI. To evaluate the effectiveness of
our approach, we compare the results with previous state-
of-the-art methods on the SWIG-HOI dataset. As shown
in Tab. 2, our model significantly outperforms the previ-
ous state-of-the-art (CMD-SE) on all splits, achieving a rel-
ative gain of 9.70% on all interactions. This shows the
strong capability of our INP-CC to detect and recognize the
interactions of human-object pairs in the open-vocabulary
scenario. Additionally, our model surpasses CMD-SE by
1.48%, 1.35%, and 1.59% on the interactions “admiring”,
“browsing”, and “reading”, respectively, effectively distin-
guishing fine-grained variations in “looking” behaviors.

4.3. Ablation Study
Different Component. We empirically investigate the im-
pact of different components of the proposed method on
performance using the SWIG-HOI dataset, as shown in
Tab. 3. Our analysis begins with a baseline model that uti-
lizes common prompts, built upon the model described in
Sec. 3.1. Adding INP results in substantial improvements
across all dataset splits, indicating that these prompts effec-
tively bridge the gap between image-level pre-training and
the more granular region-level interaction detection. Fur-
thermore, we observe that incorporating the CC module
yields additional performance gains, particularly on the un-
seen split, demonstrating the enhanced generalizability of
the calibrated structured semantic space.

Method
Pretrained
Detector Unseen Seen Full

Zero-shot Methods
GEN-VLKT [47] ✓ 21.36 32.91 30.56
HOICLIP [55] ✓ 23.48 34.47 32.26
CLIP4HOI [51] ✓ 28.47 35.48 34.08
HOIGen [18] ✓ 31.01 34.57 33.86

Open-vocabulary Methods
THID [74] ✗ 15.53 24.32 22.38
CMD-SE [35] ✗ 16.70 23.95 22.35
INP-CC (Ours) ✗ 17.38 24.74 23.12

Table 1. Performance comparison on HICO-DET under the simu-
lated zero-shot setting.

Method Non-rare Rare Unseen Full

QPIC [61] 16.95 10.84 6.21 11.12
GEN-VLKT [47] 20.91 10.41 - 10.87
MP-HOI [87] 20.28 14.78 - 12.61
THID [74] 17.67 12.82 10.04 13.26
CMD-SE [35] 21.46 14.64 10.70 15.26
INP-CC (Ours) 22.84 16.74 11.02 16.74

Table 2. Performance comparison on SWIG-HOI in terms of mAP.

INP CC Non-rare Rare Unseen Full

19.77 14.53 9.22 14.43
✓ 21.43 15.48 10.15 15.54

✓ 21.41 15.02 10.12 15.30
✓ ✓ 22.84 16.74 11.02 16.74

Table 3. Ablations of different modules of our INP-CC on the
SWIG-HOI dataset. INP: Interaction-aware Prompt. CC: Concept
Calibration.

Interaction-aware Prompts. In Tab. 4, we investigate
the impact of different sizes and the selection mechanism
of interaction-aware prompts. As shown in the first row,
when the model is only equipped with common prompts, it
achieves a mAP of 15.30 on the full split. In the second row,
introducing interaction-aware prompts without the selection
mechanism leads to a modest improvement of 0.68 mAP.
The third row demonstrates that when the model is provided
with our proposed interaction-aware prompts, specifically
tailored for each scene, it achieves the best performance
across all splits. Finally, the last two rows show that ad-
justing the prompt size (either too large or too small) leads
to slight performance degradation, likely due to insufficient
or redundant interaction patterns.
The Design of Calibrated Clustering. We explore cluster-
ing strategies for fine-grained semantic calibration in Tab. 5.



Size Sel. Non-rare Rare Unseen Full

0 21.41 15.02 10.12 15.30
128 22.13 15.60 10.41 15.98
128 ✓ 22.84 16.74 11.02 16.74
64 ✓ 22.58 15.92 10.73 16.31
256 ✓ 22.06 15.90 10.75 16.18

Table 4. Ablations of the interaction-aware prompt. Sel.: selection
mechanism.

CE CT Non-rare Rare Unseen Full

CLIP HOI name 21.94 16.12 10.85 16.17
CLIP desc. 22.57 15.61 10.32 15.93

IE desc. 22.84 16.74 11.02 16.74

Table 5. Ablations of the clustering design. CE: Cluster Encoder.
CT: Cluster Text. IE: Instructor Embedding.

Strategy Non-rare Rare Unseen Full

Easy 21.87 15.82 10.66 15.95
Random 21.88 16.01 10.80 16.15

Hard 22.84 16.74 11.02 16.74

Table 6. Ablations of the negative sampling strategy.

As shown in the first two lines of Tab. 5, using CLIP em-
beddings of HOI descriptions results in a 0.81 mAP drop
compared to using HOI names, indicating the CLIP text en-
coder struggles with nuanced interactions. Our approach,
clustering visual description embeddings from the T5 space,
achieves the best performance across all splits. This abla-
tion study emphasizes the importance of visual similarity-
based concept sampling for improved detection.
Negative Sampling Strategy. In Tab. 6, we compare dif-
ferent negative sampling strategies. The “Easy” strategy se-
lects negative categories from clusters that do not contain
any categories in the current minibatch, while the “Ran-
dom” strategy randomly selects negative categories regard-
less of their cluster membership. Both “Easy” and “Ran-
dom” show similar performance but are less effective, as
they don’t fully capture the complexities needed for opti-
mal learning. The “Hard” strategy leads to the best results
by challenging the model with more difficult examples.
Analysis of the interaction-aware prompt. In open-
vocabulary settings, assigning unique prompts to each in-
teraction is impractical due to the large interaction space
and long-tail distribution. To overcome this, we use a com-
pact set of INPs, where semantically similar interactions
share prompts. As seen in Fig. 5a, related HOI classes of-
ten select the same INPs, indicating effective pattern cap-
ture. Lower entropy in INP selection correlates with higher

(a) Inter-class semantic similarity
vs INP selection similarity.

(b) Intra-class INP selection en-
tropy vs performance.

Figure 5. Analysis on INteraction-aware Prompt (INP).

(a) Reading. (b) Surfing.

(c) Hugging. (d) Photographing.

Figure 6. Qualitative examples.

mAP scores (Fig. 5b), demonstrating that INPs improve the
model’s generalization to unseen interactions in open-world
scenarios.

4.4. Qualitative Results
To showcase the effectiveness of our method, we present vi-
sualizations of the prediction results in Fig. 6. Our model
demonstrates a strong ability to focus attention on key in-
teraction regions, as evidenced by several examples. For
instance, in Fig. 6a, it accurately highlights the eye region
during reading. Similarly, in Fig. 6b, the model emphasizes
the extended arms of a person while surfing. Moreover, our
model is capable of detecting interactions with relatively
small objects, such as the camera in Fig. 6d and the par-
tially occluded book in Fig. 6a.

5. Conclusion

We propose interaction-adaptive prompts and concept cal-
ibration to address open-vocabulary HOI detection. Un-
like prior methods hindered by the distribution gap between
region-level interaction detection and image-level classifi-
cation, our approach adaptively transfers interaction-aware
knowledge to bridge this gap, improving model adaptabil-
ity across diverse HOI scenes. We also introduce a lan-
guage model-guided HOI concept calibration to capture
intra-modal relationships, enhancing the model’s ability to
differentiate HOI concepts. A hard negative sampling strat-
egy further enables better differentiation of visually similar
yet semantically distinct actions. Experiments show signif-
icant improvements over state-of-the-art models on HICO-
DET and SWIG-HOI datasets.
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