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Figure 1. Motivation: Limitations of Existing VSR Methods on Complex Degradations. As degradation complexity increases, state-
of-the-art methods demonstrate significant performance drop—either producing over-smoothed results (oil painting effect) or failing to
remove complex artifacts. This limitation persists across different architectural designs, revealing that architectural innovation alone is
insufficient for handling complex real-world degradations. Our work addresses this fundamental challenge. (Zoom in for best view)

Abstract

Diffusion models have demonstrated exceptional capabil-
ities in image restoration, yet their application to video
super-resolution (VSR) faces significant challenges in bal-
ancing fidelity with temporal consistency. Our evaluation
reveals a critical gap: existing approaches consistently fail
on severely degraded videos—precisely where diffusion mod-
els’ generative capabilities are most needed. We identify
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that existing diffusion-based VSR methods struggle primar-
ily because they face an overwhelming learning burden: si-
multaneously modeling complex degradation distributions,
content representations, and temporal relationships with
limited high-quality training data. To address this fun-
damental challenge, we present DIiffVSR, featuring a Pro-
gressive Learning Strategy (PLS) that systematically de-
composes this learning burden through staged training, en-
abling superior performance on complex degradations. Our
framework additionally incorporates an Interweaved La-
tent Transition (ILT) technique that maintains competitive
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temporal consistency without additional training overhead.
Experiments demonstrate that our approach excels in sce-
narios where competing methods struggle, particularly on
severely degraded videos. Our work reveals that addressing
the learning strategy, rather than focusing solely on archi-
tectural complexity, is the critical path toward robust real-
world video super-resolution with diffusion models.

1. Introduction

The rapid growth of digital video content across me-
dia platforms has heightened the demand for high-quality
video viewing experiences. Real-world video super-
resolution (VSR), which aims to reconstruct high-resolution
(HR) videos from low-resolution (LR) ones with com-
plex degradations, has become increasingly important in
both academic research and industrial applications. Un-
like the controlled environments of synthetic datasets, real-
world videos exhibit diverse and compound degradations—
including noise, compression artifacts, blur, and their vari-
ous combinations—presenting significant challenges for ex-
isting VSR methods.

Recent advancements in diffusion models have demon-
strated exceptional capabilities in image generation and
restoration tasks [ 16, 17], suggesting their potential for VSR
applications. Despite this promise, a critical gap exists be-
tween claimed and actual performance: while numerous
VSR methods report effectiveness on real-world degrada-
tions in their controlled experiments, our evaluations re-
veal consistent failure when confronted with severely de-
graded real-world videos. These methods either produce
over-smoothed results resembling oil paintings or fail to re-
move complex artifacts—precisely in scenarios where diffu-
sion models’ generative power is most needed.

Our investigations reveal a significant insight: despite
the diversity of architectural approaches in recent works
(e.g., MGLD, UAV with different backbones), they all
struggle with complex real-world degradations. This sug-
gests that the primary bottleneck may not lie in architec-
tural design. Instead, we identify the fundamental chal-
lenge as the overwhelming learning burden placed on dif-
fusion models, which must simultaneously learn complex
degradation distributions, content representations, temporal
relationships, and perceptual quality optimization—all with
limited high-quality video training data.

This insight prompted us to reconsider the conventional
wisdom in diffusion-based VSR research. Rather than fo-
cusing on architectural refinements, we identified that how
models learn fundamentally determines performance on
complex degradations. Based on this insight, we present
Diff VSR, featuring our core innovation: a Progressive
Learning Strategy (PLS) that gradually builds the model’s
capacity to handle increasingly complex degradations by

systematically decomposing the learning burden. Addi-
tionally, we developed an Interweaved Latent Transition
(ILT) approach that ensures seamless integration of video
segments without requiring additional training or complex
alignment operations.

Our framework also includes architectural components
(multi-scale temporal attention and temporal-enhanced
VAE) that work synergistically with our learning strategy.
Our ablation studies demonstrate that while these architec-
tural elements provide measurable benefits, the gains from
PLS are particularly substantial when handling severely de-
graded videos. This finding explains why many existing ap-
proaches with similar or even more complex architectural
elements still struggle with severe degradations—they fo-
cus on architecture while underestimating the critical im-
portance of how models learn.

Through experimentation on both synthetic and real-
world datasets across varying degradation complexities, we
demonstrate that Diff VSR achieves robust performance in
restoring severely degraded videos. Notably, our approach
recovers fine details and textures while maintaining compet-
itive temporal consistency, even for videos with complex
degradation patterns where competing methods show sig-
nificant quality degradation. This validates our hypothesis
that properly addressing the learning burden may be more
fundamental than architectural sophistication for real-world
VSR applications.

The primary contributions of this work are:

* Progressive Learning Strategy (PLS), our core inno-
vation that enables diffusion models to effectively han-
dle complex real-world degradations by gradually build-
ing capacity, providing significantly enhanced robustness
compared to existing approaches.

* Interweaved Latent Transition (ILT) that complements
PLS by ensuring seamless integration of video segments
without additional training or computational overhead,
addressing a practical limitation in sequence processing.

» Extensive evaluations showing our method’s superior ro-
bustness across varying degradation complexities, es-
tablishing a new practical recipe for real-world VSR ap-
plications.

Our work establishes an effective approach for real-
world VSR and highlights the importance of learning strate-
gies in diffusion-based video restoration. We encourage
readers to view video demonstrations on our project web-
site, which better showcase the recovery of fine details and
temporal consistency than static figures.

2. Related Work

Video Super-Resolution. Traditional VSR methods focus
on sophisticated architectures to leverage temporal informa-
tion. TDAN [19] and EDVR [24] introduced deformable
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Figure 2. Overview of our proposed Diff VSR framework. (a) Model architecture with enhanced UNet and VAE. (b) Architectural im-
provements for feature extraction and reconstruction. (c) Progressive Learning Strategy (PLS), our core innovation for handling complex
degradations. (d) Multi-Scale Temporal Attention (MSTA) for capturing temporal dependencies at different scales.

convolution for feature alignment, while BasicVSR [3]
and BasicVSR++ [4] enhanced temporal modeling with re-
current structures. Despite advances in architectural de-
sign, these methods often struggle with complex real-world
degradations.

Diffusion Models for Image Restoration. Diffusion mod-
els [16, 32, 33] have revolutionized image restoration by
providing powerful generative priors. These models [6, 12,
21] demonstrate exceptional performance on severely de-
graded images. However, extending these capabilities to
video introduces unique challenges, as the inherent random-
ness can compromise temporal consistency.

Diffusion Models for Video Restoration. Recent ap-
proaches [22, 28, 31] have attempted to address temporal
consistency through architectural innovations. Upscale-A-
Video [31] employs temporal layers and recurrent propa-
gation, while MGLD [28] incorporates optical flow guid-
ance. Our evaluation reveals these methods still struggle
with severely degraded videos—not primarily due to archi-
tectural deficiencies but from the overwhelming learning
burden of simultaneously modeling degradations, content,
and temporal relationships with limited training data. Our
work addresses this fundamental challenge by rethinking
how diffusion models learn rather than focusing solely on
architecture.

3. Method

Despite the proliferation of architecturally diverse video
super-resolution (VSR) methods, existing approaches con-
sistently struggle with severely degraded videos. This per-
sistent gap motivated our investigation beyond architectural
sophistication, leading to a key discovery: the primary bot-
tleneck in diffusion-based VSR lies in the overwhelming

learning burden—simultaneously handling complex degra-
dation patterns, content representations, and temporal rela-
tionships with limited high-quality training data.

Our DiffVSR framework, shown in Fig. 2, introduces
a Progressive Learning Strategy (PLS) that systematically
decomposes the learning burden across degradation com-
plexity, dataset quality, and parameter optimization. This
core innovation enables gradual capacity building, signif-
icantly improving performance on severely degraded in-
puts. As a complement, our Interweaved Latent Transition
(ILT) approach efficiently ensures temporal consistency
across video segments without additional training overhead.
Experiments demonstrate that PLS, rather than architec-
tural sophistication, is the dominant factor unlocking dif-
fusion models’ latent capabilities for complex restoration
tasks—challenging conventional wisdom in video restora-
tion research.

3.1. Preliminary: Generative Diffusion Prior

Following pretrained prior discussions in [31], we select
Stable Diffusion x4 Upscaler as our backbone to show-
case PLS’s significant impact. Our model builds upon this
pretrained large-scale text-to-image latent diffusion model
(LDM) [1], which employs an autoencoder converting im-
ages x into low-dimensional latents z with an encoder £
and reconstructing them with a decoder D. A conditional
denoising U-Net forms the core, operating in compressed
latent space.

During training, for latent samples 2 ~ pgqtq, Gaussian
noise follows a predefined schedule to generate noisy la-
tents z; = oz + o€, where € ~ N(0, I), and oy, oy define
the noise schedule at timestep ¢t. Low-resolution inputs x
are also noise-perturbed as x, = a,;x + o.€ (where 7 cor-
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responds to early diffusion steps) to enhance detail gener-
ation. Using v-prediction parameterization [18], the U-Net
denoiser fy is optimized to predict v; = aze — orx by min-
imizing:

L= ]Ez,ac,c,t,e [Hvt - f@(zta Zr;C, t)“%] y (D)

where c¢ represents conditional inputs including text
prompts and noise levels. At inference, the model itera-
tively denoises latent representations conditioned on low-
resolution inputs, with flexible control over the sampling
process through text prompts and noise scheduling.

3.2. Progressive Learning Strategy

Our key insight identifies the primary VSR performance
bottleneck: the overwhelming learning burden on diffu-
sion models to simultaneously handle degradation distribu-
tions, content representations, and temporal relationships.
While existing approaches emphasize architectural innova-
tions, our Progressive Learning Strategy (PLS) addresses
this critical gap by systematically decomposing the learn-
ing process across three dimensions: degradation complex-
ity, dataset quality, and parameter optimization.
Stage 1: Temporal Layer Fine-tuning. We begin by
freezing all spatial layers of the pretrained image diffusion
model, focusing exclusively on temporal layer fine-tuning
using large-scale data. At this stage, we introduce only
simple degradations (Gaussian blur and bicubic downsam-
pling)—allowing the model to establish temporal consis-
tency foundations before tackling severe degradations. This
controlled approach to parameter optimization and degra-
dation complexity enables the model to build temporal un-
derstanding first, creating a foundation for more complex
restoration tasks.
Stage 2: Complex Degradation Adaptation. Building on
the temporal consistency established in Stage 1, we pro-
gressively increase degradation complexity by introducing
noise, compression artifacts, and other real-world distor-
tions [5, 25] while maintaining dataset scale. This staged in-
troduction prevents the model from being overwhelmed by
simultaneous learning of temporal relationships and com-
plex degradation patterns, facilitating more effective adap-
tation to challenging real-world conditions.
Stage 3: High-quality Refinement. In the final stage,
we elevate both dataset quality and optimization strategy
by fully unfreezing all parameters and fine-tuning the en-
tire model with high-quality video data containing complex
degradations. This comprehensive refinement across all
three dimensions enables precise adaptation to real-world
conditions, generating sharper results with refined details
and reduced artifacts.

Our ablation studies (Sec. 4.2) confirm that this progres-
sive approach significantly outperforms direct training on
complex degradations, validating that properly addressing
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Figure 3. Interweaved Latent Transition approach illustrated. By
combining strategic noise rescheduling across overlapping regions
with position-based latent interpolation between adjacent subse-
quences, this lightweight solution ensures temporal consistency
without requiring additional training or computational resources.

the model’s learning burden is more critical than architec-
tural sophistication for handling severely degraded videos.

3.3. Interweaved Latent Transition

To ensure seamless temporal consistency across video seg-
ments while complementing our PLS approach, we intro-
duce the Interweaved Latent Transition (ILT) technique.
This addresses a fundamental challenge in processing long
videos: the need to segment sequences often creates bound-
ary inconsistencies that compromise visual quality.

As Fig. 3 shows, we divide each video into overlapping
subsequences {Lo, L1,...,Ly}. Processing each subse-
quence L; through the UNet yields corresponding latent
feature sequences F;.

For consecutive latent sequences F; and Fj;, our ILT
performs position-based interpolation within overlapping
frames. For the j-th frame in the overlap region, we com-
pute the fused latent as:

Fruseali] = a; Fils + jl + (1 — a;) Fia [, ()

where a; = 1— (Pj%l) represents position-based weight-
ing, P is the overlap length, and s is the stride between
windows. Our implementation uses N¢.s; = 8 frames per
subsequence with 4-frame overlaps, balancing smooth tran-
sitions with computational efficiency.
Noise rescheduling. To further strengthen temporal coher-
ence, we integrate a noise rescheduling mechanism in ILT.
Research [7, 15, 27] shows that temporal consistency in
video diffusion models depends significantly on both input
content and initial sampling noise. We initialize Ny.q; ran-
dom noise frames [e1, €a, . .., €y, .,] for the first sequence,
then strategically reuse and reorder these for subsequent
subsequences’ overlapping regions. This synchronizes the
diffusion process across frames, minimizing temporal jitter
without additional model training or computational cost.

15322



3.4. Architectural Components

While our Progressive Learning Strategy represents our pri-
mary contribution, our framework incorporates supportive
architectural components that enhance video restoration ef-
fectiveness. These elements work synergistically with PLS
to boost overall performance.

Multi-Scale Temporal Attention. To achieve balance be-
tween temporal consistency and detailed texture generation,
we implement a multi-scale temporal attention (MSTA)
module. As shown in Fig. 2(d), this module fuses informa-
tion across multiple scales to capture diverse motion pat-
terns and textural details.

For an intermediate U-Net hidden embedding /, we gen-
erate a downsampled version h; = DConv(h) using strided
convolution. We then apply temporal attention separately to
both resolutions:

hdown = TA(AdaLN(h})) + hy,

hori = TA(AdaALN(h)) + h, 3)

where TA denotes temporal attention operations and
AdaLN represents adaptive layer normalization. The final
hidden embedding i’ combines the original temporal atten-
tion output with the upsampled downscale branch:

h' = Rdown + € - UPconv(hdown): 4

with UPConv handling upsampling and « (set to 0.5)

controlling fusion weight.
Temporal-Enhanced VAE. To strengthen temporal consis-
tency in the decoder, we developed a Temporal-Enhanced
3DVAE (TE-3DVAE) that extends the original 2D VAE
architecture with 3D residual blocks and temporal atten-
tion layers. This enhancement captures both short-term
and long-term temporal dependencies more effectively. We
train these VAE variants using a combination of L1 recon-
struction loss, perceptual loss [30], and adversarial loss with
a temporal PatchGAN discriminator [8].

Our ablation studies (Tab. 3) reveal a critical insight:
while architectural improvements yield measurable bene-
fits, PLS delivers substantially larger performance gains
by unlocking the model’s latent capabilities, especially for
severely degraded videos. This finding highlights a current
research imbalance where architectural sophistication often
receives disproportionate focus compared to learning strate-
gies. Our work demonstrates the synergistic relationship
between these aspects—optimized learning approaches en-
able architectural innovations to achieve their full potential.

4. Experiments

4.1. Datasets and Implementation Details

Datasets. For stages 1 and 2 training, we utilize a Web-
Vid2M [2] subset containing approximately 400K video-
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Figure 4. Illustration of three training strategy variants: direct
training, partial progressive learning, and our full PLS approach.

Exp. | PSNRT CLIP-IQAT MUSIQT DOVERT Ej,,..

warp

(1) | 23.299 0.8432 68.182 0.864 2.582
(2) | 23.591 0.8383 68.449 0.866 2.236
3) | 24.172 0.8666 68.982 0.870 1.707

Table 1. Comparison of training strategies: direct training (1),
partial progressive learning (2), and full PLS (3). Our complete
PLS approach achieves the best results across all image quality
and temporal consistency metrics.

text pairs at 336x596 resolution. Stage 3 fine-tuning em-
ploys OpenVid-1M [14] with 1M high-resolution (512x512
or larger) text-video pairs and YouHQ [31] featuring 37K
2K-resolution videos without text annotations. Low-quality
inputs are generated using RealBasicVSR [5] degrada-
tion pipeline. We evaluate on both synthetic datasets
(UDM10 [29], YouHQ40 [31] with varied degradation lev-
els) and real-world collections (MVSR4x [23] and our Re-
alVideo10 dataset featuring diverse scenes).

Training Details. Our PyTorch-based model is trained on
8 NVIDIA A100 GPUs using AdamW [10] optimizer with
le-4 learning rate and 96 batch size. We generate LR-HR
training pairs by randomly cropping 320x320 patches from
8-frame video segments, with temporal sampling strides
varying from 1 to 6 to capture diverse motion patterns. Our
model performs 4x video super-resolution.

Evaluation Metrics. We assess quality using fidelity-based
(PSNR) and perceptual-driven metrics (CLIP-IQA [20],
MUSIQ [9], NRQM [13], and DOVER [26]). Temporal
consistency is evaluated using warping error (E;,,,.,) [11].

4.2. Ablation Study

Necessity of Each Part in PLS. To validate the indis-
pensability of each component in our Progressive Learning
Strategy, we conducted ablation studies comparing three ap-
proaches, as illustrated in Fig. 4: Direct Learning Strategy:
Training the model on all degradation levels simultaneously
with only temporal layers tuned—a common approach in
previous works [28, 31] attempting to handle full complex-
ity at once. 2-Stage Learning Strategy: Initially training on
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Datasets Metrics Real-ESRGAN][25] SD x4 Upscaler[1] DiffBIR[12] RealBasicVSR[5] MGLD|[28] UAV[31] Ours
PSNRT 26.872 24.039 26.767 28.526 27.801 27412  26.966

CLIP-IQAT 0.708 0.775 0.679 0.735 0.695 0.681 0.736

UDMI10 MUSIQ?T 61.792 64.689 64.562 64.248 60.470 56.633  67.731
DOVER?T 0.815 0.827 0.784 0.814 0.780 0.723 0.826

Elarp 4 1.139 3.173 1.793 0.499 1.068 0.661 0.604

PSNRT 22.550 22.299 22.781 23.380 23.342 22.053  23.181

UDM10 CLIP-IQAT 0.557 0.477 0.475 0.570 0.613 0.663 0.726
(complex deg.) MUSIQT 55.801 32.417 59.290 60.623 58.481 57.117  66.431
DOVER?T 0.699 0.294 0.616 0.719 0.657 0.675 0.826

Eyarp + 2.74 3.93 3.887 1.232 2.301 2.259 1.384

PSNRT 24.421 21.687 24.154 24.818 24.524 23.529  23.713

CLIP-IQAT 0.766 0.752 0.722 0.797 0.745 0.708 0.785
YouHQ40 MUSIQT 62.050 62.623 67.522 65.398 63.407 57.141 68.040
DOVERT 0.876 0.854 0.840 0.885 0.847 0.815 0.878

Eyarp + 2.167 5.832 2.765 1.065 1.362 1.615 1.492
PSNR?T 22.122 21.034 22.347 22.247 22.503 21.836  22.159

YouHQ40 CLIP-IQAT 0.715 0.718 0.651 0.745 0.724 0.659 0.767
(complex deg.) MUSIQT 58.866 47.475 65.157 66.471 57.219 57469  67.679
DOVERT 0.634 0.092 0.624 0.676 0.594 0.606 0.710

Earp + 3.388 4.772 4.000 1.739 1.753 1.668 1.634

NRQM?T 4.731 3.081 6.564 5.746 4.665 5.582 6.432

MVSR4x CLIP-IQAT 0.460 0.397 0.407 0.426 0.487 0.395 0.491
MUSIQT 54.331 22.670 62.599 62.716 50.367 56.128  66.829

DOVERT 0.634 0.092 0.624 0.676 0.594 0.606 0.710

NRQMT 4.495 4.801 6.880 5.680 4.768 5.399 5.805

RealVideol0 CLIP-IQAT 0.831 0.846 0.803 0.836 0.861 0.835 0.856
MUSIQT 49.733 39.920 58.647 61.121 52.332 50.029  59.566

DOVERT 0.704 0.485 0.716 0.773 0.714 0.610 0.749

Table 2. Quantitative comparison with state-of-the-art methods on synthetic datasets (UDM10 and YouHQ40, each with simple and
complex degradation) and real-world datasets (MVSR4x, RealVideo10). The best and second-best results are marked in red and blue.

simple degradations with only temporal layers tuned, then
continuing with complex degradations while unlocking all
parameters—addressing degradation complexity and param-
eter optimization but lacking systematic progression. Our
Progressive Learning Strategy: A three-stage approach sys-
tematically decomposing the learning burden across degra-
dation complexity, dataset quality, and parameter optimiza-
tion dimensions.

Evaluating these strategies on YouHQ40 dataset videos
(Tab. 1), our full Progressive Learning Strategy signifi-
cantly outperforms alternatives across all metrics. The Di-
rect Learning Strategy struggles with simultaneously han-
dling multiple complex tasks, resulting in inferior restora-
tion quality and temporal inconsistency. The 2-Stage ap-
proach improves but falls short with severe degradations
and detail preservation. These results confirm our key in-
sight: the primary bottleneck in diffusion-based VSR is not
architectural limitations but the overwhelming learning bur-
den placed on models. By decomposing this burden pro-
gressively, each component contributes critically to unlock-
ing the diffusion model’s potential for robust performance,
particularly with severely degraded real-world videos.

Unlocking Diffusion Potential through PLS. To validate
our strategy’s effectiveness for visual quality enhancement,

we analyzed performance across training stages with vary-
ing degradation levels (Fig. 6).

Our analysis reveals a clear progression in restoration ca-
pabilities across stages. The Stage 1 model demonstrates
limited effectiveness, preserving artifacts in bicubic inputs
and failing with noise despite exposure to various degra-
dation types. The Stage 2 model exhibits substantial im-
provement by leveraging the foundation established earlier,
yet still displays overfitting to WebVideo data characteris-
tics. In contrast, the Stage 3 model achieves superior perfor-
mance across all metrics by building cumulatively on pre-
vious capabilities with fully unlocked parameters and high-
resolution training data. This progression illustrates the fun-
damental challenge conventional approaches face when at-
tempting simultaneous learning of multiple complex tasks.

Comparing experiments (a) and (b) in Tab. 3 further val-
idates PLS’s effectiveness, showing simultaneous improve-
ments in fidelity (PSNR), temporal consistency (warping er-
ror), and perceptual quality (MUSIQ). These results demon-
strate that progressive capability accumulation is essential
for unlocking diffusion models’ potential in video super-
resolution. This sequential decomposition of learning bur-
den leads to substantially better outcomes than attempting
to optimize all aspects simultaneously, which has been the
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Figure 5. Visual comparison on synthetic (top) and real-world (bottom) degraded videos. Our method achieves clear and natural restoration
of text, building texture details, human hair, and animal fur under severe degradation, while competing methods either fail to remove
artifacts or generate unnatural oil-painting-like details. (Zoom-in for best view)
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Figure 6. Visual comparison of degraded inputs (left of dashed
line) and model outputs across PLS stages (right) with increas-
ing degradation complexity (bicubic, simple mixed, and complex
mixed). Each stage shows progressive improvement in handling
artifacts, details, and content fidelity.

primary bottleneck limiting performance in existing VSR
approaches regardless of architectural sophistication.
Interweaved Latent Transition. Our experiments demon-

strate that PLS significantly enhances both visual qual-
ity and intra-segment temporal consistency. ILT further
addresses inter-frame continuity—a critical challenge in
diffusion-based video restoration. Unlike pure generation
tasks, VSR benefits from reference information in LR in-
puts. Our ILT approach leverages this constraint to achieve
robust temporal consistency while handling complex degra-
dations.

As illustrated in Fig. 7 (right), image-based models
exhibit severe temporal discontinuities, while alternative
video methods demonstrate blurriness, misalignment, and
consistency artifacts. For noise transition, applying identi-
cal noise across frames produces catastrophic results (Fig. 7
left, “Same”). While FreeNoise’s [15] rearrangement strat-
egy (Fig. 7 left, “Rearrange”) improves continuity, it fails to
address input correspondence by neglecting VSR’s inherent
reference constraints.

Quantitatively, experiments (b) and (c) in Tab. 3 vali-
date ILT’s effectiveness: both fidelity and temporal consis-
tency metrics improve substantially. Following the estab-
lished quality-fidelity tradeoff paradigm, perceptual quality
exhibits only a marginal decrease while maintaining supe-
rior levels compared to alternatives.

Architectural Improvements. Analyzing experiments (c)
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Figure 7. Temporal profiles (stacking the across
consecutive frames) demonstrate ILT’s advantage over alterna-
tive noise transition methods (left) and our full method’s superior
restoration quality and temporal consistency compared to other ap-
proaches (right). (Best viewed digitally)

and (d) in Tab. 3, we observe that our architectural enhance-
ments (TE-3DVAE and MSTA) contribute significant im-
provements across fidelity, temporal consistency, and visual
quality metrics. However, compared to PLS’s impact (ex-
periments (a) and (b), where warping error decreases by
0.778 and MUSIQ increases markedly), these architectural
contributions function more as complementary refinements
than transformative elements.

This evidence supports our central thesis: in video super-
resolution, research emphasis should shift toward learning
strategies like PLS rather than exclusively pursuing archi-
tectural innovations. The substantial performance gains
derive from addressing fundamental learning challenges,
with architectural optimizations providing incremental re-
finements. This confirms that maximizing a model’s poten-
tial necessitates both PLS and architectural improvements
operating synergistically, rather than relying predominantly
on structural design innovations as has been the prevailing
paradigm.

Exp. | Arch. PLS ILT | PSNRT LPIPS| MUSIQT FEyumpld
(a) v 23570  0.319 68.907 2.834
(b) v v 23.939  0.292 69.768 2.056
(0 v v vo| 24172 0.285 68.982 1.707
(d) v v | 23971 0.292 68.597 2.290

Table 3. Ablation study on YouHQ10 (subset of YouHQ40) dataset
quantifying the contribution of each component. “Arch.” repre-
sents architectural improvements (TE-3DVAE and MSTA).

4.3. Comparisons

For comprehensive evaluation, we compare our method
against state-of-the-art approaches, including both image-
based restoration methods (Real-ESRGAN [25], SD x4 Up-
scaler [ 1], DiffBIR [12]) and video restoration methods (Re-
alBasicVSR [5], MGLD [28], UAV [31]).

Quantitative Evaluation. We evaluate our method against
state-of-the-art approaches on synthetic datasets (UDM10
and YouHQ40, with both simple and complex degradation
variants) and real-world datasets (MVSR4x, RealVideo10)
in Tab. 2. Our model demonstrates excellent performance
under standard degradation conditions, while excelling with
complex degradations where competing methods typically
underperform or produce over-smoothed results with in-
ferior perceptual metrics. This consistent superiority un-
der severe degradation conditions establishes our approach
as the definitive state-of-the-art for challenging restoration
scenarios, highlighting the exceptional robustness achieved
through our Progressive Learning Strategy. Additionally,
our method maintains superior performance on real-world
datasets, further validating its efficacy in practical applica-
tions with complex degradation patterns.

Qualitative Evaluation. Fig. 5 presents visual comparisons
on synthetic (top) and real-world (bottom) videos, where
our method consistently delivers superior restoration qual-
ity under severe degradation. For synthetic degradations,
our approach accurately reconstructs fine-grained details
like facial hair textures and precisely restores legible text,
whereas competing methods struggle to eliminate artifacts
or generate natural-looking results. Similarly, in challeng-
ing real-world cases, our method excels at preserving sharp
geometric structures and authentic textures, accurately re-
constructing the intricate distinctive features like the sea
turtle’s skin pattern without the artificial stylization seen
in other approaches. These compelling visual results val-
idate our method’s exceptional capability to handle extreme
degradation while preserving natural details, demonstrating
the robust effectiveness of our progressive learning strategy.
More visual results can be found in the supplementary file.

5. Conclusion

We introduced DiffVSR, demonstrating that for diffusion-
based VSR, the learning strategy is more critical than
architectural design, especially for complex degradations.
Our Progressive Learning Strategy (PLS) systematically de-
composes the restoration task, enabling robust performance
where architectural innovations have stalled. Combined
with our Interweaved Latent Transition, Diff VSR achieves
state-of-the-art perceptual quality and temporal coherence
without extra training overhead. Ultimately, our work iden-
tifies the learning strategy, not the architecture, as the key
bottleneck in diffusion-based restoration. This insight recal-
ibrates research priorities and offers a valuable perspective
for adjacent fields like video generation and editing.
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