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Figure 1. Overview of the proposed FiVE-Bench, with editing results from Wan-Edit and corresponding FiVE-Acc scores.

Abstract

Numerous text-to-video (T2V) editing methods have
emerged recently, but the lack of a standardized bench-
mark for fair evaluation has led to inconsistent claims
and an inability to assess model sensitivity to hyperpa-
rameters. Fine-grained video editing is crucial for en-
abling precise, object-level modifications while maintain-
ing context and temporal consistency. To address this,
we introduce FiVE-Bench, a Fine-grained Video Editing
Benchmark for evaluating emerging diffusion and rectified
flow models. Our benchmark includes 74 real-world videos
and 26 generated videos, featuring 6 fine-grained editing
types, 420 object-level editing prompt pairs, and their cor-
responding masks. Additionally, we adapt the latest recti-
fied flow (RF) T2V generation models—Pyramid-Flow [14]
and Wan2.1 [40]—by introducing FlowEdit [18], result-
ing in training-free and inversion-free video editing mod-

*Equal contribution, } Corresponding author.

els Pyramid-Edit and Wan-Edit. We compare five diffusion
methods with our two RF methods on the proposed FiVE-
Bench, evaluating them across 15 metrics. These metrics
include background preservation, text-video similarity, tem-
poral consistency, and generated video quality. To further
enhance object-level evaluation, we introduce FiVE-Acc, a
novel metric leveraging Vision-Language Models (VLMs)
to assess the success of fine-grained video editing. Ex-
perimental results demonstrate that RF-based editing sig-
nificantly outperforms diffusion-based methods, with Wan-
Edit achieving the best overall performance and exhibiting
the least sensitivity to hyperparameters. More video demo
available on the website: https://sites.google.
com/view/five-benchmark.

1. Introduction

Recent advancements in text-to-image (T2I) and text-to-
video (T2V) generation [1, 14, 24, 26, 31, 36, 40] have
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led to the emergence of numerous image and video editing
methods [4, 9, 10, 46], enabling users to create and modify
video content with unprecedented flexibility. These meth-
ods leverage powerful generative models, such as diffusion
models [6, 11, 12, 35] and Rectified Flow (RF) [8, 23] mod-
els, to synthesize and edit videos based on textual prompts.

However, despite significant progress in these fields, the
lack of a standardized benchmark for fair and comprehen-
sive evaluation has still become a major bottleneck hin-
dering further development. Currently, the video editing
field has only one publicly available dataset, TGVE [47]
/TGVE+ [34] (see Table 1), which includes 76 videos and 6
editing types, such as style transfer, background replace-
ment, single-object and multi-object transformations, as
well as object addition and removal. While TGVE+ aims
to cover as many editing types as possible, its evaluation
within each editing type is not comprehensive, particularly
in supporting fine-grained video editing. Fine-grained video
editing requires precise object-level modifications while
preserving the overall context and temporal consistency of
the video, posing higher demands on model performance.

Due to the lack of a standardized benchmark and uni-
fied evaluation framework for fine-grained video editing,
existing methods [9, 21, 28, 50] often rely on self-collected
small-scale video datasets to validate their effectiveness.
This approach not only makes it difficult to objectively com-
pare the performance of different methods but also fails to
comprehensively assess model robustness to hyperparam-
eters or determine their suitability for real-world applica-
tions. Therefore, building a comprehensive and challenging
benchmark for fine-grained video editing has become an ur-
gent need to advance the field.

To address these challenges, we introduce FiVE-Bench
(Fine-grained Video Editing Benchmark), a comprehen-
sive benchmark designed to evaluate emerging diffusion
and rectified flow models for fine-grained video editing.
FiVE-Bench includes 74 real-world videos and 26 gener-
ated videos, covering a diverse range of scenes and edit-
ing scenarios. It features 6 fine-grained editing types, 420
object-level editing prompt pairs, and their corresponding
masks, providing a rich and challenging benchmark for
video editing. Additionally, we propose FiVE-Acc, a novel
evaluation metric that leverages Vision-Language Models
(VLMs) to measure the success rate of fine-grained object-
level editing. Unlike traditional similarity-based scores,
FiVE-Acc focuses on evaluating whether the intended edit
was successfully achieved, with particular emphasis on se-
mantic alignment of the edited object.

Recently, many image editing methods [5, 18, 32, 41]
based on the latest rectified flow T2I generation model
Flux [19] have achieved state-of-the-art editing results and
fidelity, such as RF-Inversion [32], RF-Solver [41], and
FlowEdit [18]. However, to the best of our knowledge,

there are no video editing methods based on RF T2V gen-
eration models, primarily due to the relatively slow devel-
opment of T2V generation models. Fortunately, the re-
cent release of two state-of-the-art RF-based T2V gener-
ation models—Pyramid-Flow [14] and Wan2.1 [40]—has
opened new possibilities for RF video editing.

Building on the latest advancements, we adapt Pyramid-
Flow and Wan2.1 by introducing FlowEdit [18]. This adap-
tation facilitates training-free and inversion-free video edit-
ing models, Pyramid-Edit and Wan-Edit, which leverage the
strong temporal consistency inherent in video generation
models without requiring additional attention mechanisms.
Specifically, Pyramid-Flow employs a multi-resolution and
temporally autoregressive model architecture across time
steps. To adapt to this unique design, we modified FlowEdit
to support multi-resolution processing, enabling seamless
integration with the Pyramid-Flow framework, leading to
Pyramid-Edit. On the other hand, Wan2.1 utilizes the
MMDIT architecture, which unfolds temporal frames into
sequences and processes them via self-attention. Since its
design is fundamentally similar to image generation mod-
els, Wan2.1 can directly adopt FlowEdit without any addi-
tional modifications, giving rise to Wan-Edit.

To show the effectiveness of the proposed RF-based edit-
ing methods, we compare them with five diffusion-based
editing methods on the built FiVE-Bench, evaluating them
across fifteen metrics, including background preservation,
edited text-video similarity, temporal consistency, and gen-
erated video quality. Our experiments demonstrate that RF-
based editing methods significantly outperform diffusion-
based methods across multiple metrics. Notably, Wan-Edit
achieves the best overall performance, exhibiting superior
editing quality and the least sensitivity to hyperparameters.
These findings highlight the potential of RF-based models
for fine-grained video editing and provide valuable insights
for future research in this area.

In summary, this work makes four key contributions:

* We introduce FiVE-Bench, a comprehensive benchmark
for fine-grained video editing, featuring diverse videos,
editing types, and evaluation metrics.

* We propose FiVE-Acc, a novel metric leveraging VLMs
to assess the success of fine-grained editing.

* We propose the first two RF-based T2V editing models:
Pyramid-Edit and Wan-Edit.

* We evaluate 7 video editing methods across 15 metrics,
showing that RF-based editing consistently outperforms
diffusion-based approaches.

2. Related Work

2.1. Diffusion and RF Inversion

Diffusion inversion. Diffusion models (DMs) drive ad-
vances in inversion techniques for better control over gen-
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Table 1. Statistics of existing video editing datasets and benchmarks.

Num. Num. Frames Num. Gen. Src.obj. Editobj. Obj. Src. obj. .
Dataset Usage Images Videos Per Video Prompts Videos Words Words Instruct. Masks Type of Edited Prompts
VIVID-10M Train 672K 73.7K 30 10M X X X object, add, remove
Sefiorita-2M  Train 0  388.9K 33~64 2M X X X style, object, multiple, color, add, remove, motion
TGVE Eval 0 76 32 304 X X X X X style, object, bg, multiple
TGVE+ Eval 0 76 32 1417 X X X X X style, object, bg, multiple, color, add, remove
VIVID-10M Eval 0 64 33~64 852 X X X object, add, remove
FiVE (Ours) Eval 0 100 35~ 126 420 object (w&w/o non-rigid), color, material, add, remove

erated samples. DDIM [35] accelerates sampling but strug-
gles with fine-grained reconstructions due to nonlinearities
and score estimation errors. To improve accuracy, fine-
tuning and optimization-based methods [7, 15, 25, 39, 45]
have been proposed. While these advancements signifi-
cantly enhance the fidelity and accuracy of DDIM inversion,
the associated computational costs and resource demands
remain substantial limiting factors. Although diffusion-
based methods have achieved outstanding performance, re-
cent studies [8, 14, 19, 32] suggest that Rectified Flow mod-
els (RFs) hold significant potential to surpass DMs in cer-
tain applications. Notably, the inversion and editing capa-
bilities of RF models have been explored in image edit-
ing [5, 18, 32, 41, 48], demonstrating their efficiency and
effectiveness. Building on these strengths, this work extend
their potential in video editing.

2.2. Video Editing

Video editing techniques can generally be categorized into
three types based on their training: training-free meth-
ods, one/few-shot finetuned methods [37, 43, 46, 55], and
massive data finetuned methods. Training-free models
[17, 21, 28, 50], enable task execution without retrain-
ing. TokenFlow [9] utilizes pre-trained models for effi-
cient video synthesis, while DMT [51] transfers motion via
diffusion. Other models like Pixel2Video [3], Render-A-
Video [49], and Text2Video-zero [16] enhance accessibility
for real-time video editing. One/few-shot fine-tuned mod-
els adapt pre-trained models for video editing with mini-
mal fine-tuning. Methods like Tune-A-Video [46] and Mo-
tionEditor [37] achieve strong results using limited anno-
tated samples, balancing customization and efficiency for
task-specific editing without extensive retraining.

Massive data fine-tuned models undergo extensive train-
ing on large datasets for high-quality, versatile video edit-
ing [29]. InstructVid2Vid [29] enables complex edits via
natural language instructions, while EfiVED [53] refines
broad datasets into high-quality subsets for efficient edit-
ing. SF-V [54] introduces adversarial training for video
synthesis. Despite their precision and adaptability, these
methods are computationally expensive, limiting practical-
ity in resource-constrained settings. These methods focus
on learning video motion, which may compromise back-

ground preservation. Recently, VideoGrain [50] has em-
phasized multi-granularity video editing rather than fine-
grained edits, aiming to retain background details while
modifying target objects. This work aims to address this
issue and advance the field.

3. FiVE Benchmark and FiVE-Acc Metric

3.1. FiVE Benchmark

We present the FiVE benchmark, which includes the FiVE
video dataset and six fine-grained editing tasks. Additional
details can be found in the Appendix.

Videos in FiVE-Bench. We meticulously curate 74 real-
world videos suitable for fine-grained editing from the
DAVIS [27] dataset. Consecutive frames are extracted at
every 8-frame interval, and the GPT-40 [13] is employed to
generate formatted captions for these videos. These cap-
tions encompass details pertaining to object category, ac-
tion, background, and camera movement. Additionally, dur-
ing the annotation process, we document instances of object
deformation (such as limb movements in humans or ani-
mals), which aids in differentiating the complexity of edit-
ing tasks during evaluation. To further enhance the diversity
of our benchmark, we generate 26 highly realistic synthetic
videos using the T2V model [40]. These synthetic videos
not only expand the range of video categories but also en-
able a comparative analysis of editing performance across
real and synthetic videos.

Six Fine-grained Video Editing Tasks. FiVE-Bench
comprises six fine-grained video editing tasks, totaling 420
high-quality editing prompt pairs. It primarily includes
four object-targeted editing tasks of increasing complex-
ity: object substitution without non-rigid deformation,

, color alter-
ation, and For each task, we use
GPT-40 [13] to generate four source-target prompt pairs
per video in the benchmark, resulting in 400 high-quality
editing pairs. To further enhance the diversity of editing
types within the benchmark, we select 10 videos each for
the add and remove tasks and design corresponding source-
target prompt pairs. Additionally, we explicitly provide
both object-related source words and edited words in the
source and edited text prompts, respectively, denoted as
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Figure 2. The VLM-based FiVE accuracy (FiVE-Acc) evaluation pipeline.

“src. obj. words” and “edit obj. words” in Table 1. To ac-
commodate different editing methods, we use GPT-40 [13]
to generate instruction prompts (“Obj. Instr.” in Table 1) for
each source-target pair, ensuring compatibility with mod-
els like InstructPix2Pix [2]. For each video, we employ
SAM2 [20, 30] to generate masks of the edited regions, en-
abling the evaluation of background preservation metrics.

3.2. FiVE-Acc Metric

To evaluate the accuracy of fine-grained video editing, we

propose FiVE accuracy (FiVE-Acc) evaluation, a frame-

work assessing how precisely video editing models mod-
ify the target object. Fig. 2 presents the complete pipeline,
comprising video editing and accuracy evaluation.

Video editing outputs. Given a source video, a video
editing model is prompted with a source prompt, describing
the initial scene, and a target prompt, specifying the desired
modification. The model generates a target video, where the
intended transformation is applied, as shown in Fig. 2a.

FiVE-Acc evaluation. To quantitatively evaluate the
fidelity of video editing, we employ a Vision-Language
Model (VLM) (e.g., Qwen-2.5-VL) to analyze the edited
video. The evaluation includes two types of questions:
¢ Yes/No Questions: The model is asked whether the

source and target objects are present in the target video.
Editing succeeds only if the model answers “No” for the
source object and “Yes” for the target, leading to the cal-
culation of YN-Acc. The source object question ensures
the model both removes the source and adds the target,
refining accuracy evaluation.

e Multi-choice Question: It evaluates whether the VLM
recognizes the target (e.g., flamingo) or source object
(e.g., black swan) in the edited video. The model selects
between the two objects to compute MC-Acc, measuring
its recognition accuracy.

Based on the two obtained accuracies, we further calcu-
late the union and intersection accuracies to derive U-Acc
and N-Acc. These offer a more detailed evaluation: the for-
mer reflects the model’s overall editing success accuracy,
while the latter highlights the model’s high-quality editing

success accuracy. FiVE-Acc is the average of four compo-
nents: FiVE-Acc =0.25 x(YN-Acc + MC-Acc + U-Acc + N-
Acc). It uses the VLM’s recognition ability to evaluate the
alignment between the edited object and its real data dis-
tribution. To the best of our knowledge, we are the first to
introduce accuracy evaluation in fine-grained T2V editing.

4. Methods: Pyramid-Edit and Wan-Edit

4.1. Preliminary

Rectified Flow (RF) Models [22, 23] . Let ¢y denote the
source distribution (i.e., standard Gaussian N(0, 1)), pg re-
fer to the target distribution (i.e., the distribution over im-
ages), and v (+) is the time-varying vector field. RF mod-
els [22, 23] aim to transform gqq progressively into py by
solving the following ordinary differential equation (ODE):

dXt = ’Ut(Xt)dt, te [0, 1} (1)

Here, the vector field v¢(X:) = f(X¢,¢,1 — t;¢), where
f() is a neural network parameterized by ¢ and c is the
guided text. Given the ODE in Eq. (1), we start with
Xo ~ qo from the source distribution and integrate over
t : 0 — 1 to reach the endpoint X; ~ po, which is sam-
pled from the target distribution. the forward process of
RF assumes the linear path between the two states: X; =
(1 —t)Xo+tX1, then we can derive the vector field of v (-):
u(X¢) = X1 — Xo. Then, v(X,) is used to approximate
the network f(Xi,c,t;») by minimizing the loss function
Lo = Epouo,1),v: [||ve(Xe) — f(Xt, ¢, t;9)|3]. RF ensures that
their sampling paths are relatively straight, enabling the use
of a small number of discretization steps.

RF-based Image Editing: FlowEdit [18]. Image edit-
ing involves taking a source image X{"° and a source text
prompt ¢°"¢, and allowing the user to provide a target text
prompt ct9t for targeted fine-grained editing to ultimately
yield the edited image X}%". For example, the source text
prompt might be “A black swan drifting,” while the target
text prompt could be “A flamingo drifting.” To simplify
notation, we denote the vector fields corresponding to the
source text prompt and the target text prompt as v, (X;")
and v:(X/9"), respectively. Their sampling process in RF
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Figure 3. Two RF-based inversion-free video editing models: Pyramid-Edit and Wan-Edit. Pyramid-Edit is a multi-resolution temporal
autoregressive architecture, while Wan-Edit (DiT architecture) treats temporal frames as a sequence and processing them simultaneously.

follows: dX;7¢ = vy (X;7¢)dt, dX %" = vy (X}9")dt.
FlowEdit operates inversion-free, mapping source
modes to the nearest target modes. It assumes target im-
ages follow straight trajectories, allowing latent interpola-
tion. Thus, the nearest target mode is derived from the dif-
ference between source and target vector fields as
Xtedit _ Xch + X:gt _ th'rc. (2)
Here X7t = X}9" ift — 1. A more straightforward expla-
nation is: X7 evolves within the target distribution, con-
tinuously transitioning through the clean latent space across
all timesteps, (i.e. X¢%"* gradually transforms from a black
swan to a flamingo as the timestep progresses). Therefore,
we can obtain X!9" simply by solving X7%:

Xtedit — Xtedilt +dtht 7dXSTc
~ edzt + ]E[Ut(Xttgt) — (thrcNXS'rC]d (3)
where X9" is approximated as X /9" = X¢dit 4 X5me— X§7°,

To obtain the edited image, X{%** is iteratively updated from
e to 1, where € € [0, 1) represents skipped timesteps.

4.2. RF-based Video Editing

This section introduces Pyramid-Edit, followed by a discus-
sion of Wan-Edit, highlighting key features and differences.

4.2.1. Pyramid-Edit

Pyramid-Flow [14] employs a multi-resolution scheme
across timesteps and a temporally autoregressive architec-
ture to effectively handle the spatial-temporal complex-
ity in video generative modeling. It decomposes the flow

into segments over K timestep windows within the in-
terval [0,1]. Each window interpolates between successive
solutions, reducing redundant computations in the earlier
steps. For example, in the sampling process, within the k-
th window [sg, ex], it defines the rescaled timestep t, =
(t — sk)/(ex — sx) and the corresponding flow is

X = (1 — tp)Xs;, + taRe,, “)
X, = (1—51)Xo + seUp(Down(X1, 2’”1)), 5)
%e, = (1—ex)Xo 4 ex Down(X1,2"), (©6)

where Down(-,-) and Up(-) represent the down-sampling
and up-sampling, respectively. Meanwhile, the vector field
in the k-th window is defined as vy, (Xt ) = Xe,, — Xs,.. 1O
maintain continuity in the probability path within the pyra-
mid structure, corrective noise is added at transition points
between stages, as follows:

Sk—1
€L

X =

sh1 Up(Xe,)+an',st.ng_1~N(0,%"), (7)
where the rescaling coefficient s;_1 /ey aligns the means of
these distributions, the corrective noise nj,_, weighted by o
aligns their covariance matrices, and the covariance matrix
3% is related to the upsampling function.

Pyramid-Edit. The autoregressive architecture allows
Pyramid-Edit to process frames sequentially, where pre-
vious frames serve as conditional information. However,
the multi-resolution scheme across timesteps hinders direct
use of FlowEdit. To address this, Pyramid-Edit integrates
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FlowEdit (Eq. (3)) into each window as follows:

XEM = X0 4 Bl (X00) — v (X)Xt (®)
ty
is the end point of each window x:7°.

The workflow proceeds as illustrated in Fig. 3a and is
structured as follows: starting from noise and the lowest-
resolution latent, Xfo‘i“‘ is initialized as %2, Eq. (8) is used
to reconstruct and edit low-frequency information. At the
end of the first stage, the reconstructed latent and the edited
latent are upsampled to a higher resolution and passed
through corrective noise as described in Eq. (7) to obtain the
starting point for the next stage, X¢%* and X:7°. However,
FlowEdit operates within the target distribution, meaning
we require the end point for this stage, X2* and X.7°. The
latter, X7, can be obtained through interpolation between
Xo and X7, ie. (X[ = x20°). To estimate the edited
endpoint X", we first compute the difference between the
start and end points of the source prompt in this stage. This
difference is then added to the edited start latent variable,
providing an estimate of X":

where X;9" = X¢® +X;re—x27¢, and the target distribution

Ssre src Ssre sre edit edit Ssre src
Rey = X5 +(X51 - X5 ) Xep =Xy +(Xel - X5 )-

This step ensures that the edited and reconstructed latents
remain aligned with the source image distribution while
incorporating the desired modifications, preserving the in-
tegrity of the generated features. This is key to the success
of FlowEdit under the pyramid structure.

Another key point is that, starting from the second
frame, Pyramid-Edit respectively incorporates the source
and edited historical information from previous frames
(e.g., the (i —1)-th frame) as a conditioning factor within its
noise-estimation network. This allows the model to lever-
age temporal dependencies from both the source and edited
frames, enhancing the temporal consistency. The source
and edited sampling processes can be simplified as follows:

. = Down(X{™2,2541) 5 Down (X771, 2) — X7

Source History condition

dit,i—2 k+1 dit,i—1 k dit,i
wo = Down (X772 2P Down (X710 28) — x P

Edited History condition

For generating subsequent frames, simply introduce the su-
perscripts ¢ as indices for the historical latents in Eq. (8).

4.2.2. Wan-Edit

Wan2.1 [40] is a state-of-the-art T2V generation model
built on the mainstream DiT framework [26], achieving sig-
nificant advancements through innovations such as a novel
3D VAE, scalable training strategies, large-scale data cura-
tion. These contributions enable Wan2.1 to generate high-
quality, temporally consistent videos with improved effi-
ciency and scalability. We focus on adapting its core frame-
work for video editing, leveraging its strengths in temporal
modeling and high-fidelity generation.

Compared to Pyramid Flow, Wan2.1 adopts a much sim-
pler architecture. It consists of 30 WanAttentionBlock
layers, each integrating vision self-attention, text-to-vision
cross-attention, and feed-forward mechanisms. Multi-
frame video inputs are encoded into a 3D vision latent by
the 3D VAE encoder. These 3D vision latents are then flat-
tened into a sequence and fed into the self-attention layers
to encode temporal consistency. Finally, the sequence inter-
acts with text tokens through cross-attention to achieve T2V
generation. The self-attention mechanism captures intra-
frame dependencies, while the cross-attention module inte-
grates text tokens to enable text-guided video generation.
This joint modeling of visual and textual information en-
sures high-quality, semantically aligned video outputs.

Wan-Edit. This elegant and streamlined architecture
closely resembles that of image generation models, en-
abling FlowEdit to be directly integrated without significant
modifications. For multi-frame inputs from ¢, to 72, denote
as X5 = [X;7™ .. X{7"2], the editing process handles
all frames simultaneously by extending FlowEdit to the en-
tire sequence, ensuring temporal consistency and efficient
processing. The process is defined as follows:

dX?dit _ E[UtA (Xfrc’ ngit +X§TC _Xirc) |X.irc]dt (9)

This allows for smooth and coherent edits across all frames,
preserving the temporal dynamics of the video.

5. Experiments

Baseline methods. We compare our RF-based editing
methods with five diffusion-based models: TokenFlow [9],
DMT [51], VidToMe [21], AnyV2V [17], and VideoGrain
[50]. Diffusion-based models require inversion before edit-
ing, while our RF-based methods are inversion-free. DMT
relies on optimization during editing, and VideoGrain uses
depth maps to assist editing.

Evaluation metrics. @ We fairly evaluate all mod-
els on our FiVE-Bench using 15 metrics. The nine
commonly used metrics in Table 2 cover six aspects:
structure distance [38], background preservation (PSNR,
LPIPS [52], MSE, and SSIM [42] outside the editing
mask), edit prompt-image consistency (CLIPSIM [44] for
the full image and masked regions), image quality assess-
ment (NIQE [33]), temporal consistency (motion fidelity
score [51]) and running time. Additionally, our proposed
FiVE-Acc introduces five metrics in Table. 3 to evaluate
the accuracy of successful object editing.

Implementation details. Pyramid-Edit uses the 384P
Pyramid-Flow model, and Wan-Edit on the Wan2.1 1.3B
model. Pyramid-Edit uses 20 timesteps for the first frame
and 10 for subsequent frames, while Wan-Edit uses 50
timesteps. All experiments were run on a single H1I00 GPU.

Due to space limitations, see the Appendix for details on
comparison methods, metrics, and implementation.

16677



Table 2. Comparison of diffusion- and flow-based video editing methods on our proposed FiVE-Bench.

require optimization and depth/segmentation maps, respectively.

*

and 1 denote methods that

Methods Structure Background Preservation Text Alignment IQA Motion Time (s)
Dist.y 1934 |[PSNRT LPIPS, 193} MSE104) SSIMy 1021 |CLIPS.T CLIPS..q; T|NIQE/ |Fidelity S.y 1927 |Per Frame]
Source Videos 0.00 00 0.00 0.00 100.00 24.59 19.87 6.33 93.76 -
TokenFlow [9] 35.62 19.06 263.61 138.65 72.51 26.46 21.15 4.01 89.00 8.04
DMT* [51] 85.95 14.71 404.60 372.78 51.64 26.66 21.44 5.24 82.30 25.98
DMs VidToMe [21] 22.37 21.15 263.91 88.75 70.69 26.84 21.05 4.68 90.06 3.25
AnyV2V [17] 71.36 15.90 348.59 342.97 50.77 24.89 19.72 5.04 60.36 6.11
VideoGraint [50]| 12.40 27.05 185.21 25.10 79.13 25.69 20.31 4.08 88.57 27.12
RFs Pyramid-Edit 28.65 20.84 276.59 95.63 71.72 26.82 20.20 5.48 80.59 1.44
(Ours) Wan-Edit 12.53 | 25.57 94.61 41.84 82.55 26.39 21.23 6.54 89.43 3.07

Table 3. Comparison of diffusion- and flow-based video editing
methods on the FiVE-Bench using FiVE-Acc metrics.

Method YN-Acc MC-Acc U-Acc N-Acc | FiVE-Acct
TokenFlow [9] 19.36 3551 36.68 18.18 27.43
DMT* [51] 3478  62.06 62.98 33.86 48.42
VidToMe [21] 20.03 33,50  36.20 17.34 26.77
AnyV2V [17] 30.62 4542 4896 27.09 38.02
VideoGrain® [50]| 30.50 4397 4430 30.17 37.23
Pyramid-Edit 33.67 54.01 56.36 31.31 43.84
Wan-Edit 4141 52.53 5572 38.22 46.97

5.1. Quantitative Comparison

Comparison on Common Metrics. From the results,
we observe that VideoGrain achieves the best perfor-
mance among diffusion models, in terms of Structure Dis-
tance (12.40) and Background Preservation (PSNR: 27.05,
MSE:25.10). Meanwhile, Wan-Edit, our proposed method,
outperforms in the other two Background Preservation met-
rics (LPIPS: 94.61, SSIM: 82.55). Overall, VideoGrain and
Wan-Edit perform similarly, but VideoGrain requires depth
map assistance for editing and is extremely slow. In con-
trast, the inversion-free Wan-Edit demonstrates the highest
efficiency with the lowest Time per Frame (1.44 seconds).
These findings highlight the strengths and trade-offs of each
method, offering valuable insights for selecting the appro-
priate approach based on specific application needs, and
greatly contribute to the advancement of video editing.
Comparison on FiVE-Acc Metrics. Our evalua-
tion of diffusion- and flow-based video editing methods
on FiVE-Acc metrics reveals key findings. DMT, an
optimization-based method, excels in MC-Acc (62.06%),
U-Acc (62.98%), and overall FiVE-Acc (48.42%), high-
lighting its strength in fine-grained text alignment. This is
due to its iterative optimization process, which prioritizes
text fidelity, sometimes at the cost of background preser-
vation. In contrast, Wan-Edit performs well in YN-Acc
(41.41%) and N-Acc (38.22%). Pyramid-Edit also shows
competitive results, especially in MC-Acc (54.01%) and U-

Table 4. Human vs. VLM model evaluation on FiVE-Acc metrics.

Evaluator ‘YN-Acc MC-Acc U-Acc N-Acc|FiVE-Acct

Qwen-2.5-VL| 41.41 52.53 55772 38.22 46.97
Human 44.37 50.31 51.98 42.70 47.34
A (Diff) +2.96 -2.22 -374 +4.48 +0.37

Acc (56.36%), emphasizing the importance of fine-grained
alignment. U-Acc and N-Acc metrics offer insights into task
consistency, emphasizing the need for VLM-based evalua-
tion to ensure visual and semantic coherence in editing.

Overall, VideoGrain and Wan-Edit strike the best bal-
ance across metrics for fine-grained video editing. Wan-
Edit outperforms VideoGrain in speed, offering faster and
more stable results due to enhanced RF video generation
and inversion models.

Human Preference Validation for FiVE-Acc. We con-
ducted a human study on 16 randomly sampled videos with
64 prompts, based on Wan-Edit editing outputs. Table 4
shows that human scores closely match Qwen-2.5-VL'’s re-
sults (47.34 vs. 46.97), confirming FiVE-Acc aligns well
with human perception and offers consistent evaluation.

5.2. Qualitative Comparison

In Fig. 4, analyzing by edit type, non-rigid transformations
and color changes are the easiest fine-grained edits, success-
fully handled by almost all methods. Object addition and
rigid transformations are only successfully performed by
the optimization-based DMT and our Wan-Edit. All meth-
ods fail at object removal, making it the most challenging
task. From the perspective of background preservation in
fine-grained editing, DMT and VidToME introduce signif-
icant alterations, while the recently proposed VideoGrain
and the RF-based Pyramid-Edit and Wan-Edit largely re-
tain the original background. The qualitative analysis fur-
ther validates the quantitative findings: DMT achieves the
best text alignment but disrupts the background, while
VideoGrain and Wan-Edit offer the best balance across all
metrics. Please refer to Appendix for details.
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Edit1 Object (w/o non-rigid deform): Woman - Man

Edit2 Object (w non-rigid deform): Woman - Lion

Edit3 Color: black dress — red dress

Source video TokenFlow DMT

Edits Add: A woman —» A woman followed closely by a dog

VideoGrain Pyramid-Edit Wan-Edit

VidToMe VideoGrain Pyramid-Edit Wan-Edit
Edite Remove: A cat is pouncing playfully witheut-a—toy
Source video VideoGrain Pyramid-Edit Wan-Edit

Figure 4. Editing results across six editing types and five comparison methods.

Limitations and Future Work. This work simply
adapts image editing to video editing, which leads to room
for improvement in the quality of Pyramid-Edit. In future
work, we aim to further explore advancements in RF models
for video editing. Additionally, handling challenging cases
in the benchmark, such as large motions or object removal,
will be an important direction for improvement.

6. Conclusion

We introduce FiVE-Bench, a benchmark for fine-grained
video editing, and propose the VLM-based FiVE-Acc met-

ric, which evaluates the accuracy of object-level editing
success. Additionally, we adapt two RF-based video edit-
ing methods, Pyramid-Edit and Wan-Edit. To the best of
our knowledge, this is the first comprehensive quantitative
and qualitative comparison of emerging diffusion-based and
flow-based models in the video editing community. FiVE-
Bench and FiVE-Acc provide a standardized framework
for fine-grained video editing evaluation, guiding future ad-
vancements in efficient and high-fidelity video editing so-
lutions. We hope this benchmark drives innovation in both
research and real-world applications.
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