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Abstract

Scene flow provides the fundamental information of the
scene dynamics. Existing scene flow estimation methods
typically rely on the correlation between only a consecutive
point cloud pair, which makes them limited to the instanta-
neous state of the scene and face challenges in real-world
scenarios with factors like occlusion, noise, and diverse mo-
tion of background and foreground. In this paper, we study
the joint sequential scene flow estimation and future scene
flow prediction on point cloud sequences. The expanded
sequential input introduces long-term and high-order mo-
tion information. We propose GenFlow3D, a recurrent neu-
ral network model which integrates diffusion in the decoder
to better incorporate the two tasks and enhance the abil-
ity to extract general motion patterns. A transformer-based
denoising network is adopted to help capture useful infor-
mation. Depending on the input point clouds, discrimi-
native condition signals are generated to guide the diffu-
sion decoder to switch among different modes specific for
scene flow estimation and prediction in a multi-scale man-
ner. GenFlow3D is evaluated on the real-world datasets
nuScenes and Argoverse 2, and demonstrates superior per-
formance compared with the existing methods. Our code is
available at https://github.com/ustc-hlli/GenFlow3D.

1. Introduction
Understanding the motion of the objects in the scene is a
fundamental and crucial problem for autonomous driving
and robotics. Scene flow, the 3D displacement field be-
tween consecutive point clouds or images [39], provides a
low-level representation of the scene dynamics. It bene-
fits various applications such as object tracking [48], visual
SLAM [35] and motion segmentation [1].

With the advance of deep learning in 3D vision, recent
scene flow estimation methods [3, 6–8, 13, 16, 17, 31, 41,
43, 46] primarily leverage neural networks on point cloud
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data directly. Typically, these methods take only a pair of
consecutive point clouds as input and are highly dependent
on the geometric correlation between them. However, the
point cloud pair only describes the instantaneous state of the
scene and lacks contextual motion information. This leads
to high estimation error in real-world scenes with challeng-
ing cases that hinder the extraction of accurate correlation,
such as occlusion, noise, and diverse motion patterns of the
background and foreground objects.

Unlike most existing works, in this paper, we consider
the scene flow on a point cloud sequence. First, we study
a problem with less attention named sequential scene flow
estimation [9], which is an expanded form of the standard
scene flow estimation. Concretely, given a point cloud se-
quence {Pi}Ni=1, sequential scene flow estimation requires
to estimate a scene flow sequence {SFi}N−1i=1 , where SFi
is the scene flow from Pi to Pi+1. In contrast to point
cloud pairs, point cloud sequences provide high-order mo-
tion states like acceleration and inherently capture long-
term trajectories of the objects in the scene. These spa-
tiotemporal priors help to regularize every single scene flow
estimation result and reduce the outliers and erroneous pat-
terns. In addition, we combine sequential scene flow esti-
mation with future scene flow prediction, a task aiming to
generate the scene flow {SFN+i}M−1i=0 to the future frames
{PN+i}Mi=1 starting from the last historical point cloud PN ,
to boost each other. The scene flow can then be used for
point cloud prediction [5, 19]. Future scene flow prediction
encourages the model to learn the motion information rather
than the simple geometry similarity by removing the target
point cloud. Conversely, the explicit estimation of the pre-
vious scene flow works as a strong guidance to promote the
prediction of future scene flow.

There are some pioneering works on sequential scene
flow estimation and scene-flow-based point cloud predic-
tion [5, 9, 19]. He et al [9]. build SPCM-Net by extending
the PointPWC-Net architecture to process multi-step infor-
mation. It can solve sequential scene flow estimation or
scene-flow-based point cloud prediction with different de-
coder designs. Lu et al. [19] propose MoNet which has
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Figure 1. (a): The overall structure of our model, which is a recurrent neural network processing the point clouds and generates scene flow
sequentially. (b): One level of the construction of the multi-scale condition signal. (c): The structure of our Spatiotemporal Iterative Block.

employed to refine the coarse completion from the denois-
ing diffusion probabilistic model. PC2 [24] generates a
sparse point cloud to reconstruct the 3D shape from a single
RGB image. In this paper, we explore the use of diffusion
models for joint sequential scene flow estimation and scene-
flow-based point cloud prediction.

3. Method

3.1. Network Overview
The overview of our GenFlow3D is illustrated in Fig. 1(a).
Given a point cloud sequence {Pi}Ni=1 of length N , Gen-
Flow3D recurrently processes each point cloud, estimates
the scene flow {SFi}N−1i=1 of each consecutive point cloud
pair and predicts the future scene flow {SFN+i}M−1i=0 for a
given length M . By warping the last point cloud PN with
the future scene flow, the predictions of future point clouds
{P′N+i}Mi=1 can be obtained as P′N+i = PN + Σi−1j=0SFN+j .
Multi-step prediction is achieved by inputting the pseudo
future point clouds into the model again.

Without losing generality, suppose the model is process-
ing the n-th point cloud Pn. First, a hierarchical encoder is
utilized to establish a feature pyramid with rich geometric
information. Next, dynamic information is extracted at each
level through two blocks that mix the features across time.
The Bidirectional Correlation Block (BDCB) captures the
correlation feature between Pn and Pn+1, which describes
the instantaneous motion state towards future. In contrary,
the Spatiotemporal Iterative Block (STIB) preserves the his-
torical motion information by accumulating and filtering the
instantaneous states. Finally, the multi-scale features are
used to condition the Transformer-based Diffusion Decoder
to generate the scene flow SFn. Depending on the input,

GenFlow3D switches among different modes to perform
standard scene flow estimation (n = 1), scene flow esti-
mation with historical information (1 < n < N ), or future
scene flow prediction (n ≥ N ).

Hierarchical Encoder. We build a U-Net-like [33] en-
coder with set conv and set upconv layers [17] for feature
extraction. When a point cloud is input, it is first downsam-
pled with farthest point sampling to aggregate local infor-
mation. Then the deepest level feature is upsampled back to
the original scale to propagate the information from larger
receptive fields to the shallower levels.

3.2. Multi-scale Condition Signal
The condition signal plays a crucial role in the generation
process of diffusion models. Generally, at the l-th level of
GenFlow3D, the condition signal Dln is composed of the
encoder feature Fln, the correlation feature Cln from the
BDCB, the hidden state Hl

n of the STIB, and the coarse flow
information, i.e., the coarse scene flow SFl+1

n and the corre-
sponding decoder flow feature FEl+1

n from the deeper level
l+ 1. The upsampled scene flow SFl,up is derived from the
coarse scene flow SFl+1

n with 3-nn interpolation [17], while
the coarse decoder flow feature FEl+1

n is upsampled using
a set upconv layer. In our model, the condition signal not
only provides rich context information, but also informs the
diffusion decoder of the currently processing task through
the temporal dynamic features Hl

n and Cln as follows. For
simplicity, we omit the superscript l and the subscript n in
the reminder of the paper unless specifically needed.

Bidirectional Correlation Block. The BDCB captures
the change from Pn to Pn+1 as the representation of the
instantaneous motion state. The core component of it
is a bidirectional flow embedding layer introduced in Bi-
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PointFlowNet [3]. It augments the features of the two point
clouds by mixing them in both forward and backward direc-
tions and then derives the correlations through a flow em-
bedding layer. Different from Bi-PointFlowNet, we do not
fuse the encoder features with the bidirectionally enhanced
features for the sake of decoupling. Instead, we employ an
additional set upconv layer to propagate the coarse correla-
tion features across different levels. In addition, we follow
[4] to search the neighboring points in both Euclidean space
and the latent space in the bidirectional augmentation pro-
cess to aggregate both the spatially close and the semanti-
cally relevant points.

If both Pn and Pn+1 exist (1 ≤ n < N ), the BDCB
normally computes the correlation feature for scene flow
estimation. When Pn+1 is absent (n ≥ N ), zeroed out
technically, the behavior of the bidirectional flow embed-
ding layer degrades to a convolution on Pn. The generated
“correlation feature” integrates no future information of the
scene and works as a clue to guide the decoder to pay at-
tention on the historical information for future scene flow
prediction.

Spatiotemporal Iterative Block. The STIB accumu-
lates and filters the instantaneous states to form a descrip-
tion of the long-term temporal information. The structure of
the STIB is illustrated in Fig. 1(c). When processing Pn, it
takes the correlation feature Cn−1 , which implies the previ-
ous motion in the latent space, and the estimated/predicted
scene flow SFn−1, which directly expresses the per-point
motion, of the previous timestep to update the hidden state
Hn−1. Since the update process is conducted between two
different point clouds, it is divided into two steps, i.e., the
temporal update and the spatial update. In the temporal up-
date step, the scene flow SFn−1 is first fed into a flow en-
coding set conv layer to obtain the high-dimensional rep-
resentation En−1. Afterwards, it is concatenated with the
correlation feature Cn−1. They are input into a SetGRU
cell [13] that produces the temporally updated hidden state
H̃n−1, as shown in the following equations:

Jn−1 = Cn−1 ⊕ En−1,
Rn−1 = σ(setconvr(Hn−1 ⊕ Jn−1)),

Zn−1 = σ(setconvz(Hn−1 ⊕ Jn−1)),

Ĥn−1 = tanh(setconvh((Rn−1 �Hn−1)⊕ Jn−1)),

H̃n−1 = (1− Zn−1)�Hn−1 + Zn−1 � Ĥn−1.

(1)

where ⊕ denotes concatenation, � indicates Hadamard
Product and σ(·) represents the sigmoid activation.

The new hidden state H̃n−1 still binds with Pn−1. We
transform it onto Pn through the spatial update step, which
is implemented as a learnable interpolation, viewing the
points as discrete samples of the continuous hidden state
function. Each point pn,i in Pn search its k nearest neigh-
bors {pn−1,j}kj=1 in Pn−1. Then, their encoder features

��

�� ��

��

KNN Grouping

Conv1d

MLP

��

MLP

Softmax
Weighted

Sum

�������,�� ��

���,��

Set conv

Set Upconv

Δ���
�

noise
Δ���

�

C

�����

A

Point Attention Block

���

Time 
Embedding

C

MLP

�

Δ���

���,��

���

A : add noise C : concatenation : addition : subtraction : matrix multiplication

��

��

��

M
L
P

Figure 2. Structure of one level of our Transformer-based Dif-
fusion decoder. We use an attention-based denoising network to
finely capture discriminative information.

and the direction vectors {pn−1,j − pn,i}kj=1 are concate-
nated and fed into a sub-network WeightNet with a softmax
function on the top to learn the channel-wise interpolation
coefficient vectors {wij}kj=1. The final updated hidden state
hn,i is obtained as the weighted sum of the temporally up-
dated hidden states of the k nearest neighbors. Formally,
this process is formulated as:

hn,i =

k∑
j=1

wij � h̃n−1,j ,

wij = smlp(fn,i ⊕ fn−1,j ⊕ (pn−1,j − pn,i)),

(2)

where smlp(·) denotes an MLP with the softmax function
on its top. We initialize H1 as zero vectors for the first point
cloud of the sequence. It acts as a deactivation signal, guid-
ing the decoder to only focus on the current and future in-
formation for standard scene flow estimation.

3.3. Transformer-based Diffusion Decoder
Although scene flow estimation and future scene flow pre-
diction are two distinct tasks, they share the same target
output, i.e., the per-point displacement vectors from the cur-
rent frame to the next frame, with similar data distributions.
Encouragingly, diffusion models [10, 36] are adept at cap-
turing general patterns from large-scale data. However, as
mentioned in [16], it is hard to fully recover scene flow from
pure noise. Therefore, we employ a conventional estima-
tor at the coarsest scale of our decoder to obtain the initial
scene flow. Subsequently, at each finer scale l, the scene
flow residual ∆SFl is generated by a denoising diffusion
process conditioned on Dl to refine the upsampled coarse
scene flow SFl,up as SFl = SFl,up + ∆SFl. The process is
illustrated in Fig. 2.

Diffusion process for scene flow residuals. The dif-
fusion latent variables of our decoder are the scene flow
residuals. The ground truth residual ∆sfgt is obtained as
the difference between the ground truth scene flow sfgt and
the upsampled scene flow sfup. In the forward process, we
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progressively add Gaussian noise to ∆sfgt for T steps. T is
large enough so that the final result ∆sfT is approximately
pure noise. It is formulated as a Markov chain [10]:

q(∆sf1:T |∆sf0) =

T∏
t=1

q(∆sft|∆sft−1),

q(∆sft|∆sft−1) = N (∆sft;
√

1− βt∆sft−1, βtI),

(3)

where ∆sft is the intermediate residual at the t-th step and
∆sf0 = ∆sfgt. If the noise variances β1:t are small, the
intermediate residual ∆sft at an arbitrary step t can be di-
rectly sampled from the ground truth via q(∆sft|∆sf0) =
N (∆sft;

√
ᾱt∆sf0, (1− ᾱt)I), where ᾱt =

∏t
s=1(1− βs).

In the reverse process, the scene flow residual is recovered
from the noisy input via a parameterized Markov chain,
which is typically implemented with a denoising network:

pθ(∆sft−1|∆sft) = N (∆sft−1;µθ,Σθ). (4)

Following [16], our denosing network DNθ directly learns
the flow residuals conditioned on the signal D and the step
t, formulated as ∆SF = DNθ(∆SFt|D, t).

At each training iteration, we select a random step, add
the corresponding noise to the ground truth scene flow
residual, and reconstruct it with the denoising network.
During inference, the scene flow residual is generated from
randomly sampled standard Gaussian noise.

Transformer-based denoising network. As the real-
world scenes are complicated and contain challenging cases
like noise, occlusion and deformation, the condition signal
is not always reliable. While we can refer to the neighboring
points, they are also unreliable. To effectively capture the
discriminative information from the local region, we turn to
transformer [38]. The transformer architectures have been
used in some applications on point clouds [49, 51] includ-
ing scene flow estimation [6, 14, 15, 34], where the atten-
tion mechanisms are used to extract feature and correlation.
Here, we use it to construct our denoising network. As il-
lustrated in Fig. 2, a set conv layer is first used for channel
compression. Then a set upconv layer upsamples the de-
coder flow feature from the deeper level. Its output G is fed
into a point attention block to obtain the decoder flow fea-
ture FE of the current level. Formally, for a point pi, the
process is represented as Eq. 5:

g′i = conv1×1(gi),
qi = Wqg′i,ki = Wkg′i, vi = Wvg′i,

oi =

k∑
j=1

smlp(qi − kj + σij)� vj ,

σij = mlp(pj − pi), fei = mlp(oi + g′i),

(5)

where σij is the relative position embedding between pi
and its neighbor pj . We adopt the vector attention mecha-
nism since G encodes divergent condition information (e.g.,

historical information, correlation information), which con-
tributes differently to the generation process, in its channels.
Finally, the scene flow residual ∆SF is produced from the
decoder flow feature and the time embedding with an MLP.

Temporal initialization for scene flow. Assuming the
motion states of the objects remain consistent in a short
period of time, the previous scene flow result serves as a
ready-made and reliable initialization for the scene flow of
the current point cloud. This strategy also takes better ad-
vantage of the historical information compared to using the
STIB solely. Given the full scene flow SFn−1 of the previ-
ous timestep n−1, we use it to back warp Pn towards Pn−1.
Then 3-nn interpolation is adopted to transform SFn−1 onto
Pn at the coarsest level as the initialization of the scene flow
at timestep n. For the first point cloud P1, the scene flow is
still initialized as zero vectors .

3.4. Training Objective
We use a unified supervised loss for both sequential scene
flow estimation and future scene flow prediction. For each
point cloud n and each level l, the loss has two terms:

lossldiff,n = ||∆SFln,0 −DNθ(∆SFln,t|Dln, t)||22,

losslflow,n = ||SFln − SFl,gtn ||2.
(6)

Then, the overall loss is the sum over the superscript l and
the subscript n as:

Loss =

N+M−1∑
n=1

L∑
l=1

αl(loss
l
diff,n + losslflow,n), (7)

where {αl}Ll=1 are the weights of different levels.

4. Experiments
4.1. Datasets
The widely used benchmarks FlyThings3D [23] and
KITTI [25, 26] are designed for standard scene flow esti-
mation. In this paper, we process two large-scale real-world
datasets nuScenes [2] and Argoverse 2 [44] for sequential
scene flow estimation and future scene flow prediction.

The nuScenes dataset provides 20 Hz 360-degree point
clouds with a key frame rate of 2Hz. We take the consecu-
tive point clouds starting from each key frame to form the
sequences and compute the scene flow annotation with the
odometry and object tracking ground truths as in [1]. There
are totally 850 scenes in the official training and validation
splits. We choose 650 scenes for training and use the re-
maining 200 scenes for evaluation.

Argoverse 2 delivers 10 Hz 360-degree point clouds and
the scene flow annotation which is also derived from the
odometry and object tracking labels. In Argoverse 2, there
exist points without valid scene flow ground truth. These
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Method Dataset

Scene Flow
Estimation

Future Scene Flow
Prediction

SF1 SF2 SF3

EPE3D ↓ Acc3DS ↑ Out3D ↓ EPE3D ↓ Acc3DS ↑ Out3D ↓ EPE3D ↓ CD ↓ Acc3DS ↑ Out3D ↓
PointPWC-Net [46]

nuScenes

0.0386 0.7668 0.6255 0.0386 0.7695 0.6212 - - - -
FLOT [31] 0.0297 0.8561 0.5071 0.0293 0.8604 0.5049 - - - -
PV-RAFT [43] 0.0500 0.7570 0.6055 0.0492 0.7598 0.6024 - - - -
PT-FlowNet [6] 0.0264 0.8776 0.4753 0.0260 0.8821 0.4695 - - - -
Bi-PointFlowNet [3] 0.0291 0.8676 0.4924 0.0291 0.8696 0.4913 - - - -
DifFlow3D [16] 0.0222 0.9205 0.4132 0.0221 0.9216 0.4118 - - - -
PointRNN [5] - - - - - - 0.0655 0.1657 0.5736 0.7689
MoNet [19] - - - - - - 0.0356 0.1623 0.8107 0.5605
GenFlow3D(Ours) 0.0162 0.9576 0.3395 0.0139 0.9754 0.3059 0.0158 0.1610 0.9611 0.3350
PointPWC-Net [46]

Argoverse 2

0.0553 0.6726 0.3681 0.0556 0.6742 0.3682 - - - -
FLOT [31] 0.0489 0.7681 0.3545 0.0491 0.7678 0.3569 - - - -
PV-RAFT [43] 0.0968 0.6588 0.4599 0.0971 0.6626 0.4587 - - - -
PT-FlowNet [6] 0.0386 0.8161 0.3163 0.0391 0.8154 0.3195 - - - -
Bi-PointFlowNet [3] 0.0298 0.8995 0.2522 0.0301 0.8980 0.2543 - - - -
DifFlow3D [16] 0.0190 0.9635 0.1872 0.0189 0.9627 0.1887 - - - -
PointRNN [5] - - - - - - 0.1004 0.2916 0.4253 0.6296
MoNet [19] - - - - - - 0.0580 0.2865 0.6785 0.4323
GenFlow3D(Ours) 0.0175 0.9652 0.1813 0.0164 0.9714 0.1767 0.0248 0.2806 0.9234 0.2296

Table 1. Scene flow estimation and future scene flow prediction results on nuScenes and Argoverse 2. All the models are trained from
scratch. We do our best to use the official code of other methods. We conduct separate comparisons for estimating SF1 and SF2. The best
results are marked in bold and the second best results are underlined. “Out3D” indicates Outliers3D.

points are retained at the input of the models but excluded
from the calculation of the training loss and evaluation met-
rics. The 700 scenes from the official training split are used
for training and the 150 scenes from the official validation
split are used for evaluation.

4.2. Implementation Details
We take point cloud sequences of lengthN = 3. The model
outputs 3 steps of scene flow {SFi}3i=1 corresponding to
each input point cloud. Specifically, SF1 and SF2 corre-
spond to standard scene flow estimation and scene flow esti-
mation with historical information, respectively, while SF3

corresponds to future scene flow prediction. We randomly
sample 8,192 points for each point cloud following previ-
ous works [3, 6–8, 13, 16, 31, 43, 46]. The ground points
and the remote points farther than 35m are removed. We
initialize the learning rate as 1 × 10−3 and reduce it by
0.7 every 40 epochs until convergence. The AdamW op-
timizer is adopted with β = {0.9, 0.999} and the weight
decay rate is set to 1 × 10−4. The decoder refines scene
flow for L = 4 levels and the loss weights are set as
{αl}4l=1 = {0.02, 0.04, 0.08, 0.16}. DDIM [37] is imple-
mented with the total steps of T = 1000.

We compare our GenFlow3D with several representa-
tive start-of-art methods for standard scene flow estima-
tion [3, 6, 16, 31, 43, 46] and scene-flow-based point cloud
prediction [5, 19]. They are all trained from scratch on
the two datasets. It is noteworthy that the point cloud pre-
diction baselines PointRNN and MoNet originally leverage
self-supervised training. For fair comparison, we train them
in a supervised fashion using the scene flow ground truth.

4.3. Main Results

We use the common scene flow estimation metrics
EPE3D (m), Acc3DS, Outliers3D, and additionally CD (m)
for future scene flow prediction to evaluate the models. CD
measures the difference between the predicted pseudo point
cloud P3+SF3 and the true point cloud P4. The quantitative
results are shown in Table. 1.

It can be observed that GenFlow3D improves the per-
formance of scene flow estimation and future scene flow
prediction on both nuScenes and Argoverse 2. First, for
scene flow estimation, all the baselines exhibit equivalent
performance for estimating SF1 and SF2 since they are lim-
ited to point cloud pairs and unable to exploit the strong
temporal prior of point cloud sequences. In contrast, Gen-
Flow3D absorbs the historical information via the STIB and
the temporal initialization strategy for sequential scene flow
estimation, leading to improved accuracy for SF2 over SF1.
Concretely, GenFlow3D achieves 14.2% lower EPE3D for
SF2 versus SF1 on nuScenes and the improvement on Ar-
goverse 2 is 6.3%. Moreover, our GenFlow3D outperforms
other methods on the estimation of not only SF2 but also
SF1. Compared to the second best method DifFlow3D [16],
on nuScenes, GenFlow3D improves EPE3D by 27.0% for
SF1 and 37.1% for SF2. On Argoverse 2, GenFlow3D
makes a 7.9% reduction for SF1 and a 13.2% reduction for
SF2 on EPE3D. Note that DifFlow3D is also a diffusion-
based method. The results demonstrate the significance of
learning sequential point cloud information and the effec-
tiveness of our GenFlow3D.

Second, for future scene flow prediction, GenFlow3D
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Dffusion Decoder Condition Signals Temp.Init. EPE3D ↓
Hist. Corr. Enc. Flow. Coarse Fine SF1 SF2 SF3 Overall

w/o diffusion refinement 3 3 3 3 7 3 0.0628 0.0567 0.0601 0.1796
w/ setconv-based DNθ 3 3 3 3 7 3 0.0205 0.0193 0.0279 0.0677
w/ transformer-based DNθ 7 3 3 3 7 7 0.0244 0.0247 0.2846 0.3337
w/ trnsformer-based DNθ 3 7 3 3 7 7 0.2891 0.1751 0.1366 0.6008
w/ transformer-based DNθ 3 3 7 3 7 7 0.0233 0.0219 0.0353 0.0805
w/ transformer-based DNθ 3 3 3 7 7 7 0.0208 0.0196 0.0319 0.0723
w/ transformer-based DNθ 3 3 3 3 7 7 0.0198 0.0187 0.0314 0.0699
w/ transformer-based DNθ 3 3 3 3 3 7 0.0196 0.0184 0.0309 0.0689
w/ transformer-based DNθ 3 3 3 3 7 3 0.0188 0.0179 0.0279 0.0646

Table 2. Results of the ablation experiments. Hist. represents the hidden state H, Corr. indicates the correlation feature C, Enc. denotes
the encoder feature F, and Flow. is the upsampled scene flow SFup with the corresponding decoder flow feature FE from the coarse level.
Temp. Init. is the temporal initialization strategy. “Overall” denotes the summation of EPE3D values of SF1, SF2, and SF3.

also yields the best performance. While the two baselines
PointRNN and MoNet adopt similar recurrent architectures,
GenFlow3D outperforms them by a large margin. In partic-
ular, GenFlow3D achieves a 55.6% drop on nuScenes and a
57.2% drop on Argoverse 2 in EPE3D from the second best
method MoNet, which demonstrates the superiority of the
diffusion-based design of our model. While the improve-
ment on CD is limited, which potentially stems from the ab-
sence of one-to-one correspondence between the real-world
point clouds and the small inter-frame variation due to the
relatively high scanning rate, the significant gain on EPE3D,
Acc3DS and Outliers3D still indicates the strong capability
of GenFlow3D to predict the future motion of the points.

In addition, we provide qualitative results from Argov-
erse 2 in Fig. 3. The figure shows the comparisons on scene
flow estimation and future scene flow prediction. The error
maps represent the l2 error between the ground truth and
the estimated scene flow of each method in different col-
ors. Our GenFlow3D produces more accurate and consis-
tent scene flow compared to other models for both estima-
tion and prediction for the point cloud sequence.

4.4. Ablation
We also perform ablation studies on Argoverse 2 to evaluate
GenFlow3D and the results are shown in Table 2.

Diffusion Decoder. To evaluate the transformer-based
diffusion decoder, we first remove the multi-scale diffusion
refinement process, leaving the coarsest level scene flow.
This leads to a large performance degradation on both scene
flow estimation and prediction. Then we remove the point
attention block and adopt another design of the denoising
network with only set conv and set upconv layers. Our
transformer-based diffusion decoder achieves better scene
flow estimation performance compared to the the setconv-
based variant, reducing EPE3D by 8.3% for estimating SF1

and by 7.3% for estimating SF2.
Condition Signal. We explore the importance of each

component of the condition signal by removing each of
them while keeping the remaining parts. We switch off the
temporal initialization to avoid introducing additional his-

torical information. It can be observed that all the compo-
nents contribute to scene flow generation. In particular, by
integrating the encoder feature, the overall EPE3D is im-
proved by 13.2% and the incorporation of the coarse flow
information, i.e., the coarse scene flow and decoder flow
feature, reduces the overall EPE3D by 3.3%. Notably, the
hidden state and the correlation feature, which encode the
cross-frame temporal information, have a remarkable im-
pact on the performance. First, if the hidden state is re-
moved, the generation of SF1 and SF2 degenerates into
standard scene flow estimation and SF3 has to be predicted
in the absence of any historical motion prior. As a result, the
performance on estimating SF1 and SF2 drops to an equiv-
alent level and the EPE3D value for SF3 increases by an
order of magnitude. Second, when stripped of the correla-
tion feature, the generation of SF1 and SF2 also constitutes
future scene flow prediction since the target frames are in-
visible to the decoder. The error decreases as the histori-
cal frames accumulate, yielding the minimum EPE3D value
when generating SF3. However, without the direct super-
vision on each instantaneous state, the model struggles to
extract accurate long-term motion information. Therefore,
the performance demonstrates significant degradation.

Temporal Initialization. The temporal initialization
strategy makes the subsequent scene flow generation eas-
ier and more robust. As shown in the third from last and the
last rows of the table, the temporal initialization strategy
primarily enhances the model’s ability for future scene flow
prediction, achieving a 11.1% drop on EPE3D for predict-
ing SF3 compared to zero initialization. Moreover, it also
contributes to small improvements on the performance of
estimating SF1 and SF2. In addition, we evaluate using the
scene flow from the deepest level of the previous timestep,
which corresponds to the second from last row in the table.
The deepest-level scene flow provides only coarse global
motion and fails to deliver accurate historical prior.

4.5. Analysis on the Sequence Length
Given our model’s capability to process point cloud se-
quences of different lengths, we also conduct experiments
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Figure 3. Qualitative results of GenFlow3D and the baselines. We compare the error maps between the ground truth and the scene flow
results output by each model of a point cloud sequence.

Models Estimation Prediction
SF1 SF2 SF3 SF4 SF5

GenFlow3D(N=2,M=1) 0.0175 - - 0.0175 -
GenFlow3D(N=3,M=1) 0.0164 0.0142 - 0.0161 -
GenFlow3D(N=4,M=1) 0.0161 0.0138 0.0135 0.0152 -
GenFlow3D(N=3,M=2) 0.0191 0.0159 - 0.0172 0.0193

Table 3. EPE3D results of the experiments on the input sequence
length N and the prediction length M .

on nuScenes to explore the impact of the sequence length
N and the prediction length M . The results are shown in
Table. 3. For future scene flow prediction, we align the end
of the input sequence to let all the models start prediction at
SF4 during inference for fair comparison.

As shown in the table, a larger sequence length is
beneficial to the performance of GenFlow3D. Concretely,
the comparison of the models with a fixed prediction
length (M = 1) but varying input sequence length (N =
2, 3, 4) reveals that EPE3D at the same timesteps exhibits a
decreasing trend as the sequence length increases. By en-
larging the sequence length from 2 to 4, EPE3D for predict-
ing SF4 is reduced by 13.1%. Besides, in terms of the same
model, EPE3D of scene flow estimation also decreases with
the accumulation of the historical point clouds. Specifically,
the model with N = 4 and M = 1 yields 16.1% lower
EPE3D for estimating SF3 compared to SF1.

In contrast, increase of the prediction length M could
have a negative effect. The model with N = 3 and M = 2
yields higher EPE3D for predicting SF5 than predicting
SF4. Compared to the model with the same sequence
length (N = 3) but smaller prediction length (M = 1),

its performance on the prediction of SF4 and the estima-
tion of SF1 and SF2 is also inferior. The possible reason
is that as the prediction step increases, the appearances and
motion states of the future point clouds have larger differ-
ence from those of the historical point clouds and the error
is accumulated during the prediction process. The scene
flow estimation performance is also affected due to gradient
backpropagation.

5. Conclusion
In this paper, we study the scene flow on point cloud se-
quences to introduce long-term and high-order motion in-
formation. We construct a diffusion-based recurrent neu-
ral network named GenFlow3D, to jointly perform sequen-
tial scene flow estimation and future scene flow prediction.
We adopt the denoising diffusion process in the decoder to
capture general motion patterns and better combine the two
tasks. Discriminative condition signals are produced by the
Bidirectional Correlation Block and the Spatiotemporal It-
erative Block according to the input and are used to guide
the decoder to switch among different modes specific for
scene flow estimation and prediction. Experiments demon-
strate the superiority of our model.
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