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Abstract

Generative AI (GenAI), which revolutionized both computer
vision and natural language processing, has drawn contin-
uous attention recently. Benefits from GenAI with the evolu-
tion of large language models (LLMs), the image generation
task evolved from prompt-based to dialogue-based, which
takes the real-world human intent expressed through con-
versations. When breaking this task into multiple steps, the
best pathway of analyzing the dialogues is not determined,
such as whether the objects or prompted template should
be focused on the first step of dialogues analyzing. Thus, a
multi-chain reasoning is requested to decompose this appli-
cation beyond a pure chain-of-thought structure. After the
divergent process, the question comes to how to converge
the thinking chain that leads to the best matched image,
which requires a new evaluation method to lead the think-
ing process. To address these challenges, we propose the
LLM Thought Divergence and Convergence (LTDC) frame-
work, which simulates human cognitive processes through
three phases: (1) The Step-by-Step Thought process decom-
poses dialogue-based image generation tasks into sequen-
tial thinking chains using LLMs; (2) The Image Genera-
tion process creates image prompts following these thought
instructions and produces corresponding images; (3) The
Evaluation process aligns the coherence between generated
images and dialogues through a multi-modal LLM, guiding
the selection of optimal thinking chains. Evaluated on Vis-
Dial, our LTE framework achieves a 4.87% improvement in
CLIP similarity, demonstrating the effectiveness in generat-
ing images with higher semantic fidelity.

1. Introduction

Generative AI (GenAI) [4, 23, 27, 35], which creates text,
images, and videos, drives innovations in computer vi-
sion(CV), natural language processing (NLP), and cross-
modal content creation. As one of the key components in
GenAI, the image-generation task which generates images
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Figure 1. Dialogue-based image generation control comparison
with the end-to-end method and our LTDC method. (a) Vanilla
method analyses the entire dialogue inputs directly via the LLM
to generate the image prompt. (b) Our LTDC method provides an
analysis LLM which separates the task into steps automatically,
then the best result is selected by the correct rate between the im-
age and dialogue at each step.

from text prompts is no longer isolated but organically inte-
grated with large language models (LLMs), enabling multi-
modal synergy and rapid iteration in real life.

Current research in image generation has primarily fo-
cused on two core components: prompt understanding and
image generation, which correspond to the technology of
prompt engineering [12, 13, 18] and generation model de-
sign [3, 25, 26, 30]. Although these methods advance the
synthesis of photorealistic and semantically coherent im-
ages, they rely on the user providing a complete prompt
upfront, which requires them to have a clear idea of what
the image should be like from the very beginning.

During the real-life image generation process, human in-
tentions are normally expressed through dialogues, which
brings new challenges in the dialogues-to-image process.

This ICCV paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;

the final published version of the proceedings is available on IEEE Xplore.
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The vanilla methods inputs the dialogues into one text-
based LLM (ChatGPT [22], Deepseek [11] and et al.) to
generate the image prompt directly (by the methodology
of CoT [31], ToT [34] and et al.), then these prompts are
used for image generation, as shown in Fig. 1. However,
the dialogues-to-image problem is not only a pure text un-
derstanding problem but requires deeper thinking; for ex-
ample, it is hard to decide whether the first step should be
finding objects, understanding scene context, or generating
a well-structured prompt template. This brings the ques-
tion: Could we diverge the thinking process of LLMs into
multiple chains, with different ways of breaking down the
problem into multiple steps?

The multiple chains from the divergence process expand
a bird’s eye view to see more probabilities; a convergence
process is desired for converges ambiguity to control the fi-
nal generated image. This raises the question: How can we
select the final thinking chain after obtaining divergent out-
puts for the dialogue-to-image task? It highlights the need
for LLM thought evaluation in this task, which leads to con-
verging multiple solutions into one to control the LLM’s
thinking chain in selecting the best generated image. This
evaluation should not only focus on a locally optimal solu-
tion at each step but guarantee a globally optimal outcome
with several thinking steps.

To address these challenges, we present a novel frame-
work of LLMs Thought Divergence and Convergence
(LTDC) for Dialogue-Based Image Generation Control, to
simulate human drawing behavior, as shown in Fig. 1.
The architecture contains three main phases: (1) Step-by-
Step thought process requests the LLM to generate multi-
ple thinking chains, which decompose the dialogue-based
image generation task into sequential executable steps. In
the experiment, different chains have different initial steps,
where one chain might start by analyzing the objects (scene)
in the dialog, and another will generate a structured image
prompt first. (2) Image Generation process takes actions
based on the instruction steps to generate the image prompt
and produce an image with the image generation model.
(3) Evaluation calculates the values of decision chain nodes
from the Step-by-Step thought process, which controls the
selection of the thinking chains towards the best generated
image. The value is defined as the quality of the generated
image, which is evaluated by a multi-modal LLM to cal-
culate the correct rate between the requirements from the
dialogue and the generated image.

To validate the effectiveness of our method, we evalu-
ate our LTDC framework on dataset VisDial [9], where the
text inputs are meaningful dialog with humans in natural,
conversational language about visual content. Compared to
previous methods, the experimental results demonstrate sig-
nificant improvements of the CLIP [24] Similarity through
our method with accuracy increasing 4.87% and achieving

a state-of-the-art (SOTA) score at 69.37%.
• We are the first to introduce LLMs as the brain to break

down the real-world dialogue-based image generation
process step by step with multiple chains. This diver-
gence process expands a bird’s eye view to see more prob-
abilities thinking chains for this task.

• We design a multi-model LLM evaluation strategy to
evaluate the correct rate between the requirements from
the dialogue and the generated image at each node. This
controls the selection of the thinking chains towards the
best generated image.

• The effectiveness of the proposed LTDC framework is
validated through the dataset VisDial [9]. Compared to
previous methods, the experimental results demonstrate
significant improvements through our LTDC method with
a remarkable CLIP similarity score increasing on 4.87%.

2. Related Work
2.1. Text-to-Image Generation
Text-to-image generation aims to create images based on
text, where the user provides a structured prompt to re-
quest the generation model for an image that matches the
description. It benefits from both the CV and NLP com-
munities on two main perspectives: generation model de-
sign [33, 38, 38] or prompt engineering [12, 13, 18]. Early
approaches used Generative Adversarial Networks (GANs),
such as StackGAN [38] and AttnGAN [33], which em-
ployed attention mechanisms [29] for fine-grained synthe-
sis. With the evolution of diffusion models, highly detailed
and realistic images are generated by Stable Diffusion [26],
DALL-E 2 [25] and DALL-E 3 [3], which generate images
by starting with a random noise image and gradually refin-
ing it to match the given description. Except for improving
the image quality, more research focuses on the quality of
prompts to improve the consistency of generated images.
OPT2I [18] introduces a framework based on LLM to opti-
mize text prompts for better consistency with generated im-
ages. LMOps [13] uses the LLM as a promptist, which ben-
efits from supervised fine-tuning and reinforcement learn-
ing to optimize prompts. The latest research [12] investi-
gates using Chain-of-Thought (CoT) reasoning to improve
auto-regressive image generation.

Our method focuses on real-world dialogue-based image
generation, where LLMs are used to decompose the task
into steps to simulate human behaviors.

2.2. Multi-Agent Collaboration
In current work, multi-agent collaboration with LLMs gen-
erally relies on role-play, which involves multiple agents
taking on different roles and performing various tasks. The
most common method can be divided into two types: pro-
viding diverse perspectives with different agents [5, 16, 36]
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Figure 2. Visualization of our LTDC framework on one example from VisDial [9] dataset. The main three modules are as follows: (1) Step-
by-Step thought generates a thinking chain which decomposes the dialogue-based image generation task into sequential executable steps.
(2) Image Generation takes actions based on the instruction steps to generate the image prompt and produce an image. (3) Evaluation
updates the values of decision chain nodes, which controls the selection process of the thinking chain towards the best generated image.

and breaking down complex tasks [6, 32]. On the one hand,
MedAgents [28] propose a novel multi-disciplinary collab-
oration framework for the medical domain which lever-
ages LLM-based agents in a role-playing setting that par-
ticipates in a collaborative multi-round discussion. TP [36]
proposes a thought propagation framework which explores
analogous problems and leverages their solutions to en-
hance the complex reasoning ability of LLMs. On the other
hand, MetaGPT [14] develops Standardized Operating Pro-
cedures (SOP) in software development, where roles like
product manager and engineer follow structured processes
to reduce errors. MacNet [1] focuses on medical diagno-
sis, where agents act as experts to discuss and summarize
through methods like voting or having a judge agent itera-
tively refine reports until a final consensus is reached.

Unlike previous pure language agent collaborations, our
work focuses on multi-model, multi-agent collaboration for
dialogue-based image generation tasks.

3. Methodology

3.1. Vanilla Image Generation

The vanilla LLM-based image-generation framework nor-
mally consists of two main stages: dialogue analysis and
image generation. In the first stage, a large text-based LLM
gets the dialogues as inputs to generate corresponding im-
age prompts through text understanding. The second stage

employs a text-to-image generated model (Stable Diffusion,
for example) that transforms the prompts into the final im-
age. Different from the vanilla method, our LTDC frame-
work introduces LLMs from two perspectives beyond the
two stages on the more complex dialogue-based image gen-
eration task. The first design is to break the complex task
into steps with multiple chains by one LLM agent, as de-
scribed in Sec. 3.2.1. Then, the best chain is selected based
on the evaluation of the generated image and original dia-
logue via a multi-model LLM, as described in Sec. 3.2.3.

3.2. LLM Thought Divergence and Convergence
Our method integrates the principles of divergence and con-
vergence into a dialogue-based image generation task. One
example from VisDial [9] dataset is illustrated in Fig.2,
where the input dialogues describe the target image with
a wedding scene and some details (a couple, one cake and
et al.). This problem is handled with three main modules
of our framework, which are: Step-by-Step Thought, Image
Generation and Evaluation.

Mathematically, the input of our LTDC is a Nt-rounds
Q&A dialogue, defined as Td={td}Nt , where each td com-
prises a question-answer pair provided by a human annota-
tor. The expected output is a generated image y.

3.2.1. Step-by-Step Thought
The Step-by-Step Thought process aims to decompose the
dialogue-based image generation task into structured rea-
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soning steps to ultimately guide the generation of standard-
ized prompts for Sec. 3.2.2.

The thinking chains are structured by a tree topology,
where the entitle tree is composed by nodes defined as
O={osis−1 ,is

}Ns with Ns total steps. s is the layer of the
step, is is the index in s-th step, and is−1 is the index of its
father node. For this example in Fig.2, the task is decom-
posed into three steps: scene understanding, object finding,
and prompt structure declaring. On the first step layer, the
LLM expand the thinking branch to a different chain, where
the objects are organized firstly.

For the s-th layer of the topology in tree, the child node
osis−1 ,is

is generated by the thinking LLM agent LLM pt

with prompt pt, based on its father node os−1
is−2 ,is−1

where:

osis−1 ,is = LLM pt(o
s−1
is−2 ,is−1

, is, Td). (1)

The top node o11 has no father node and description. Each
father node could have multiple children nodes.

The prompt p1 of LLM pt
is structured as follows:

1 # 1. Task
2 Your task is to give the correct next step.
3 # 2. Problem Define
4 Given a problem of "Generate a prompt for

image generation model like Stable-Diffusion,
based on the dialogue."

5 # 3. Example of input and output
6 The input format is limited to:
7 "Dialog: ...Existing Steps:Step 1: ..."
8 The output format is limited to:
9 "Next step: ..."

10 where ... indicates omitted output
information

11 # 4. Exception haddle
12 If no existing steps are provided... output

the first step.

It is worth noticing that the decomposed process is not
pre-defined by humans, where LLM pt

generated it auto-
matically with the default temperature parameter. This
brings a diversity of different paths beyond the pure human
instructions.

3.2.2. Image Generation
In this part, a prompt generation model first references the
guidance from Sec. 3.2.1 to generate a structured prompt
for each thinking step, then, an image is generated based on
this prompt. Both the prompt templates and the image gen-
eration model are changeable based on user requirements
(Stable Diffusion and et al.). The comparison between dif-
ferent image generation models is analyzed in Sec. 4.2.2.

LLM pi is defined to generate a structured image gener-
ation prompt, where:

tsis−1 ,is = LLM pi
(osis−1 ,is), (2)

and the pi is structured as:

1 # 1. Task
2 You are a professional multimodal prompt

engineer.
3 # 2. Problem Define
4 Follow these steps to create Stable-Diffusion

-optimized image generation prompts.
5 # 3. Example of output
6 The output format is limited to:
7 "Prompt:..."

The image on this node is generated by a standard Image
generation model IG :

ysis−1 ,is = IG(tsis−1 ,is). (3)

3.2.3. Evaluation
In this part, a multi-modal agent computes the matching
score between the generated images from Sec. 3.2.2 with
the original input dialogue as the value in each step node.
The final output image is selected through the best chain-
of-thought workflow from all the chains in Sec. 3.2.1.

The value vsis−1 ,is
of each node is calculated by the

multi-modal agent LLM pv with the prompt pv as

vsis−1 ,is = LLM pv
(ysis−1 ,is , Td), (4)

where the value is calculated by the percentage of the
correct dialogue matched with the generated image. The
prompt pv of is structured as follows:

1 # 1. Task
2 Please check if the images match the

descriptions in the conversation.
3 # 2. Problem Define
4 Given the dialogue below, provide an analysis

and scoring.
5 # 3. Value Calculate Equation
6 Calculate the proportion of correct dialogue

rounds relative to the total number of rounds
7 # 4. Example of output
8 The output format is limited to:
9 "Scores:..."

10 where ... represents your content.
11 # 5. Exception haddle
12 The score should be a decimal between 0 and

1...incorrect (every step is wrong), give 0.

The value calculating equation is defined as:

vsis−1 ,is =

Nt∑
Diff (ysis−1 ,is , td)/Nt, (5)

where Diff compares each dialogue pair with the generated
image on this node, and 1 represents they matched with each
other and 0 is opposite.

Following the value scores across all nodes, the path ob-
taining the maximum value is selected, and the generated
image attaining the highest evaluation score is deterministi-
cally selected as the final output y. Finally, the entire work-
flow of our LTDC is shown in Algorithm 1.

18104



Algorithm 1 LLMs Thought Divergence and Convergence
Input: LLM Agents LLM pt

, LLM pi
; Multi-Model Agent

LLM pv
; Image Generation Model IG ; Dialogue Td

Parameter: Steps Ns, Expand number Ni

Output: Generated Image y;
1: // 1. Step-by-Step Thought in Sec. 3.2.1
2: Initial Nodes o11;
3: for s from 1 to Ns do
4: for is from 1 to Ni do
5: Expand the new node osis−1 ,is

by LLM Agent
LLM pt

defined in Eq. 1;
6: // 2. Image Generation in Sec. 3.2.2
7: Generate image prompt by LLM Agent tsis−1 ,is

by
LLM pi defined in Eq. 2;

8: Generate image ysis−1 ,is
by image generation

model IG defined in Eq. 3;
9: // 3. Evalution in Sec. 3.2.3

10: Calculate the matching value vsis−1 ,is
by the multi-

model Agent LLM pv
defined in Eq. 4;

11: if vsis−1 ,is
> max (v) then

12: y = ysis−1 ,is
;

13: end if
14: end for
15: end for

4. Experience

4.1. Experimental Settings

We test our model on the VisDial [9] dataset. VisDial ex-
amples contain a sequence of question and answer (Q&A)
pairs about a particular image, simulating dialogue between
two people who are discussing an image. The training set
consists of images collected from the COCO [17] train2014
and val2014 datasets, which includes 123,287 images, each
paired with 10 (Nt) rounds of dialog. The validation set
contains dialogues from 2,064 pairs for evaluation. Al-
though the VisDial dataset does not incorporate real-world
observational data, it theoretically reflects two fundamental
challenges in user-driven image generation: dialogue anal-
ysis and objective evaluation, which correspond to our di-
vergences and convergence process.

To evaluate the generated image, we use the wild-defined
CLIP [24] (Contrastive Language-Image Pre-training) sim-
ilarity and LPIPS [39] (Learned Perceptual Image Patch
Similarity) scores the same as previous methods. The CLIP
similarity metric is computed via cosine distance, which
measures the similarity between high-dimensional image
embeddings via the CLIP encoder. A higher similarity value
reflects better semantic correspondence as the CLIP en-
coder is optimized on 400 million image-text pairs, where
the model learns discriminative representations through the
maximization of mutual information across visual and lin-

guistic modalities. LPIPS score measures the perceptual
similarity between images by computing the L2 distance be-
tween the feature vector difference between different image
representations, leveraged from pre-trained neural networks
(such as AlexNet). A lower value indicates that two images
are closer in perceptual space.

The selection of the LLMs could vary from both open-
source models or APIs, and further evolve with the devel-
opment of new designs. A deeper comparison will be in-
troduced in Sec. 4.2. The prompts are inspired by ReST-
MCTS [37]. The hyperparameter total discussion steps Ns

is set to 3 for efficiency. The number of expends for each
node Ni is set to 2, the same as the Binary Tree [8].

A full Chain-of-Thought binary tree has 2(Ns+1)-2 nodes
(except the start node), where Ns denotes the discussion
steps. The number of generated images is the same as
the nodes, where the maximum number is 14 in practice.
For the LLMs, we use a single RTX 4090 GPU for offline
LLMs, while calling the API for ChatGPTs. Under the stan-
dard setting using only ChatGPT-4o-mini for both think-
ing and evaluating, the approximate cost for one example
is 0.0328$ via API calling.

4.2. Experimental Results
Tab. 1 reports a comparison between different methods and
settings, with the evaluation metric of CLIP Similarity and
LPIPS scores on the validation set of VisDial [9] datasets.
The upper part reports the previous SOTA methods, serv-
ing as our primary reference for performance benchmark-
ing. The middle part presents the outcomes from our im-
plementation of the vanilla framework to evaluate the ability
of different image models and language models. The lower
part presents results achieved through our LTDC frame-
work. This table supports granular performance assessment
across multiple dimensions, where the detailed analytical
insights are provided in the following sections.

4.2.1. Comparisons with previous methods
To make a fair comparison with the previous SOTA method
GILL [15], our “LTDC” use the same image generation
model as Stable Diffusion [26] in Sec. 3.2.2. Both the think-
ing chains generation in Sec. 3.2.1 and the evaluation multi-
model LLM in Sec. 3.2.3 are GPT-4o-mini [22], which has
both image and text understanding abilities.

Compared with the previous SOTA method GILL [15],
our LTDC framework achieves a 4.87% improvement in
CLIP similarity (reaching 69.37%), demonstrating its ef-
fectiveness in generating images with enhanced semantic
fidelity. The CLIP similarity changed more significantly
than the LPIPS score because it is more sensitive to se-
mantic information differentiation. Furthermore, the pure
visual trained LPIPS score is limited by the image genera-
tion model, which is Stable Diffusion, remaining the same
as GILL [15]. We also evaluate 100 samples from the eval
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Method Image Model Language Model CLIP Similarity (↑) LPIPS (↓)
GLIDE [21] DALL-E CLIP 58.70 79.90
LDM [26] Stable Diffusion None 62.20 72.30
GILL [15] Stable Diffusion OPT (6.7b) 64.50 71.40
Vanilla(SC) Stable Diffusion ChatGPT-4o-mini 67.41 71.38
Vanilla(SL) Stable Diffusion Llama3.3 (70b) 67.22 70.99
Vanilla(SD) Stable Diffusion Deepseek-R1 (70b) 67.37 70.98
Vanilla(JC) Janus-Pro ChatGPT-4o-mini 67.09 71.96
Vanilla(JL) Janus-Pro Llama3.3 (70b) 68.30 70.14
Vanilla(JD) Janus-Pro Deepseek-R1 (70b) 68.61 70.39
LTDC Stable Diffusion ChatGPT-4o-mini 69.37 70.71
LTDC* Janus-Pro Deepseek-R1 (70b) + ChatGPT-4o-mini 70.03 70.12

Table 1. Comparisons between the proposed method and other SOTA methods according to the CLIP Similarity and LPIPS scores on the
validation set of VisDial [9] datasets. ↑: Higher is better. ↓: Lower is better.

Method Acc. Cost ($ / 1M tokens)

% Input Output

ChatGPT-4o-mini 73.82 0.15 0.60
ChatGPT-4o Fail 1.10 4.40
ChatGPT-4o-latest 81.19 2.50 10.0
Qwen-vl-plus [2] (7b) 66.13 0.27 0.82
Llama3.2 [10] (90b) 77.56 2.00 2.00
Correct 100 - -

Table 2. The comparison of different Multi-Model LLM in
Sec. 3.2.3 that evaluate the accuracy and cost between the GT im-
age and the original dialogue with 100 examples in VisDial [9].

set of VisDial with 3 human evaluators for bias reduction,
to measure the correct ratio across ten conversations per im-
age. The GILL method achieves 58.3%, while our “LTDC”
approach achieves 72.9% with an improvement of 14.6% in
semantic coherence.

Our “LTDC*” achieves a new SOTA score on CLIP simi-
larity at 70.03% by changing the image generation model to
the latest Janus-Pro [7] and the language generation model
to the latest Deepseek-R1 [11]. This indicates that the abil-
ity of our model has further potential with better LLMs
in the future. Though Janus-Pro was a multi-modal auto-
regressive model, we compare these two models where the
input&output are consistent when implementing them dur-
ing the inference phase as image generators in our frame-
work. This comparison gives an insight into how much the
structural design of LLMs impacts the result in our problem.

4.2.2. Comparisons on Vanilla Method
We also report our implementation of the vanilla method
based on two different image-generation models (Stable
Diffusion [26] and Janus-Pro [7]) and three language mod-
els for task breakdown (GPT-4o-mini [22], Deepseek-

R1 [11] and Llama3.3 [10]). The evaluation model remains
the same as GPT-4o-mini [22].

Through comparisons of different image-generation
models, in general, the latest Janus-Pro [7] performs bet-
ter than Stable Diffusion [26], where the most significant
improvement is between “Vanilla(SD)” and “Vanilla(JD)” from
67.37% to 68.61% on the CLIP similarity score, reflecting a
1.24% performance increase. This indicates that Janus-Pro
has more potential and flexibility than Stable Diffusion in
our task for better image generation.

Through comparisons of different language models with
the same image-generation models, Deepseek-R1 [11] per-
forms better than Llama3.3 [10], with a similar model pa-
rameter as 70b. The reason is that the latest Deepseek-R1
benefits from a deeper thinking process, which has a better
ability to break the task down into reasonable steps.

Comparing our LTDC method to the vanilla method,
with the same settings, our design shows an improvement
of 1.96% between “LTDC” and “Vanilla(SC)” and 1.42% be-
tween “LTDC*” and “Vanilla(JD)”. This demonstrates the ef-
fectiveness of our framework in different settings.

4.3. Ablation Study
Tab. 2 reports a comparison between different multi-model
LLMs in Sec. 3.2.3, where the ability of this model directly
decides the upper bound of our framework. The accuracy
scores are calculated between the original dialogues with
the ground truth image on the first one hundred training
pairs of VisDial [9], where the correct rate should be 100%
with human annotations. The upper part reports the results
from API calls of GPT series, and the lower part presents
the results from the latest open-sourced models.

Through comparisons of the cost on both the API and
open-sourced models, the latest “ChatGPT-4o-latest” per-
forms better than “ChatGPT-4o-mini” from 73.82% to
81.19% with a cost of the input/output with 16.67% times.
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Q: is this in a park?
A: yes, i believe it is
Q: are there others around?
A: no, she is alone
Q: does she have a collection bucket?
A: no
Q: is her hair long?
A: yes, pretty long
Q: is she wearing a dress?
A: i don't think so, hard to tell
Q: does she have shoes on?
A: yes, flip flops
Q: is there grass nearby?
A: yes, everywhere
Q: is it a sunny day?
A: yes
Q: are there trees?
A: in the background there are trees
Q: is the guitar new?
A: i don't think so

(1)
0.9

Q: is the picture in color?
A: yes
Q: how old does the woman look?
A: maybe late 20's to early 30's
Q: are there any other people?
A: no, just her and the bird
Q: are there any animals?
A: just the bird
Q: what is she feeding the bird?
A: i can't tell, but it looks like a small 
rodent
Q: is she wearing a hat?
A: yes
Q: what color is her shirt?
A: mauve
Q: what color is her hat?
A: blonde
Q: what kind of bird is it?
A: a very large black bird with a white
Q: what else do you see?
A: it appears to be at a zoo there are 

(2)
0.8

Q: is the picture in color?
A: yes
Q: is this a wedding picture?
A: maybe
Q: is the couple male and female?
A: yes
Q: is the cake 1 or more tiers?
A: no
Q: can you see other people?
A: no
Q: is this inside?
A: yes
Q: what color is the cake?
A: white with blue lettering, but hard to 
see it
Q: anything written on the cake?
A: you cannot see it
Q: any other decorations on the cake?
A: not that i can see
Q: can you see any plates?
A: no

(3)
0.5

Q: what color is the jet?
A: white and blue
Q: is it a commercial plane?
A: yes
Q: can the sky be seen?
A: yes
Q: are there any clouds?
A: no
Q: do you see any other planes？
A: no
Q: can you see anything else other 
than the plane?
A: no
Q: is the plane crashing?
A: no
Q: plane above any bodies of water?
A: yes
Q: are those bodies of water lakes?
A: possibly
Q: is there any text on the plane?
A: not that i can see

(4)
0.9

Q: what kind of food?
A: looks like fried chicken and some 
rice and sauce
Q: what color are the plates?
A: they are orange
Q: what color are the bowls?
A: also orange
Q: are there any drinks?
A: no drinks are visible
Q: are there any people?
A: no people are visible
Q: what color is the table?
A: the table is white
Q: is this in a kitchen?
A: it looks like a domestic kitchen
Q: is there a tablecloth on the table?
A: i can't tell for sure
Q: is there any silverware?
A: yes all around
Q: can you see any windows?
A: no windows are visible

(5)
0.7

Q: can you see the tub?
A: no
Q: is the toilet dirty?
A: no it looks clean
Q: is the seat up?
A: it doesn't look like there is a seat
Q: can you see a sink?
A: no
Q: can you see water in the tank?
A: no
Q: can you see the floor?
A: yes
Q: is there a window?
A: no
Q: what color is the floor?
A: brown
Q: is it tile?
A: i think so
Q: is it dirty?
A: yes, it's in an abandoned building

(6)
0.9

Figure 3. Visualization of the results based on the validation set of VisDial [9]. For each example, the left is the dialogue, and the three
images on the right are (1) Ground Truth (2) GILL [15], and (3) Ours LTDC. We also report the correct rate of our final selected image.

Similarly, “Llama3.2” boosts the accuracy from “Qwen-vl-
plus” to 77.56% with a larger model size of 90b, when the
cost comes to 2$ per 1M tokens. Though a more expensive
model leads to better performance, the cost grows exponen-
tially when the calling times increase.

The best result from our experience is 81.19% from “gpt-
4o-latest” where there is still a big gap of 18.81% to the
ground-truth result of 100%. This limits the ability of our
model where the best chain is not selected when the evalua-
tion result is wrong. Also, the “gpt-4o” model fails to gener-
ate a structured output starting with “Score:” with the same
prompt as other models, which indicates the sensitivity of
LLMs to the prompt design of the multi-model LLMs rely-
ing on prompt engineering [19]. In experience, we choose
GPT-4o-mini [22] without complex prompt design, which
balances the evaluation ability and financial cost for multi-
ple calls of the thinking processes.

It is worth noticing that the evaluation multi-model LLM
could be replaced by the matric of CLIP similarity score or
LPIPS score. However, this trick leads to the wrong des-
tination, where the original purpose of the dialogue-based
image generation task focuses more on the user intention
but not a pure image generation result.

4.4. Qualitative Analysis

4.5. Visualization with the SOTA Method

In Fig. 3, we provide six sets of visualization results to com-
pare our method with GILL [15], based on VisDial [9] (Val).

From the experience, our method provides a more pre-
cious scene setting of the generated image. For example, in
case (3), our generated image matches the scene “wedding
scene” from the dialogue as the key clue of the generated
image, while the image generated from GILL only focuses
on “cake”. A similar result is reported in case (5). This
demonstrates the necessity of breaking the dialogue-based
image generation process into steps, where one key step is
to analyze the scene at the beginning of the thinking chain.

Our method also provides a more precious matching be-
tween the generated image with the Q&A pairs with vague
dialogue. For example, in case (4), our generated image
matches the Q&A pair “hat” and “black bird” from the di-
alogue as the key objects of the generated image, while the
image generated from GILL is missing. This demonstrates
the necessity of evaluating the generated image with dia-
logue when selecting the final result.

From the visualization, we could also figure out the lim-
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Steps

A colorful, poorly lit photo of a possibly adult bedroom with a cluttered, dirty floor, containing a 
flat-screen computer on a cheap desk made of plastic or wood, and a computer chair, 
suggesting a casual, personal workspace.

Image Prompt for Step 1

Step 1: Analyze the given dialog to identify key elements that can be used to generate a 
prompt for an image generation model like DALL-E, focusing on the description of the 
scene, objects, and environment mentioned in the conversation, such as the color photo, 
non-professional setting, poor lighting, daytime uncertainty, possible adult bedroom, cluttered 
room, flat-screen computer, cheap desk material, and presence of a computer chair.
Step 2: Extract specific details from the dialog to create a descriptive outline for the image 
generation prompt, including the photo being in color, the setting possibly being an adult\'s 
bedroom with poor lighting, a flat-screen computer on a cheap plastic or wood desk, and the 
presence of a computer chair, while also noting the absence of clear indicators like windows and 
the uncertainty about the time of day.
Step 3: Combine the extracted details into a coherent and descriptive prompt for 
the image generation model, such as "Generate a color photo of a possibly cluttered adult 
bedroom with poor lighting, containing a flat-screen computer on a cheap plastic or wooden desk, 
accompanied by a computer chair, without clear visibility of windows, and an overall sense of non-
professional and casual setting," to guide the DALL-E model in creating an image that matches 
the described scene.

A colorful, poorly lit photo of a possibly adult bedroom with a cluttered space, containing a flat-
screen computer on a cheap plastic or wooden desk and a computer chair nearby, without 
clear visibility of windows to indicate time of day.

Image Prompt for Step 2

A low-quality, colorful photo of a cluttered room that could be an adult's bedroom, with dim 
lighting, featuring a flat-screen computer sitting on a cheap plastic or wooden desk, 
accompanied by a basic computer chair, and lacking clear views of windows.

Image Prompt for Step 3

Figure 4. We present one case of the entitled workflow of our
method from VisDial [9]: (1) the final execution pipeline steps,
(2) the image generation prompts at each step, (3) the generated
image at each step, and (4) the correct rate for each image.

itation of this dataset, where some images might lose de-
tailed descriptions from the dialogue. For example, in case
(1), the dialogue does not specify whether the person should
stand or sit on the “chair” which limits the similarity of the
generated image with the target ground truth image.

4.6. Visualization of the full pipeline
In Fig. 4, we provide one visualization result of the entitle
final execution pipeline steps validation set of VisDial [9].

From this example, we could find that this task is bro-
ken down into three reasonable steps, which is similar to
human behavior as: Analyze, Extract Details and Combina-
tion. The matching scores between the image and the origi-
nal dialogues (evaluated by the multi-model LLM) rise from
0.9 to 1.0 at the end of all steps, which indicates that the
best-matched result is selected for this example. However,
digging into the image prompt instructed by each step, we
recognize that the generated image might not fully reflect
the prompt. For example, in Step 2, though the prompt asks
for a computer chair nearby, the generated model misses
this object to match other requests from the prompt. This
proves the necessity of our multiple chains to handle the
unstable of the image generation model.

I would like to design my own study room.

That sounds like a fantastic project! Designing your own study room can 
be both fun and rewarding. Here are some steps and tips to help you get 
started:

1. Determine Your Needs
Purpose: What will you primarily use the room for? Studying, working, 
reading, or a combination?
Equipment: Do you need space for a computer, books, a printer, or other 
equipment?
2. Choose a Layout
Desk Placement: Position your desk near a window for natural light, but 
avoid glare on your screen.
Storage: Plan for shelves, cabinets, or drawers to keep your space 
organized.
Seating: Choose a comfortable chair that supports good posture
....

Great idea! Combining gaming and reading features in your study room 
can make it a versatile and enjoyable space. Here are some suggestions 
to help you design a room that caters to both activities:

1.Gaming Setup
Gaming Desk: Choose a desk with enough space for your gaming setup, 
including your monitor, keyboard, mouse, and any other accessories.
Comfortable Chair: Invest in an ergonomic gaming chair that provides 
support during long gaming sessions.
Monitor and PC: Ensure you have a high-quality monitor and a powerful 
PC or console for an optimal gaming experience.
Sound System: Consider a good set of speakers or a gaming headset for 
immersive sound.
Cable Management: Use cable organizers to keep your gaming area tidy 
and free of clutter.
Lighting: Add RGB lighting to create a dynamic gaming atmosphere. You 
can use LED strips or smart bulbs to customize the lighting.
2.Reading Nook
Comfortable Seating: Include a cozy chair or a small sofa where you can 
relax and read.
Bookshelves: Install bookshelves to store and display your book 
collection. Floating shelves can save space and add a modern touch.
Reading Lamp: Use a floor lamp or a table lamp with adjustable 
brightness to provide adequate lighting for reading.
...

I would like to have features that allow for gaming and reading.

Show me an example Design
I'll try to create that.

I want a big window
I'll try to create that.

Make it simple

I'll try to create that.

Figure 5. The real-world image generation case with one human
user, which is tested by Copilot [20] to indicate the limitation of
this task and request future study.

4.7. Limitations
Real-world image generation faces dynamic user require-
ment adjustments, which challenge the generated image on
consistency or conflict. Fig. 5 shows a real failure on con-
sistency from Copilot, where the user requests a window
in the middle of the discussion, but it disappears in the later
sequential generations. Though our framework has the abil-
ity to successfully analyze the user intention in the thinking
module, it is hard to evaluate the users’ satisfaction via met-
rics without real-world datasets. A new dataset with user
interaction based on image could address these limitations
and further improve the image generation ability for real-
world problems in the wild.

5. Conclusion
This work addresses the challenges of dialogue-based im-
age generation by introducing the LLM Thought Branch-
ing (LTDC) framework, which bridges conversational intent
into controllable image generation. Unlike Vanilla methods
that directly analyze the dialogue via LLM, LTDC decom-
poses this task into structured steps through LLM-driven
reasoning, aligning with human cognitive processes. On
each thinking step, a multi-modal LLM is defined to calcu-
late the correct rate between each dialogue with the gener-
ated image, which helps to guide the selection of the best
thinking chain generating a higher semantic-level image.
Experiments on VisDial demonstrate a 4.87% improvement
in CLIP similarity, achieving state-of-the-art performance
and validating the effectiveness of intent-image alignment.
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Deshraj Yadav, José MF Moura, Devi Parikh, and Dhruv Ba-
tra. Visual dialog. In Proceedings of the IEEE conference
on computer vision and pattern recognition, pages 326–335,
2017. 2, 3, 5, 6, 7, 8

[10] Abhimanyu Dubey, Abhinav Jauhri, Abhinav Pandey, Ab-
hishek Kadian, Ahmad Al-Dahle, Aiesha Letman, Akhil
Mathur, Alan Schelten, Amy Yang, Angela Fan, et al. The
llama 3 herd of models. arXiv preprint arXiv:2407.21783,
2024. 6

[11] Daya Guo, Dejian Yang, Haowei Zhang, Junxiao Song,
Ruoyu Zhang, Runxin Xu, Qihao Zhu, Shirong Ma, Peiyi

Wang, Xiao Bi, et al. Deepseek-r1: Incentivizing reasoning
capability in llms via reinforcement learning. arXiv preprint
arXiv:2501.12948, 2025. 2, 6

[12] Ziyu Guo, Renrui Zhang, Chengzhuo Tong, Zhizheng Zhao,
Peng Gao, Hongsheng Li, and Pheng-Ann Heng. Can we
generate images with cot? let’s verify and reinforce image
generation step by step, 2025. 1, 2

[13] Yaru Hao, Zewen Chi, Li Dong, and Furu Wei. Optimizing
prompts for text-to-image generation. In Neural Information
Processing Systems, 2023. 1, 2

[14] Sirui Hong, Mingchen Zhuge, Jonathan Chen, Xiawu Zheng,
Yuheng Cheng, Jinlin Wang, Ceyao Zhang, Zili Wang,
Steven Ka Shing Yau, Zijuan Lin, Liyang Zhou, Chenyu
Ran, Lingfeng Xiao, Chenglin Wu, and Jürgen Schmidhu-
ber. MetaGPT: Meta programming for a multi-agent collab-
orative framework. In The Twelfth International Conference
on Learning Representations, 2024. 3

[15] Jing Yu Koh, Daniel Fried, and Russ R Salakhutdinov. Gen-
erating images with multimodal language models. NIPS, 36:
21487–21506, 2023. 5, 6, 7

[16] Xiaochong Lan, Chen Gao, Depeng Jin, and Yong Li. Stance
detection with collaborative role-infused llm-based agents.
Proceedings of the International AAAI Conference on Web
and Social Media, 18(1):891–903, 2024. 2

[17] Tsung-Yi Lin, Michael Maire, Serge Belongie, James Hays,
Pietro Perona, Deva Ramanan, Piotr Dollár, and C Lawrence
Zitnick. Microsoft coco: Common objects in context. In
Computer vision–ECCV 2014: 13th European conference,
zurich, Switzerland, September 6-12, 2014, proceedings,
part v 13, pages 740–755. Springer, 2014. 5
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