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Abstract

Accurate localization using visual information is a crit-
ical yet challenging task, especially in urban environments
where nearby buildings and construction sites significantly
degrade GNSS (Global Navigation Satellite System) sig-
nal quality. This issue underscores the importance of
visual localization techniques in scenarios where GNSS
signals are unreliable. This paper proposes U-VILAR, a
novel uncertainty-aware visual localization framework de-
signed to address these challenges while enabling adap-
tive localization using high-definition (HD) maps or nav-
igation maps. Specifically, our method first extracts fea-
tures from the input visual data and maps them into Bird’s-
Eye-View (BEV) space to enhance spatial consistency with
the map input. Subsequently, we introduce: a) Percep-
tual Uncertainty-guided Association, which mitigates er-
rors caused by perception uncertainty, and b) Localization
Uncertainty-guided Registration, which reduces errors in-
troduced by localization uncertainty. By effectively balanc-
ing the coarse-grained large-scale localization capability of
association with the fine-grained precise localization capa-
bility of registration, our approach achieves robust and ac-
curate localization. Experimental results demonstrate that
our method achieves state-of-the-art performance across
multiple localization tasks. Furthermore, our model has un-
dergone rigorous testing on large-scale autonomous driving
fleets and has demonstrated stable performance in various
challenging urban scenarios.

1. Introduction

Autonomous vehicles rely significantly on Global Nav-
igation Satellite Systems (GNSS) for outdoor localization.
However, GNSS signals are susceptible to noise caused by
obstructions from buildings, tunnels, and bridges, which
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Figure 1. In Fine-grained Localization (left) and Large-scale
Relocalization (right), U-VIiLAR outperforms all existing meth-
ods across all metrics. Lat.’, Lon.’, and Ori.” represent Lateral,
Longitudinal, and Orientation, respectively, while R.” denotes Re-
call.

complicates the accuracy of GNSS-based localization. In
this context, visual localization using imprecise GNSS data
is becoming increasingly critical. In autonomous driving
systems, localization typically demands centimeter-level ac-
curacy [2], whether using high-definition (HD) maps or
lightweight navigation maps. Both types of maps are cru-
cial for autonomous driving due to their precision or cost-
effectiveness. In this regard, an end-to-end visual localiza-
tion system that can adapt to both map types and coarse
GNSS signals is essential.

Classical methods for visual localization rely on estab-
lishing 2D-3D correspondences between keypoint visual
descriptors in images and 3D points in Structure-from-
Motion (SfM) models. Traditional image feature extrac-
tion techniques, such as SIFT [29], SURF [3], ORB [36],
FREAK [1,4], and BRIEF [6,25], tend to perform poorly
under significant changes in viewpoint or illumination. Al-
though learnable features like SuperPoint [9], R2D2 [34],
and GIFT [26] have enhanced robustness to some extent,
they still face challenges with variations in weather and ap-
pearance. Moreover, constructing large-scale 3D maps is
highly expensive, and these maps require frequent updates
to reflect environmental changes. The cost of storing 3D
maps in vehicles further complicates their implementation
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in city-scale areas.

Recent approaches have transitioned from relying exclu-
sively on appearance information to incorporating semantic
data for localization in vectorized maps. These methods
generally extract semantic features using pre-trained convo-
lutional neural networks (CNNs) and then link these features
through filtering or optimization techniques to achieve pre-
cise localization. However, semantic features can be affected
by artifacts or missing data, prompting the use of complex
handcrafted strategies like graph matching [45] or distance
transforms [31]. These approaches often require careful
tuning of various hyperparameters, making them cumber-
some and difficult to generalize. Notable works, such as
BEV-Locator [49], focus on centimeter-level localization
using HD maps, attempting to directly regress pose offsets
with transformer-based models that jointly encode image and
map features. Nonetheless, the absence of explicit geomet-
ric constraints results in limited accuracy and robustness in
direct pose regression. OrienterNet [39], designed for relo-
calization using navigation maps, introduces explicit 3-DoF
(Degree-of-Freedom) pose probability modeling after fus-
ing image and map features but still lacks clear modeling
of matching relationships in BEV space. MapLocNet [47]
enhances OrienterNet’s performance with a coarse-to-fine
pose regression model but does not address explicit image-
map matching.

To tackle the issues present in existing methods, this pa-
per presents an uncertainty-aware, end-to-end visual local-
ization framework that enables adaptive localization across
different map formats by integrating matching and search
strategies. Specifically, drawing inspiration from end-to-
end image feature matching [38,44], we establish both global
and local associations between image features and BEV map
features to create cross-modal relationships. Our design
uniquely incorporates perceptual uncertainty as a guiding
mechanism, leveraging multivariate Gaussian for global su-
pervision and contrastive learning to enhance local asso-
ciation robustness. Unlike traditional methods that opti-
mize poses based on matches, we employ a pose decoder
to regress pose distributions. This approach constructs re-
fined solution spaces centered around coarse localization
uncertainty, enabling the search for precise poses. By in-
tegrating these strategies, our method effectively combines
the large-scale localization capabilities of matching with the
fine-grained precision of registration within localized re-
gions. Our contributions can be summarized as follows:
(a) We introduce a novel uncertainty-aware progressive vi-
sual localization framework, supporting various map for-
mats and localization tasks. (b) We propose Perceptual
Uncertainty-guided Association, which integrates percep-
tion uncertainty into probabilistic modeling, to reduce the
impact of low-quality regions. (c) We propose Localization
Uncertainty-guided Registration, leveraging coarse pose un-

certainty as a prior for fine-grained localization, addressing
non-unimodal pose distribution challenges. (d) Extensive
experiments on centimeter-level localization in small areas
and large-scale relocalization demonstrate that our proposed
U-VILAR achieves state-of-the-art performance across var-
ious datasets.

2. Related Work
2.1. BEV Representation in Visual Perception

Transforming image features into BEV space can be
achieved through geometric or learning-based methods.
Geometric approaches, such as Cam2BEV [33] and Vec-
torMapNet [28], apply Inverse Perspective Mapping (IPM)
to convert image features into BEV grids. Learning-based
methods, such as LSS [32], predict depth to project image
pixels into BEV space, further refined by BEVDet [16] and
BEVDepth [21] for improved 3D perception. Alternative
approaches include query-based models like Detr3D [46],
which sample image features using 3D queries for re-
gression, and GitNet [12], which introduces a two-stage
perspective-to-BEV transformation. Recent methods, such
as BEVFormer [23] and PETR [27], leverage cross-attention
and 3D position encoding to enhance 2D-to-BEV mapping.

2.2. Visual Localization

Traditional localization methods rely on geometric fea-
ture matching, using hand-crafted descriptors such as SIFT,
SURF, and ORB to associate 2D image pixels with 3D
scene points [22,42]. However, these methods are sen-
sitive to viewpoint and illumination variations. Deep
learning improves robustness by replacing handcrafted fea-
tures with learned representations [9, 34], yet computa-
tional costs remain high. Semantic maps provide sta-
ble environmental cues such as lane markings and poles,
enabling localization through LiDAR-based map match-
ing [19,20] and neural-based pose estimation [17]. Further
improvements integrate sensor fusion [43] and monocular
SLAM [40], enhancing accuracy and robustness. Large-
scale localization has shifted towards lightweight naviga-
tion maps, where semantic matching between urban images
and 2D maps [30, 37] facilitates positioning. Cross-view
approaches [10, 18] align ground-level and aerial imagery,
while OrienterNet [39] achieves sub-meter precision using
BEV-based neural matching with OpenStreetMap [13].

2.3. End-to-End Localization

End-to-end (E2E) localization methods directly infer
poses from sensor inputs and prior maps, eliminating the
need for explicit matching. PixLoc [24] introduces a dif-
ferentiable optimization framework, aligning depth features
with a reference 3D model to estimate poses in an E2E
manner. 12D-Loc [8] further enhances efficiency by inte-
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grating local image-LiDAR depth registration and BPnP-
based gradient computation for pose refinement. More
recent advancements, such as BEV-Locator [49], leverage
multi-view images and vectorized global maps, employing
a cross-modal Transformer to align semantic map elements
with camera images. EgoVM [15] extends this paradigm by
achieving centimeter-level localization by integrating point
cloud data and lightweight vectorized maps. However, al-
though these methods can output localization results end-
to-end, they tend to be relatively simplistic and lack fine
precision. We designed the model structure based on priors
from the localization domain while ensuring gradient con-
tinuity, achieving performance that far surpasses previous
work.

3. Method

Problem Definition. Given an initial estimate Py =
(x0,y0,90)T € R obtained from noisy sensor measure-
ments, our objective is to predict a minimal correction
AP = (6x,6y,5¢) that aligns this estimate with the ground-
truth pose Py € R3. This correction is expressed as a rigid-
body transformation in the Special Euclidean group SE(2),
parameterized by the transformation matrix T € R3*3:

cosAgp —sinAp Ax
T=|sinAp cosAg Ay].
0 0 1

To ensure accurate pose correction, we minimize the squared
Euclidean alignment error:

min £ = ||TPy - Py,

where T is inferred by the end-to-end differentiable network.
localization accuracy.

Overview. As depicted in Fig. 2, U-VILAR comprises
two key components: Perceptual Uncertainty-guided (PU-
Guided) Association and Localization Uncertainty-guided
(LU-Guided) Registration. The LU-Guided Registration
component enhances the localization output by utilizing the
coarse pose and distribution generated by the PU-Guided
Association.

3.1. BEV Feature Extraction and Fusion

As shown in the upper part of Fig. 2, to establish cor-
respondences between images and maps for accurate local-
ization, we first extract features from both image and map
inputs, and align them to the BEV space. Then, feature
fusion is performed within this unified representation.
Visual Encoder. For monocular or multi-view images
{L;li=1,2,---,N}, we feed them into a shared backbone
network (e.g., ResNet [14]) to obtain {Fiv|i =1,2,---,N},
where F} € RHv*WvxCy represents the feature map of the

i-th view, with H, and W, denoting the height and width
of the extracted features, respectively. Then, following the
approach of BEVFormer [23], we apply a view transfor-
mation to the extracted visual features and project them
into the BEV space, resulting in the visual BEV features
FBEV ¢ RHVEVXWIEYXCPEY here the visual BEV space
size is HBEV x WBEV

Map Encoder. Our method supports HD maps or nav-
igation maps as input, with similar map processing strate-
gies adopted in previous research, such as [39,49]. When
employing HD maps, we utilize the high-definition map
data provided by the respective datasets. For navigation
maps, OpenStreetMap [ 13] (OSM) serves as the data source.
Various elements (lanes, curbs, etc.) are rasterized with a
fixed sampling distance A (e.g., 25 cm/pixel), resulting in
Iinap € RHm>*WmxNm \where H,, X W, represents the raster-
ized result of a particular element, and N, is the number of
elements in the map. The rasterized map image I is then
passed through a U-Net-like backbone [35] to extract the
map features FBEV ¢ RHm" WiV <CiBY \yhere the map
BEV space size is HBEV x WBEV

Cross-Modality Fusion. = We perform cross-modal fu-
sion by alternately applying self-attention (SA) and cross-
attention (CA) to integrate visual BEV feature FEEV and
map BEV feature FEEV, resulting in the enhanced features
F/BEY and F/BEV:

FPPY = CA(SA(FY™), SA(F,™)), (1)
F2™Y = CA(SA(F,™Y), SA(FYFY)), 2)

where SA(-) and CA(Q,K) represent self-attention and
cross-attention with query-key pairs.

3.2. Perceptual Uncertainty-guided Association

Overview. When associating semantic elements between
vision and maps, visual inputs often suffer from percep-
tual degradation, such as occlusions of key semantic el-
ements. To tackle this issue, we propose a method that
models perceptual uncertainty to guide the cross-modal as-
sociation between visual features and map features in BEV
space. Specifically, we supervise the perceptual uncertainty
of F/BEY which supports perception tasks and facilitates the
generation of BEV perceptual uncertainty, as illustrated in
Fig. 2. We then incorporate this perceptual uncertainty into
the association modeling between F/BEV and F/BEV, creat-
ing a perceptual uncertainty-aware similarity matrix. Fur-
thermore, to enhance the model’s ability to establish fine-
grained cross-modal associations for spatially close points
within local regions, we sample local windows from FBEY
and FBEV using contrastive learning to supervise the asso-
ciations within these sampled windows.

Perceptual Uncertainty. We enhance the feature learning
by incorporating road structure-aware supervision with un-
certainty prediction on F/BEV Inspired by [48], we estimate
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Figure 2. An overview of the proposed U-ViLAR. First, we extract features from image and map inputs, then align these features into BEV
space to obtain visual and map features. These features undergo cross-modal fusion to enhance visual and map features (Sec. 3.1). During
the Perceptual Uncertainty-guided (PU-Guided) Association phase (Sec. 3.2), we construct a similarity matrix from the features above and
refine it through probabilistic guidance using perceptual uncertainty derived from visual features, yielding a Perceptual Uncertainty-aware
(PU-aware) similarity matrix. During the Localization Uncertainty-guided (LU-Guided) Registration phase, this matrix is processed by the
pose decoder to yield a coarse pose distribution and a coarse pose. These outputs serve as the pose uncertainty prior and the center of the
solution space for Pose Registration. Finally, precise poses are obtained by registering the enhanced visual-map BEV (Sec. 3.3).

a pixel-wise uncertainty field Up € REEWIE (g guide the

feature refinement. The uncertainty loss is formulated as:

3)

where F denotes the BEV feature estimate refined by road
structure segmentation prediction, and Up models the het-
eroscedasticity in feature prediction. This loss dynamically
adjusts reconstruction weights through the exp(—Up) term,
relaxing constraints in high-uncertainty regions (e.g., occlu-
sion boundaries) while maintaining strict feature alignment
in confident areas.

Global Association. By computing the similarity matrix
S e REYWI )X (HY W) petween the visual BEV fea-
ture map FBEY and the map BEV feature map FEEV, we
model the cross-modal similarity relationship:

S(i,7) = (FEV (). ForV (7)), 4

where i € {1,..., HBEVWBEVY and j € {1,..., HBEVWBEV)
represent the spatial unit indices in the visual and map BEV,
respectively.

To incorporate perceptual uncertainty, we begin by flat-
tening the 2D uncertainty mask Up € R7BEvWaev into a 1D
vector Upfiat € REY™Wy™  This flattened vector is then tiled

L, =exp(-Up)||F-F||; +2Up,

to align with the spatial dimensions of S, resulting in a tiled
matrix Up!lle € RV W) x (H wo)

Subsequently, we perform a channel-wise concatenation
of the original similarity matrix S with the tiled uncertainty
matrix Up'®. This concatenated result is then processed
through a CNN, which consists of a lightweight network
with a 1x1 convolutional layer and ReLLU activation, ul-
timately generating the perceptual uncertainty-aware sim-
ilarity matrix Syncert. The final association distribution
P € R WIEX(HR W) ig computed by applying Soft-
max normalization to Syncert:

eXp (Sunccrt(i’ ]))
BEV yy/BEV :
M exp (Suncen (i, 5))

As shown in Fig. 3, to avoid quantization errors caused

by supervision with a hard binary mask, we construct a sim-

. . .. . BEV yy/BEV BEV yy/BEV
ilarity soft supervision matrix G € R Wo™" )X (Hy " W)
using a multivariate Gaussian distribution:

Pij=

o)

2
0 otherwise,

exp (—‘12%:2”) d(i,j) <30y

G j= (6)

where d(i, j) represents the geometric offset between the
two spatial units, and o; is an adaptive smoothing factor.
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Figure 3. Illustration of Local Association and Global Associ-
ation. The BEV features in the upper and lower parts are the
original and the enhanced ones, respectively.

For each visual unit i, normalization is performed along the
map dimension to obtain G;, j- The supervision loss is de-
fined as the cross-entropy between the predicted association
distribution P and the soft target G:

H‘I}EV W\I}BEV HS[EV W’%EV

Lom=- Z Z G, jlogP; ;. @)
i1 =

Local Association. Initially, we leverage the pose ground
truth to create spatial correspondences between the visual
BEV features, FEEY, and the map BEV features, FEEY. Fol-
lowing this, M anchor points are uniformly distributed across
the space, with each anchor overseeing a local window of
dimensions [H,,,W]. For each of these anchors, K pairs
of ground-truth points are sampled, with features F ?ap and
F;.’is extracted by train-only encoders. Subsequently, a sym-
metric local similarity matrix S € REXK is constructed in
the BEV local space using contrastive learning principles,
where elements are computed as:
F's . F7
Sij=—— 20, Vi,je{l,....K} 8
T ey € e K ®
The similarity of positive sample pairs is optimized via a
symmetric cross-entropy loss:

Si[ esii

K
1 e
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Figure 4. Illustration of the Pose Registration. The solution
space is constructed centered around the coarse pose, and the pre-
cise pose is obtained by estimating the probability of each candidate
pose by the coarse prior.

3.3. Localization Uncertainty-guided Registration

Overview. Most second-stage coarse-to-fine localization
approaches rely heavily on the initial coarse pose input,
yielding refined results that remain closely tied to the ini-
tial estimation. This oversight neglects potential degener-
acy in specific degrees of freedom or multimodal distribu-
tions, where poor-quality coarse poses would render sub-
sequent local regression meaningless. To address this, we
construct the pose solution space not only from the coarse
pose but also model a 3D joint probability distribution from
the coarse 3DoF pose estimates, enabling error correction
through probabilistic-guided pose registration and weighted
fusion.
Localization Uncertainty.  As shown in the lower part
of Fig. 2, we regress 3DoF probability distributions via a
pose decoder from the perceptual uncertainty-aware simi-
larity matrix Sypcert- Specifically, we discretize each DoF:
x € [xC. x| into Ny bins, y € [yc. v, ] into Ny bins,
and orientation ¢ € [@C . . ¢f,,] into N, bins. The decoder
outputs independent probability distributions p, € RVx,
py € RM>, and Py € RNe¢ (with ¥ p. = 1). Supervision is
provided by Gaussian distributions centered at ground truth
with standard deviations controlling distribution widths, nor-
malized to form probability targets.

The uncertainty for each DoF (lateral x, longitudinal y,
and rotational ¢) is quantified via Shannon entropy:

Na
Us=-> p{ logp’, de{xy.e}  (10)
n=1

where N, denotes bin count for DoF d, and pé") repre-
sents the n-th bin probability. This generalized entropy for-
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mulation preserves DoF-specific parameters (e.g., varying
Nyx,Ny,N,) while maintaining physical consistency with
individual uncertainty metrics.

Coarse Pose Regression and 3D Joint Distribution. The
3DoF distributions are concatenated and fed to an MLP to
regress coarse pose estimates (x¢, e, @c). Simultaneously,
we construct a joint probability space via Cartesian product:

(&), () (k)

Puncert (i, j, k) = px Py Py s RNxXNyxNy

(11)
Localization Uncertainty-Guided Pose Registration. As
shown in Fig. 4, based on the coarse pose (x¢,Ye¢,®c)
and joint prior Pypcer, we define a 3D solution space Q
centered around the coarse pose, with ranges [x. + Ay],
[ye £Ay], and [¢. £A,]. This space is discretized into
(Hg, Wy, Dy) candidates, indexed by (i,/,k), with resolu-
tions (6x.8y.6) = (2. 3, 5%
features F/BEY undergo 3DoF geometric transformations in
solution space €

Puncert €

). Consequently, visual

Fl(hw,c.i,j.k)=Tg,,  (FY™ (hw,c)),
Oi,j,k = (xc — Ay +i0y, Ve —Ay +j6y, Qe —A‘p +k5‘p),

(12)

where 7 (-) denotes the 3DoF transform operator. Map fea-

tures F/BEV are aligned and broadcast to match dimensions

as Fﬁ. The feature difference tensor Do is computed as

the L2 norm between the transformed visual features F7 and

the aligned map features F5.

Subsequently, the joint probability Pyycere is fused with
the feature difference tensor Doy via gating, serving as a
prior for the pose registration:

Diysed = Deost + 4 - repeat(unsqueeze (Pupcert) ) - (13)

where A is a learnable parameter. After convolutional pro-
cessing of Dyyeq, the cost tensor in cost space tensor C €
RHsxWsxDs g obtained, and the refined pose (x 7,y 7, ¢ ) is
obtained via softmax-weighted fusion:

(xfayf’ ‘Pf) = Z G'(C+'}’Puncert)i,j,k “(Xe = Ax +idy,
i,j.k
Ve=Ay+ 0y, 0 =ANp+kdy),

(14)
where 7y controls prior strength and o (-) denotes 3D soft-
max. The parameter y dynamically modulates the balance
of weights between the probabilistic coarse pose prior and
data-driven signals during pose refinement, enabling the
model to adaptively adjust its reliance on prior knowledge
according to the uncertainty inherent in the input scene.

4. Experiment
4.1. Experimental Setup

Datasets. We evaluate our method on three datasets:
nuScenes [5], a widely used autonomous driving dataset
containing 1,000 scenarios with over 28,000 frames for train-
ing and 6,000 frames for validation; KITTI [11], which
includes 39.2 km of visual odometry sequences; and our
self-collected SRoad dataset, which contains over 500,000
frames and features more complex road structures: over
60% of the scenarios present specific challenges, such as
intersections, merging/diverging zones, congested areas, or
areas under viaducts (details in Appendix).

Tasks, Metrics and Comparison Methods. We compre-
hensively compared previous studies across various datasets
and map sources. The localization tasks are divided into
two categories: (a) Fine-grained Localization: We con-
ducted experiments using the nuScenes and SRoad datasets,
utilizing their respective HD maps, and employed an ICP
method as the rule-based baseline (details in Appendix).
Our method was compared with BEV-Locator and Ori-
enterNet, using MAE and RMSE to evaluate localization
performance. (b) Large-scale Relocalization: =~ We used
nuScenes, KITTI, and SRoad datasets with OSM map input.
Following Shi et al. [41], we computed recall rates for Lat-
eral, Longitudinal, and Orientation at fixed thresholds. On
nuScenes, we evaluated recall for position and orientation
to align with metrics of previous methods.
Implementation Details. Aligned with previous work, in
fine-grained localization, small random transformations (ro-
tation 6 € [-2°,2°], translation 7 € [-2m,2m]) are applied
to HD maps to simulate GPS noise, followed by extracting a
120m x 120m search region centered on the ego vehicle. For
relocalization, larger perturbations (rotation 6 € [-30°,30°],
translation ¢ € [—30m,30m]) are introduced to address sig-
nificant pose deviations, processing a 128m x 128m search
area on the navigation map (details in Appendix).

4.2. Results

Fine-grained Localization. Table 1 presents the exper-
imental results of centimeter-level localization tasks using
different datasets and their corresponding HD maps. The
MAE and RMSE metrics demonstrate the superiority of our
approach. Notably, on the nuScenes dataset, we signifi-
cantly reduced horizontal and vertical MAE compared to
BEV-Locator, with an 85.3% decrease in Orientation MAE
(0.075 v.s. 0.510). Compared to the monocular version
of OrienterNet, our errors were comprehensively reduced,
particularly the difference in RMSE, reflecting the stability
of our localization method. Our method shows significant
advantages over traditional ICP-based industrial standard
methods for the challenging SRoad dataset.

Large-scale Relocalization.  As shown in Table 2 and
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Lateral Error |

Longitudinal Error |

Orientation Error |

Methods Inputs
MAE(m) RMSE(m) MAE(m) RMSE(m) MAE(°) RMSE(°)

BEV-Locator-M  nuScenes + HD map 0.076 - 0.178 - 0.510 -
Ours-M nuScenes + HD map 0.040 0.049 0.140 0.158 0.075 0.089
OrienterNet-S nuScenes + HD map 0.079 0.154 0.279 0.473 0.114 0.143
Ours-S nuScenes + HD map 0.069 0.134 0.223 0.324 0.092 0.105
ICP-based-M SRoad + HD map 0.204 0.320 0.614 1.106 0.186 0.204
Ours-M SRoad + HD map 0.110 0.136 0.284 0.322 0.090 0.124
OrienterNet-S SRoad + HD map 0.186 0.241 0.492 0.724 0.160 0.245
Ours-S SRoad + HD map 0.165 0.193 0.390 0.484 0.122 0.154

Table 1. Centimeter-level localization results on nuScenes and SRoad using their respective HD maps as input. We use bold font to

highlight the best results. S and M represent monocular and multi-view inputs, respectively.

Lateral Recall@Xm T

Longitudinal Recall@Xm T

Orientation Recall@X°® T

Methods Inputs

1m 3m Sm Im 3m Sm 1° 3° 5°
OrienterNet-S ~ KITTI+ OSM  51.26 8477 91.81 2239  46.79 57.81 2041 5224 7353
Ours-S KITTI+ OSM  69.12 91.25 93.68 32.04 63.00 70.20 64.92 9484 97.44
OrienterNet-S ~ SRoad + OSM 3523  76.38 84.51 1520 3540 48.91 16.21  40.12  62.77
Ours-S SRoad + OSM 5290 86.20 88.03 27.94 4553 55.84 4991 82.50 86.01

Table 2. Localization results on KITTI and SRoad dataset using OSM as the map input. We use bold font to highlight the best results.

S and M represent monocular and multi-view inputs, respectively.

Position Recall@Xm T Orientation Recall@X° T

Methods
1m 3m S5m 1° 3° 5°

OrienterNet-S 5.83 18.92 52.83 32.13 41.56 65.63
MapLocNet-S 8.96 27.05 64.57 4036 6531 89.66
Ours-S 2398 3943 68.73 4440 70.02 91.39
U-BEV [7]-M 16.89  41.60 71.33 - - -
MapLocNet-M ~ 20.10 4554 77.70 58.61 84.10  96.23
Ours-M 3453 56.21 8221 60.32 86.28  97.00

Table 3. Localization results on the nuScenes dataset using
OSM as the map input. We compared our method with existing
approaches based on both mono-view and multi-view. Similarly,
we use bold font to highlight the best results. S and M represent
monocular and multi-view inputs, respectively.

Table 3, we compared our method with previous approaches
on the KITTI, nuScenes, and SRoad datasets to evaluate
large-scale relocalization capabilities using OSM as the map
input. Our method consistently outperforms existing ap-
proaches when the threshold is set to Im, 3m, and 5m,
demonstrating its robust capability in both coarse relocation
and fine-grained localization.

Runtime Analysis. We deploy our model on an NVIDIA
V100 GPU, achieving an impressive 28 frames per second
(FPS). This high efficiency stems from our training-only
optimizations, which enhance model performance with-
out introducing additional latency. On NVIDIA Orin, a
widely used autonomous driving platform, we apply Ten-
sorRT INT8 quantization to the BEV encoder, optimizing
efficiency and achieving a 15 FPS runtime for the entire
model.

4.3. Ablation Study

To assess the effectiveness of each component of our
method, we performed a series of ablation experiments us-
ing the nuScenes dataset along with its corresponding HD
map. The experimental results on other datasets and our
experiments using a Kalman filter to validate the value of
localization uncertainty output further are provided in Ap-
pendix.

PU-Guided Association and LU-Guided Registration.
We conducted experiments using multi-view images as
shown in Table 4. Comparing S2 and S3 with S1 shows that
PU-Guided Association significantly impacts localization
more than LU-Guided Registration. Removing all compo-
nents (S4) results in severe performance degradation. These
findings underscore the necessity of combining PU-Guided
Association and LU-Guided Registration to optimize local-
ization.

Local Association, Global Association and Perceptual
Uncertainty. As shown in Table 5, when Perceptual Un-
certainty is removed and the original Similarity Matrix is
used instead of the PU-aware Similarity Matrix, a signifi-
cant increase in localization error is observed, underscoring
the crucial role of Perceptual Uncertainty in the process.
Conversely, Local Association has a relatively small impact
on localization accuracy.

Pose Uncertainty Prior.  Based on Table 6, it is clear
that omitting the Pose Uncertainty Prior as input informa-
tion for Registration results in some deterioration of our
primary metric, MAE, reflecting a decline in localization
performance. Notably, RMSE experiences an even more
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Assoc.  Reg. Lat. | Lon. | Ori. |

MAEm) MAE@m) MAE(°)
S1 v v 0.040 0.140 0.075
S2 v 0.058 0.157 0.108
S3 v 0.047 0.149 0.087
S4 0.064 0.160 0.360

Table 4. Ablation experiments on the key components of our
method using the nuScenes dataset and HD map. ‘Assoc.” and
‘Reg.” denote PU-Guided Association and LU-Guided Registra-
tion, respectively. ‘Lat.’, ‘Lon.’, and ‘Ori.” stand for Lateral,
Longitudinal, and Orientation, respectively.

‘ LA. GA. PU. Lat. | Lon. | Ori. |

MAE(m) MAE(m) MAE(®)
S1 v v v 0.040 0.140 0.075
S2 v v 0.050 0.149 0.094
S3 v v 0.043 0.144 0.081

Table 5. Ablation experiments of the key components of PU-
Guided Association on the nuScenes dataset and HD map.
‘LA, ‘GA.’, ‘PU." represent Local Association, Global Associ-
ation, and Perceptual Uncertainty, respectively.

‘ Lat. | Lon. | Ori. |
| M(m) R.(m) M(m) R(m) M) R()

baseline 0.040  0.049  0.140 0.158 0.075  0.089
w/oPDP. | 0.042  0.054 0.144 0.184 0.079 0.099

Table 6. Ablation results of pose distribution prior of LU-
Guided Registration on the nuScenes dataset and HD map.
‘PDP.’ represent Pose Distribution Prior and ‘M.’, ‘R.” represent
MAE and RMSE, respectively.

pronounced degradation. This aligns with the fundamen-
tal design purpose of the Pose Uncertainty Prior, which is
intended to be particularly effective in the less common non-
unimodal scenarios within the dataset.

(b) (o) (d)

Figure 5. Visualization on the nuScenes validation set. From
left to right: (a) Front view, (b) Road-structure predictions overlaid
with a BEV uncertainty heatmap, where red circles highlight re-
gions of high uncertainty, (c) Ground truth and (d) Inference results
of the PU-aware Similarity Matrix.

4.4. Qualitative Analysis

Visualization of Perceptual Uncertainty and Similarity
Matrix. As shown in Fig. 5, red-circled curb perception

1.0

0.8

.
o
o

Uncertainty

0 10 20 30 40

Frame Index
Figure 6. Trajectory segment from nuScenes validation set (left)
and per-frame localization results (right). £y, Ey, E: lateral,

longitudinal, orientation errors; Uy, Uy, Uy,: lateral, longitudinal,
orientation uncertainties.

results (green polylines) mispredict a left turn as straight,
aligning with the highest perceptual uncertainty. The ground
truth and predicted results of the PU-aware Similarity Matrix
are shown on the right, with the horizontal and vertical axes
representing the visual BEV space and map BEV space,
respectively. In regions with poor association predictions
(upper part), the Gaussian kernel is weaker and less accurate,
indicating inferior association predictions for distant areas
(due to occlusion).

Consistency between Localization Uncertainty and Lo-
calization Quality. Fig. 6 presents the single-frame in-
ference results for a clip of the nuScenes validation set. It
can be observed that the 3DoF errors remain close to zero in
most cases, with a positive correlation between uncertainty
and localization error. Notably, within the blue-boxed re-
gion, the longitudinal localization error is generally larger
and more unstable, while the longitudinal uncertainty is sig-
nificantly higher than usual. This phenomenon is caused by
the reduced longitudinal constraints in this region, leading to
a degeneracy issue. The above results highlight the quality
and value of uncertainty prediction.

5. Conclusion

U-Vilar integrates the advantages of association and reg-
istration, demonstrating strong performance across various
localization tasks. We thoughtfully design global and lo-
cal association constraints, where the association is guided
by perception uncertainty. Based on the pose distribution
and uncertainty estimated by the above module, we perform
pose registration to obtain precise localization. Our ap-
proach shows significant advantages over existing methods
across multiple datasets. Future work will focus on optimiz-
ing localization accuracy in extremely challenging scenarios
(e.g., with very limited observations) while enhancing the
model’s generalization ability to achieve a unified model
capable of supporting diverse datasets and various maps.
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